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Someone once told me that time was a predator that stalked us all our

lives. But I rather believe that time is a companion who goes with us on

the journey and reminds us to cherish every moment because they’ll never

come again. What we leave behind is not as important as how we’ve lived.

Jean-Luc Picard, Star Trek: Generations, 1994.
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danke ich für die Unterstützung in allen administrativen Aufgaben und dass sie uns PhDs

stets den Rücken freigehalten hat.

Einen ganz wichtigen Dank richte ich an meine Eltern und Großeltern, die jederzeit bereit

waren mich bei allen Vorhaben zu unterstützen.



Contents

Zusammenfassung 2

Summary 6

1 The Pricing Kernel Puzzle: Survey and Outlook 10

1.1 Introduction and a Simple Model of the Pricing Kernel . . . . . . . . . . . 11

1.2 The Pricing Kernel Puzzle . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

1.2.1 The Initial Studies . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

1.2.2 Overly Restricted Pricing Kernels . . . . . . . . . . . . . . . . . . . 18

1.2.3 The Pricing Kernel Puzzle and Option Returns . . . . . . . . . . . 23

1.2.4 Applications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

1.2.5 The Pricing Kernel Puzzle in Exclusively Forward-Looking Data . . 26

1.3 Empirical Studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

1.3.1 The S&P 500 Index Market . . . . . . . . . . . . . . . . . . . . . . 28

1.3.2 The German DAX 30 Index Market . . . . . . . . . . . . . . . . . . 29

1.3.3 The British FTSE 100 Index Market . . . . . . . . . . . . . . . . . 30

1.3.4 Other Index Markets . . . . . . . . . . . . . . . . . . . . . . . . . . 31

1.3.5 Non-Index Asset Markets . . . . . . . . . . . . . . . . . . . . . . . 32

1.3.6 The Shape of the Empirical Pricing Kernel . . . . . . . . . . . . . . 34

1.4 Econometric Assessment of the Pricing Kernel Puzzle . . . . . . . . . . . . 35

1.4.1 Sample Variation Bounds . . . . . . . . . . . . . . . . . . . . . . . 36

1.4.2 Perturbations of Options Data . . . . . . . . . . . . . . . . . . . . . 36

1.4.3 Statistical Tests . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

1.5 Solutions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

1.5.1 Models with a Single State Variable . . . . . . . . . . . . . . . . . . 40

1.5.2 Models with Several State Variables . . . . . . . . . . . . . . . . . . 43

1.5.3 Behavioral and Sentiment Models . . . . . . . . . . . . . . . . . . . 46

1.5.4 Ambiguity Aversion Models . . . . . . . . . . . . . . . . . . . . . . 48

1.6 Bounds on Option Prices . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52



1.7 Conclusion and Outlook . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

2 The Pricing Kernel Puzzle in Forward Looking Data 70

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

2.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

2.2.1 The Risk-Neutral Density . . . . . . . . . . . . . . . . . . . . . . . 75

2.2.2 Construction of Potential Pricing Kernels . . . . . . . . . . . . . . . 75

2.2.3 The Subjective Density . . . . . . . . . . . . . . . . . . . . . . . . . 76

2.2.4 Monotonicity Test . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

2.2.5 Alternative Test Statistics . . . . . . . . . . . . . . . . . . . . . . . 78

2.3 Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

2.4 Empirical Findings . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

2.4.1 Statistical Evidence . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

2.4.2 The Shape of the Empirical Pricing Kernels . . . . . . . . . . . . . 84

2.5 Robustness . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

2.5.1 Alternative Sub-Samples . . . . . . . . . . . . . . . . . . . . . . . . 86

2.5.2 Alternative Pricing Kernel Modeling . . . . . . . . . . . . . . . . . 88

2.5.3 Alternative Risk Neutral Density Modeling . . . . . . . . . . . . . . 89

2.5.4 Different Horizons . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

2.5.5 Degenerate Densities . . . . . . . . . . . . . . . . . . . . . . . . . . 91

2.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94

3 Empirical Pricing Kernels: A Tale of Two Tails and Volatility? 98

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99

3.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 103

3.2.1 The Risk-Neutral Density . . . . . . . . . . . . . . . . . . . . . . . 104

3.2.2 The Subjective Density . . . . . . . . . . . . . . . . . . . . . . . . . 104

3.2.3 Hypotheses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

3.3 Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

3.4 Empirical Pricing Kernels Estimates . . . . . . . . . . . . . . . . . . . . . 111

3.4.1 The Right Tail of the Risk-Neutral Distribution . . . . . . . . . . . 112

3.4.2 The Right Tail of the Subjective Distribution . . . . . . . . . . . . 115

3.4.3 The Variance-Risk-Premium . . . . . . . . . . . . . . . . . . . . . . 117

3.5 Related Topics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

3.5.1 Implications for the Volatility Pricing Kernel . . . . . . . . . . . . . 120

3.5.2 A Smooth Ambiguity Model . . . . . . . . . . . . . . . . . . . . . . 125

3.6 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 129

3.7 Appendix . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133



3.7.1 Additional Materials . . . . . . . . . . . . . . . . . . . . . . . . . . 133

3.7.2 Robustness . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 138

Complete Bibliography 149

Abgrenzung 164



List of Figures

1.1 Risk-Neutral and Actual Distributions for Four International In-

dices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

1.2 Empirical Pricing Kernels for Four International Indices . . . . . . 15

1.3 Risk-Neutral Probabilities vs. Risk-Neutral Transition Probabil-

ities . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

1.4 Empirical Pricing Kernels at Different Points in Time . . . . . . . 35

1.5 Friedman and Savage (1948) Utility Function . . . . . . . . . . . . . 39

1.6 The Pricing Kernel with Ambiguity over Volatilities . . . . . . . . 51

1.7 The Pricing Kernel with Ambiguity over Market Crashes . . . . . 52

2.1 Linearly Interpolated Pricing Kernels. . . . . . . . . . . . . . . . . . 77

2.2 Optimal Pricing Kernels for Different Measures. . . . . . . . . . . . 85

2.3 Optimal Pricing Kernels on Different Sub-Samples. . . . . . . . . . 88

2.4 Moment Fit and Cramér van Mises Statistic. . . . . . . . . . . . . . 93

3.1 Diverse Monthly and Weekly Pricing Kernels. . . . . . . . . . . . . 100

3.2 Different Pricing Kernels and Implied Volatility Curves on Jan-

uary, 28, 1998. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

3.3 Volume of out-of-the-money Call Options in each Cross-Section. . 121

3.4 Number of out-of-the-money Call Options in each Cross-Section. 121

3.5 Return and Volatility Pricing Kernels. . . . . . . . . . . . . . . . . . 124

3.6 Smooth Ambiguity Aversion Pricing Kernels. . . . . . . . . . . . . . 127

3.7 Risk-Neutral Densities on January, 28, 1998. . . . . . . . . . . . . . 135

3.8 Subjective Densities on January, 28, 1998. . . . . . . . . . . . . . . . 135

3.9 Return and Volatility Pricing Kernels (Right). . . . . . . . . . . . . 136

3.10 Return and Volatility Pricing Kernels (Left). . . . . . . . . . . . . . 137



List of Tables

2.1 Descriptive Statistics . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

2.2 Results for the Linear Pricing Kernel Optimization - Main Table 83

2.3 Alternative Sub-Samples . . . . . . . . . . . . . . . . . . . . . . . . . . 87

2.4 Alternative Modeling . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

2.5 Different Horizons . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92

3.1 Number of Pricing Kernels Incr./Decr. at the Right End . . . . . 112

3.2 The Right Tail of the Risk-Neutral Distribution . . . . . . . . . . . 113

3.3 The Right Tail of the Subjective Distribution . . . . . . . . . . . . . 116

3.4 The Variance-Risk-Premium and the Shape of the Pricing Kernel 118

3.5 Literature on Empirical Pricing Kernels . . . . . . . . . . . . . . . . 133

3.6 Parameters for the Smooth Ambiguity Aversion Models . . . . . . 134

3.7 Robustness Table for the Risk-Neutral Distribution . . . . . . . . . 140

3.8 Robustness Table for the Subjective Distribution, Part I . . . . . . 142

3.9 Robustness Table for the Subjective Distribution, Part II . . . . . 143

3.10 Robustness Table for Pricing Kernel Specifications, Right End . . 145

3.11 Robustness Table for Pricing Kernel Specifications, Overall . . . . 146

3.12 Log Score Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148



Zusammenfassung

Diese Dissertation besteht aus drei eigenständigen Forschungsarbeiten zum Preiskern.

Das erste Kapitel dient als umfassender Literaturüberblick. Das zweite Kapitel stellt

einen statistischen Test vor, der es ermöglicht, die Monotonitätseigenschaft des Preiskerns

unter Verwendung von ausschliesslich vorwärts gerichteter Information zu überprüfen. Im

dritten Kapitel wird belegt, dass empirische Preiskerne entweder u- oder w-förmig sind; je

nachdem wie die entsprechende Varianz Risikoprämie ausfällt.

Der Preiskern spielt in der modernen Finanzwissenschaft eine tragende Rolle. Theo-

retisch ist der Preis eines jeden Finanzproduktes bestimmt durch den diskontierten und

risiko-adjustierten Erwartungswert seiner Auszahlung. Da die Risikoadjustierung durch

den Preiskern erfolgt, enhält dieser Informationen über die Präferenzen der Investoren.

Formal gesehen ist der Preiskern durch das Verhältnis von risiko-neutralen zu subjektiven

Wahrscheinlichkeiten bestimmt. Andererseits ist der Preiskern in den meisten klassischen

Gleichgewichtsmodellen proportional zu dem marginalen Nutzen eines repräsentativen In-

vestors. Dies initialisierte eine Reihe von Studien, die implizite Präferenzen aus Marktdaten

erforschten. Typischerweise werden Aktienindizes verwendet um eine Schätzung von sub-

jektiven Wahrscheinlichkeiten zu erhalten. Die zu den Indizes gehörenden Optionen werden

verwendet um die risiko-neutralen Wahrscheinlichkeiten zu berechnen. Erstaunlicherweise

aber widerlegen die so erhaltenen Preiskerne die grundlegende Annahme von risikoscheuen

Investoren: Da der Preiskern in der Theorie proportional zu dem marginalen Nutzen

ist, sollte der Preiskern eine monoton fallende Funktion des Vermögens sein. Die em-

pirischen Schätzungen weisen jedoch grosse Vermögensbereiche aus, in denen der Preiskern

ansteigend und somit nicht mit einem risiko-neutralen Investor zu vereinbaren ist. Der

erste Teil dieser Dissertation fasst zum einen die Literatur zusammen, welche empirische

Preiskerne für verschiedene Länder und Finanzprodukte schätzt. Zum anderen werden die

theoretischen Modelle vorgestellt, welche den Anspruch erheben, nicht-monoton-fallende

Preiskerne und risiko-averse Investoren in Einklang zu bringen. Die Modelle werden

detailliert vorgestellt, auf ihre Plausibilität untersucht und die Zusammenhänge zwischen

den Modellen skizziert. Desweiteren wird ein ambiguitäts Modell präsentiert, welches nicht

monoton fallende Preiskerne impliziert. Letztlich wird auch auf Literatur eingegangen,



welche den Zusammenhang zwischen Optionspreisen und monoton fallenden Preiskernen

behandelt.

Die konventionelle Methode um den Preiskern zu bestimmen beinhaltet die Schätzung

der subjektiven Wahrscheinlichkeitsdichte basierend auf historischen Renditen: Beispiel-

sweise wird am 1. Januar 2015 ein parametrisches Zeitreihenmodell auf die bereits

realisierten Renditen vor dem 1. Januar 2015 kalibriert. Die geschätzten Parameter werden

verwendet um die subjektive Wahrscheinlichkeitsdichte für die folgende monatliche Rendite

zu erhalten. Die risiko-neutrale Wahrscheinlichkeitsdichte hingegen wird nur aus Optionen

gewonnen, die am 1. Januar 2015 gehandelt wurden und eine monatliche Laufzeit vorweisen.

Damit könnte das im ersten Teil der Dissertation besprochene Phänomen eines (empirisch)

nicht monoton fallenden Preiskerns möglicherweise darauf zurückzuführen zu sein, dass

die subjektive Wahrscheinlichkeitsdichte rückwärts gerichtet bestimmt wurde, während

die risiko-neutrale Wahrscheinlichkeitsdichte aus den vorwärts-blickenden Optionspreisen

stammt.

In dem zweiten Teil dieser Dissertation wird ein statistischer Monotonietest vorgestellt,

welcher die Monotonie des Preiskerns mit ausschliesslich vorwärtsgerichteten Informatio-

nen testet: Die essentielle Annahme hierfür ist, dass der Preiskern m konstant über die

Zeit ist. Sprich, die risiko-neutrale Wahrscheinlichkeit qt und die subjektive Wahrschein-

lichkeit pt dürfen sich über die Zeit ändern, ihr Verhältnis m = qt/pt jedoch nicht. Die

risiko-neutrale Wahrscheinlichkeit qt kann sehr präzise durch Optionspreise bestimmt

werden. Wir verwenden die auf smoothing splines basierende Methode aus Jackwerth

(2000) und zur Robustifizierung das parametrische Modell von Gatheral (2004) um eine

Schätzung q̂t zu erhalten. Um nun den Preiskern ohne explizite Bestimmung der subjek-

tiven Wahrscheinlichkeitsdichte pt zu erhalten, verwenden wir den Satz über die inverse

Verteilungsfunktion: Unter der Annahme, dass die Renditen Rt aus der Verteilung Pt

stammen, sind die Zufallsvariablen Pt(Rt) uniform auf dem Intervall [0, 1] verteilt. Somit

kann ein beliebiger Preiskern m̃ auf seine Plausibilität untersucht werden, indem man die

subjektive Wahrscheinlichkeitsdichte durch p̃t = q̂t/m̃ bestimmt, diese dann zur Verteilungs-

funktion P̃t integriert und letztlich die Uniformität der resultierenden Zufallsvariablen

ũt = P̃t(Rt) untersucht. In dieser Studie verwenden wir den Berkowitz (2001) Test, den

Knüppel (2015) Test und die Cramer van Mises Statistik um die Uniformität zu validieren.

Alternativ wird auch eine auf dem Log Score basierende Methode vorgestellt. Um nun

einen statistischen Monotonietest für den Preiskern zu konstruieren gehen wir im Falle

des Berkowitz Tests wie folgt vor (für die anderen Statistiken ist das Vorgehen analog):

Der Preiskern m̃ wird als stückweise lineare Funktion von 9 Parametern modelliert. Nun

wird im ersten Schritt die Berkowitz Teststatistik unter der Bedingung m̃ > 0 (keine

Arbitrage) minimiert. Wir speichern die minimierte Berkowitz Statistik BW unrestr. und



den resultierenden Preiskern m̂unrestr.. Im zweiten Schritt wird die Berkowitz Teststatistik

unter der zusätzlichen Bedingung m̃′ ≤ 0 minimiert und wir speichern abermals die min-

imierte Statistik Berkowitz BW restr. und den resultierenden Preiskern m̂restr.. Letztlich

muss noch die Differenz zwischen den restringierten und nicht restringierten Statistiken

∆̂ = BW restr. −BW unrestr. auf Signifikanz untersucht werden. Wenn der wahre Preiskern

monoton fiele, so wäre ∆̂ nahe bei 0. Da wir es hier mit minimierten Teststatistiken zu tun

haben, sind die dazugehörigen p-Werte des ursprünglichen Berkowitz Tests nicht zulässig,

da sie massiv nach oben verzerrt sind. Um dennoch ∆ = 0 testen zu können, simulieren

wir die Verteilung der Differenz ∆ unter der Annahme, dass der Preiskern konstant ist,

d.h. m = 1. Dies ist die konservativste Wahl und garantiert die richtige Grösse des Tests,

siehe Beare and Schmidt (2014). Schliesslich validieren wir ∆̂ anhand der so simulierten

Verteilung.

Es zeigt sich, dass bis auf den Berkowitz Test, alle Statistiken monoton fallende

Preiskerne für monatliche Renditen ablehnen. Der Grund hierfür könnte sein, dass der

Berkowitz Test nur die ersten beiden Momente einer Verteilung betrachtet. Finanzmark-

tzeitreihen weisen jedoch nicht normale Schiefe und Wölbung auf. Desweiteren kann man

monoton fallende Preiskerne auch für längere Horizonte, wie beispielsweise 3 Monate, nicht

ablehnen. Der Grund hierfür ist womöglich der zentrale Grenzwertsatz, der risiko-neutrale

und subjektive Wahrscheinlichkeiten näher an die Normalverteilung bringt und der so

implizite Preiskern nur noch einen Erwartungswert Drift mit sich führt.

Der dritte Teil der Dissertation verwendet wieder den klassischen Ansatz um den

Preiskern zu bestimmen: Die subjektiven Wahrscheinlichkeiten werden aus vergangenen

Renditen geschätzt und die risiko-neutralen Wahrscheinlichkeiten werden aus Option-

spreisen extrahiert. In diesem Kapitel soll die Frage geklärt werden, warum diverse

Forscher unterschiedliche Preiskerne geschätzt haben und ob die Variation in den Preisker-

nen womöglich auch von zusätzlichen Kennzahlen der Ökonomie abhängt.

Dabei stellt sich heraus, dass (i) fehlende Optionsdaten, (ii) verzerrte subjektive

Wahrscheinlichkeiten und (iii) die Varianz-Risiko-Prämie die Ursachen für die Dissonanz

in der empirischen Preiskern Literatur sind: (i) Optionen die Informationen über die

Wahrscheinlichkeit von hohen Renditen tragen, wurden erst in den letzten Jahren durchge-

hend gehandelt. Die Konsequenz: wenn man Tage betrachtet an welchen diese Optionen

nicht gehandelt werden, muss man Annahmen an den rechten Tail der risiko-neutralen

Verteilung stellen, auf welche die Form des Preiskerns am rechten Ende sensibel reagiert

(wechselweise ansteigend oder fallend). Andererseits ist der resultierende Preiskern aber

immer ansteigend am rechten Ende, wenn Optionen vorhanden sind, die Informationen

über die Wahrscheinlichkeit von hohen Renditen tragen. (ii) Das Zeitreihenmodell, welches

für die subjektiven Wahrscheinlichkeiten verwendet wird, spielt ebenfalls eine wichtige



Rolle in Bezug auf das rechte Ende des Preiskerns. Ein asymmetrisches Modell wie das

GJR-GARCH führt zu Preiskernen, die am rechten Ende ansteigend sind, während das

klassische GARCH eher Preiskerne impliziert, die am rechten Ende fallend sind. Es werden

verschiedene ökonometrische Tests angewendet, die die Überlegenheit des GJR-GARCH

über dem normalen GARCH zeigen. Insbesondere passt das GJR-GARCH besser zu den

positiven Renditen. Damit behandeln die Punkte (i) und (ii) hauptsächlich die rechten

Tails der risiko-neutralen und subjektiven Wahrscheinlichkeiten und alles deutet darauf

hin, dass der empirische Preiskern am rechten Ende ansteigend und somit insgesamt

entweder w- oder u-förmig ist. Letztendlich muss noch geklärt werden warum der Preiskern

manchmal w- und manchmal u-förmig ist. Es stellt sich heraus, dass dies im Gegensatz

zu den ersten beiden Punkten kein ökonometrisches Problem ist. Nachdem getestet wird,

dass das GJR-GARCH plausible Prognosen für die zukünftige realisierte Varianz macht,

wird festgestellt, dass Preiskerne in Zeiten hoher Unsicherheit u-förmig (charakterisiert

durch eine hohe Varianz-Risiko-Prämie) und in ruhigen Perioden w-förmig (charakterisiert

durch eine niedrige Varianz-Risiko-Prämie) sind.

Desweiteren werden wichtige Aspekte von w- und u-förmigen Preiskernen aufgezeigt.

Zum einen wird das Optionspreismodell von Christoffersen, Heston, and Jacobs (2013) um

einen weiteren Term erweitert, der es erlaubt w-förmige (anstatt nur u-förmige) Preiskerne

zu generieren. Dieser zusätzliche Freiheitsgrad macht es möglich, die stilisierten Fakten der

Volatilitätsderivate besser abzubilden: u-förmige Preiskerne in der Volatilitätsdimension,

siehe Song and Xiu (2016). Zum anderen wird ein einfaches 1-perioden Modell vorgestellt,

bei dem der repräsentative Investor ambiguitätsavers ist. Die Ambiguität äussert sich

in der Unsicherheit über den wahren Volatilitätswert und der Wahrscheinlichkeit eines

Sprunges. Die resultierenden Preiskerne sind in solch einem Modell dann w- oder u-förmig.

Das Modell stellt eine Erweiterung zu dem Modell aus dem ersten Kapitel dar, weil es

Ambiguität in zwei Variablen (Volatilität und Sprungwahrscheinlichkeit) anstatt in nur

einer Variablen (Volatilität) animmt.



Summary

This dissertation consists of three stand-alone research papers on option based pricing

kernels. The research papers are organized into three chapters. The first chapter surveys

the empirical and theoretical literature on pricing kernels. The second chapter presents a

novel test for testing pricing kernel monotonicity using forward-looking data only. The

third chapter finds that empirical pricing kernels are actually w- or u-shaped, depending

on the level of the variance risk premium.

The pricing kernel is one of the key objects in modern financial economics. By definition,

the price of every asset is given by the discounted risk-adjusted expectation of its payoff.

Since the risk-adjustment is done by the pricing kernel, the latter contains information

about investor preferences. Theoretically, the pricing kernel is given by the ratio of

risk-neutral over subjective probabilities. Moreover, the pricing kernel is proportional to

the marginal utility of a representative investor in most classical equilibrium models. This

initialized a couple of articles studying the preferences implied in market data. Data on

large equity indices are typically used to obtain an estimate of the subjective probabilities.

The corresponding risk-neutral density is backed out of options having the indices as an

underlying. The resulting pricing kernels are not conform with the assumption on risk-

averse investors. The pricing kernel, being proportional to marginal utility, is theoretically

a monotonically decreasing function in wealth. However, the empirical estimates of the

pricing kernel exhibit large wealth regions where the pricing kernel is monotonically

increasing. This contradicts classical theory as it would imply risk-seeking behavior.

The first chapter of this dissertation serves as a comprehensive literature review. On

one hand, the empirical literature estimating pricing kernels in various countries and at

different points in time is summarized. On the other hand, the theoretical models that

are able to explain the pricing kernel puzzle are critically discussed. Moreover, a simple

ambiguity aversion model is presented. It turns out that such a model is able to explain

non-monotone pricing kernels. Finally, this first chapter closes with the literature relating

monotonically decreasing pricing kernels to bounds on option prices.

The conventional approach to obtain empirical pricing kernels requires the estimation of

the subjective probabilities based on past returns. For example, on the 1st of January 2015,



a parametric time-series model is calibrated on past returns. The resulting parameters are

then used to obtain the subjective probabilities for the return realized over January. The

risk-neutral probabilities, however, are backed out from option prices which are traded

on the 1st of January 2015 and have a monthly maturity. Hence, finding monotonically

decreasing pricing kernels could be a result of mixing the forward looking risk-neutral

probabilities with the backward looking subjective probabilities.

The second chapter of this dissertation presents a novel statistical test that tests

pricing kernel monotonicity with forward looking information only. The crucial assumption

for this test is a constant pricing kernel and thus constant preferences over time. This

assumption does not imply stationarity for the subjective or risk-neutral distribution. Both

distributions are allowed to vary over time; only the ratio of the densities has to be the

same. The risk-neutral density pt can be estimated quite precisely by using option prices.

The fast and stable method of Jackwerth (2000) is used for the main run. The robustness

of the results is confirmed by using the parametric model of Gatheral (2004). In order to

obtain an estimate of the pricing kernel mt without having to specify the subjective density

pt, the inverse probability transformation is used. If the returns Rt were actually drawn

from the distribution Pt, then the random variables Pt(Rt) are uniformly distributed on

[0, 1]. Hence, the plausibility of any tentative pricing kernel m̃ can be checked by the

following procedure: Firstly, the corresponding tentative subjective density is obtained by

p̃t = q̂t/m̃. Secondly, the tentative subjective density is integrated to the corresponding

cumulative distribution function P̃t. Finally, the uniformity of the resulting pseudo random

variables ũt = P̃t(Rt) is checked. For measuring the uniformity, the Berkowitz (2001) Test,

the Knüppel (2015) Test, and the Cramer van Mises statistic are utilized. Alternatively,

the Log Score serves as a criteria as well. The novel monotonicity test is now explained

by using the Berkowitz test. The procedure is equivalent for the other measures. The

pricing kernel m̃ is modeled as a piece-wise linear function depending on nine parameters.

In a first step, the Berkowitz test statistic is minimized under the no-arbitrage constraint

m̃ > 0. The minimized Berkowitz statistic BW unrestr. and the corresponding pricing kernel

m̂unrestr. are both saved. In a second step, the Berkowitz test statistic is minimized under

an additional monotonicity constraint: m̃′ ≤ 0. Again, the minimized Berkowitz statistic

BW restr. and the corresponding pricing kernel m̂restr. are saved. Finally, significance of the

difference between the restricted and the unrestricted minimum ∆̂ = BW restr.−BW unrestr.

has to be tested. If the true pricing kernel was decreasing, ∆̂ would be close to zero.

As we are dealing here with minimized test statistics, the corresponding p-values of the

Berkowitz test cannot be used. They would be heavily biased upwards. Nevertheless, the

p-values for ∆ = 0 are obtained by simulating ∆ under the assumption of risk-neutrality,

i.e. m = 1. This is the most conservative choice and guarantees the correct size of the



test, see Beare and Schmidt (2014). Finally, the ∆̂ obtained in the sample is evaluated by

using its simulated distribution.

It turns out that the average log score and the Knüppel (2015) test reject pricing kernel

monotonicity with a p-value of 2%. The Berkowitz (2001) test is the only test that does

not reject non-increasing pricing kernels. This test takes into account only the first two

moments and ignores all higher moments. Yet, the importance of non-normal skewness

and kurtosis is well documented in the financial time series literature. Due to its low power

in small samples, the Cramér van Mises statistic rejects pricing kernel monotonicity only

when using a low risk-aversion for the simulation. Moreover, pricing kernel monotonicity

cannot be rejected when looking at longer horizons, where subjective and risk-neutral

densities are less negatively skewed and less kurtotic. The findings of the first chapter

hence suggest that solutions to the pricing kernel puzzle should consider higher moment

preferences.

The third chapter of this dissertation makes use of the conventional approach for

obtaining pricing kernels again. Subjective densities are obtained by calibrating a time-

series model on past returns. Risk-neutral densities are backed out from option prices.

This chapter mainly deals with the question why researches found various pricing kernel

shapes. Moreover, we examine if the variation in pricing kernels is due to the underlying

economics.

It turns out that (i) missing out-of-the money calls, (ii) misestimated subjective

probabilities, and (iii) a time varying variance risk premium all contribute to the empirical

shapes. (i) If deep out-of-the-money calls cannot be observed, one has to make assumptions

about the right end of the implied volatility curve. The right end of the pricing kernel

then reacts very sensitive to small changes in the implied volatility curve. However, when

deep out-of-the-money calls are observed, the pricing kernel turns out to be increasing at

the right end. (ii) The time-series model for estimating the subjective density matters in

particular for the right end of the pricing kernel. Models with a fat right tail and thus a

pricing kernel which decreases at the right end fit the data worse than models with a thin

right tail and thus a pricing kernel which increases at the right end. Hence, issues (i) and

(ii) imply either w- or u-shaped pricing kernels as opposed to tilde-shaped ones. (iii) Last,

obtaining sometimes w-shaped and sometimes u-shaped pricing kernels can be explained

by a time varying variance risk premium. Pricing kernels tend to be u-shaped in times of

high uncertainty (variance risk premium is high) and w-shaped in calm periods (variance

risk premium is low).

Moreover, the implications of w- and u-shaped pricing kernels are examined from several

points of view. On the one hand, the option pricing model of Christoffersen, Heston,

and Jacobs (2013) is extended, allowing for u- and w-shaped pricing kernels (instead of



u-shaped pricing kernels only). This additional degree of freedom allows for matching the

stylized facts observed in the volatility markets: u-shaped pricing kernels in the volatility

dimension, see Song and Xiu (2016). On the other hand, the ambiguity aversion model

introduced in the first chapter is extended. While the model from the first chapter allows

only for ambiguity about either volatility or jumps, the extension here models ambiguity

about volatility and jumps simultaneously. Consistent with the empirics, the resulting

pricing kernels are u- and w-shaped.

References

Beare, B., and L. Schmidt (2014): “An Empirical Test of Pricing Kernel Monotonicity,”

Journal of Applied Econometrics, 31, 338–356.

Berkowitz, J. (2001): “Testing Density Forecasts with Applications to Risk Manage-

ment,” Journal of Business and Economic Statistics, 19, 465–474.

Christoffersen, P., S. Heston, and K. Jacobs (2013): “Capturing Option Anoma-

lies with a Variance-Dependent Pricing Kernel,” Review of Financial Studies, 26, 1962–

2006.

Gatheral, J. (2004): “A Parsimonious Arbitrage-Free Implied Volatility Parameter-

ization with Application to the Valuation of Volatility Derivatives,” Working paper,

Presentation at Global Derivatives.

Jackwerth, J. C. (2000): “Recovering Risk Aversion from Option Prices and Realized

Returns,” Review of Financial Studies, 13, 433–451.
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Chapter 1

The Pricing Kernel Puzzle: Survey and

Outlook



1.1. INTRODUCTION AND A SIMPLE MODEL OF THE PRICING KERNEL

1.1 Introduction and a Simple Model of the Pricing

Kernel

The pricing kernel m is of fundamental concern to all of modern finance as it is the basis

for all pricing:

E[mR] = 1 (1.1)

where E[] is the expectation under the physical (true) probabilities p across states

and R is the return in each state. The pricing kernel m is the ratio of state prices π and

physical probabilities p or, alternatively, of discounted risk-neutral probabilities (q/Rf)

and physical probabilities:

m =
π

p
=

q

Rfp
(1.2)

The pricing kernel informs us on how we need to adjust payoffs X such that we can

take simple expectations in order to obtain the price of the security. It thus contains

important information about the investor’s assessment of different states: payoffs in states

associated with low wealth/consumption are valued highly (m is large). We can appreciate

the link between the pricing kernel and preferences in a simple one-period representative

investor economy with concave utility of end of period wealth U(R). The representative

investor maximizes end of period utility while investing all his unit wealth:

max
Ri

E[U(Ri)] =
N∑
i=1

piU(Ri)

s.t. E∗[Ri]/Rf =

(
N∑
i=1

qiRi

)
/Rf = 1

(1.3)

where Ri are the cum-dividend aggregated market returns across the i = 1, ..., N

states, pi are the physical probabilities, U is the utility function, qi are the risk-neutral

probabilities. One plus the interest rate over the period is Rf . Introducing the Lagrange

multiplier λ, we write the N first order conditions:

piU
′(Ri)− λqi/Rf = 0 for i = 1, ..., N (1.4)

and solve for λ after summing the N equations (1.4):
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1.1. INTRODUCTION AND A SIMPLE MODEL OF THE PRICING KERNEL

Rf

(
N∑
i=1

piU
′(Ri)

)
= λ (1.5)

We can now find the pricing kernel m state by state by inserting the explicit solution

for the Lagrange multiplier into the first order condition (1.4):

mi =
qi
Rfpi

=
U ′(Ri)

Rf

∑N
i=1 piU

′(Ri)
(1.6)

Equation (1.6) informs us that the pricing kernel is proportional to marginal utility.

Any insight into the pricing kernel thus translates into knowledge about investor preferences

in our economy. In particular, standard concave utility functions, such as power and

exponential utility, lead to positive and monotonically decreasing pricing kernels.1

Alternatively, we can also express absolute risk aversion directly:

ARAi = −U
′′(Ri)

U ′(Ri)
=
p′

p
− q′

q
(1.7)

which is a positive function as long as the utility function is concave and marginal

utility is positive.

Such insights into investor preferences are particularly useful since utility functions are

notoriously difficult to estimate. One way of eliciting preferences from investors is to survey

the investors. Overberg (2009) and Andreoni and Sprenger (2012a) collect a number of

such surveys, which try to estimate investor risk aversion. Barsky, Juster, Kimball, and

Shapiro (1997) is an example of a survey which elicits risk tolerance, time preference, and

intertemporal substitution. Wang, Rieger, and Hens (2013) have an international survey

covering 52 countries covering time preferences and loss aversion.

A second line of research uses market data to infer the (parametric) utility function of

a representative investor. A starting point is the equity premium puzzle of Mehra and

Prescott (1985). Here, a stylized economy with a representative investor economy with

power utility is being calibrated to market data. The resulting risk aversion coefficients

tend to be much too high when compared to survey based estimates. This literature has

been continued in Kocherlakota (1996) and Mehra (2006), with international evidence

added in Pozzi, de Vries, and Zenhorst (2010). Closely related is the work by Bartunek

and Chowdhury (1997) who use power utility and Benth, Groth, and Lindberg (2010) who

use exponential utility instead; both papers calibrate to options data. While the equity

premium literature equates the forward looking physical probability distribution with the

1There exists a close connection to the concept of stochastic dominance which expresses dominance
relations between probability distributions on which all investors of a certain class agree. Our setting
of positive and decreasing pricing kernels uses the class of risk-averse investors (i.e., those with concave
utility functions) and the corresponding concept is the one of second order stochastic dominance.
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1.2. THE PRICING KERNEL PUZZLE

historical distribution and determines the intertemporal rate of substitution solely through

the risk aversion coefficient, Andersen, Fountain, Harrison, and Rutstroem (2014) suggest

to elicit physical probabilities, too, and Andreoni and Sprenger (2012a), Andreoni and

Sprenger (2012b) and Laury, McInnes, Swarthout, and von Nessen (2012) additionally

estimate time preferences.2

1.2 The Pricing Kernel Puzzle

We are more interested in a third approach, the direct estimation of the pricing kernel

m via Equation (1.2), which is possible and involves estimation of (one plus) the riskfree

interest rate Rf , of the physical probabilities p, and of the risk-neutral probabilities q.

Estimation of the interest rate is an easy task as the discounting effect is small over

the typical horizons of 30 to 60 days. The methods of choice to obtain the physical

probabilities p are kernel density estimation of past index returns on the S&P 500 (e.g.

Jackwerth (2000), Ait-Sahalia and Lo (2000)) or the estimation of GARCH models (e.g.

Rosenberg and Engle (2002), Barone-Adesi, Engle, and Mancini (2008), Barone-Adesi and

Dall’O (2010)). Estimation of the risk-neutral distribution is by now a well-established

field of research and a large literature covers it; see the surveys by Jackwerth (1999),

Jackwerth (2004), and Bahra (1997). Given a large enough cross section (more than

10 option strike prices), most methods perform relatively similar and yield the desired

risk-neutral distributions where one typically uses the SPX options on the S&P 500 index

with typical maturities of 30 to 60 days. Most studies work with the S&P 500 as it is seen

as a reasonable proxy for the market return even though it does not cover all investment

opportunities of a representative investor. Moreover, many liquid options written on the

S&P 500 index exists and, hence, one is able to back out risk neutral distributions with

less estimation error than other, less liquid indices. In alternative models of the economy,

the pricing kernel is a function of aggregate consumption or total wealth, and, once again,

the S&P 500 index is seen as a good proxy for these variables.

The most popular methods for obtaining the risk-neutral distribution are probably the

mixture of two lognormals or the spline based approach. Mixtures of three lognormals

were introduced by Melick and Thomas (1997) and then reduced to two lognormals in

Bahra (1997). The original spline approach was introduced by Shimko (1993) and refined

2An interesting observation reconciling the two estimation methods (surveys/experiments vs. market
based) can be found in Haug, Hens, and Wöhrmann (2013) who argue that the typical inclusion of
background risk in market studies leads to larger risk aversion coefficients than in surveys or experiments
which tend to ignore background risk. Related is the work by Meyer and Meyer (2005a) and Meyer
and Meyer (2005b) who point out that the risk aversion estimate also depends on which exact quantity
(consumption or wealth) enters the (direct or indirect) utility function in which numerical form (say,
return or rate of return).
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Figure 1.1: Risk-Neutral and Actual Distributions for Four International Indices
The actual distributions are calculated with the same return horizon as the time-to-expiration of the
options. For the US we used the historical sample from Sep 2, 1997 to Aug 15, 2003, for Germany from
Jan 2, 1997 to Oct 9, 2003, for the UK from Jan 2, 1997 to Oct 9, 2003, and for Japan from Jan 5, 1998
to Oct 10, 2003. Returns are reported as 1 plus the rate of return.

in Bliss and Panigirtzoglou (2002) and Bliss and Panigirtzoglou (2004). A particularly

fast and stable method can be found in Jackwerth (2004). A recent careful but also

quite complicated implementation is Figlewski (2010). In order to model the implied

volatility surface and the corresponding risk-neutral distribution for multiple horizons,

Fengler and Hin (2015) use a semi-parametric approach based on B-splines while Ludwig

(2015) suggests the use of neural networks.

Option-implied distributions are frequently used to assess market expectations, see the

above surveys and the recent applications by the European Central Bank in EZB (2011)

or David and Veronesi (2011) who use option-implied measures to predict macro variables.

In Figure 1.1, we find representative risk-neutral distributions for the S&P 500 in the

US, the DAX 30 in Germany, the FTSE 100 in the UK, and the Nikkei 225 in Japan.

The physical distributions are estimated using a simple kernel density estimator based on

historical returns. More details can be found in Jackwerth (2004) from where the examples

stem.

After dividing the risk-neutral distribution by the physical distribution, we obtain the

empirical pricing kernels, which are depicted in Figure 1.2. Note the tilde-shaped hump

around at-the-money, which is inconsistent with Equation (1.6) according to which the
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1.2. THE PRICING KERNEL PUZZLE

Figure 1.2: Empirical Pricing Kernels for Four International Indices
Typical post-1987 stock market crash implied pricing kernels. The pricing kernels are calculated as
the ratio of the option implied risk-neutral distribution and the historical smoothed return distribution.
Returns are reported as 1 plus the rate of return.

empirical pricing kernel is monotonically decreasing in returns since it is proportional to

the marginal utility of a risk-averse investor. For such risk-averse investor, utility is concave

and marginal utility is decreasing. Moreover, equilibrium is ruled out as a non-decreasing

pricing kernel implies the existence of a portfolio that stochastically dominates the market,

see Sections 1.5 and 1.6. A non-decreasing pricing kernel hence clashes with our basic

intuitions and contradicts most standard market models. The violation of monotonicity has

been labeled as the “pricing kernel puzzle” and we will investigate possible explanations

in Section 1.5.

1.2.1 The Initial Studies

The birth of the pricing kernel puzzle can be determined pretty accurately in the year

1996. For some time by then there was some general unease about the consistency of

time-series parameters of the physical distribution stemming from observed returns and

the risk-neutral parameters implied in option prices written on the same underlying.

Bates (1996a) and Bates (1996b) point out that the two stochastic processes seem to be

incompatible. Moreover, the time was ready to compare the physical distribution to the
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option-implied risk-neutral distribution. The physical distribution could be obtained either

by kernel density estimation or simply through calibration of a parametric return process

to the historical returns, say a GARCH(1,1). Also, the seminal article of Rubinstein (1994)

allowed for the first time to recover risk-neutral, option implied distributions.3 Jackwerth

and Rubinstein (1994) extended and applied that technique to the S&P 500 index options.

Taking the last step of finding the empirical pricing kernel through dividing the risk-neutral

probability distribution by the physical distribution seems obvious in retrospect but was

not quite so clear at the time.

The first working paper draft of Jackwerth (2000) was dated March 1996 and actually

suggested to approximate the more complicated risk aversion functions (Equation (1.7))

as opposed to the more straightforward pricing kernel (Equation (1.2)) directly. S&P

500 index options from 1986 through 1995 are filtered and used to obtain 31-day implied

risk-neutral distributions which are smoothest while pricing almost all observed options

in the monthly cross section within bid/ask spreads. The physical distribution is based

on 31-day, nonoverlapping returns within moving, 4-year historical windows. The returns

are then smoothed through a kernel density estimator. A number of robustness checks

confirm the result that the empirical risk aversion functions are u-shaped and negative

around at-the-money during the post-87-crash period while they are mainly positive and

decreasing during the pre-crash period. In particular, replacing the physical distribution

with a simulated conditional distribution from a fitted GARCH(1,1) model only strengthens

the results. A peso problem also cannot explain the pricing kernel puzzle, since for the

first 4 years past the crash, the crash is “visible” in the physical distribution based on the

historical returns. Still, the results do not change compared with periods where the crash

is no longer visible because, on the date of the investigation, the crash lies more than 4

years into the past.4 A related paper is Figlewski and Malik (2014) who use a lognormal

distribution for the physical distribution, fix the mean with a 5% risk premium, and use a

volatility, which is partly historical and partly based on VIX. Using data on an exchange

traded fund replicating the S&P 500, they confirm the pricing kernel puzzle.5

A little later, Ait-Sahalia and Lo (1998) suggested a method for backing out risk-neutral,

option-implied distributions based on applying a kernel regression to the implied volatilities

of observed options. The obtained implied volatility function can then be translated into a

3The earlier theoretical approach of Breeden and Litzenberger (1978) suffers from numerical implemen-
tation problems.

4In a richer setting, Ziegler (2007) confirms the point that a Peso problem cannot explain the pricing
kernel puzzle. See Section 1.5.1 for details.

5See also Hill (2013) for separately fitting the risk-neutral and the physical distribution to variance-
gamma and normal-inverse-Gaussian processes. As he does not economically restrict the parameters
between the two measures, the resulting distributions can differ from each other and their ratio exhibits
the pricing kernel puzzle.
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function of call prices and, with the help of Breeden and Litzenberger (1978), they obtain

the risk-neutral distribution as the second derivative of the scaled call option price function.

The authors derived the pricing kernel independently of Jackwerth (2000) as the ratio

of the risk-neutral distribution and the physical distribution obtained through a kernel

based estimator. Based on half-yearly returns during the year 1993 they can document

the pricing kernel puzzle. This research was published in Ait-Sahalia and Lo (2000) where

the authors very graciously delayed publication so that their paper would not appear in

print before the publication of Jackwerth (2000) which was started earlier but was long

delayed at the journal.6

The third of the canonical models, which is typically cited to establish the pricing

kernel puzzle, is Rosenberg and Engle (2002). Using monthly data from 1991 to 1995

on the S&P 500 index options, they start by obtaining the physical distribution from

the parametric GARCH model of Glosten, Jagannathan, and Runkle (1993) fitted to

historical returns. They next specify the pricing kernel parametrically, which allows them

to obtain the risk-neutral distribution and thus derive model-implied option prices.7 The

parameters of the pricing kernel are optimized such that the sum of squared option pricing

errors is being minimized. First, a monotonically decreasing pricing kernel is being fitted

but mispricing can be much reduced when more flexible functional forms for the pricing

kernel are allowed, leading to the pricing kernel puzzle yet again. A closely related minor

extension is Yang (2009) and another one, using B-splines for the pricing kernel, is Audrino

and Meier (2012).

A final interesting and early paper is Carr, Geman, Madan, and Yor (2002). They fit a

specific Levy process, the CGMY process, to historical returns and option prices. The

CGMY process is more flexible when compared to standard diffusion processes due to

the inclusion of jump components. The resulting risk-neutral distribution is fatter-tailed

than the physical distribution and the pricing kernel is u-shaped. This constitutes a

pricing kernel puzzle as well but of a different kind than the so far discussed tilde-shaped

pattern which occurs around at-the-money (see Section 1.3.6 for a discussion on tilde-

shaped versus u-shaped pricing kernels). Surprisingly, the authors state for this particular

stochastic process that the risk-neutral parameters can be chosen independently of the

physical parameters. Thus, the stochastic process does not restrict the pricing kernel

6Belomestny, Ma, and Härdle (2015) is a modern implementation of Ait-Sahalia and Lo (2000) and
also uses kernel estimation for the physical and the risk-neutral distributions.

7Dittmar (2002) suggests an alternative parametric specification of the pricing kernel based on a Taylor
series expansion in terms of returns on wealth. He restricts the signs economically (premia should be
positive for the equity and skewness risk premium, negative for volatility and kurtosis; compare also
Schneider and Trojani (2015) for a similar idea in Section 1.2.2). Empirically, he finds some evidence of a
u-shaped pricing kernel, which is confirmed by Schweri (2010). For a related Taylor series approximation
of the pricing kernel, see Chabi-Yo (2012).
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beyond positivity, i.e. the no-arbitrage condition. In contrast, for diffusion processes the

risk-neutral and the physical parameters are linked through the presence of risk premia.

Wu (2006) extends the CGMY process by allowing for asymmetric distributions. Moreover,

he explicitly characterizes the pricing kernel in his model as the multiplication of two

exponential components, which depend on the market price of positive jump risk multiplied

by the positive jumps and a similar expression for the market price of negative jump risk

times the negative jumps where the two prices of risk can differ. While he is motivated by

the pricing kernel puzzle which he depicts in his figure 4, he unfortunately does not plot

the empirical pricing kernel based on his estimation using S&P 500 returns and option

prices.

1.2.2 Overly Restricted Pricing Kernels

The canonical models did not give much thought to the direction of their inference as it

seemed rather natural to back out pricing kernels, which tend to be difficult to estimate,

from risk-neutral distributions, which tend to be easy to obtain from cross sections of

option prices (see the argument in Jackwerth (2004) on page 15), and physical distributions,

which can be estimated from historical data, albeit with estimation error.

Assumptions Restricting the Functional Form of the Pricing Kernel: Stochas-

tic Volatility, Stochastic Jump Models

While the canonical early papers backed out the pricing kernel, other researchers tried

to find the forward looking physical probabilities by assuming a functional form for the

pricing kernel. However, imposing severe restrictions on the pricing kernel can lead to

estimates which will than no longer exhibit the pricing kernel puzzle despite its presence

in the data. E.g., Chernov and Ghysels (2000) fitted the Heston (1993) model to S&P

500 index returns and option prices. The Heston (1993) model has a market price of risk

component and a further volatility risk component where the latter depends on the long

run volatility level and the speed of mean reversion of the volatility process. Chernov and

Ghysels (2000) argue that the simultaneous estimation of the physical and the risk-neutral

processes can be beneficial in select circumstances. While the paper provides expressions

for the pricing kernel, it is not immediately clear that the pricing kernel puzzle can be

generated altogether, given the restrictive choice of a few constant risk premia, which

account for the parameter differences between the physical and the risk-neutral versions

of the model. Similarly, Pan (2002) extends the Bates (2000) model, which in turn is an

extension of the Heston (1993) model. Stochastic jumps are being added to the model,

as well as stochastic interest rates and stochastic dividend yields, which however play
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a lesser role. Still, when plotting the pricing kernel using the estimated values of Pan

(2002), it emerges to be monotonically decreasing and thus does not exhibit the pricing

kernel puzzle. Two more examples of such stochastic volatility, stochastic jump model

which cannot generate the pricing kernel puzzle are Bates (2008) and Santa-Clara and

Yan (2010). So far, no stochastic-volatility, stochastic-jump model could be fitted to the

risk-neutral and physical processes simultaneously, while at the same time exhibiting the

pricing kernel puzzle,8 but compare the solutions to the pricing kernel puzzle in Section

1.5.

Assumptions Restricting the Functional Form of the Pricing Kernel: Power

and Exponential Utility Functions

A second line of investigation, which specifies the utility function to be of power or

exponential type, is also inherently not able to document the pricing kernel puzzle. The

leading exponents are Bliss and Panigirtzoglou (2004) who start out with the risk-neutral

distribution obtained from option prices. They use the spline method of Bliss and

Panigirtzoglou (2002) where a smooth function of implied volatilities is fitted to market

implied volatilities. Using the Breeden and Litzenberger (1978) result, the authors obtain

the risk-neutral distribution, which they change into the physical distribution through

division by the pricing kernel, which is given by the marginal utility of either a power

or exponential utility function. They are able to assess the likelihood that the observed,

future returns stem from the physical distribution using the method of Diebold, Gunther,

and Tay (1998) and Diebold, Tay, and Wallis (1999). The idea here is that, under the

true distributions, each sampled return can be mapped to a percentile of the cumulative

distribution functions. The sample of percentiles then stems from a standard uniform

distribution. Given the observed, future returns, one can obtain their percentiles under

the derived, physical distribution, and compute the likelihood of those percentiles under a

standard uniform distribution. The likelihood can now be optimized through the choice of

the coefficient of the utility function. The optimal risk aversion coefficient for the power

utility turns out to be around 4.

Again, as the parametric functions of the utility functions lead to monotonically

decreasing pricing kernels, Bliss and Panigirtzoglou (2004) could not document the pricing

kernel puzzle even if it were present in the data. Related is the approach of Duan and

Zhang (2014), who assume a power utility formulation to estimate the risk premium from

8Note that Wu (2006) suggests a pure jump Levy process with different risk premia for negative and
positive returns. Fitting very high premia for negative returns, the risk-neutral distribution exhibits a fat
left tail and a more normally looking right tail. The physical distribution has two pretty much normally
looking tails. These stylized facts line up with our knowledge about the distributions for the S&P 500.
The model might thus be able to generate the pricing kernel puzzle, even though, unfortunately, he does
not actually depict it in the paper.
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historical returns (using a GARCH model) and options data, while allowing for higher

moments to enter the formula for the risk premium. Another early study, which also

assumes a power utility, is Weber (2006) in his study of collateralized debt obligations.

Finally, Backus, Chernov, and Martin (2011) compare pricing kernels stemming from (real)

US consumption to the ones from options on the S&P 500. Finding the pricing kernel

puzzle is this time precluded by assuming the Merton (1976) model as the basis for the

pricing kernel of the options.

The approach of Bliss and Panigirtzoglou (2004) has been slightly extended in Kang

and Kim (2006) who consider additional utility functions but share the above criticism

that the parametric choice of utility functions precludes detection of the pricing kernel

puzzle in the data. Finally, Benth, Groth, and Lindberg (2010) propose a stochastic

volatility model for the physical distribution and an exponential utility function, which

they then calibrate to individual option prices by varying the coefficient of the exponential

utility for each observed option separately. It is not even clear what it means to have

different utility function coefficients at different moneyness levels for the same time-to-

expiration. The latest paper to date in this line of thought is Bates (2012) who combines

time-changed Levy-processes with (myopic) power utility (see Bates (2008)). He estimates

the Levy-processes purely based on the time-series of S&P 500 returns and obtains options

prices after a change of measure based on a fitting the equity risk premium using realized

variance. However, options post-crash 1987, out-of-the-money puts, and options during

times of high volatility are not well priced. Conceptually, the same coefficient needs to

apply to each cross section. Furthermore, the model is subject to the above criticism of

not being able to detect the pricing kernel puzzle by design.

Assumptions Restricting the Functional Form of the Pricing Kernel: The

Maximum Entropy Approach

A third problematic approach is the entropy method of Stutzer (1996). He starts out

with the physical distribution as a simple histogram and then finds the maximum entropy

risk-neutral distribution, which prices correctly a set of reference assets, namely the stock,

the bond, and possibly some known option prices. The resulting risk-neutral distribution

is then used to price further derivative assets. However, in the typical scenario of few

reference assets the resulting pricing kernel will be monotonically decreasing. Thus, the

method will not detect the pricing kernel puzzle, even if it were present in the data, unless

a large cross section of option prices is used as reference assets. Extensions of Stutzer

(1996) can be found in Alcock and Smith (2014) who implement additional (restrictive)

changes of measure based on Haley and Walker (2010).
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Assumptions Restricting the Shape of the Risk-Neutral Distribution

Last, Barone-Adesi, Engle, and Mancini (2008) cannot find the pricing kernel puzzle

in three years’ worth of S&P 500 data (2002-2004) using essentially the methodology

of Rosenberg and Engle (2002). However, Barone-Adesi, Mancini, and Shefrin (2013)

essentially repeat the study and come to the conclusion, that the pricing kernel puzzle is

indeed present in the data. The second paper then goes on to quantify the deviation of the

implied pricing kernel from a power utility pricing kernel, using the concept of sentiment,

which Shefrin (2008a) and Shefrin (2008b) introduced; see Section 1.5.1 for more details.

The difference in findings is not obvious, given that that the method hardly changed.

One reason could be their new way of obtaining the risk-neutral distribution implied in

option prices. Here, they fit a risk-neutral GARCH process where the simulated return

distribution should price the observed options as best as possible. However, simulated

distributions of daily GARCH models over longer horizons (less than 60 days to maturity

to more than 160 days to maturity) tend to be rather normally distributed. Thus, the

typical shape of the risk-neutral distribution obtained by other researchers (left-skewed

and leptokurtic) might not arise. The implied pricing kernel will then tend to not exhibit

the pricing kernel puzzle by design.

Barone-Adesi and Dall’O (2010) change the method for obtaining the risk-neutral

distribution yet again and employ a rather crude direct application of Breeden and

Litzenberger (1978) by directly using butterfly spreads to approximate the risk-neutral

probabilities. Due to the coarseness of the strike prices ($5 apart in the S&P 500 market),

the method introduces jaggedness in the risk-neutral distributions, which is evident in

their figures. Here, the poor choice of method for backing out the risk-neutral distributions

seems to be the reason for not finding the pricing kernel puzzle in the data.

Ross (2015) Recovery

The prevailing thought is that only one of the three quantities, namely risk-neutral

probabilities, physical probabilities, and the pricing kernel, can be backed out from the other

two. Ross (2015) argues that it would be preferable to use only risk-neutral information,

as that is well estimated, and infer both the forward looking physical distribution and

the pricing kernel. His insight is that this can be achieved if all risk-neutral transition

probabilities are known, as opposed to only the risk-neutral distribution. The difference

is that the risk-neutral distribution is one single distribution emanating from the initial

(known) state and indicating the (risk-neutral) probability of moving to a future state. The

risk-neutral transition probabilities are richer and also indicate the risk-neutral probabilities

of moving from all hypothetical initial states to all future states, see Figure 1.3.

While the approach is theoretically very appealing, the determination of the transition
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Figure 1.3: Risk-Neutral Probabilities vs. Risk-Neutral Transition Probabilities
In Panel A we depict the typical situation of a tree emanating from today’s initial state (1) and moving to
several future states (0, 1, and 2). In Panel B, we depict the data requirements of Ross (2015) where, in
addition, one also needs to know the (hypothetical) transition probabilities from alternative states today
(0 and 2) to all future states.

probabilities requires some strong assumptions. Ross (2015) assumes that the quarterly

transition probabilities are the same in the S&P 500 index options market for the next

3 years and that S&P 500 prices serve as levels. Assuming time-invariant transition

probabilities is highly questionable since repeated application of the same transition

probabilities leads quickly to fairly normally distributed distributions for longer horizons.

However, the risk-neutral probabilities are severely non-normal for short horizons and

while they appear more normal over longer horizons does this transition only happen

slowly. Furthermore, Ross (2015) needs to assume that the pricing kernel is strictly a ratio

of the marginal utility at the future state divided by the marginal utility at the current

state. Such pricing kernels are very restrictive, even though they do not preclude the

existence of the pricing kernel puzzle.9

Jackwerth and Menner (2016) study the empirical implementation of the Ross (2015)

recovery and find a number of intractable problems. Obtaining a very smooth implied

9Carr and Yu (2012) replace the assumptions on the utility function of a representative investor by
assuming that the dynamics of the numeraire portfolio under the physical measure are being driven by a
bounded diffusion. Walden (2014) extends Ross (2015) recovery to unbounded diffusion processes and
Huang and Shaliastovich (2014) to the state dependent, recursive preferences of Epstein and Schneider
(1989). Schneider and Trojani (2015) suggest recovery based on assumptions on the signs of risk premia
on different moments of market returns.
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volatility surface is rather difficult, and working out the matrix of transition distributions

leads to oddly shaped transition distributions. Such problems will filter into poorly esti-

mated pricing kernels and physical probability distributions. Jackwerth and Menner (2016)

test these physical distributions based on the realized returns, which supposedly stem from

them, and strongly reject the proposed physical distributions10, whereas the assumption

that physical distributions can be estimated by using historical return distributions cannot

be rejected. Audrino, Huitema, and Ludwig (2015) also implement Ross (2015) recovery

but use a somewhat different methodology, where their choice of penalizing non-zero state

prices leads to u-shaped pricing kernels. They then use the risk-neutral and physical

moments to predict profitable trades without investigating their statistical significance.

A more obvious first step however seems to be to the check, if the realized returns are

consistent with the recovered physical distributions.

Jensen, Lando, and Pedersen (2016) develop a recovery framework that makes no

assumption of the underlying probability distribution and allows for a closed-form solution.

Practical implementation relies only on current option prices for different maturities and

hence, there is no need for a full matrix of transition distributions as in the Ross (2015)

model. Empirically, they find that their recovered physical return distribution has some

predictive power; although they stress that their empirical implementation primarily has

an illustrative purpose. Applying the Berkowitz (2001) test to the realized returns, they

have to reject the hypothesis that the recovered distribution is equal to the true physical

distribution.

1.2.3 The Pricing Kernel Puzzle and Option Returns

So far we studied the pricing kernel puzzle in terms of returns of the underlying security,

often a broad index such as the S&P 500. But Equation (1.1), which we repeat here, also

holds for option returns:

E[mR] = 1 (1.8)

We start our discussion by looking at the expected return on a call option under the

physical measure:

E[RCall] =
E[(S −K)+]

E[m(S −K)+]
(1.9)

Under the assumption of a monotonically decreasing pricing kernel, call returns should be

positive and increasing in moneyness, as, intuitively speaking, the pricing kernel in the

denominator shifts mass to the region where the call payoff is zero. A stronger result is

presented in Coval and Shumway (2001): the expected return on a call should be greater

10A point also made in Borovicka, Hansen, and Scheinkman (2016) who attribute these problems to
“misspecified recovery,” which happens when the pricing kernel has non-trivial martingale components.
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than the expected return on the underlying, which broadly holds in the data.11 The

authors then investigate returns on option straddles and find evidence of priced volatility

risk, which they cannot reconcile with power utility for the representative investor. This

evidence is consistent with the pricing kernel puzzle but does not outright prove the

case.12 Broadie, Chernov, and Johannes (2009) caution using unscaled option returns,

which tend to be so noisy that one cannot even reject the assumption that the returns

were being generated by the Black-Scholes model. Such findings strongly suggest scaling

option returns in a suitable way (e.g. straddles as above or by standardizing betas as in

Constantinides, Jackwerth, and Savov (2013).13 Chaudhuri and Schroder (2015) extend

the results of Coval and Shumway (2001) by showing that the pricing kernel is only

monotonically decreasing if (conditional) expected returns on certain option positions

(called “log-concave” and encompassing long calls, puts, butterfly spreads, and others)

increase in the strike price. They confirm the pricing kernel puzzle based on data for the

S&P 500 index but fail for individual stock options. This is expected due to the much

flatter implied volatility smiles of the individual stock options. Another extension in Bali,

Cakici, Chabi-Yo, and Murray (2014) looks at the higher risk-neutral moments of option

returns. Song (2012) applies the ideas of Coval and Shumway (2001) to returns on options

on volatility in the case of u-shaped pricing kernels.

Bakshi and Madan (2007) present a market model where the pricing kernel is u-shaped

since a group of pessimistic investors are shorting the market index. In addition, these

investors buy call options as an insurance against a rising index and, hence, are willing to

pay a premium for the calls; for more details see Section 1.5.1. Consistent with such market

model, Bakshi, Madan, and Panayotov (2010) find evidence for a positive dependence

between short-selling activity and expected call returns. Looking again at Equation (1.9),

it is clear that a u-shaped pricing kernel directly implies that expected returns of call

options with a strike above a certain threshold are negative and decreasing in the strike

price. Bakshi, Madan, and Panayotov (2010) document evidence for such a u-shaped

pricing kernel.14

11Branger, Hansis, and Schlag (2011) do not confirm their result in more recent data, thus documenting
the presence of the pricing kernel puzzle in the data. They further argue that stochastic volatility,
stochastic jump option pricing models, which also have jumps in the volatility process, can explain those
call option returns.

12Ni (2009) investigates a test similar to Coval and Shumway (2001) for individual stock options instead
of index options. Her surprising results could be due to methodological problems, see the critical discussion
in Chaudhuri and Schroder (2015).

13Constantinides, Jackwerth, and Savov (2013) use factor models in order to explain (scaled) option
returns. Thus, the pricing kernel then takes a linear form and it is hard to see how the pricing kernel
puzzle should arise in such setting.

14The empirical evidence is consistent with Branger, Hansis, and Schlag (2011); compare for the
theoretical results also Chaudhuri and Schroder (2015).
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1.2.4 Applications

Naturally, information implied in option prices about the state of the economy is interesting

in and by itself - and surely for academics in particular. But a number of applications show

that this information has wider relevance. First, national banks paid already attention

to the risk-neutral distribution, which can be backed out from index option prices, see

e.g. Bahra (1997) for the Bank of England. Under the assumption of a representative

investor with a power utility, Sarantopoulou-Chioureaa and Skiadopoulos (2015) back out

time-varying riskaversion coefficients from data on S&P 500 index options. They then use

the implied riskaversion to predict real economic activity. Another recent, although rather

superficial, study by Haas, Barbachan, and Rocha de Farias (2011) for the Banco Central

do Brazil backs out the riskaversion coefficient from Brazil real/US dollar exchange rates.

Kelly, Pastor, and Veronesi (2015) analyze political uncertainty via its impact on equity

option prices.

Second, applications in portfolio optimization utilize the forward-looking, risk-neutral

distributions from option prices in order to construct superior portfolios. Ait-Sahalia

and Brandt (2007) express a standard portfolio optimization problem in terms of the

risk-neutral distribution instead of the more common dynamic programming approach.

Under suitable assumptions, the two approaches are equivalent. Interestingly, the resulting

optimal portfolios are quantitatively different from those based on standard assumptions

about the return evolutions. DeMiguel, Plyakha, Uppal, and Vilkov (2013) use option

implied volatilities and correlations for portfolio optimization. Using options implied

information for portfolio optimization however restricts the set of possible stocks to the

ones having liquid options.

Kostakis, Panigirtzoglou, and Skiadopoulos (2011) use the option-implied, risk-neutral

distribution for the S&P 500 index and the assumption of an exponential or power utility

to obtain forward-looking physical distributions. They basically apply the methodology of

Bliss and Panigirtzoglou (2004) to a dynamic asset allocation problem. The risk aversion

coefficient is iteratively estimated up to time t in order to make a prediction of the physical

distribution at time t + 1. They find that the forward-looking physical distributions

produce better portfolios than the historical distributions, even though the approach

ignores the pricing kernel puzzle by design.15 It would be interesting to see, if a more

flexible pricing kernel would outperform the pricing kernels based on exponential and

power utility functions. For forecasting with option implied information we refer to the

survey of Christoffersen, Jacobs, and Chang (2013).

15Zdorovenin and Pezier (2011) use a close variant, too, and are subject to the same critique as Kostakis,
Panigirtzoglou, and Skiadopoulos (2011).
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1.2.5 The Pricing Kernel Puzzle in Exclusively Forward-Looking

Data

The canonical papers on the pricing kernel puzzle mix backward-looking estimates of the

physical distribution with forward-looking risk-neutral distributions in order to finally

find the empirical pricing kernel as the ratio q/p. Inherently, any mismatch in time

could contribute to the pricing kernel puzzle, and one has to worry if such mismatch

spuriously created the pricing kernel puzzle. One way of using only forward-looking

data is the approach of Bliss and Panigirtzoglou (2004) who assume a power utility

function to find forward-looking physical distributions from estimated forward-looking

risk-neutral distributions. Working out the quantiles of forward-looking, realized returns

under the physical cumulative distribution function, they note that the collection of

empirical quantiles should be standard uniformly distributed. The original formulation

precludes the existence of a pricing kernel puzzle a priori by assuming a monotonically

decreasing pricing kernel based on a power utility.

An obvious extension is to relax the assumption of a power or exponential utility and

allow the pricing kernel more flexibility. Linn, Shive, and Shumway (2014) do exactly

that by modeling the pricing kernel (assumed to be constant through time) through cubic

B-splines. Starting with the risk-neutral distribution at an observation date, they divide by

an assumed pricing kernel and obtain the physical distribution for that date. That allows

them to work out the percentile of the realized market return over the next period given

the physical cumulative distribution function. These percentiles across all observation

dates should be uniformly distributed. Linn, Shive, and Shumway (2014) then optimize

the parameters, which define the pricing kernel by fitting the moments of that uniform

distribution via GMM. Surprisingly, they find that the average pricing kernel for SPX

options is monotonically decreasing while the average pricing kernel for FTSE options is

u-shaped.

Cuesdeanu and Jackwerth (2016) revisit the problem of Linn, Shive, and Shumway

(2014) but add a statistical test and can formally reject the null hypothesis of a mono-

tonically decreasing pricing kernel. They thus contradict the findings of Linn, Shive, and

Shumway (2014) and attribute this to (i) a lack of scaling so that the physical distributions

of Linn, Shive, and Shumway (2014) are not integrating to one and (ii) a mismatch in

their optimization (based on moments of the uniform distribution via GMM) and their

measurement of fit (based on the Cramer van Mises statistic).

Sala (2016) and Sala and Barone-Adesi (2016) recognize this time mismatch, too. To

address it, Sala (2016) proposes to estimate, via a Bayesian procedure, a conditional

physical distribution, which is based in part on a GJR-GARCH model using historical

return data (based on the physical distribution) and in part on another GJR-GARCH
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model which has been fitted to option prices (based on the risk-neutral distribution).

The latter risk-neutral distribution is given a new mean to account for the presence of

a risk premium. The pricing kernel is finally obtained as the ratio of the risk-neutral

and the conditional physical distributions and found to be monotonically decreasing.

This is not too surprising since the conditional physical distribution is partially based

on (a mean-shifted version of) the risk-neutral distribution. Indeed, if the risk-neutral

distribution were lognormally distributed, and all weight were given to the risk-neutral

distribution in finding the conditional physical distribution, then the pricing kernel would

be a ratio of two lognormals with different means; we would be back at a power utility

and the associated decreasing pricing kernel.

Another attempt to decrease the influence of the backward looking past returns is

Beare and Dossani (2016), who force the pricing kernel to be monotonically decreasing.

Using past returns for a preliminary estimate of the subjective density, they manipulate

the latter until the pricing kernel is globally monotonically decreasing in a first version

or monotonically decreasing in the center of the distribution in a second version. When

looking at the histogram of the realized returns transformed to uniformly distributed

variables, the authors claim that enforcing monotonicity in the center yields more uniformly

distributed variables. Enforcing monotonicity over the complete range on the other hand

makes the transformed returns less uniformly distributed. This could be interpreted as

evidence for u-shaped and against tilde shaped pricing kernels. It would be interesting to

see if this adjustment of the subjective densities towards economically reasonable pricing

kernels actually provides statistically significant improvements and can be employed to

make out-of-sample predictions.

1.3 Empirical Studies

Most of the work on the pricing kernel puzzle investigates the S&P 500 index, and there are

recent additions to this literature. More as an illustration than as a comprehensive study,

Jackwerth (2004) documents the pricing kernel puzzle for one single day in October 2003

for each of the markets for the DAX 30 (10/11), the FTSE 100 (10/14), and the Nikkei

225 (10/11), where the pricing kernel for the Nikkei turns out to be u-shaped.16 A large

number of studies have subsequently investigated if the pricing kernel puzzle also exists in

other indices and have largely confirmed this finding for a number of large indices (e.g.

he DAX and the FTSE). Little is known about the time-series properties of the pricing

kernel puzzle. Finally, we turn to investigations of the pricing kernel puzzle in markets

other than index markets. The main issue being here is that the pricing kernel is now

16See Section 1.3.6 for a discussion on tilde-versus u-shaped pricing kernels.
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the projection of the economy-wide pricing kernel onto the space of returns investigated

(say foreign exchange). Depending on the correlation between the index (proxying for

aggregate wealth) and foreign exchange (as the return under investigation), the pricing

kernel puzzle might no longer show up in the data.

1.3.1 The S&P 500 Index Market

A series of papers (the early draft of Shive (2003), then the extensions in Shive and

Shumway (2004), and a shortened and tightened version in Shive and Shumway (2009))

investigate a large number of markets, including the S&P 500. So we will present the

details only once and then only refer to the different markets later where appropriate.

Shive (2003) uses a kernel regression of option prices directly (instead of the much better

behaved implied volatilities, which only change within one order of magnitude across

moneyness) and the Breeden and Litzenberger (1978) technique to obtain the risk-neutral

distribution. For the physical distribution, she employs a kernel density estimator using

five years of historical data. A third degree polynomial is fitted to the pricing kernel. She

then investigates the local slope of the pricing kernel and employs a bootstrap test, which

unfortunately is not detailed at all. The pricing kernel for the S&P 500 turns out to be

locally increasing between February 1999 and November 2001. In Shive and Shumway

(2004), the physical distribution is instead being obtained via a GARCH (1,1) and the

pricing kernel is fitted to a power utility pricing kernel with the risk-aversion coefficient

replaced by an affine function in the market return. The pricing kernel puzzle can be

shown (via positive correlations between the underlying and the pricing kernel) in the

extended version but not in case of power utility, when the risk aversion coefficient is

constant and not a function of returns. The final draft of Shive and Shumway (2009)

goes back to kernel density estimation for the physical distribution, although now with

some volatility rescaling in order to obtain conditional estimates. The kernel regression

of the option prices is replaced by the LOWESS smooth, a local polynomial regression

where they unfortunately do not provide details on either polynomial order or bandwidth.

The pricing kernel puzzle can be documented as the slope of the pricing kernel is locally

increasing for the S&P 500.

In a more recent confirmation for one day of S&P 500 index options data at multiple

maturities, Fengler and Hin (2015) work out the pricing kernel surface by fitting B-splines

to option prices in order to find the risk-neutral distributions via Breeden and Litzenberger

(1978) and fit a normal inverse Gaussian to obtain the physical distribution at multiple

horizons.

Song and Xiu (2016) add information about the VIX level when estimating empirical

pricing kernels for the S&P 500 using kernel based methods akin to Ait-Sahalia and Lo
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(2000). They confirm the pricing kernel puzzle unconditionally, but cannot establish it

conditionally on high or low VIX levels. Thus, they speculate that stochastic volatility

could be driving the pricing kernel puzzle but find that standard stochastic volatility

option pricing models cannot generate the observed patterns.17 See also Section 1.5.2

which suggests solutions to the pricing kernel puzzle based on volatility as a second state

variable.

1.3.2 The German DAX 30 Index Market

Concerning the German market, a number of papers from Humboldt University in Berlin

have confirmed the pricing kernel puzzle for the DAX 30. Golubev, Härdle, and Timofeev

(2014) present a formal test of monotonicity of the pricing kernel (detailed below in Section

1.4.3) and detect the pricing kernel puzzle in the DAX in June 2002, but not in June 2000

or June 2004. Using the same data, Detlefsen, Härdle, and Moro (2010) identify three

different states of the economy: a bull market in March of 2000, a bear market in July of

2002, and a “sideways” market in June of 2004. They use the Heston (1993) model fitted to

the options implied volatilities to obtain the risk-neutral distribution, which however loses

some flexibility due to the rigid structure of the Heston (1993) model. For the physical

distribution, they use a GARCH model, the Heston (1993) model, and the kernel density

based on historical data. Using this setup, they confirm the pricing kernel puzzle for the

bear and the sideways market, but not for the bullish where the pricing kernel is too

stretched out to exhibit local non-monotonicity. Giacomini and Härdle (2008) confirm

the pricing kernel puzzle for the DAX in 2001 using a method similar to Ait-Sahalia and

Lo (2000) where the risk-neutral distribution (at different horizons) is obtained by using

Breeden and Litzenberger (1978) on options prices based on a smoothly estimated implied

volatility surface. The physical distribution is fitted via a GARCH (1,1) process.

Shive (2003), Shive and Shumway (2004) and Shive and Shumway (2004) all find the

pricing kernel puzzle to exist in the DAX data.

Much more interesting are the following two studies on the DAX which try to explain

the time series properties of the pricing kernel puzzle. First, Giacomini, Handel, and

Härdle (2008) use tick data for the DAX from January 1999 to April 2002 and fit a GARCH

model in order to obtain the physical distribution. The risk-neutral distribution estimation

follows Ait-Sahalia and Lo (2000) by using a kernel regression of implied volatilities,

followed by the conversion to option prices and an application of Breeden and Litzenberger

(1978). Then, time series of simple statistics of the pricing kernel plus the absolute and

relative risk aversion functions at different maturities are being calculated and subjected to

17A related observation by Boes, Drost, and Werker (2007) is that that the risk-neutral distribution,
conditional on a low spot volatility, does not exhibit negative skewness.
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a principle component analysis. The principle components are finally regressed on returns

on the DAX and on changes in at-the-money implied volatility. The main result seems to

be the rather obvious finding that large changes in implied volatility lead to more volatile

and time-varying pricing kernels.

Similarly, but using a slightly different technique, Grith, Härdle, and Park (2013) use

DAX data between April 2003 and June 2006. They fit a smoothing polynomial to the

implied volatilities, translate those into option prices, and use Breeden and Litzenberger

(1978) to obtain risk-neutral distributions. The physical distributions are based on two

years’ worth of historical returns via kernel density estimation. Finally, power utility

functions are extended with four additional parameters (additive and multiplicative

parameters inside and outside the power function) to allow for non-monotonic pricing

kernels. Changes in these parameters and the location of the peak of the pricing kernel are

being regressed on changes in the credit spread, the yield curve slope, the short interest

rate, as well as the underlying return. Some correlations between those macro variables

and the additional shape parameters are stated. The authors conclude that the locally

risk loving behavior is pro-cyclical as the hump of the empirical pricing kernel seems to be

more pronounced in calm periods.

These latter two studies on time series properties of the pricing kernel puzzle un-

fortunately do not relate their findings to clear economic arguments about the causes

of time-variation in the pricing kernel puzzle. Much more insight relating to the best

modeling of the pricing kernel puzzle could be gleaned from a more exhaustive search for

explanatory factors of pricing kernel variation.

1.3.3 The British FTSE 100 Index Market

Liu, Shackleton, Taylor, and X. (2009) were the first to perform a more extensive empirical

pricing kernel study for the British market. Using FTSE 100 option data from 1993 to

2003 they fit a lognormal mixture distribution, a generalized beta distribution, and splines

to the risk-neutral distribution. The physical distribution is estimated solely by a kernel

density based on simulated paths of a GJR-GARCH(1,1) process whose parameters are

estimated from the time series of the index. Their pricing kernels in their figure 2 exhibit

the puzzling local increase, even though the authors downplay that fact. There are no

statistical tests.

Consistent with this result, Shive (2003) finds the pricing kernel puzzle in the FTSE

data when studying the subperiod 1999-2001, and Shive and Shumway (2004) find it for

1999-2003.
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1.3.4 Other Index Markets

For other index markets, Shive and Shumway (2009) find evidence of the pricing kernel

puzzle in the AMEX Japan index data. Shive and Shumway (2004) obtain the same result

for the Swedish OMX index data.

Perignon and Villa (2002) estimate the relative risk aversion for the French CAC 40

index. They adopt the kernel method of Ait-Sahalia and Lo (1998) for the risk-neutral and

physical distributions and derive the relative risk aversion function.18 As the older options

(prior to 1999) on the CAC 40 were American in style, they use only a short intraday

sample from April 1999 to December 1999. The resulting relative risk aversion function

is globally decreasing in wealth but locally increasing and negative in the wealthy states.

Unfortunately, an empirical pricing kernel plot is not provided but the negative part of

the risk aversion function would imply a u-shaped pricing kernel.

Coutant (1999) and Coutant (2000) use earlier data on the CAC 40 from 1995-1996 to

estimate risk-aversion functions. To deal with American options, she applies the method of

Melick and Thomas (1997), where the price of an American option is a linear combination

of the upper and lower price bound of the option. The risk-neutral distribution is estimated

by Hermite polynomials where the Gaussian distribution serves as a reference measure,

see Madan and Milne (2010). The physical probability is estimated by quasi-maximum

likelihood with the assumption that the process follows a geometric Brownian motion

(Coutant (1999)) or a GJR-GARCH process with t-distributed errors (Coutant (2000)).

The resulting absolute risk aversion functions in Coutant (1999) are u-shaped. In the 2000

version however, she restricts the representative investor to have power preferences and

can thus only show decreasing pricing kernels.

Lioui and Malka (2004) work with Israeli data on the TA-25 index. Due to their

restrictive power utility assumption, they cannot document the pricing kernel puzzle.

Härdle, Grith, and Mihoci (2014) detect the pricing kernel puzzle in the cross section

of equities for Australia, Germany, Japan, Switzerland, the United Kingdom, and the

United States. Using the market model of Grith, Härdle, and Krätschmer (2016), where

the representative investor exhibits time separable, state dependent utility, the pricing

kernel is parameterized by a downward sloping segment, which then jumps up or down,

followed by another downward sloping segment for returns higher than some breakpoint x.

This pricing kernel is estimated via GMM by means of an Euler equation and the optimal

switching point is determined by a grid search. Considering the 20 largest stocks for each

country, they find the evidence of the pricing kernel puzzle as the estimated pricing kernels

jump up around the optimal switching point.

18The formula is very similar to the formula for absolute risk aversion in Equation (1.7). The only
difference is that relative risk aversion has the return R as a multiplier.
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1.3.5 Non-Index Asset Markets

First a word of caution on computing the empirical pricing kernel for non-index assets

altogether. If one adheres to some notion of preferences over consumption, then a

concentration on the index makes much sense. After all, consumption should be correlated

with wealth and that in turn is driven to a large extent by the evolution of large indices

such as the S&P 500. But considering some mildly correlated asset (say gold which is

typically not much correlated with the stock market), one could compute a pricing kernel

for the gold market from historical gold returns and options on (futures on) gold. But for

the representative investor, we have no clear prediction of the shape of such pricing kernel

in the gold dimension: a low gold price is not related to low stock market prices (poor state

of the world, low consumption, high risk aversion) nor is the opposite true for high gold

prices. Thus, pricing kernels on non-index assets might well turn out to be disappointingly

flat and with little room for interpretation. The situation would be different for asset

classes more highly correlated with the index. Moreover, for a careful, bivariate analysis of

the pricing kernel puzzle, one would need to estimate bivariate risk-neutral distributions,

which is exceedingly difficult as there are few options written on both assets at the same

time (knowing only options on one asset and options on the other asset separately is

typically not enough), and bivariate physical distributions. Jackwerth and Vilkov (2015)

have recently made inroads here in estimating the bivariate risk-neutral distribution on

the S&P 500 and the VIX, using longer dated options to circumvent the above problem in

this special set-up.

Considering non-index asset classes, the individual stocks take up a halfway position

as they are the constituents of the index. Ni (2009) and Chaudhuri and Schroder (2015)

analyzed individual stock options within the S&P 500. Chaudhuri and Schroder (2015)

find evidence of return patterns compatible with the pricing kernel puzzle and criticize the

earlier paper of Ni (2009), which cannot find such evidence, for methodological reasons.

Details can be found in Section 1.2.3. Similarly, the work of Figlewski and Malik (2014) is

based on option data on exchange traded funds having the S&P 500 as an underlying. Due

to the high correlation with the S&P 500, we do not really view this exchange traded fund

as a non-index asset. Not surprisingly, their work finds non-monotonic pricing kernels.

By considering exchange traded funds that aim to provide (i) twice the return on a long

position in the S&P 500 and (ii) twice the return on a short position, they also contribute

to the literature on heterogeneous investors and the pricing kernel puzzle, see Section 1.5.1.

Turning to commodities, Shive and Shumway (2009) find a u-shaped pricing kernel for

futures options on corn, live cattle, lean hogs, soybean, and wheat. The authors interpret

these results as evidence of biased beliefs as their expectation was that pricing kernels,

which are estimated in dimensions uncorrelated with the index (e.g. agricultural products),
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should be essentially flat. But since agricultural products have values to the farmers, who

might not be perfectly diversified in their investments, one could alternatively expect some

slightly sloping pricing kernel, too.

Concerning foreign exchange markets, Haas, Barbachan, and Rocha de Farias (2011)

use the parametric transformations from Liu, Shackleton, Taylor, and X. (2007) to back

out the risk-neutral and physical distribution of the Brazilian Real/US dollar exchange

rate. Using data from 1999 to 2011, they estimate a relative risk aversion coefficient of

about 2.7. For July 2006, they show in their graph 1 two probability distributions, which

exhibit the pricing kernel puzzle.

Investigating interest rates, Li and Zhao (2009) estimate the risk-neutral distribution

implied in interest rate caps (a cap is a portfolio of call options on an interest rate) by

extending the locally polynomial estimator of Ait-Sahalia and Duarte (2003). While

the latter regress call prices solely on moneyness, Li and Zhao (2009) allow prices also

to depend on the slope and volatility of the LIBOR rates. The physical distribution is

estimated by the historical LIBOR rate with the kernel method of Ait-Sahalia and Lo

(2000). The resulting pricing kernel exhibits a u-shape where the left part of the kernel

reflects investors’ fear of a recession and the right part fear of inflation. The authors note

that the u-shape is more pronounced at longer maturities, since the physical distribution

is more compact for 4 and 5 years than for 2 and 3 years due to the mean reversion of

interest rates. Liu, Kuo, and Coakley (2015) also investigate interest rates. Using options

on futures on the 6-month LIBOR, they estimate a pricing kernel, which is based on a

power utility but comes with a three parameter, flexible adjustment function. Estimating

the pricing kernel via GMM leads to the pricing kernel puzzle, whereas estimating it based

on the second Hansen-Jagannathan distance leads to monotonically decreasing pricing

kernels.

Regarding inflation, Kitsul and Wright (2013) estimate an empirical pricing kernel on

inflation by using caps and floors on inflation. Although this market is not as liquid as the

related TIPS and inflation swap market, it is growing fast and mutual funds and insurance

companies invest into it, as the authors argue. Prices are available from 2009 to 2012.

Butterfly spreads determine the prices of the Arrow-Debreu securities (i.e. state prices),

which in turn can be translated into the risk-neutral distribution through normalization.

After dividing the risk-neutral distribution by the historical inflation distribution, the

resulting pricing kernel is u-shaped, and the authors provide some robustness tests. While

it is intuitively clear that states of high inflation/deflation are disliked (and thus command

high levels of marginal utility), it is not apparent how the inflation states are connected to

aggregate wealth or the market index.

For volatility, Song and Xiu (2016) and Bakshi, Madan, and Panayotov (2015) find
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u-shaped pricing kernels using options on VIX.

Covering many different asset classes, Chernov (2003) calibrates the S&P 500, two

further equities, gold futures, and T-bills to a highly parameterized multivariate extension of

the Heston (1993) model to capture many market segments. A more general economy-wide

pricing kernel should result, in contrast to other studies, where often only the projection

of the pricing kernel onto the index is estimated. However, the estimated pricing kernel

turns out to be a highly non-linear function of the returns on the S&P 500, suggesting

the presence of the pricing kernel puzzle in the data. As a possible explanation, Chernov

(2003) suggests habit formation; the later model of Chabi-Yo, Garcia, and Renault (2009)

picks up on this issue again, see for details in Section 1.5.2.

The key point concerning non-index asset classes is that pricing kernels can be estimated

by “brute force” for other asset classes at all. Less clear is, what such pricing kernels

teach us about the main dimension of interest, aggregate consumption, unless there is

detailed information about the correlation between the asset returns and consumption

growth (often proxied by returns on the index).

1.3.6 The Shape of the Empirical Pricing Kernel

When looking at the empirical pricing kernels from the beginning of this research area,

one observes various shapes at different points in time. Figure 1.4 shows a tilde-shaped

pricing kernel in 1993, a u-shape in 1999, and w-shaped pricing kernels in 2004 and 2013.

To understand the different shapes, we refer to the work of Cuesdeanu (2016), who

examines the S&P 500 from 1988 to 2015 and finds that (i) missing out-of-the money

calls, (ii) misestimated subjective probabilities, and (iii) a time varying variance risk

premium all contribute to the empirical shapes. (i) If deep out-of-the-money calls cannot

be observed, one has to make assumptions about the right end of the implied volatility

curve. The right end of the pricing kernel then reacts very sensitive to small changes in

the implied volatility curve. However, when deep out-of-the-money calls are observed, the

pricing kernel turns out to be increasing at the right end. (ii) The time-series model for

estimating the subjective density matters in particular for the right end of the pricing

kernel. Models with a fat right tail and thus a pricing kernel, which decreases at the

right end, fit the data worse than models with a thin right tail and thus a pricing kernel,

which increases at the right end. Hence, issues (i) and (ii) imply either w- or u-shaped

pricing kernels as opposed to tilde-shaped ones. (iii) Last, obtaining sometimes w-shaped

and sometimes u-shaped pricing kernels can be explained by a time varying variance risk

premium. Pricing kernels tend to be u-shaped in times of high uncertainty (variance risk

premium is high) and w-shaped in calm periods (variance risk premium is low). Moreover,

tilde-shaped pricing kernels tend to emerge during calm periods when no out-of-the-money
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Figure 1.4: Empirical Pricing Kernels at Different Points in Time
The figure stems from Cuesdeanu (2016) and shows a tilde-shaped pricing kernel in 1993, Panel A, a
u-shaped pricing kernel in 1999, Panel B, and w-shaped pricing kernels in 2004 and 2013, Panels C and
D. The subjective distributions are estimated by a GJR-GARCH(1,1) and the risk-neutral densities are
obtained by the fast and stable method of Jackwerth (2004).

calls are observed, the fit to these options is poor, or when the right tail of the subjective

density is overestimated. Finally, monotonically decreasing pricing kernels can emerge

during volatile periods when no out-of-the-money calls are observed or when the fit to

these options is poor.

Examining the German DAX index, Grith, Härdle, and Krätschmer (2016) document a

similar pattern by observing tilde shaped pricing kernels during calm periods and u-shaped

pricing kernels during volatile periods.

1.4 Econometric Assessment of the Pricing Kernel

Puzzle

Is the pricing kernel puzzle a statistically established fact or simply a spurious finding?
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1.4.1 Sample Variation Bounds

The canonical models provide bounds around the pricing kernel estimates simply based on

the sample variation of the inputs, namely, historical returns and option prices, and those

bounds do not constitute formal tests of monotonicity. Using the bounds suggests that the

estimated pricing kernels exhibit local increases exceeding those bounds. The main finding

of Jackwerth (2000) is presented in his figure 3 where the risk aversion functions are negative

by more than two standard deviations for the sample March 19, 1991-December 29, 1995.

Moreover, Jackwerth (2000) reports a number of robustness tests which do not change

the finding significantly, namely, different lengths for the historical sample, elimination

of low-strike option prices, changes to the equity risk premium, changes to the kernel

bandwidth, and changes to the time-to-maturity. Accessing the statistical significance

of the pricing kernel puzzle in Ait-Sahalia and Lo (2000) is somewhat complicate as it

involves a statement about the propensity of the supposedly downwards sloping pricing

kernel to have locally increasing segments. The empirical pricing kernel of Ait-Sahalia and

Lo (2000) does indeed increase in their figure 3 as the S&P 500 increases from 400 to 435.

They also provide the 5% and 95% quantiles around their pricing kernel, and, by visual

inspection, the upper quantile at an index value of 400 is very close to the lower quantile

at an index value of 435. While this argument is not a formal statistical test, it is still

highly suggestive of the presence of the pricing kernel puzzle in Ait-Sahalia and Lo (2000).

The third canonical paper, Rosenberg and Engle (2002), finds the pricing kernel puzzle

in their figure 6, which shows a clear local increase in the pricing kernel beyond the two

standard deviation bounds around the empirical pricing kernel for the years 1991 to 1995

in the S&P 500 market.

1.4.2 Perturbations of Options Data

Going one step further, Bliss and Panigirtzoglou (2002) investigate the impact of a

uniformly distributed error in the option prices within the bid-ask spread on the risk-

neutral distribution. Härdle, Okhrin, and Wang (2015) take up this concept and investigate

the impact of errors in option prices or implied volatilities on the empirical pricing kernel.

Both the risk-neutral distribution and the physical distribution are being obtained through

kernel based techniques, which allow the authors to describe the uniform confidence bans

around the empirical pricing kernel in statistical terms.

A careful study of small sample noise in both the physical and the risk-neutral

distribution is Leisen (2016).19 He finds that spurious non-monotonicities can arise for

simulations of power utility pricing kernels. The problem is particularly relevant if the

19See also Lioui and Malka (2004) for reported differences due to using either only call or only put
options.
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physical distribution is based on historical samples of only 48 monthly returns, and the

situation improves much once a GARCH(1,1) model is estimated. Also, the risk-neutral

distributions are based on the kernel-based method of Ait-Sahalia and Lo (2000), which is

noisier than other methods for backing out risk-neutral distributions from option prices.

1.4.3 Statistical Tests

The complicated issue of formally testing for locally increasing segments of the estimated

pricing kernel has been taken up in Golubev, Härdle, and Timofeev (2014) under the strong

assumption of iid realized returns. The idea is to map the problem to an exponential

model and check for pricing kernel monotonicity between any two realized returns in the

sample. The fairly complicated test then considers the joint distribution of monotonicity

violations across all possible combinations of observed returns. Applying their test to the

DAX index during the summers of 2000, 2002, and 2004, monotonicity could be rejected

at the 10% significance level in 2002, but not for the years 2000 and 2004.

Another test is Härdle, Grith, and Mihoci (2014), which uses the market model of

Grith, Härdle, and Krätschmer (2016). Here, the pricing kernel is parameterized as two

decreasing segments with some breakpoint where the pricing kernel jumps up or down.

Comparing GMM estimates of the restricted model (the two segments join smoothly in a

decreasing manner) versus the unrestricted model, the authors employ a so-called D-test

and reject pricing kernel monotonicity in typically four out of five cases.

A further attempt at designing a formal statistical test is Beare and Schmidt (2014)

who base their test on the equivalence of the monotonicity of the pricing kernel and

the concavity of the ordinal dominance function. The latter function is the cumulative

risk-neutral distribution of the quantile function of the physical distribution. They find

that in about half the months from 1997-2009, the pricing kernel puzzle can be detected

at the 5% significance level.20

Cuesdeanu and Jackwerth (2016) suggest a simpler test based on risk-neutral distri-

butions, which have been divided by some pricing kernel to find the physical probability

distributions at each observation date. Working out the quantiles of the observed market

returns while under the physical cumulative distribution function, the quantiles throughout

the sample should be standard uniformly distributed. The authors then optimize several

test statistics of uniformity while either restricting or not restricting the pricing kernel

to be monotonically decreasing. The discrepancy in optimized test statistics can then be

tested against its simulated distribution. Cuesdeanu and Jackwerth (2016) confirm the

20Leading even further afield is the approach of Bakshi and Panayotov (2008) to investigate option
mispricing via the law of one price. Here, the monotonicity of the pricing kernel is no longer required and
the pricing kernel can even go negative. Thus, the pricing kernel puzzle could not even be detected, even
if it existed in the data.
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presence of the pricing kernel puzzle in the S&P 500 index options data from 1987 to 2015.

Note that the paper, as opposed to the earlier canonical studies, uses only forward-looking

data, namely, the physical returns are forward-looking and no longer based on historical

samples.

Another attempt to statistically test for locally increasing empirical pricing kernel

is Shive (2003) who obtains empirical pricing kernels from essentially the method of

Ait-Sahalia and Lo (2000) while limiting the options to one monthly cross section at the

time whereas Ait-Sahalia and Lo (2000) use all option prices during the whole year of

1993. Shive (2003) then fits the obtained pricing kernels to a third order polynomial, takes

the first derivative, and checks at varying index levels for a positive slope of the pricing

kernel. The statistical significance is being argued through a bootstrapped test where

unfortunately it is completely unclear what and how is being bootstrapped. Shive and

Shumway (2004) closely follow the methodology of Shive (2003) except that the empirical

pricing kernel is now in one version used as is and in a second version also fitted to an

eighth order polynomial. Local increases in the pricing kernel are being established through

local correlation coefficients with the index on specific intervals. Again, the test uses a

bootstrap approach, which has not been sufficiently detailed.

Given that many monotonicity tests are problematic or at least rather technical, it

might be interesting to base a test on the formula for absolute risk aversion in equation

(1.7) which we repeat here for convenience.

ARAi = −U
′′(Ri)

U ′(Ri)
=
p′

p
− q′

q
(1.10)

The advantage would be that it might be simpler to test for negativity of absolute risk

aversion rather than non-monotonicity of the pricing kernel.

Note also the statistical test of Chaudhuri and Schroder (2015), which is an indirect

test as it utilizes returns on options instead of the usual technique based on index returns

and option prices. Details can be found in Section 1.2.3. Their test confirms the presence

of the pricing kernel puzzle for the S&P 500 index.

Patton and Timmermann (2010) suggest a monotonic relation test for asset returns.

They claim that their test can be easily implemented for validating pricing kernel mono-

tonicity. To apply their test one would presumably discretize the empirical pricing kernels

at 9 moneyness levels and assume monotonicity under the null hypothesis. It would be

interesting to see the implications of their test when taking it to the data.
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Figure 1.5: Friedman and Savage (1948) Utility Function
We depict a utility function along the lines of Friedman and Savage (1948) with concaveconvex-concave
segments in the return dimension as a solid curve. We also depict the concavified version of the utility
function in the center by a dashed curve.

1.5 Solutions

Considering the empirical evidence and the statistical tests so far, it emerges that the

pricing kernel puzzle seems to be present in the data. Taking it to be literally true, however,

seems like a naive interpretation. In that case, the representative investor of the simple

economy in Section 1.1 would need to have a convex segment in the utility function, akin

to the Friedman and Savage (1948) utility function in Figure 1.5.21 For a representative

investor, this is hard to reconcile with equilibrium. It would mean that the representative

investor was better off by not investing into states of world, where the index pays off when

the utility function is convex. Rather, the representative investor would prefer a lottery

over the two adjacent states (0.9 and 1.1 on the return axis of Figure 1.5) where the utility

function turns concave again. But such avoidance of states jars with the notion that the

representative investor needs to hold all assets by definition. Rather, security prices need

to adjust so that the representative investor is willing to hold all assets in equilibrium.

This point is made more rigorously in Hens and Reichlin (2013).

Looking at the equilibrium problem for a different angle, Beare (2011) works out,

based on some earlier results by Dybvig (1988), measure preserving derivatives which

any investor should prefer to investing into the market (see also Rieger (2011)). Their

21Note that Friedman and Savage (1948) introduced their utility function for individuals and not for
the representative investor. In particular, their concern was with small stakes gambling such as buying a
lottery ticket. Chetty and Szeidl (2007) provide a microeconomic motivation for Friedman-Savage utility
via consumption commitments (e.g. housing), for which the spending cannot easily be adjusted. Again,
this is a model of individual investors and it is not obvious that the convexities would survive aggregation
to a representative investor. See Ingersoll (2017) for related results on another partially convex utility
function, namely cumulative prospect theory.
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prices are less than the price of the market in times where the pricing kernel puzzle exists,

and Beare and Schmidt (2015) show that returns on an option portfolio exploiting this

circumstance actually stochastically dominate market returns. While such disequilibrium

could well exist for some period in time, it is hard to see how such situation could persist

unabated ever since the crash of 1987. As a result, researchers turned their interest away

from disequilibrium and rather asked which richer economic settings could give rise to

the pricing kernel puzzle. We will now investigate richer models using only a single state

variable, then the important class of models with more than one state variable, before

turning to behavioral and sentiment models, and finally to ambiguity aversion models.

1.5.1 Models with a Single State Variable

A first step at resolving the pricing kernel puzzle was made in 2004 by Brown and Jackwerth

(2012). Their idea was to allow the volatility of the index to be a function of a weighted

average of historical index values. This small step away from a fixed volatility model

leads to a pricing kernel exhibiting the puzzling non-monotonicity, although, when using

realistic parameters, just to a very small degree.

Heterogeneous Investor Models

Another way of extending the simple setting of Section 1.1 is to replace the representative

investor with several (classes of) heterogeneous investors. Bakshi and Madan (2007)

assume heterogeneity in beliefs in a complete market. Investors have different subjective

distributions (instead of homogeneous belief in the physical distribution); consequently,

investors expecting positive returns are long in the market, while investors expecting

negative returns are short. The aggregation of both groups of investors leads to a u-shaped

pricing kernel. Ziegler (2002) uses a very similar set-up and can show that the risk-neutral

distribution can become even bi-modal, if the beliefs are strongly heterogeneous.22 He

documents negative relative risk aversion functions, consistent with the pricing kernel

puzzle.

The ideas of Bakshi and Madan (2007) are further developed in Bakshi, Madan, and

Panayotov (2010), where 3 groups of investors have power utility with the same risk-

aversion parameter (γ=12) and there exists within each cohort a fraction of investors

shorting the market (i.e. six different groups of investors). The resulting pricing kernel is

u-shaped by construction. The proportion of pessimists, shorting the market, needed to

22In such setting, Shefrin (2008a) and Shefrin (2008b) coin the term sentiment for the ratio of the
mixture of the different subjective distributions and the physical distribution. His ideas become clearer
when one assumes that the shapes of the subjective distributions and the physical distributions remain
the same but the means is low for the pessimists, high for the optimists, and in between for the physical
distribution, see figure 1 in Shefrin (2008b).
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make the model work, seems to be quite large (10%-30% across groups) and an explicit

calibration to prices is missing.

Ziegler (2007) examines a complete market with multiple investors (as opposed to

his earlier work, Ziegler (2007), with just two extreme investors) and assumes that the

index is a good proxy for consumption. His results indicate that neither (i) aggregation of

(heterogeneous) preferences, (ii) misestimation of beliefs, nor (iii) heterogeneous beliefs

can lead to reasonable explanations of the pricing kernel puzzle. He shows that, given

reasonable individual utility functions, aggregation of heterogeneous preferences alone

cannot explain the puzzle as the economy-wide risk-aversion inherits the behavior of the

individual riskaversions. In order to deal with misestimated beliefs, the stochastic volatility,

stochastic jump model of Pan (2002) is considered.23 Fitting the model to the data and

assuming that investors have homogeneous beliefs but cannot estimate them correctly,

Ziegler (2007) argues that the resulting misestimation is too severe to be credible.

When allowing for heterogeneity among beliefs, Ziegler (2007) needs a large share

of investors with very pessimistic beliefs to explain the puzzle, similar to the situation

in Ziegler (2002). Hence, a fat left tail can only be captured if some investors expect

extremely negative returns. However, a setting with three groups of investors is only

capable of generating the pricing kernel puzzle if two of the groups are unrealistically

pessimistic. Ziegler (2007) then already suggests that a solution of the pricing kernel

puzzle needs to go beyond the rather simple setting of a complete, frictionless market with

a single state variable.

Siddiqi and Quiggin (2016) model an economy where agents display differential aware-

ness, which occurs when an investor changes his set of possible outcomes. They contradict

Ziegler (2007) by claiming that already a small distortion in beliefs can cause the pricing

kernel puzzle, which, for example, obtains under the following conditions: stock and option

traders might completely ignore states of the world, where the stock price would fall below

some threshold. After receiving (pessimistic) news, the stock trader is aware of a large

decrease in the stock price, while the option trader ignores this fact. While being at

times possible for the less traded single stock options, it is hard to believe that differential

awareness is plausible for the index over extended periods of time.

In a two dates exchange economy with a finite number of states, Hens and Reichlin

(2013) systematically examine violations of three basic assumptions of their model (namely,

riskaverse behavior, unbiased beliefs, and complete markets). All three relaxations can

then generate the pricing kernel puzzle. Quite obviously, allowing for a partially convex

23Although the model captures stochastic volatility and jumps, the risk-aversion functions turn negative
for high return states. Such behavior contradicts the standard assumption of a risk-averse representative
investor, which leads to the question, if stochastic volatility, stochastic jump models are typically incapable
to fit the historical risk-neutral and physical distribution simultaneously.
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utility function (e.g., Friedman and Savage (1948)) will generate the pricing kernel puzzle

by design. However, a representative investor would not allocate wealth to states where

the utility function is convex, and the relaxation is thus unrealistic.

Biased beliefs are modeled in two ways by Hens and Reichlin (2013). First, as humans

tend to overweight less probable extreme events, beliefs could be systematically distorted

according to the model of Tversky and Kahneman (1992). Second, beliefs could be biased

as different investors fashion different subjective forward-looking distributions based on the

same historical return distribution. In isolation, both types of biased beliefs are incapable

to explain the puzzle. However, by combining both types, the authors can generate

the pricing kernel puzzle, although only at the cost of assuming a negative expected

mean return for the representative investor. Finally, Hens and Reichlin (2013) introduce

background risk as a form of market incompleteness. In a simple four state example, two

investors facing background risk individually can generate the pricing kernel puzzle.

The plausibility of heterogeneous beliefs and preferences is considered in Figlewski

and Malik (2014) from an empirical point of view. The authors examine options on an

exchange traded fund replicating the S&P 500 (SPY), on one that aims to provide the

return on a two times long position in the index (SSO), and on one that aims to provide

the return on a two times short position (SDS). Presumably, optimistic investors will buy

the SSO fund; pessimistic investors the SDS. The paper then studies two extreme cases:

(i) pricing kernels could be the same but not subjective distributions or (ii) pricing kernels

could differ but all investors share the belief in the same physical distribution. It turns

out that setting (i) explains the data better. Unfortunately, the set-up does not allow for

intermediate settings between the extreme cases. Last, it is suggested that preferences

within each group should be constant over time and the daily change in expectations stems

from a change in the risk-neutral distributions.

Piece-Wise Approximations of the Pricing Kernel

As opposed to many of the above papers, which use equilibrium approaches to aggregate

the individual investors’ utility functions to a market-wide pricing kernel, a surprising

number of papers use rather ad-hoc assumptions in order to aggregate utility functions.

Detlefsen, Härdle, and Moro (2010) suggest a harmonic mean of individual utility functions,

without referring to a market equilibrium. While such approach can be used in order to

allow for flexible pricing kernels, which exhibit increasing sections, one should not take

the model literally. Härdle, Krätschmer, and Moro (2009) was subsumed by Grith, Härdle,

and Krätschmer (2016), who piece together the pricing kernel from many segments which

(between referent points) are decreasing but can jump upwards at the reference points.

Investors are allowed to have different reference points. Given a sufficient number of such
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reference points, the authors can generate a flexible pricing kernel specification, which can

exhibit increasing parts. One can study its piece-wise nature in their figures 2 and 3 in

detail. In their empirical section they find that the local maximum of the pricing kernel

near at-the-money is more pronounced when the variance risk premium is low.24

In conclusion, it seems rather hard to explain the pricing kernel puzzle with only one

state variable. Moreover, there is always the nagging doubt of how a locally increasing

segment of the pricing kernel can be reconciled with equilibrium. A representative investor

would not want to hold securities that pay off in such states and models with several (groups

of) investors need to have rather strongly diverging beliefs (very pessimistic investors vs.

rather optimistic ones), while ignoring the large mass of moderate investors in the middle.

1.5.2 Models with Several State Variables

One way out is being hinted at by Brown and Jackwerth (2012) who introduced the

(weighted) average historical volatility as a new variable. While it is still deterministically

driven by the return process (which technically makes it a single state variable model),

it opens up the perspective of introducing additional state variables. The pricing kernel

would then exist across those several dimensions, and the pricing kernel projected onto

the return dimension might then exhibit the pricing kernel puzzle.25

Models with Volatility as a Second State Variable

Christoffersen, Heston, and Jacobs (2013) stay close to the above idea and extend the

Heston and Nandi (2000) model by introducing a variance risk premium in addition to

the equity risk premium. The pricing kernel is now a function of returns and volatility.

When projected onto returns only, by construction, a u-shaped pricing kernel emerges

whenever the variance premium is negative. Fitting this GARCH model to the historical

time series and cross sections of Wednesday options on the S&P 500 from 1996 to 2009

while allowing for a variance premium, and hence for a u-shaped pricing kernel, improves

the risk-neutral and physical fit substantially. The quadratic functional form of the pricing

kernel is rigidly assumed by the model and at times does not fit the empirical tilde-shaped

pricing kernel in the empirical section of their paper. In a follow-up study, Babaoglu,

Christoffersen, Heston, and Jacobs (2016) set up a nested model and show that u-shaped

pricing kernels are more valuable for fitting the option and return data than fat-tails and

24Here it would be worthwhile to have a model that produces a pricing kernel, which is a function of the
variance risk premium, allowing the degree of non-monotonicity to change with the variance risk premium.
See Section 1.5.2 for such models with volatility being a second state variable.

25A number of papers show that such additional state variables seem to be empirically needed in order
to explain option prices, see for example Buraschi and Jackwerth (2001), Coval and Shumway (2001), and
Constantinides, Jackwerth, and Savov (2013).
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a second volatility component. In a related setting, Bollerslev and Todorov (2011) show

how investor fear contributes simultaneously to the equity and variance risk premia. They

also find evidence for a u-shaped pricing kernel.

Chabi-Yo (2012) shows that a recursive small-noise expansion results in a pricing

kernel that incorporates stochastic volatility, stochastic skewness, and stochastic kurtosis,

while an ordinary Taylor expansion would lead to a pricing kernel, which is a polynomial

in the market return.26 Using French’s 30 monthly industry portfolios, he recovers the

higher moment preferences of the representative investor. His empirical pricing kernel is a

function of volatility and return. Holding volatility fixed, it is monotonically decreasing

in the market return. Yet, when projected onto the market return only, the empirical

pricing kernel shows the puzzling behavior. For robustness, he shows that the pricing

kernel projected onto the market return exhibits a similar shape if it is estimated with the

S&P 500 option data rather than industry portfolio returns.

While most of the literature on heterogeneous beliefs and the pricing kernel focused

on disagreement on the expected return (see e.g. Ziegler (2007) and Hens and Reichlin

(2013)), Bakshi, Madan, and Panayotov (2015) consider heterogeneity with respect to

future volatility and allow the investors with exponential utility to have different levels

of risk-aversion, too. As a result, they obtain a u-shaped pricing kernel in the volatility

dimension from options on VIX.27 In contrast, most standard models imply that the pricing

kernel is monotonically increasing in volatility. Therefore, the model could potentially

solve the pricing kernel puzzle as returns around zero are associated with low volatility,

and low volatility on the other hand is associated with an increasing pricing kernel.28

Unfortunately, the paper does not explore this intriguing aspect.

Kiesel and Rahe (2015) extend the stochastic volatility model of Heston (1993) by

modeling the risk-neutral variance process with a long-term volatility target, which is yet

again driven by another Ornstein-Uhlenbeck process. The physical process they leave

unchanged. As a result, the implied pricing kernel can exhibit increasing sections.

26A group of papers, such as Dittmar (2002), assumes the pricing kernel to be some Taylor series
expansion of returns. Here it is not quite clear if such, largely parametric, assumption of a functional
form constitutes an economic model already or is merely a numerical fitting technique, such as in e.g.
Rosenberg and Engle (2002).

27Song and Xiu (2016) confirm u-shaped volatility pricing kernels and find mostly monotonically
decreasing pricing kernels in returns, when conditioning on volatility. They speculate that VIX might thus
be a potentially important second state variable but do not develop a model, which would incorporate this
insight. However, since their risk-neutral distributions are backed out from different snapshots in time,
non-decreasing pricing kernels could average out so that they look as if they are monotonically decreasing,
see Beare and Schmidt (2015).

28See also Cuesdeanu (2016) for a more detailed treatment of this argument by connecting w-shaped
return pricing kernels to u-shaped volatility pricing kernels.
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Regime-Switching Models

Garcia, Luger, and Renault (2003) first introduced regime switches in the fundamental

state variables of an equilibrium model and used this model to price options. Extending

this work, Chabi-Yo, Garcia, and Renault (2009) show that the pricing kernel puzzle

can be explained by regime-switches in some latent state variable, which in turn drives

fundamentals (the joint distribution of the pricing kernel and returns), preferences, or

beliefs. Their model uses a recursive Epstein and Schneider (1989) utility for modeling

the first two aspects (fundamentals and preferences), and an external habit model, which

is based on Veronesi (2004) and Campbell and Cochrane (1999), for modeling the third

aspect (beliefs).29 The intuition is that, conditional on the latent state variable, the pricing

kernel is not violating the standard monotonicity assumption, whereas a projection of the

pricing kernel onto returns leads to a locally increasing pricing kernel. Indeed, a simulation

with hypothetical parameters can reproduce the desired shapes for the conditional and

unconditional pricing kernels. One can note in the figures that the modeled pricing

kernels often do not match the empirical pricing kernels in shape and magnitude. A more

full-fledged empirical exercise might be able to improve the fit. A related model with

uncertainty about endowment growth is Lundtofte (2010), where the investor does not

know which of several growth rates (with associated probabilities) is the true one, before

learning about the final value after some (short) time. Assuming reasonable parameters

and two growth rate states, the model is able to generate a locally increasing pricing

kernel.

Benzoni, Dufresne, and Goldstein (2011) extend the long run risk model of Bansal and

Yaron (2004) where investors have Epstein-Zin preferences by adding learning and jumps

to the expected consumption growth and consumption volatility processes. The jumps are

again driven by a regime-switching process as in Chabi-Yo, Garcia, and Renault (2009); a

modeling choice which allows consumption itself to stay relatively smooth. However, the

learning aspect is the most exciting contribution of the model.

It has been known for a long time that the pricing kernel puzzle only emerged after

the crash of 1987 and that it did not exist in the options data before the crash, see

Jackwerth (2000). The important novelty of Benzoni, Dufresne, and Goldstein (2011) is

then that investors can update their beliefs due to the crash to exhibit very persistent

“crash-o-phobia” thereafter, even though the crash did not repeat itself for quite some time.

As a result, the implied volatility smile changes from almost flat to steeply skewed for the

29A further, purely theoretical, model using additive habit formation is Han and Turvey (2010). Such
assumption has the implication that consumption needs to increase over time, which is hard to reconcile
with reality. Investor risk aversion can thus vary through time and even become negative. The paper
argues that a locally increasing pricing kernel can result. As the article is purely theoretical, it remains
unclear if this model can reproduce the empirical findings with reasonable parameters.
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index30 while aggregate consumption does not change by much. The model is calibrated

to a number of stylized facts about the S&P 500 data. Unfortunately, it does not show

the model pricing kernel in the return dimension, and one cannot easily determine if it

exhibits the pricing kernel puzzle; the pricing kernel in the dimension of consumption is

monotonically decreasing by assumption.

1.5.3 Behavioral and Sentiment Models

After first looking at demand based models, we next turn to models with probability

weighting.

Demand Based Models

Bollen and Whaley (2004) come tantalizingly close to tackling the pricing kernel puzzle

in their study of demand for out-of-the-money put options. They first establish that

the physical distributions for individual stocks and for the S&P 500 index are not that

different. They then turn to the implied volatility smiles, which are mildly u-shaped for

individual stock options and steeply skewed for the index. Their explanation is that strong

investor demand for portfolio insurance exists for out-of-the-money index puts, but is

weaker for individual stock option puts. The high demand for out-of-the-money index

puts by institutional investors is only met with supply by the market makers at rather

high prices, moving the implied volatilities up, and causing the steep smile.31 Having thus

explained the cause of the steep index smile, they unfortunately do not connect their story

to the pricing kernel puzzle, even though just one final argument is required. Namely,

as the steep index smile leads to a leftskewed, leptokurtic risk-neutral distribution, the

pricing kernel puzzle emerges once the risk-neutral distribution is being divided by the

more normally distributed physical distribution. For the individual stock options, the

mild smile leads to rather normally distributed risk-neutral distribution in the dimension

of individual stock returns and, thus, the pricing kernel puzzle does not emerge when

dividing by the physical distribution.

Motivated by these empirical results, Garleanu, Pedersen, and Poteshman (2009)

30Furthermore, their model is able to explain the flatter implied volatility smiles for individual options,
see Bakshi, Kapadia, and Madan (2003). Another approach of reconciling the steep index smiles with the
flat stock option smiles is Branger and Schlag (2004) who introduce jumps and the associated premia.
Unfortunately, they do not take the model to the data in order to see if the premia are realistic, nor do
they investigate the pricing kernel puzzle. Chaudhuri and Schroder (2015) go further in this respect in a
rather similar setting, stressing that jumps in the individual stocks need to occur simultaneously. Then,
the individual stocks do not exhibit the pricing kernel puzzle while the index does.

31Building on Han (2008), who studied investor sentiment and option prices, Andreou, Kagkadis, and
Philip (2014) show that measures of investor sentiment are related to risk-neutral skewness, which in turn
relates to the steepness of the index smile.
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develop a demand based option pricing model by departing from no-arbitrage principles,

considering the options market as being separated from the underlying, and highlighting

the importance of the market maker. In the presence of jumps and stochastic volatility,

market makers cannot fully hedge their exposures and will demand higher prices for options

paying off in states where hedges are critical. Hence, the resulting implied volatility smile

is increasing in regions where hedging is more difficult for the market maker, which mainly

concerns out-of-the-money puts. Similarly to Bollen and Whaley (2004), they find that

option end-users are typically long index puts and short single stock calls. Again, an

explicit treatment of the pricing kernel is missing.

Hodges, Tompkins, and Ziemba (2008) make a related demand story but base it on the

longshot bias in horse racing, which, the authors claim, is also relevant for option pricing.

This bias leads to investors overpaying for long-shot bets (such as out-of-the-money calls

and puts) compared to safe bets (such as in-the-money calls and puts). They paper argues

that this bias could lead to the skew pattern of the index smile, and the argument then

continues as above.

Models with Probability Weighting Functions

Kliger and Levy (2009) revert the direction of investigation by starting with the pricing

kernel puzzle, using power utility, and backing out the implied physical distribution from

the risk-neutral distribution. As a result, the implied physical distribution inherits the

left-skewed and leptokurtic shape of the risk-neutral distribution, which is incompatible

with the physical distribution derived from bootstrapped past S&P 500 returns. Thus,

they introduce a probability weighting function in order to reconcile the implied physical

distribution with the bootstrapped distribution.32 The estimated probability weighting

functions33 are inverse-S-shaped in their sample from 1986-1995. Polkovnichenko and Zhao

(2013) repeat that study on more recent data, using power utility with a risk aversion

coefficient of two, and, for the physical distribution, using an EGARCH model based

on past returns. Their probability weighting functions can be S-shaped (2004-2006) or

inverse-S-shaped (during the remaining years from 1996 to 2008). The former suggests

that investors overweight probabilities in the center of the distribution and underweight

the tails, while the pattern reverses for the latter. It is somewhat puzzling that the pricing

kernel puzzle tends to be rather stable through time but yields in this setting very different

probability weighting functions. The model also does not account for learning; investors

32Gemmill and Shackleton (2005) sketch out a similar idea in an incomplete working paper.
33See Quiggin (1982) and Yaari (1987) for rank dependent utility models and Tversky and Kahneman

(1992) for cumulative prospect theory models using such functions. Ingersoll (2017) details aggregation
results for economies where investors follow cumulative prospect theory. Baele, Driessen, Londono, and
Spalt (2014) concentrate on the variance risk premium under cumulative prospect theory.
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do not pay attention to the fact that the physical distribution, as it is being revealed in

realized returns, looks different from the reweighted distribution.

Dierkes (2013) makes a nice point about the lack of identification in Polkovnichenko

and Zhao (2013), as the utility function cannot be derived separately from the weighting

function. He suggests an intriguing solution by fitting several maturities at the same time.

That allows the utility function to be the same for all maturities but the weighting function

scales with maturity. Empirically, Dierkes (2013) then finds the weighting function to be

inverse-S-shaped and the utility function to be convex-concave around the zero percent

return.

Chabi-Yo and Song (2013) confirm the findings of Polkovnichenko and Zhao (2013)

and document that the probability weighting functions are heavily time-varying, even

if they use the VIX as a conditioning variable. They thus extend the model and apply

probability weighting to both the return and volatility dimensions of the index in a two

period setting. Using S&P 500 and VIX options, they find inverse-S-shaped probability

weighting functions, which are now much more stable in comparison with the single state

variable model.

1.5.4 Ambiguity Aversion Models

Here, we propose a novel approach based on the smooth ambiguity aversion model of

Klibanoff, Marinacci, and Mukerji (2005). The model nests on the one hand the traditional

expected utility setting as the ambiguity aversion approaches ambiguity neutrality and on

the other hand the maximin utility approach as the ambiguity aversion goes to infinity.34

Gollier (2011) already mentions that the pricing kernel puzzle can emerge in a smooth

ambiguity aversion setting, although without explicitly deriving the formulas and without

detailed examples, which we are providing here.

Kang, Kim, and Lee (2006) use a different set-up where a representative investor faces

a stock price process but is also worried that some worst case stock price process with

lower drift might be true. Maximizing the minimal utility under those scenarios leads to a

pricing kernel which can exhibit the puzzling increasing behavior, and the paper calibrates

the model to S&P 500 options and returns data.

Liu, Pan, and Wang (2005) introduce model uncertainty to a general equilibrium model.

The representative agent in their economy faces uncertainty aversion regarding jumps in

the endowment process, which then generates a rare-event premia. They calibrate the

model to the data and show that their model is able to reproduce the characteristic shape

34For a survey of ambiguity aversion and its relevance for asset pricing, see Epstein and Schneider
(2010). For an alternative formulation of ambiguity aversion through Choquet expected utility, see Bassett,
Koenker, and Kordas (2004).
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of the implied volatility curve of index options. However, it is not clear if their model

exhibits the pricing kernel puzzle. Drechsler (2013) extends the former model, and his

investor selects among several alternative models, which the investor cannot reject. He

finally picks the model that is least favorable in terms of expected utility. The resulting

equilibrium generates the skew in implied volatilities and the variance risk premium. Going

one step further, it would be interesting to explicitly calibrate the model to option data

and see if such economy implies a non-monotonic pricing kernel.

The Theoretical Pricing Kernel under Ambiguity Aversion

We re-derive our simple economy from Section 1.1, Equations (1.3) to (1.6) in the setting

of Klibanoff, Marinacci, and Mukerji (2005). They assume that there are M of the above

economies, each with a probability zj of occurring for j = 1, ...,M . Our representative

investor is thus solving the following problem

max
Ri

M∑
j=1

zjφ

(
N∑
i=1

πijU(Ri)

)

s.t.

(
N∑
i=1

qiRi

)
/Rf = 1

(1.11)

where πij is physical probability of state i occurring in ambiguity setting j and φ is a

utility function across ambiguity settings which operates on the expected utility achieved

in each ambiguity setting. Note that the physical probability of being in state i (pi) is the

sum of πijzj across ambiguity settings j. Introducing the Lagrange multiplier λ, we write

the N first order conditions

M∑
j=1

zj φ
′

(
N∑
k=1

πkjU(Rk)

)
πijU

′(Ri)− λqi/Rf = 0 for i = 1, ..., N (1.12)

and solve for λ by summing the N equations (1.12)

Rf

(
N∑
i=1

[
M∑
j=1

zj φ
′

(
N∑
k=1

πkjU(Rk)

)
πijU

′(Ri)

])
= λ (1.13)

Substituting λ back into equation (1.12), we obtain after rearranging

qi/Rf∑M
j=1 πijzjφ

′
(∑N

k=1 πkjU(Rk)
) =

U ′(Ri)

Rf

(∑N
i=1

[∑M
j=1 πijzjφ

′
(∑N

k=1 πkjU(Rk)
)
U ′(Ri)

])
(1.14)
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We can now solve for the pricing kernel m state by state by multiplying by the left

hand-side denominator and dividing both sides by pi =
∑M

j=1 πijzj which is the total

probability that state i occurs.

mi =
qi

Rf

∑M
j=1 πijzj

=

∑M
j=1 πijzjφ

′
(∑N

k=1 πkjU(Rk)
)

Rf

∑M
j=1 πijzj

· U ′(Ri)∑N
l=1

[∑M
j=1 πljzjφ

′
(∑N

k=1 πkjU(Rk)
)
· U ′(Rl)

] (1.15)

We can readily interpret the pricing kernel formula in comparison to the simple case

without ambiguity.35 There, the pricing kernel is the ratio of marginal utility and expected

marginal utility. In the setting with ambiguity aversion, the pricing kernel is the scaled

marginal utility in each state divided by a modified expected marginal utility. We explain

the modification of expected marginal utility first and then the scaling of the pricing

kernel. For the modified expectation, the probabilities of the expectation (πijzj) are being

distorted by the marginal ambiguity utility φ′
(∑N

k=1 πkjU(Rk)
)

. The resulting quantities

are no longer probabilities, i.e. they will not add to one. Thus, the pricing kernel needs

to be scaled in order to correct for the modification. The scaling factor is the fraction in

front of the marginal utility term in Equation (1.15). It turns out to be the ratio of the

sum of the probabilities (πijzj), which are again being distorted by φ′
(∑N

k=1 πkjU(Rk)
)

and the sum of the probabilities themselves (πijzj).

The Pricing Kernel Puzzle in a Model of Ambiguity Aversion

Here we use Equation (1.15) with power utilities and parameters η for the ambiguity

aversion and γ for the risk aversion, respectively. The following choice for U(x) satisfies

the assumption of Klibanoff, Marinacci, and Mukerji (2005) that two utility values need to

be independent of γ, here, U(1) = 0 and U(2) = 1.36 The investors are ambiguity averse if

η > γ.

φ(x) =
x1−η − 1

1− η
and U(x) =

x1−γ − 1

21−γ − 1
(1.16)

Further, we model the 30-day return being lognormally distributed with an annualized

mean of 0.10. There are 300 log return levels from -0.99 to +2.00 in steps of 0.01. The

35Unfortunately, we cannot easily analyze the derivative of the pricing kernel with respect to returns.
The resulting expressions are intractable and cannot be nicely segregated into, say, an income and a
substitution effect.

36Note that alternatively, one could also use U(x) = x1−γ−1
1−γ with γ ∈ (0, 1) but the above formulation

allows for a great range of risk aversion coefficients.
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Figure 1.6: The Pricing Kernel with Ambiguity over Volatilities
The pricing kernel based on the Klibanoff, Marinacci, and Mukerji (2005) model with ambiguity over
volatilities, projected onto returns.

investors are ambiguous with respect to annualized volatility, which we assume to be

lognormally distributed with mean log 0.19 and standard deviation 0.10. There are 81

ambiguity settings ranging from -4 to +4 standard deviations in steps of 0.1 standard

deviations.37

We depict the resulting pricing kernel with η=6 and γ=4 in Figure 1.6 and it matches

quite nicely the empirically observed u-shaped pricing kernels, see for example Figure 1.4,

Panel B. The physical probability distribution (sum of the probabilities (πijzj) has, at an

annual horizon, a mean of 0.10, standard deviation of 0.19, skewness of 0.00, and kurtosis

of 3.12.

The next extension is to introduce large negative jumps (-0.20 annualized mean and 0.30

standard deviation) where the investor exhibits ambiguity aversion across the probability

of such jumps occurring. Here, we assume a uniform distribution from 0 to 0.5 in 81

equally spaced steps of 0.0063. The return distribution without crashes is modeled being

lognormally distributed with an annualized mean return of 0.12 and a volatility of 0.19.

There are again 300 log return levels from -0.99 to +2.00 in steps of 0.01. Finally, the

conditional probabilities πij are obtained by mixing the return distribution without the

crashes with the jump distribution. The probabilities for the occurrence of a jump then

determine the appropriate weights for the two distributions such that the πij add up to 1

for a fixed j.

37It is interesting to note that, contrary to common models using power utilities, here it does matter
how we specify the utility function U ; by not subtracting 1 in the numerator, we do not obtain the pricing
kernel puzzle of Figure 1.6 with these parameters.
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Figure 1.7: The Pricing Kernel with Ambiguity over Market Crashes
The pricing kernel based on the Klibanoff, Marinacci, and Mukerji (2005) model with ambiguity over
market crashes, projected onto returns.

The pricing kernel in Figure 1.7 with η = 7 and γ = 6 exhibits now a tilde shape. In

comparison to the pricing kernels observed in the empirical literature however, see for

example Figure 1.2, the hump in the center is shifted slightly to the left.

Thus, a simple one-period ambiguity aversion model can exhibit the pricing kernel

puzzle. It turns out that ambiguity aversion over volatility generates u-shaped pricing

kernels. Ambiguity aversion over the probability of large crashes generates tilde-shaped

pricing kernels and can explain the hump of the empirical pricing kernel puzzle at the

center. Cuesdeanu (2016) extends this ambiguity aversion model by introducing ambiguity

over volatility and jumps simultaneously. He finds that this allows for w-shaped pricing

kernels as well.

1.6 Bounds on Option Prices

The literature on bounds on option prices takes a different perspective on the pricing

kernel puzzle. The pricing kernel puzzle is about analyzing the empirical pricing kernel,

given risk-neutral and physical distributions, where the pricing kernel turns out to be

non-decreasing in returns. Turning the problem around, one can ask what are the highest

and lowest option prices still compatible with a monotonically decreasing pricing kernel?

This approach was developed in Perrakis and Ryan (1984) with the restrictions that the

pricing kernel has to be positive, decreasing, and that it prices the stock and the bond

and one reference option traded in the market. The resulting linear program then looks
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(for a call option with given strike price K) as follows:

max /min E[m(R · S −K)+]

s.t.

E[m1] = B

E[m ·R · S] = S

E[m(R · S −Ko)+] = C(Ko)

m > 0, m decreasing in wealth R · S

(1.17)

where S is the initial stock price, B the unit bond price, and Ko the strike price of

the observed reference option. Dividends are assumed to be zero for ease of exposition.

A long literature ensued which extends the above linear program approach, adding e.g.

bid/ask spreads and transaction costs, see the survey of Constantinides, Jackwerth, and

Perrakis (2008).

The resulting bounds are driven by pricing kernels which tend to be extreme; exhibiting

steep drops after almost flat sections. Cochrane and Saa-Requejo (2000) address the

problem of such unrealistic pricing kernels. They essentially work within the above set-up

while also restricting the volatility of the pricing kernel, which leads to smoother pricing

kernels and tighter bounds. Bernardo and Ledoit (2000) offer an alternative restriction

by limiting the ratio of expected gains and expected losses of a security; ruling out that

securities are priced much too low or high compared to their fair value.38 Pyo (2011)

achieves this goal by the adhoc restriction that price deviations are limited by deviations

of observed prices from model prices based on a predetermined (power) pricing kernel. His

approach seems to boil down to restricting the pricing kernel to stem from a power utility

while restricting the risk aversion coefficient.

The earlier papers solved the linear program explicitly and were thus limited in the

complexity of the linear program, e.g., they could only handle one reference option and

extending it to two was already a difficult task. Relying simply on computer solutions to

the linear program, Constantinides, Jackwerth, and Perrakis (2009) can compute bounds

for S&P 500 index options while taking into account all observed options as reference assets

and even formulating the linear program over two steps instead of one. Further, they use

the analytical bounds from Constantinides and Perrakis (2002) for continuous, intermediate

trading and proportional transaction costs. Empirically, they find a substantial number

of options to be located outside their bounds, consistent with the pricing kernel puzzle.

38Marroquin-Martinez and Moreno (2013) extends Cochrane and Saa-Requejo (2000) and Bernardo and
Ledoit (2000) to settings with stochastic volatility and finds the resulting bounds to be tighter than in the
original papers.
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Wallmeier (2015) replicates their work and finds far fewer violations. This difference comes

about as Wallmeier (2015) uses option implied information from just hours ago to adjust

the physical distribution, while Constantinides, Jackwerth, and Perrakis (2009) rely on

information further into the past. The concern is that using more recent option implied

information will eventually move the physical distribution so close to the risk-neutral, that

one can no longer detect bound violations.

More interesting is the question if, using the earlier information of Constantinides,

Jackwerth, and Perrakis (2009), one can profitably trade based on bound violations. That

exercise can be found in Constantinides, Czerwonko, Jackwerth, and Perrakis (2011), now

using options on futures on S&P 500 and employing the analytical bounds of Constantinides

and Perrakis (2007), which are suitable for these American options. The results suggest

that trading strategies involving out-of-bounds options are superior to pure stock-and-bond

strategies for all risk-averse investors.

1.7 Conclusion and Outlook

In our survey of the pricing kernel puzzle, we recount the history, starting with the

canonical papers which around the year 2000 divided risk-neutral distributions of S&P 500

returns by the physical distributions. These empirical pricing kernels exhibited increasing

sections, which are inconsistent with simple representative investor models with a single

state variable. Evidence from indexes in other countries and other periods finds the same

puzzling behavior. We also discuss the (sparse) literature, which cannot detect the pricing

kernel puzzle in the data and try to understand the reasons.

A number of statistical tests suggest the presence of the pricing kernel puzzle. What is

still missing is a critical analysis and comparison of the several tests, which so far exist.

Are their assumptions realistic? Are certain tests better than others? There is still no

agreement on which test to use as the standard test of the pricing kernel puzzle.

Much room is given to the potential explanations of the pricing kernel puzzle, starting

with simple one-state-variable formulations and then moving to more complex settings.

Similarly to the tests, many of the solutions are stand-alone model with little empirical

validation. Mostly, they concentrate on a calibration, which, using some stylized facts,

exhibits the pricing kernel puzzle. Much work is still needed in sorting through the

alternative models and grading them according to their compatibility with the data.

Ideally, some of the solutions might be joined in a nested model, allowing for a proper test

of the different features. It would be interesting to know more about the true mechanism

of what drives the pricing kernel puzzle. Interesting research along those lines is trying

to explain the time-series patterns of the pricing kernel puzzle (e.g., its severity) using
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explanatory variables. This challenging work is still in its infancy and, as of now, still

underwhelming.

For a glimpse into the future of the pricing kernel puzzle, one might want to consider

the bivariate estimation of risk-neutral and physical distributions in Jackwerth and Vilkov

(2015). Those bivariate risk-neutral distributions can normally only be obtained with the

help of options written on both assets simultaneously, but Jackwerth and Vilkov (2015)

were able to achieve this feat in the dimensions of index returns and volatility employing

longer-dated options on the S&P 500. Dividing the two distributions into each other allows

one to extract for the first time a bivariate pricing kernel.
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Belomestny, D., S. Ma, and W. Härdle (2015): “Sieve Estimation of the Minimal

Entropy Martingale Marginal Density with Application to Pricing Kernel Estimation,”

Working paper, Humboldt University.

Benth, F. E., M. Groth, and C. Lindberg (2010): “The Implied Risk Aversion

from Utility Indifference Option Pricing in a Stochastic Volatility Model,” International

Journal of Applied Mathematics & Statistics, 16, 11–37.

Benzoni, L., C. P. Dufresne, and R. S. Goldstein (2011): “Explaining Asset Pricing

Puzzles Associated with the 1987 Market Crash,” Journal of Financial Economics, 101,

552–573.

Berkowitz, J. (2001): “Testing Density Forecasts with Applications to Risk Manage-

ment,” Journal of Business and Economic Statistics, 19, 465–474.

Bernardo, A. E., and O. Ledoit (2000): “Gain, Loss, and Asset Pricing,” Journal of

Political Economy, 108, 144–172.

Bliss, R. R., and N. Panigirtzoglou (2002): “Testing the Stability of Implied

Probability Density Functions,” Journal of Banking and Finance, 26, 381–422.

(2004): “Option-Implied Risk Aversion Estimates,” Journal of Finance, 59,

407–446.

Boes, M.-J., F. C. Drost, and B. J. M. Werker (2007): “Nonparametric Risk-

Neutral Joint Return and Volatility Distributions,” Working paper, VU University

Amsterdam and Tilburg University.

Bollen, N. P. B., and R. E. Whaley (2004): “Does Net Buying Pressure Affect the

shape of Implied Volatility Functions?,” Journal of Finance, 59, 711–754.

Bollerslev, T., and V. Todorov (2011): “Tails, Fears and Risk Premia,” Journal of

Finance, 66, 2165–2211.

Borovicka, J., L. H. Hansen, and J. A. Scheinkman (2016): “Misspecified Recovery,”

Journal of Finance, 71, 2493–2544.

Branger, N., A. Hansis, and C. Schlag (2011): “The Impact of Risk Premia on

Expected Option Returns,” Working paper, University of Muenster.

58



REFERENCES

Branger, N., and C. Schlag (2004): “Why is the Index Smile So Steep?,” Review of

Finance, 8, 109–127.

Breeden, D. T., and R. H. Litzenberger (1978): “Prices of State-Contingent Claims

Implicit in Option Prices,” Journal of Business, 51, 621–651.

Broadie, M., M. Chernov, and M. Johannes (2009): “Understanding Index Option

Returns,” Review of Financial Studies, 22, 4493–4529.

Brown, D. P., and J. C. Jackwerth (2012): “The Pricing Kernel Puzzle: Reconciling

Index Option Data and Economic Theory,” Contemporary Studies in Economic and

Financial Analysis, 94, 155–183.

Buraschi, A., and J. C. Jackwerth (2001): “The Price of a Smile: Hedging and

Spanning in Option Markets,” Review of Financial Studies, 14, 495–527.

Campbell, J., and J. Cochrane (1999): “By Force of Habit: A Consumption-Based

Explanation of Aggregate Stock Market Behavior,” Journal of Political Economy, 107,

205–251.

Carr, P., H. Geman, D. P. Madan, and M. Yor (2002): “The Fine Structure of

Asset Returns: An Empirical Investigation,” Journal of Business, 75, 305–332.

Carr, P., and J. Yu (2012): “Risk, Return, and Ross Recovery,” Journal of Derivatives,

20, 38–59.

Chabi-Yo, F. (2012): “Pricing Kernels with Stochastic Skewness and Volatility Risk,”

Management Science, 58, 624–640.

Chabi-Yo, F., R. Garcia, and E. Renault (2009): “State Dependence Can Explain

the Risk Aversion Puzzle,” Review of Financial Studies, 21, 973–1011.

Chabi-Yo, F., and Z. Song (2013): “Recovering the Probability Weights of Tail Events

with Volatility Risk from Option Prices,” Working paper, Ohio State University.

Chaudhuri, R., and M. D. Schroder (2015): “Monotonicity of the Stochastic Discount

Factor and Expected Option Returns,” Review of Financial Studies, 28, 1462–1505.

Chernov, M. (2003): “Empirical Reverse Engineering of the Pricing Kernel,” Journal of

Econometrics, 116, 329–364.

Chernov, M., and E. Ghysels (2000): “A Study Towards a Unified Approach to the

Joint Estimation of Objective and Risk-Neutral Measures for the Purpose of Options

Valuation,” Journal of Financial Economics, 56, 207–458.

59



REFERENCES

Chetty, R., and A. Szeidl (2007): “Consumption Commitments and Risk Preferences,”

Quarterly Journal of Economics, 122, 831–877.

Christoffersen, P., S. Heston, and K. Jacobs (2013): “Capturing Option Anoma-

lies with a Variance-Dependent Pricing Kernel,” Review of Financial Studies, 26, 1962–

2006.

Christoffersen, P., K. Jacobs, and B. Y. Chang (2013): Forecasting with Option-

Implied Information. North-Holland, Amsterdam, in Handbook of Economic Forecasting,

Vol. 2, p. , eds. Graham Elliott and Allan Timmermann.

Cochrane, J., and J. Saa-Requejo (2000): “Beyond Arbitrage: Good-Deal Asset

Price Bounds in Incomplete Markets,” Journal of Political Economy, 108, 79–119.

Constantinides, G., M. Czerwonko, J. C. Jackwerth, and S. Perrakis (2011):

“Are Options on Index Futures Profitable for Risk Averse Investors? Empirical Evidence,”

Journal of Finance, 66, 1401–1431.

Constantinides, G., J. C. Jackwerth, and S. Perrakis (2008): Option Pricing:

Real and Risk-Neutral Distributions. Elsevier, Amsterdam, in Handbooks in Operations

Research and Management Science: Financial Engineering, Vol. 15, eds. J.R. Birge and

V. Linetsky.

(2009): “Mispricing of S&P 500 Index Options,” Review of Financial Studies, 22,

1247–1277.

Constantinides, G., J. C. Jackwerth, and A. Savov (2013): “The Puzzle of Index

Option Returns,” Review of Asset Pricing Studies, 3, 229–257.

Constantinides, G., and S. Perrakis (2002): “Stochastic Dominance Bounds on

Derivative Prices in a Multiperiod Economy with Proportional Transaction Costs,”

Journal of Economic Dynamics and Control, 26, 1323–1352.

(2007): “Stochastic Dominance Bounds on American Option Prices in Markets

with Frictions,” Review of Finance, 11, 71–115.

Coutant, S. (1999): “Implied Risk Aversion in Option Prices Using Hermite Polynomials,”

Working paper, Banque de France.

(2000): “Time-Varying Implied Risk Aversion in Option Prices Using Hermite

Polynomials,” Working paper, Banque de France.

60



REFERENCES

Coval, J. D., and T. Shumway (2001): “Expected Option Returns,” Journal of

Finance, 56, 983–1009.

Cuesdeanu, H. (2016): “Empirical Pricing Kernels: A Tale of Two Tails and Volatility?,”

Working paper, University of Konstanz.

Cuesdeanu, H., and J. C. Jackwerth (2016): “The Pricing Kernel Puzzle in Forward

Looking Data,” Working paper, University of Konstanz.

David, A., and P. Veronesi (2011): “Investor and Central Bank Uncertainty and Fear

Measures Embedded in Index Options,” Working paper, NBER Working Paper No.

16764.

DeMiguel, V., Y. Plyakha, R. Uppal, and G. Vilkov (2013): “Journal of Financial

and Quantitative Analysis,” Journal of Mathematical Methods in Economics and Finance,

48, 1813–1845.
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Härdle, W., Y. Okhrin, and W. Wang (2015): “Uniform Confidence Bands for

Pricing Kernels,” Journal of Financial Econometrics, 13, 376–413.
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The Pricing Kernel Puzzle in Forward

Looking Data



2.1. INTRODUCTION

2.1 Introduction

The pricing kernel is a cornerstone of modern finance, as it tells us how to transform

subjective probabilities into risk-neutral ones. As the price of any security should be

the discounted expected payoff under the risk-neutral measure, the pricing kernel is

indispensable for pricing. By assuming a simple single-period, representative investor

economy, one can show that the pricing kernel is proportional to marginal utility.1 Assuming

risk-aversion in such a setting results in a monotonically decreasing pricing kernel.2

Empirically, researchers use a large index, e.g. the S&P 500, as a reasonable proxy for

end-of-period wealth. Yet, when empirically estimating the pricing kernel, it turns out to

be locally increasing, which is inconsistent with the above economy as that would imply

risk-seeking behavior. Ait-Sahalia and Lo (2000), Jackwerth (2000), and Rosenberg and

Engle (2002) were the first to find this discrepancy and labeled it the pricing kernel puzzle.

We do not literally suggest the existence of risk-seeking behavior, but the empirical

evidence shows a need for more encompassing models capable of generating the pricing

kernel puzzle while maintaining the assumption of a risk-averse investor. Chabi-Yo, Garcia,

and Renault (2009), Bakshi, Madan, and Panayotov (2010) and Benzoni, Dufresne, and

Goldstein (2011) describe such models.3 Through the lens of these richer models, the

true (multi-dimensional) pricing kernel, when projected onto market returns, turns out

to be locally increasing. We nevertheless stick to the wording “pricing kernel puzzle” as

it became standard in the finance literature to describe empirical pricing kernels, which

locally increase in the market return.

The standard approach for obtaining empirical pricing kernels is as follows. The

risk-neutral density is backed out from the forward looking option prices written on the

index. The subjective density is inferred from past index returns using non-parametric

or parametric models. Finally, the (discounted) ratio of the risk-neutral divided by the

subjective density delivers the pricing kernel. Jackwerth (2004) and Cuesdeanu and

Jackwerth (2016) survey the literature and detail the different approaches, which tend to

confirm the pricing kernel puzzle using slightly different methods and data sets. More

recently, Christoffersen, Heston, and Jacobs (2013) and Beare and Schmidt (2014) confirm

the pricing kernel puzzle yet again in the data.

Only a few studies find evidence for monotonically decreasing pricing kernels, and

1See e.g. Cochrane (2000), pp. 50.
2Dybvig (1988) and Beare (2011) provide another interesting view on the puzzle under the assumption

of a complete market. Buying the market portfolio is the cheapest way to obtain the payoff of the market
portfolio if and only if the pricing kernel is monotonically decreasing. Or stated differently, if the pricing
kernel is locally increasing, there exists a portfolio of Arrow-Debreu securities that stochastically dominates
the market return. See also Beare and Schmidt (2015) for an empirical study on this issue.

3For additional models of the pricing kernel puzzle, see Cuesdeanu and Jackwerth (2016).
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we group them into three categories. Each of the groups throws up problems, which we

want to address in our work. First, Bliss and Panigirtzoglou (2004) start out with pricing

kernels based on power or exponential utility functions and thus restrict pricing kernels

to monotonically decrease by construction. Instead, we allow both unrestricted pricing

kernels and ones, which are restricted to monotonically decrease. Second, Barone-Adesi,

Engle, and Mancini (2008) and Barone-Adesi and Dall’O (2010) argue that their pricing

kernels are broadly decreasing even though they are locally increasing. This begs for a

formal statistical test of monotonicity, which can distinguish between insignificant local

fluctuation and significant non-monotonicity of the pricing kernel. Beare and Schmidt

(2014) propose such tests when the subjective density is inferred from past returns. We

provide monotonicity tests when, instead, using forward looking data only. Third, Linn,

Shive, and Shumway (2014) voice concern about the usual methodology, which mixes

forward looking information for the risk-neutral density and backward looking information

for the subjective density. As usual, they find the risk-neutral density from option prices

based on a standard forward looking method. To avoid using backward looking subjective

densities, they assume a (potentially increasing) pricing kernel based on B-splines, which

allows them to compute the forward looking subjective density.4 They leave the resulting

subjective density unscaled, so that the probabilities do not need to add up to one. They

then work out the likelihood that a realized return over the next month is drawn from the

subjective distribution. Maximizing the aggregated likelihood over many months allows

them to find the pricing kernel that is most consistent with the realized future returns.

According to the authors, that best pricing kernel is monotonically decreasing and hence

consistent with economic theory. It is somewhat surprising that their pricing kernel does

not increase even locally due to some noise in the data. Note that the authors do not test

for monotonicity. We argue in Section 2.5.5 that their surprising results could be driven

by the lack of scaling and their particular combination of different objective functions for

the data fit.

Given the contradicting evidence, is the pricing kernel puzzle really a feature of the

data? To answer this question, we suggest a number of methodological improvements

and a novel test for pricing kernel monotonicity when using forward looking information

only. For one, we use forward looking data only as we share the concern of Bliss and

Panigirtzoglou (2004) and Linn, Shive, and Shumway (2014) that historical index return

data might not be informative about the forward looking subjective distribution in the

presence of regime shifts or non-stationary distributions. Second, we use flexible pricing

kernels, which allow for increasing segments, in line with Linn, Shive, and Shumway (2014)

4B-splines are scaled truncated power functions, which can be used instead of polynomial splines
(de Boor (1978), pp. 96). Their theoretical characterization makes them favorable for the estimation
procedure in Linn, Shive, and Shumway (2014).
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and extending the methodology of Bliss and Panigirtzoglou (2004). Picking a tentative

pricing kernel, we can obtain the forward looking subjective density by dividing the forward

looking risk-neutral density by the assumed pricing kernel. We can now find the log score

of the observed future return on the market. Maximizing the average log scores gives us

the best unrestricted pricing kernel. Maximizing the average log scores, while requiring

the pricing kernel to monotonically decrease, gives us the best restricted pricing kernel.

Third, we provide a formal test of pricing kernel monotonicity by simulating the difference

in average log scores between restricted and unrestricted pricing kernels. We extend our

test to a number of alternative parametric and non-parametric test statistics measuring

the quality of the pricing kernel to explain the data. Namely, we use, as alternatives

to the log score and in line with Bliss and Panigirtzoglou (2004) and Linn, Shive, and

Shumway (2014), the moment fit criterion presented in Knüppel (2015), the Cramér van

Mises statistic, and the Berkowitz (2001) test.

Existing pricing kernel monotonicity tests confirmed the existence of the pricing kernel

puzzle but used different assumptions and data sets. Examining options written on the

German market index on three dates at the end of June 2000, 2002, and 2004, Golubev,

Härdle, and Timofeev (2014) reject pricing kernel monotonicity. Their approach is similar

to ours, in that they avoid the explicit estimation of subjective densities inferred from

historical return data. However, this comes at the cost of assuming iid returns and, hence,

unconditional subjective and risk-neutral distributions at each of the three dates, which

have been picked in order to represent different market regimes: a bull market, a stable

market, and a bear market. Beare and Schmidt (2014) allow for conditional distributions

and still find monotonicity violations in the S&P 500 data with two tests based on ordinal

dominance curves. Unfortunately, their use of historical returns for obtaining the subjective

distribution exposes their results to the criticism of mixing forward and backward looking

information.

Testing pricing kernel monotonicity with only forward looking information has an

important economic implication. If the pricing kernel in such setting would turn out to be

monotonically decreasing, the puzzle could be easily explained by the fact that researchers

used biased, backward looking estimates of the subjective distribution. In addition, all

existing monotonicity tests mixing forward and backward looking information would have

to be seen very critically as well.

Using our new test and only forward looking data, we confirm the pricing kernel puzzle

in the data. Our findings are stable for different samples and goodness of fit criteria,

including the ones used in Bliss and Panigirtzoglou (2004) and Linn, Shive, and Shumway

(2014). Consistent with the recent literature, the estimated pricing kernel displays an

overall u-shape (Christoffersen, Heston, and Jacobs (2013)) with further non-monotonicities
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in the center (Cuesdeanu (2016)). In our most conservative test, which tests against an

alternative assuming a risk-neutral investor, two out of four goodness of fit criteria still

reject pricing kernel monotonicity at the monthly horizon. Considering longer horizons,

pricing kernel monotonicity cannot be rejected.

The remainder of the paper proceeds as follows. Section 2.2 outlines our empirical

approach and the construction of potential pricing kernels. Section 2.3 describes the

data set. In Section 2.4, we present the results when the pricing kernel is modeled as a

piece-wise linear function. Results from various robustness checks are provided in Section

2.5, and Section 2.6 concludes.

2.2 Methodology

We identified the desirability of a forward looking assessment of the subjective probability

distribution, which is typically unknown. What we have readily available instead is the

option implied risk-neutral density, which, in a single period representative agent economy

as in e.g. Cochrane (2000), pp. 50, is linked to the subjective density via the pricing

kernel. Formally, the subjective density is given by:

pt(Rt) =
qt(Rt)

m(Rt)
(2.1)

where pt(Rt) denotes the time t conditional subjective density for the rate of return realized

over the following month Rt = St+∆t/St with St being the stock price at time t. The time

t conditional risk-neutral density is denoted by qt(Rt) and the pricing kernel is m(Rt).

We assume that the pricing kernel, and hence preferences, are constant through time.

This assumption does not imply stationarity for the subjective or risk-neutral distribution.

Both distributions are allowed to vary over time; only the ratio of the densities has to

be the same. The constant preferences assumption is essential for the approach used in

this study and was also applied by Bliss and Panigirtzoglou (2004) and Linn, Shive, and

Shumway (2014). Being worried that the pricing kernel might change somewhat over time,

we show in Section 2.5 that our results survive for different subsamples and the shape of

the pricing kernel does not change extensively.

We next discuss the estimation and construction of the two ingredients of the subjective

density as given in equation (2.1): the risk-neutral density qt and the pricing kernel m.
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2.2.1 The Risk-Neutral Density

Empirically, we need to estimate the risk-neutral density q̂t of monthly returns, which we

obtain from the fast and stable method of Jackwerth (2004), which uses average implied

volatilities based on bid and ask option prices. The method then finds implied volatilities

{σj}Jj=0 on a fine grid of 2,500 moneyness levels from 0.2 to 1.8 and trades off between

fitting a smooth implied volatility function while matching the implied volatilities observed

in the market. The optimal implied volatilities are given by the closed form solution (given

the trade-off parameter λ) of the following minimization problem:

min
σj

δ4

2(J + 1)

J∑
j=0

(σ′′j )2 +
λ

2I

I∑
i=1

(σi − σ̄i)2 (2.2)

Thus, we obtain J + 1 implied volatilities σj corresponding to a grid consisting of J + 1

strike prices Kj . The fineness of the grid is given by δ, which is the difference between two

successive strikes in the grid. The index i in the second term of equation (2.2) represents

those implied volatilities σi, at which an option with implied volatility σ̄i for the strike

price Ki is observed in the market. The trade-off between smoothness and fit is controlled

by the parameter λ. The smooth implied volatility curve is translated into the estimated

risk-neutral density q̂t by means of the Breeden and Litzenberger (1978) result. Our

results are robust to using instead the fully parametric method of Gatheral (2004) for the

risk-neutral density, see Section 2.5.3.

2.2.2 Construction of Potential Pricing Kernels

We model a tentative pricing kernel m̃ as a piece-wise linear function and, in a robustness

test, as a cubic spline to obtain a smooth pricing kernel. Setting up monotonicity constraints

is straightforward in the linear case and so we start with this setting. For specifying a

tentative pricing kernel, we fix nine equally spaced values on the return axis: 0.8, 0.85, 0.9,

0.95, 1, 1.05, 1.1, 1.15, and 1.2.5 We fix the pricing kernel at a return of 0.8 at a value of

5, allow each of the other eight points to take pricing kernel values between zero and five,

and interpolate linearly. Changing the fixed value at 0.8 away from 5 and changing the

upper limit has virtually no effect on our results since the subjective densities are rescaled,

see Section 2.2.3.6 As we only use option quotes with moneyness (= K/St) between 0.8

and 1.2, we follow Rosenberg and Engle (2002) and set the pricing kernel below 0.8 to

5The choice of nine segments is in line with Linn, Shive, and Shumway (2014), who use a B-spline with
9 parameters. Using a different number of equally spaced values on the return axis does not change the
results, see Section 2.5.2.

6Consider also Figures 2.1, 2.2, and 2.3 where such estimated pricing kernels are depicted. After scaling
the pricing kernel, it can take on any value and is therefore not restricted by the initial value of 5.
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its value at 0.8 and above 1.2 to its value at 1.2.7 Hence, in our base setting, a tentative

pricing kernel m̃(Rt; Θ) is a piece-wise linear function of eight parameters Θ = {θ1, ..., θ8},
which correspond to the values of the pricing kernel at the returns 0.85, 0.9, 0.95, 1, 1.05,

1.1, 1.15, and 1.2.

2.2.3 The Subjective Density

Varying the parameters Θ leads to a tentative pricing kernel m̃, which we can combine

with our estimate of the risk-neutral density q̂t, so that we obtain the subjective density as

p̃t(Rt; Θ) =
q̂t(Rt)

m̃(Rt; Θ)

/∫ ∞
0

q̂t(Rt)

m̃(Rt; Θ)
dRt . (2.3)

The integral in equation (2.3) scales the subjective density such that it integrates to

unity as probabilities should sum up to one.8 Bliss and Panigirtzoglou (2004) perform the

same normalization while Linn, Shive, and Shumway (2014) do not scale the subjective

density, leading them to a monotonically decreasing pricing kernel estimate, see Section

2.5.5.

Given some tentative pricing kernel m̃(Rt; Θ), we can now assess the log score of

the future realized return in terms of a tentative subjective density ln(p̃t(Rt; Θ)).9 The

sample mean of the log scores gives us the average log score and measures how likely the

observed returns were drawn from the tentative density, with a high value indicating a

high likelihood.10

L̃S(Θ) =
1

N

N∑
t=1

ln (p̃t(Rt; Θ)) =
1

N

N∑
t=1

ln

(
q̂t(Rt)

m̃(Rt; Θ)

)
(2.4)

where N is the number of (monthly) observations.

By varying the tentative pricing kernel over its parameters Θ, we maximize the average

log score L̃S(Θ) subject to the no-arbitrage condition (m̃ > 0, i.e., θi > 0 for i = 1, ..., 8)

and call the result the unrestricted pricing kernel m̂unrestr..

In a second maximization, we add the condition that the pricing kernel ought to be

monotonically decreasing (m̃′ ≥ 0, i.e., θi ≥ θj for i ≤ j), so the result is consistent with

7Our method is robust to extending the pricing kernel below 0.8 and above 1.2 at the slopes of the last
interior segments instead of horizontally. Moreover, the results do not change when fixing different basis
points on the return axis, see Section 2.5.2.

8Our formulation is equivalent to expressing the subjective density in terms of state prices πt as the
risk-free discount factor e−rf,t∆t cancels out when normalizing the subjective densities:

pt = πt
m

/∫∞
0

πt
m dRt = e−rf,t∆tqt

m

/∫∞
0

e−rf,t∆tqt
m dRt = qt

m

/∫∞
0

qt
mdRt.

9See Gneiting and Raftery (2007) for a comprehensive discussion of score functions.
10A similar approach is used in Shackleton, Taylor, and Yu (2010) for mixing forecasts from past returns

and forward looking option prices.
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Figure 2.1: Linearly Interpolated Pricing Kernels.
We plot an unrestricted scaled pricing kernel (solid) and a non-increasing scaled pricing kernel (dotted),
constructed by our linear interpolation rule and maximizing the average log score as given in equation
(2.4). Both pricing kernels are scaled by the risk-neutral density from 28th January 2015. We observe
that the best fitting unrestricted pricing kernel has increasing regions. Returns are on the horizontal axis,
and the values of the pricing kernel are on the vertical axis.

an increasing and concave utility function. We call this result the restricted pricing kernel

m̂restr..

Figure 2.1 anticipates our main result and illustrates such tentative pricing kernels

constructed by our linear interpolation rule. In particular, the unrestricted (restricted)

pricing kernel in this figure is the best fitting unrestricted (restricted) pricing kernel when

maximizing the average log score, as given in equation (2.4), see Section 2.4 for details.

Note that the best fitting unrestricted pricing kernel has pronounced increasing regions

and, hence, is not monotonically decreasing. The average log score is but one measure,

which can be used to estimate unrestricted and restricted pricing kernels by optimizing

the fit of the corresponding subjective densities to the data, and we detail alternatives in

Section 2.2.5. We now turn to describing our formal test of monotonicity of the pricing

kernel.

2.2.4 Monotonicity Test

We find that our average log score (LS) is 2.00 for the best-fitting (unrestricted) pricing

kernel and 1.98 for the non-increasing (restricted) pricing kernel. We are thus left with the

question, if the difference ∆LS := LSunrestr. − LSrestr. is statistically significant? As this

difference is zero if and only if the true m is decreasing, we formulate our null hypothesis

as:
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H0 : m is non-increasing (2.5)

As the distribution of the difference ∆LS is unknown, we address this problem by simulating

the distribution similarly to Bliss and Panigirtzoglou (2004). Here, we assume that the

true pricing kernel mpower(Rt) = R−γt stems from a power utility function with a fixed

γ ≥ 0 and, hence, the true pricing kernel is non-increasing. For each month, we obtain

the subjective density ppowert consistent with our power utility function by dividing the

observed risk-neutral density for that month by the power utility pricing kernel, as defined

in equation (2.3)

ppowert (Rt) =
q̂t(Rt)

mpower(Rt)

/∫ ∞
0

q̂t(Rt)

mpower(Rt)
dRt (2.6)

Afterwards, we draw returns from these subjective densities, one from each monthly

distribution. Finally, we employ our usual methodology and search for the best unrestricted

and restricted pricing kernels which minimize the average log score. We calculate the

differences ∆LS and repeat the procedure 10,000 times; generating the distribution of ∆LS

under the null. We use this distribution to find the p-value of the empirical ∆̂LS, which

we obtain from the data.

We employ the risk-aversion coefficients γ = 0, γ = 2, and γ = 4. The latter

value models a risk-averse investor and is close to the estimate of γ = 4.08 in Bliss and

Panigirtzoglou (2004), based on a monthly horizon. From a statistical point of view, Beare

and Schmidt (2014) argue that monotonicity tests should use risk-neutrality (i.e., γ = 0

and mpower = 1) because this is the point in the null at which it is most likely to reject

the null. Hence, setting critical values at mpower = 1 allows to control the Type I error

for all other points in the null.11 The risk-neutral density is then equal to the subjective

density and a rejection of non-monotonicity is very difficult since a flat pricing kernel is

the least decreasing pricing kernel specification and therefore most distant from the null

hypothesis.12

2.2.5 Alternative Test Statistics

The average log score statistic is not the only way to estimate pricing kernels and assess if

realized future returns were indeed drawn from a particular subjective density. We next

11We thank an anonymous referee for stressing this point.
12See Beare and Moon (2015) for a detailed discussion. Intuitively, when simulating with a flat pricing

kernel, the differences between the simulated restricted and unrestricted log scores are larger than the
differences when simulating with a decreasing pricing kernel. Hence, the difference we obtain from the
data has to be much larger in order to reject the null hypothesis, making the risk-neutral version of the
test the most conservative way to test pricing kernel monotonicity.
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present parametric and non-parametric alternatives to the log score, which are based on

the probability integral transformation: if we knew the true subjective distribution, we

could, for each realized return, look up its percentile, i.e., the cumulative probability of

a return being lower or equal to the realized return. This cumulative probability will

always lie between zero and one and is iid uniformly distributed. More formally, given

a sequence of realized returns rt stemming from the true subjective density pt(Rt), the

following sequence of random variables ut is iid uniform on the unit interval:

ut =

∫ rt

0

pt(x)dx , t = 1, ..., N (2.7)

Using equation (2.3), we can substitute the subjective density pt with the ratio of the

estimated risk-neutral density q̂t and the tentative pricing kernel m̃ and obtain:

ũt =

∫ rt

0

{ q̂t(x)

m̃(x; Θ)

/∫ ∞
0

q̂t(Rt)

m̃(Rt; Θ)
dRt

}
dx (2.8)

Hence, as an alternative to maximizing the average log score, we can estimate a pricing

kernel by minimizing the value of any test statistic having uniformity as the null. A number

of tests are available to test for uniformity of ũt but only Berkowitz (2001) simultaneously

tests for independence, and so we start there.

• The Berkowitz (2001) test

The first step is yet another transformation of the iid uniformly distributed ũt to normality:

z̃t = Φ−1(ũt), (2.9)

where Φ denotes the standard normal cumulative distribution. z̃t is distributed iid standard

normal if ũt is iid uniform. The second step is the estimation of the following AR(1)

regression:

z̃t − µ = ρ(z̃t−1 − µ) + εt, (2.10)

where εt ∼ N (0, 1). If z̃t is distributed iid standard normal, then µ = 0, σ = 1, ρ = 0, and

εt would coincide with z̃t. Berkowitz (2001) proposes the following likelihood ratio based

test which accounts for both, iid and normality:

LR3 = −2(LL(0, 1, 0)− LL(µ̂, σ̂, ρ̂)), (2.11)
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where LL(µ, σ, ρ) denotes the log likelihood of equation (2.10).

• The Knüppel (2015) test

The Knüppel (2015) test fits the empirical moments of the uniform variables ũt to their

theoretical counterpart in a generalized method of moments (GMM) fashion. When

considering L moments, the test statistic is given by

α̃L = N · D̃′LΩ̃−1
L D̃L . (2.12)

Here, D̃L is a vector of length L consisting of the differences between sample moments

and their theoretical values under the null of uniformity

D̃L =


1
N

∑N
t=1 ũ

1
t − E[u1]

1
N

∑N
t=1 ũ

2
t − E[u2]
...

1
N

∑N
t=1 ũ

L
t − E[uL]

 . (2.13)

Furthermore, Ω̃L is a consistent estimator of the covariance matrix of

d̃t =


ũ1
t − E[u1]

ũ2
t − E[u2]

...

ũLt − E[uL]

 . (2.14)

In our base procedure, following Knüppel (2015), we use the first four moments (L = 4)

and set those elements of the covariance matrix to zero, which correspond to covariances

between odd and even moments. We account for possible time dependence in the ũt by

using the Newey-West covariance matrix with the automatic lag length selection proposed

by Andrews (1991). Our findings do not change when using predefined lag lengths or a

quadratic spectral covariance matrix.

• The Cramér van Mises test13

In contrast, the Cramér van Mises statistic cannot account for dependence in ũt. It tests

the entire distribution instead of the first central moments by comparing the empirical

cumulative distribution of a sample to its theoretical counterpart. Being non-parametric,

the test has less power than a parametric test such as Berkowitz (2001). The test statistic

13See Cramer (1928).
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is:

CvM =

∫ 1

0

(F̂ (u)− u)2du, (2.15)

where F̂ denotes the empirical cumulative density function of the ût series.

We choose these statistics for a number of reasons. For one, we like to use the same

criteria as the earlier studies: The Berkowitz (2001) test is the main test in Bliss and

Panigirtzoglou (2004). Linn, Shive, and Shumway (2014) fit the raw moments of the

uniform distribution, similarly to the Knüppel (2015) test, in a first model selection step

and apply the Cramér van Mises statistic afterwards to decide upon the maximal order

of moments. Results based on the Kolmogorov-Smirnov test or relative entropy are very

similar to the ones from the Cramér van Mises statistic and are not reported. The Knüppel

(2015) test is chosen as it provides a reasonable trade-off between power and precision:

While the Berkowitz (2001) test is only able to detect deviations from non-normality

through the first and second moments, the Cramér van Mises test, examining the entire

distribution, has far less power than the Berkowitz (2001) test. By using the Knüppel

(2015) test with four moments, we are able to detect higher moment differences and still

have enough power to test our hypothesis.

2.3 Data

As the power of the previously mentioned test statistics benefits from large sample sizes,

we choose the maximal reasonable time span: data on the European options on the

S&P 500 index from January 1988 to August 2015. The data from 1988 to 1995 stem

from the Berkeley Options Database, while the data from 1996 to 2015 are provided by

OptionMetrics. Although the Berkeley database provides option quotes prior to 1988, we

drop these data as there is evidence that the pricing kernel puzzle did not exist in the S&P

500 data before the crash of 1987, see Jackwerth (2000). Both databases also contain the

corresponding return series for the underlying as well as dividends and the risk-free rate.

We apply the usual filters to the option data insofar as options with moneyness exceeding

1.2 and below 0.8 are excluded from the sample, as well as option prices violating general

no-arbitrage constraints, and quotes without volume. Consistent with the literature, we

only use out-of-the-money calls and puts and consider a monthly horizon in order to

obtain non-overlapping returns, which typically leads to a maturity of 23 calendar days.

We end up using N = 333 non-overlapping monthly risk-neutral densities q̂t and realized

returns Rt. In robustness tests, we alternatively use non-overlapping two- and three-month
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returns.14 For the risk-neutral densities, we report in Table 2.1, Panel A, the annualized

average expected return (1.29%) and the annualized average volatility (18.57%) for the

full sample. In Panel B, we report the annualized sample average (11.15%) and the sample

standard deviation (15.49%) of the realized returns. These values are consistent with

a positive equity risk-premium and a negative variance risk-premium. The annualized

average risk-free rate (3.68%) is slightly above the average dividend yield (2.28%), which

is in line with the low average expected return of the risk-neutral densities.

Table 2.1:
Descriptive Statistics

We report descriptive statistics for risk neutral densities, realized returns, risk-free rates, and dividend
yields. Panel A shows the annualized average of the expected returns and the average volatility of the
risk-neutral densities. Panel B displays sample means and standard deviations of the realized returns, the
risk-free rates, and the dividend yields.

Panel A:

Average Expected Return Average Volatility

Risk-Neutral 1.29% 18.57%

Panel B:
Sample Mean Sample Standard Deviation

Realized Returns 11.15% 15.49%
Risk-Free Rate 3.68 % 2.62%
Dividend Yield 2.28 % 1.20%

2.4 Empirical Findings

We next present the empirical findings leading to the conclusion that the pricing kernel

puzzle exists in the S&P 500 data, even though we use forward looking information only.

We first look at the statistical evidence against pricing kernel monotonicity. Afterwards,

we discuss the shape of the empirical pricing kernel estimates and refer to the literature.

14Theoretically, one could also consider overlapping returns, e.g. monthly returns shifted by on day at a
time. While the estimation of the unrestricted and restricted pricing kernel would be no issue in such
setting, the simulation of the p-values of the ∆ statistic is no longer straightforward. One would have to
draw overlapping returns stemming from daily non-parametric densities with a monthly horizon. It is not
clear at all how to do this without making restrictive assumptions on the data generating process.
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2.4.1 Statistical Evidence

In Table 2.2, we show the estimation results stemming from the linear pricing kernel

interpolation as described in Section 2.2.2. The values for the optimal test statistics are

collected in the columns Unrestricted and Restricted for the respective pricing kernel

specification. The distributions of the differences between the two specifications are

simulated by the procedure described in Section 2.2.4. Based on the simulated distributions,

we report in the remaining columns of Table 2.2 p-values corresponding to the differences,

assuming that the true pricing kernel is non-increasing and stems from a power utility

function with γ = 0, γ = 2, and γ = 4, respectively.

Table 2.2:
Results for the Linear Pricing Kernel Optimization - Main Table

Estimation results when fitting a piecewise linear pricing kernel, with nine points in the return space and
optimized values in the pricing kernel space, to the full sample. The numbers in the second and third
columns show the test statistics associated with the measure mentioned in the first column. The p-values
of the difference between the unrestricted and restricted test statistic are given in columns four to six. All
p-values are obtained by simulation, assuming that the true pricing kernel stems from a power utility
function with γ = 0, 2, and 4, respectively. The values of the Cramér van Mises test are multiplied by one
million and the values of the Berkowitz (2001) test are multiplied by 1012.

Statistic Unrestricted Restricted γ = 0 γ = 2 γ = 4
Log Score 2.00 1.98 0.02 0.01 0.01
Knüppel 0.00 9.90 0.02 0.00 0.00

Cramér van Mises 47.31 294.10 0.34 0.06 0.01
Berkowitz 0.57 24.33 0.98 0.92 0.82

Considering the average log score in the most conservative setting with γ = 0, we reject

the null hypothesis of a non-increasing pricing kernel (p-value 2%). The Knüppel (2015)

test confirms this finding (p-value 2%). The Cramér van Mises test achieves a p-value of

34% and cannot reject non-increasing pricing kernels, which could be due to the relatively

low power of non-parametric tests compared with parametric tests. The p-value of the

Berkowitz (2001) test is large at 0.98. This is not surprising since this test only takes

into account the mean and variance of the transformed variables, as it is based on the

likelihood function of the normal distribution. Mitchell and Hall (2005) point out that

the Berkowitz (2001) test only ”has power to detect non-normality through the first two

moments,” but, e.g., excess skewness and kurtosis are not captured. We confirm this

finding by running the Knüppel (2015) test with the first two moments (L = 2) only and

find that monotonicity cannot be rejected as well. This holds true irrespective of taking

care of serial correlation by a proper covariance matrix Ω̃L or focusing on the moments

only; i.e. basing the covariance matrix on the identity matrix. Even though we are aware
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of the drawbacks of the Berkowitz (2001) test, we report the corresponding results as it is

the main test used in Bliss and Panigirtzoglou (2004), which was the first study to back

out the pricing kernel from forward looking option prices only.

Before launching into the discussion of the results for the risk averse settings (γ being

either 2 or 4), some words of caution are in order. Rejection in such setting is only a

rejection of the null hypothesis that the true pricing kernel in the economy derives from a

power utility function with the stated risk aversion coefficient. The tests cannot detect

monotonicity violations for other utility functions or power utilities with other risk aversion

coefficients. Note that this critique does not hold for the case of risk neutrality (γ = 0),

which is a conservative test for general pricing kernel monotonicity.

We still feel that the risk averse settings are interesting as they are standard reference

points for economists. Recall that Bliss and Panigirtzoglou (2004) found γ = 4.08 as the

optimal relative risk-aversion parameter for a power utility when looking at a monthly

horizon. With risk-aversion, all p-values are below 10%, except for the Berkowitz (2001)

test with p-values of more than 80%. Note that we obtain similar results for pricing kernels

based on exponential utility functions.15

Overall, for all tests but the Berkowitz (2001) test, the difference between an unrestricted

and a restricted pricing kernel is significantly different from zero, and, therefore, we reject

the hypothesis of a non-increasing pricing kernel. The Cramér van Mises test does not

reject monotonicity in the γ = 0 setting as, being non-parametric, its power is too limited.

The parametric Berkowitz (2001) test, which would be well-suited for small samples in

terms of power, ignores moments higher than the second and also fails to reject.

2.4.2 The Shape of the Empirical Pricing Kernels

Having documented that pricing kernel monotonicity can be rejected in most reasonable

settings, we turn our attention to the shape of the empirical pricing kernels. Panel A of

Figure 2.2 repeats Figure 2.1 and shows the optimal unrestricted and restricted pricing

kernel estimates when maximizing the average log score. The optimal pricing kernels from

minimizing the Knüppel (2015), Cramér van Mises, and Berkowitz (2001) test statistics

are depicted in Panels B, C, and D of Figure 2.2, respectively.

Except for optimizing the Berkowitz (2001) test, all empirical pricing kernels are

broadly u-shaped, consistent with the parametric option pricing model of Christoffersen,

Heston, and Jacobs (2013) where past returns are used for inferring the subjective density.

Using past returns for inferring the subjective density, Cuesdeanu (2016) finds that the

15The pricing kernel derived from an exponential utility function is given by mexp. = exp(−a ·Rt). Bliss
and Panigirtzoglou (2004) identified a = 6.33 as the optimal value when looking at a monthly horizon and
so we repeated our base procedure for a = 2, 4, 6, 8, and 10. Again, all p-values decrease in a. All our
tests, except the Berkowitz (2001) test, reject pricing kernel monotonicity at least at the 10% level.
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Figure 2.2: Optimal Pricing Kernels for Different Measures.
We plot unrestricted scaled pricing kernels (solid) and a non-increasing scaled pricing kernels (dotted),
constructed by our linear interpolation rule on the full sample. All pricing kernels are scaled by the
risk-neutral density from 28th January 2015. Panel A shows the pricing kernels when maximizing the
average log score. Panel B shows the pricing kernels when minimizing the Knüppel test statistic. Similarly
for Panel C and D for the Cramér van Mises and the Berkowitz test statistics. Returns are on the
horizontal axis, and the values of the pricing kernel are on the vertical axis.

pricing kernel is strictly u-shaped when the variance-risk-premium is high and w-shaped

when the variance-risk-premium is low. Furthermore, not finding either u- or w-shaped

pricing kernels seems due to data limitations and the time-series model used for obtaining

the subjective density.16 Hence, when interpreting our unrestricted pricing kernels as

average pricing kernels over time, it is not surprising that they display a w-shape, similar

to the ones in Cuesdeanu (2016).

Bakshi, Madan, and Panayotov (2010), Polkovnichenko and Zhao (2013), and Chabi-Yo

(2012) develop theories for u-shaped pricing kernels. Bakshi, Madan, and Panayotov (2010)

assume heterogeneity among investors, and pessimists shorting the market lead to increases

in the pricing kernel for increasing returns larger than some threshold. Polkovnichenko

and Zhao (2013) claim that investors overweight the subjective probability of high and low

returns, which again yields a u-shaped pricing kernel. Finally, Chabi-Yo (2012) describes

an economy where skewness and kurtosis preferences enter the pricing kernel. His empirical

16In particular, Cuesdeanu (2016) argues that the tilde shaped pricing kernels in the canonical papers
of Ait-Sahalia and Lo (2000), Jackwerth (2000), and Rosenberg and Engle (2002) can be explained by
the sample period (characterized by a relatively low variance-risk-premium) in combination with the
non-observability of out-of-the-money calls.
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pricing kernel, estimated from the returns of 30 monthly industry portfolios displays a

u-shape, too, when being projected on the market return. The Berkowitz (2001) test,

ignoring moments higher than the second, could not reject pricing kernel monotonicity.

Such failure might be related to the existence of higher moment preferences in the pricing

kernel. In the next section we document that the u-shape is very persistent and survives

various robustness checks.

2.5 Robustness

We show that our results are robust to a number of changes, namely, changing the sample

period, using alternative pricing kernel specifications (spline instead of piece-wise linear),

and employing different methods for the risk-neutral densities (Gatheral (2004) instead of

Jackwerth (2004)). Concerning lengthening horizons, the pricing kernel puzzle weakens

for longer horizons. Finally, we investigate exactly why Linn, Shive, and Shumway (2014)

obtain monotonically decreasing pricing kernels.

2.5.1 Alternative Sub-Samples

An important issue is the choice of the sample period. As there is no evidence for the

pricing kernel puzzle in the S&P 500 data before the crash of 1987, we choose January

1988 as our starting date. The largest available sample then extends until August 2015 and

is used in the base case. A large sample makes our study more reliable from a statistical

point of view, but the assumption of time invariant preferences might be tenuous over

a period of almost 30 years. As volatility is considered as a relevant state variable for

preferences, see e.g. Brown and Jackwerth (2012), we follow Bliss and Panigirtzoglou

(2004) by dividing our sample into a high and a low volatility subsample. The dividing

line is the median of the monthly risk-neutral volatilities from 1988 to 2015. We report

the results in Table 2.3, columns ’High Vol’ and ’Low Vol’. We simulate all p-values using

the procedure described in Section 2.2.4. Panels A, B, and C correspond to the settings

where we assume that the true pricing kernel is non-increasing and stems from a power

utility function with γ = 0, 2, and 4, respectively.

For most settings in the high volatility sample, we still reject the null of a non-increasing

pricing kernel, see Table 2.3, ’High Vol’. Compared to the base setting, only the Knüppel

(2015) test now fails to reject monotonicity with a p-value of 19% in the risk-neutral

simulation setting. For the low volatility sample (see Table 2.3, ’Low Vol’), the log score

and the Cramér van Mises test turn insignificant, while the Knüppel (2015) test holds up

well. Interestingly, the Berkowitz (2001) test is able to reject pricing kernel monotonicity
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Table 2.3:
Alternative Sub-Samples

Estimation results when fitting a piecewise linear pricing kernel, with nine points in the return space and
optimized values in the pricing kernel space, to alternative samples. We show the p-values of the difference
between the unrestricted and restricted test statistics mentioned in the first column. We simulate all
p-values, assuming that the true pricing kernel stems from a power utility function with γ = 0 in Panel A,
γ = 2 in Panel B, and γ = 4 in Panel C. Column 2 of each panel contains the basic setting from Table 2.2.
In the other columns, we use different samples: ’High Vol’ uses all days with above median volatility, and
’Low Vol’ uses the remaining days. ’1996-2012’ and ’1996-2015’ use the respective years.

Panel A: γ = 0

Statistic Basic Setting High Vol Low Vol 1996-2012 1996-2015
Log Score 0.02 0.03 0.26 0.01 0.01
Knüppel 0.02 0.19 0.04 0.01 0.04

Cramér van Mises 0.34 0.21 0.25 0.15 0.31
Berkowitz 0.98 0.95 0.09 0.73 0.96

Panel B: γ = 2

Statistic Basic Setting High Vol Low Vol 1996-2012 1996-2015
Log Score 0.01 0.01 0.16 0.00 0.00
Knüppel 0.00 0.06 0.02 0.00 0.01

Cramér van Mises 0.06 0.09 0.17 0.05 0.11
Berkowitz 0.92 0.85 0.05 0.43 0.82

Panel C: γ = 4

Statistic Basic Setting High Vol Low Vol 1996-2012 1996-2015
Log Score 0.01 0.01 0.12 0.00 0.00
Knüppel 0.00 0.03 0.01 0.00 0.00

Cramér van Mises 0.01 0.03 0.09 0.01 0.03
Berkowitz 0.82 0.77 0.03 0.33 0.68

in the low volatility sample with a p-value of 9% for γ = 0 and even stronger results for

higher γ.17

Another way of relaxing the assumption on time invariant preferences is to calibrate

our model to the sub-sample used by Linn, Shive, and Shumway (2014): September

1996 to December 2012, so that we can relate our results to their claim of monotonically

decreasing pricing kernels. The results are reported in Table 2.3, ’1996-2012’. Still, we

reject non-increasing pricing kernels at the 1% level for the log score and the Knüppel

(2015) test. The Cramér van Mises test even improves in this sample and generates a

marginally insignificant p-value of 15% in the γ = 0 setting. We return to the reasons for

17The Berkowitz (2001) test might gain in power as the higher moments of the returns realized in this
subsample are less extreme. Compared to the full sample, sample kurtosis drops from 7.18 to 3.74 and
sample skewness is less negative: -1.24 in the full sample versus -0.66 in the low volatility subsample.
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Figure 2.3: Optimal Pricing Kernels on Different Sub-Samples.
We plot unrestricted scaled pricing kernels (solid) and a non-increasing scaled pricing kernels (dotted),
constructed by our linear interpolation rule and maximizing the average log score as given in equation
(2.4). All pricing kernels are scaled by the risk-neutral density from 28th January 2015. The Panels A and
B show the pricing kernels estimated on the high and low volatility samples. Panel C shows the pricing
kernels estimated on the January 1996 - December 2012 sample; Panel D shows the longer sample until
August 2015. Returns are on the horizontal axis, and the values of the pricing kernel are on the vertical
axis.

our disagreement with Linn, Shive, and Shumway (2014) in Section 2.5.5. The results for

the whole OptionMetrics sample in Table 2.3, ’1999-2015’, are rather similar.

In conclusion, monotonicity violations seem to be present in all subsamples. The

moderate increases in p-values could well be due to the smaller subsamples. In Figure 2.3,

we depict the optimal pricing kernels (based on the log score) for our subsamples. Their

shapes hardly change compared to the full sample, depicted in Figure 2.1, except for the

low volatility case, where the unrestricted pricing kernel is even more u-shaped.

2.5.2 Alternative Pricing Kernel Modeling

As most theoretical pricing kernels are assumed to be smooth functions and to mimic the

methodology of Linn, Shive, and Shumway (2014) even more closely, we replace the linear

interpolation of the pricing kernel with cubic splines. To guarantee the non-negativity of

all constructed pricing kernels, we first interpolate the logarithm of the eligible pricing

kernel values and afterwards take the exponential of the interpolated values. The results

of this calibration are given in Table 2.4, ’Cubic Spline’. Our findings do not change much

even though the test is more conservative when using cubic splines: In order to have
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simple constraints for estimating the restricted version of our pricing kernels, we label a

tentative pricing kernel as non-increasing whenever the values of the pricing kernel at the

spline knots are non-increasing. Hence, all non-increasing pricing kernels are consistent

with our definition of a restricted kernel, but a restricted kernel constructed by cubic

splines can have slightly increasing segments due to the curvature of the cubic splines.18 A

restricted pricing kernel can somewhat mimic the shape of an unrestricted pricing kernel

and improve its fit to the respective criteria. This is for example the case when optimizing

the Knüppel (2015) test: The optimal restricted cubic spline pricing kernel is slightly

increasing in the right end, raising the p-value to 9% in the γ = 0 setting. Rejection of

non-increasing pricing kernels based on the cubic spline interpolation is therefore even

more meaningful as we can clearly distinguish between small fluctuations and pronounced

increasing segments.

Our results are also not driven by over-fitting, as we can see from the results from

estimating the pricing kernel with only 5 points, see Table 2.4, ’5 Points’. Changing the

location of our 9 points in the base case does not affect results, either, see Table 2.4,

’Different Grid’. In that case, we use the midpoints of the basic grid (0.825 0.875 0.925

0.975 1.025 1.075 1.125 1.175) and only the average log score turns out to be marginally

insignificant with a p-value of 12% in the γ = 0 setting.

2.5.3 Alternative Risk Neutral Density Modeling

In the base case, we extrapolate the implied volatility curve by the fast and stable method

of Jackwerth (2004). As an alternative, we use the Stochastic Volatility Inspired (SVI)

model of Gatheral (2004) instead. As the name already indicates, its structural form is

related to models such as Heston (1993). The model is fully parameterized and does not

have a smoothness parameter, such as λ from equation (2.2) in the case of the fast and

stable method, which can be chosen by the econometrician. The parameterization is as

follows:

σ2
SV I(K|a, b, ρ,m, θ) = a+ b{ρ(log(K/St)−m) +

√
(log(K/St)−m)2 + θ2} (2.16)

Here, a is the average squared implied volatility and has to be positive. The non-negative

parameter b measures the angle between the slope of in-the-money to out-of-the-money

volatilities. ρ and m are location parameters, and θ controls the curvature around at-

the-money. In order to fit the implied volatility curve (2.16) to the data, we numerically

18In case of linear interpolation, a pricing kernel is non-decreasing if and only if its values at the spline
knots are non-increasing.
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Table 2.4:
Alternative Modeling

Estimation results when fitting alternative pricing kernels or risk-neutral densities obtained by the SVI
model on the full sample. We show the p-values of the difference between the unrestricted and restricted
test statistics mentioned in the first column. We simulate all p-values, assuming that the true pricing
kernel stems from a power utility function with γ = 0 in Panel A, γ = 2 in Panel B, and γ = 4 in
Panel C. Column 2 of each panel contains the basic setting from Table 2.2. We present results for cubic
spline interpolation instead of linearly interpolated pricing kernels (’Cubic Spline’), for pricing kernels
spanned by only 5 instead of 9 points (’5 Points’), for a shifted set of grid values on the horizontal axis
(’Different Grid’), and for using the SVI method of Gatheral (2004) instead of the fast and stable method
of Jackwerth (2004) (’Gatheral SVI’).

Panel A: γ = 0

Statistic Basic Setting Cubic Spline 5 Points Different Grid Gatheral SVI
Log Score 0.02 0.02 0.01 0.12 0.02
Knüppel 0.02 0.09 0.01 0.04 0.03

Cramér van Mises 0.34 0.38 0.27 0.46 0.39
Berkowitz 0.98 0.99 0.95 0.99 0.93

Panel B: γ = 2

Statistic Basic Setting Cubic Spline 5 Points Different Grid Gatheral SVI
Log Score 0.01 0.00 0.00 0.04 0.00
Knüppel 0.00 0.02 0.00 0.01 0.01

Cramér van Mises 0.06 0.08 0.06 0.14 0.08
Berkowitz 0.92 0.93 0.83 0.96 0.74

Panel C: γ = 4

Statistic Basic Setting Cubic Spline 5 Points Different Grid Gatheral SVI
Log Score 0.01 0.00 0.00 0.02 0.00
Knüppel 0.00 0.01 0.00 0.00 0.00

Cramér van Mises 0.01 0.01 0.01 0.03 0.02
Berkowitz 0.82 0.84 0.76 0.93 0.62

minimize the squared difference between model implied volatilities and implied volatilities

observed in the market:

{a∗, b∗, ρ∗,m∗, θ∗} = arg min
{a,b,ρ,m,θ}

I∑
i=1

(σSV I(Ki|a, b, ρ,m, θ)− σ̄i)2 . (2.17)

The smooth implied volatility curve is given by

{σSV I(Kj|a∗, b∗, ρ∗,m∗, θ∗)}Jj=0, (2.18)

and the risk-neutral densities are again obtained by means of Breeden and Litzenberger
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(1978).

In Table 2.4, ’Gatheral SVI’, we report the results for a piece-wise linear pricing kernel

and risk-neutral densities stemming from the SVI model. Again, assuming risk-aversion,

non-increasing pricing kernels can be rejected at the 10% level with the exception of the

Berkowitz (2001) test. For the conservative version with γ = 0, the Cramér van Mises

statistic fails to reject with a p-value of 39%, similar to the base case when using the fast

and stable method.

2.5.4 Different Horizons

The pricing kernel puzzle arises from the different shapes of subjective and risk-neutral

distributions as the former tend to be more (log-)normally shaped while the latter are

heavily leptokurtic and left-skewed. At longer horizons, the risk-neutral distributions look

more (log-)normally shaped and we thus suspect that the pricing kernel puzzle might be

weaker.

To check, we repeat our base procedure for horizons of two months, T = 51, and three

months, T = 79. As we want to stick to non-overlapping returns, we can choose either

January or February as the starting months when looking at a two-month horizon. For the

three months setting, we can choose between January, February, and March as the starting

months. This results in two sets of N = 164 and three sets of N = 95 non-overlapping

risk-neutral densities and their corresponding non-overlapping two-month and three-month

returns. Table 2.5 displays the corresponding results for the case of γ = 4. As expected,

monotonicity is the harder to reject, the longer the considered horizon is. We do not

report the results for lower γ values, as all p-values tend to increase in that case; further

weakening the results. For γ = 0, all p-values are larger than 10%.

We conclude that the pronounced skew of the short term implied volatilities of S&P

500 index options, inducing left-skewness and leptokurtosis, paired with the time series

properties of the monthly returns, causes the non-decreasing pricing kernel estimates at

the short, monthly horizon. The pricing kernel puzzle is much attenuated at the longer

two-month horizon and hardly detectable at the three-month horizon.

2.5.5 Degenerate Densities

Last, we are interested in why Linn, Shive, and Shumway (2014) obtain a monotonically

decreasing pricing kernel. We apply two methodological changes which we believe cause

their results. First, Linn, Shive, and Shumway (2014) do not force the resulting subjective

densities to integrate to one; we follow them by no longer scaling the subjective density.

Second, they utilize a two-step model selection procedure: The first step consists of fitting
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Table 2.5:
Different Horizons

Estimation results when fitting a piecewise linear pricing kernel, with nine points in the return space and
optimized values in the pricing kernel space, on different horizons. We show p-values of the difference
between the unrestricted and restricted test statistics mentioned in the first column. Column 2 contains
the basic setting from Table 2.2. We report the results for non-overlapping two months returns in the
columns ’2 Months, Jan’ and ’2 Month, Feb’. We report the results for non-overlapping three months
returns in the columns ’3 Months, Jan’, ’3 Months, Feb’, and ’3 Months, Mar’. We simulate all p-values,
assuming that the true pricing kernel stems from a power utility function with γ = 4.

Statistic
Basic 2 Months 3 Months

Setting Jan Feb Jan Feb Mar
Log Score 0.01 0.13 0.14 0.06 0.13 0.43
Knüppel 0.00 0.07 0.17 0.16 0.30 0.17

Cramér van Mises 0.01 0.09 0.17 0.18 0.14 0.20
Berkowitz 0.82 0.39 0.02 0.04 0.03 0.11

the pricing kernel to the first L moments of the uniform distribution by minimizing the

following objective function19

GMM(L) =
L∑
l=1

(
1

N

N∑
t=1

ũlt −
1

l + 1

)2

. (2.19)

This optimization is implemented for up to L = 50 moment conditions, providing a

variety of potential pricing kernels. For each of these pricing kernels, the Cramér van

Mises statistic can be calculated, and the second model selection step consists of choosing

the pricing kernel delivering the lowest Cramér van Mises statistic.

We again mimic their procedure with our linear pricing kernels without scaling the

subjective densities, and we depict the relationship between the number of fitted moments

L and the associated Cramér van Mises statistic in Figure 2.4. We also follow Linn, Shive,

and Shumway (2014) by ignoring the fit to moments of order smaller than the number of

pricing kernel parameters as, according to the authors, this leads to an under-identified

GMM equation system. As our linear pricing kernel is a function of eight parameters, we

start at L = 8 and fit unrestricted (solid line) as well as restricted (dashed line) pricing

kernels to our full sample, leaving us with 86 (= 43 · 2) potential estimates.

Regarding Figure 2.4, it is not only surprising that the overall minimum is obtained by

a restricted pricing kernel for L = 8, but the restricted versions tend to provide better

Cramér van Mises statistics for L less than 23. This is surprising as one would normally

expect a restricted optimum to perform at most as well as an unrestricted optimum. But,

by ignoring the scaling of the subjective densities and using the two-step model selection,

which mixes two different measures of fit, a monotonically decreasing pricing kernel can be

19This GMM approach is equivalent to setting Ω̃L to the identity matrix in Knüppel (2015).
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Figure 2.4: Moment Fit and Cramér van Mises Statistic.
We estimate pricing kernels by fitting the first L moments of the uniform distribution without scaling the
resulting subjective densities. For each resulting pricing kernel, we calculate the corresponding Cramér
van Mises statistic. The Cramér van Mises values stemming from the unrestricted (restricted) pricing
kernels are plotted with a solid (dashed) line. The number of moment conditions L is on the horizontal
axis.

identified as the best forward looking pricing kernel estimate by Linn, Shive, and Shumway

(2014).

Looking back at the integral of equation (2.8), we can see why Linn, Shive, and

Shumway (2014) might not want to scale the subjective densities: In order to obtain the

transformed realized returns series ũt, one has to evaluate the integrand only up to the

maximal realized return in the sample.20 The advantage of their approach is that they

do not have to model the pricing kernel for returns where no realized return is observed.

Moreover, their pricing kernel is literally constant through time, whereas our pricing kernel

is scaled by a time varying factor.

However, the two modifications have to be seen critically: not scaling the subjective

densities clashes with our intuition that probabilities should sum up to one and can make

the ũt series lie outside the unit interval. Moreover, for consistency, the same loss function

should be used for estimating and evaluating a model, see Christoffersen and Jacobs

(2004), which speaks against their two-step procedure of GMM and Cramér van Mises in

combination.

We want to emphasize that only the combination of not scaling the subjective densities

and the two-step procedure leads to a monotonically decreasing pricing kernel. First,

when replicating the results shown in Figure 2.4 with scaled subjective densities, the

surprising finding disappears: For any number L of moment conditions, the unrestricted

pricing kernel is now delivering a lower Cramér van Mises statistic than the restricted

20The maximal realized return in our sample is at about 1.11.
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pricing kernel, i.e., the solid line is always below the dotted line. Second, when leaving the

subjective densities unscaled but minimizing the GMM objective function, an unrestricted

pricing kernel again delivers a lower GMM value than a restricted kernel. The same holds

if we use only the Cramér van Mises statistic instead.

In conclusion, both, the two-step procedure with scaled subjective densities and a

single objective function minimization with unscaled subjective densities would identify a

non-monotonically decreasing pricing kernel as the best estimate. This is in line with the

results of our own procedure, when optimizing a single criteria and scaling the subjective

densities.

2.6 Conclusion

By using forward looking information only (i.e., option prices and future realized returns),

we confirm the existence of the pricing kernel puzzle in the S&P 500 data. This contradicts

the results in Linn, Shive, and Shumway (2014), which we attribute to a lack of scaling

the resulting subjective densities and a particular choice of two-step optimization in their

paper. Potential pricing kernels are modeled as piece-wise linear functions and cubic

splines. Forward looking subjective densities are constructed by dividing the forward

looking risk-neutral density by a time invariant pricing kernel. We make use of the average

log score, as well as three alternative distributional tests, to asses if the forward looking

subjective densities are compatible with the future realized returns of the S&P 500. By

varying the potential pricing kernel, we can optimize the unrestricted test statistics. We

also optimize the test statistics in a restricted version, where the pricing kernel needs to

be non-increasing.

We formally test for monotonicity based on the difference between the unrestricted

and the restricted test statistics. The average log score and the Knüppel (2015) test

reject pricing kernel monotonicity with a p-value of 2%. Non-rejection with the latter two

criteria occurs only very rarely for subsamples. The Berkowitz (2001) test is the only test

that does not reject non-increasing pricing kernels. This tests takes into account only the

first two moments and ignores all higher moments. Yet, the importance of non-normal

skewness and kurtosis is well documented in the financial time series literature. Due to its

low power in small samples, the Cramér van Mises statistic does not reject pricing kernel

monotonicity in the most conservative setting, where we simulate a risk-neutral economy.

Overall, our results are robust to variations in the methodology and the sample. We

show that pricing kernel monotonicity cannot be rejected when looking at longer horizons,

where subjective and risk-neutral densities are less negatively skewed and less kurtotic.

Our findings suggest that solutions to the pricing kernel puzzle should therefore consider
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higher moment preferences.
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Knüppel, M. (2015): “Evaluating the Calibration of Multi-Step-Ahead Density Forecasts

Using Raw Moments,” Journal of Business & Economic Statistics, 33, 270–281.

Linn, M., S. Shive, and T. Shumway (2014): “Pricing Kernel Monotonicity and

Conditional Information,” Working paper, University of Michigan.

Mitchell, J., and G. S. Hall (2005): “Evaluating, Comparing and Combining Density

Forecasts Using the KLIC with an Application to the Bank of England and NIESR Fan

Charts of Inflation,” Oxford Bulletin of Economics and Statistics, 67, 995–1033.

Polkovnichenko, V., and F. Zhao (2013): “Probability Weighting Functions Implied

in Options Prices,” Journal of Financial Economics, 107, 580–609.

Rosenberg, J. V., and R. F. Engle (2002): “Empirical Pricing Kernels,” Journal of

Financial Economics, 64, 341–372.

Shackleton, M. B., S. J. Taylor, and P. Yu (2010): “A Multi-Horizon Comparison

of Density Forecasts for the S&P 500 Using Index Returns and Option Prices,” Journal

of Banking and Finance, 34, 2678–2693.

97



Chapter 3

Empirical Pricing Kernels: A Tale of Two
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3.1. INTRODUCTION

3.1 Introduction

Option based estimates of the pricing kernel and the closely related risk-aversion functions

have been studied in the asset pricing literature over the past twenty years. Starting

with Ait-Sahalia and Lo (2000), Jackwerth (2000), and Rosenberg and Engle (2002), an

extensive amount of articles followed. These have changed the methodology, time span,

and considered option market, see e.g. the literature review of Cuesdeanu and Jackwerth

(2016b). While most studies document the existence of locally increasing segments of the

empirical pricing kernel when projected onto returns, there is no consensus regarding the

overall shape of the pricing kernel.1 This paper closes the gap by explaining why different

shapes can emerge and relating the issues to economic theory.

The pricing kernel, given by the ratio of the risk-neutral and subjective density, is a key

concept in finance as it informs economists about investor preferences. Hence, the pricing

kernel is at the heart of every asset pricing model. Having biased empirical estimates of the

pricing kernel might therefore be misleading for theorists when validating the predictions

of their asset pricing models empirically. Looking at the pricing kernel estimates over

the past two decades, four shapes emerged: monotonically decreasing, tilde shaped (with

a maximum at-the-money or shifted to the right), u-shaped, and w-shaped. See Figure

3.1 for a collection of various pricing kernel shapes emerging in this study and Table 3.5

in Appendix 3.7.1 for a snippet of the empirical literature. Being confronted with many

different shapes, it is not clear at all, which state variables drive the time-variation in the

pricing kernel and what kind of pricing kernel a theoretical asset pricing model must be

able to generate. Only after being sure about these points, and knowing the true form of

the empirical pricing kernel, one is able to asses the plausibility of (dynamic) asset pricing

models correctly.

We identify (i) missing option data, (ii) misestimated subjective probabilities, and (iii)

a time varying variance (risk-premium) as the most plausible reasons for the disagreement

in the empirical literature: (i) Not observing deep out-of-the-money call options one has

to rely on assumptions regarding the right tail of the risk-neutral density, which influence

the right end of the pricing kernel substantially. On the other hand, whenever deep

out-of-the-money calls are observed, the pricing kernel turns out to be increasing at the

right end. Hence, it is either w- or u-shaped. This finding is in line with Bakshi, Madan,

and Panayotov (2010) claiming that pessimistic investors shorting the market are buying

out-of-the-money calls as a protection against a rising market. As such investors will

1The theoretical pricing kernel is a random variable. Unless explicitly mentioned, “pricing kernel” is
used to refer to the projection of the pricing kernel onto returns. If a distinction is needed, the projection
of the pricing kernel onto returns will be called “return pricing kernel”. Analogously, the projection of the
pricing kernel onto volatility is called “volatility pricing kernel”.
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have an increasing marginal utility in market returns, the economy wide pricing kernel is

increasing at the right end.

Figure 3.1: Diverse Monthly and Weekly Pricing Kernels.
We plot diverse pricing kernels stemming from the fast and stable method for the risk-neutral distribution
and the full sample GJR for the subjective distribution. Panels A to D show monthly pricing kernels and
Panels E to H show weekly pricing kernels. See Section 3.2 for details.

(ii) The time-series model for estimating the subjective density in particular matters for

the right end of the pricing kernel. An econometric model that leads to a subjective

density with a fat right tail will lead to a pricing kernel decreasing at the right end, while

a model that has a thin right tail implies rather w- or u-shaped pricing kernels again.

Hence, issues (i) and (ii) concern the right tails of the risk-neutral and subjective densities

and therefore determine whether a pricing kernel is increasing or decreasing at the right

end. Evidence is provided that both tails imply either w- or u-shaped pricing kernels.

(iii) Last, the reason for obtaining sometimes w-shaped and sometimes u-shaped pricing

kernels needs to be explained. In contrast to the first two issues, it is shown that this

variation is rather due to time varying variance (risk-premium) than to misestimated

risk-neutral and subjective probabilities. Having assured that the econometric models used

in this study are providing reasonable volatility forecasts, i.e. they are not systematically

over-or underestimating the future realized (physical) volatility, we find that pricing kernels

are u-shaped in times of high uncertainty (variance-risk-premium is high) and w-shaped
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in calm periods (variance-risk-premium is low). Even though pricing kernel estimation

is exposed to small sample biases, see Leisen (2016), we show that the hump at the

center is significantly positive when the variance-risk-premium is low. In conclusion, after

accounting for misestimated risk-neutral and subjective right tails, the remaining variation

in empirical pricing kernel estimates is due to a time changing variance-risk-premium.

We do not only consider the standard horizon of one month, but are the first to estimate

a time-series of weekly pricing kernels. The latter serve as a natural robustness check and

we find that within the weekly setting, the pricing kernels exhibit even more pronounced

u and w-shapes. The main reason for this is the weekly implied volatility curve. Its global

minimum is typically closer at-the-money than the global minimum of an implied volatility

curve for a monthly horizon. Hence, even if we do not observe deep out-of-the-money calls,

the implied volatility is already increasing due to average out-of-the-money calls. As a

consequence, the weekly pricing kernels are almost always increasing at the right end.

What are the implications of u-shaped and in particular w-shaped pricing kernels? In a

simple representative agent economy, the pricing kernel is proportional to marginal utility

and therefore monotonically decreasing in the market return if the agent is risk-averse.2

The finding of non-monotonically decreasing pricing kernels in the early 2000s was labeled

“pricing kernel puzzle” as it contradicts risk-aversion at first sight. But even without the

assumption on risk-averse agents, a non-monotonic pricing kernel displays a phenomenon,

as pointed out by Beare and Schmidt (2015): Such pricing kernels imply the existence of

an option portfolio that dominates the market stochastically and is cheaper to purchase

than the market itself.

This paper is the first to show that w-shaped return pricing kernels, and in particular

their humps at the center, are closely related to another asset pricing puzzle, namely,

u-shaped volatility pricing kernels. While most option pricing or general equilibrium

models assume that the pricing kernel is either a constant or an increasing function of

volatility, Song and Xiu (2016) find a bivariate pricing kernel of returns and volatility

(S&P 500 and VIX), which is u-shaped when projected onto volatility. Here, we extend

the option pricing model of Christoffersen, Heston, and Jacobs (2013) by allowing for

u-shaped volatility pricing kernels and show that the corresponding return pricing kernel

is w-shaped. Hence, the hump of the w-shaped return pricing kernel at the center is the

missing piece that explains u-shaped volatility pricing kernels. Or vice versa, u-shaped

volatility pricing kernels explain the w-shape in the return dimension and therefore the

pricing kernel puzzle. Technically, the mechanism works as follows: Due to the quadratic

relation between returns and variance, large absolute returns are associated with high

volatility. Thus, a high pricing kernel in large absolute return states (evident in w- and

2Most studies assume that the market return is a reasonable proxy for aggregate wealth.
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u-shaped return pricing kernels) is associated with a high pricing kernel in large volatility

states. On the other hand, small absolute returns are associated with low volatility. Hence,

the hump of the return pricing kernel at the center (evident in w-shaped return pricing

kernels) can be reconciled with high values of the volatility pricing kernel in low volatility

states. It is therefore not surprising that the hump of the pricing kernel at the center,

labeled as the “pricing kernel puzzle” in the early 2000s, is visible in the more recent

studies examining the volatility pricing kernel.3 Economic models explaining u-shaped

volatility pricing kernels are thus candidates for explaining the pricing kernel puzzle in the

return dimension.

One of the few economic explanations for u-shaped volatility pricing kernels is given in

Bakshi, Madan, and Panayotov (2015). However, the authors consider a restricted setting

where the heterogeneous agents trade volatility-contingent cash flows only. Instead of

extending their setting to heterogeneous agents trading the index, its options, and the

options on the volatility, the ambiguity aversion economy of Cuesdeanu and Jackwerth

(2016b) is revised in Section 3.5.2. In Cuesdeanu and Jackwerth (2016b), the representative

agent displays smooth ambiguity aversion regarding volatility. Similar to Drechsler (2013),

ambiguity aversion regarding the probability of jumps is added and it is shown that such

economy is characterized by w- and u-shaped return pricing kernels.4

This work is also related to the following studies: Babaoglu, Christoffersen, Heston,

and Jacobs (2016) show the importance of two volatility factors, fat tails, and using

a u-shaped pricing kernel over monotonically decreasing ones for option pricing. They

use a parametric model for the risk-neutral and subjective dynamics (the return pricing

kernel is either monotonically decreasing or u-shaped by construction) and fit multiple

maturities. Their focus is rather on simultaneously pricing options and the historical

time-series than backing out the pricing kernel for one maturity. Moreover, we extend

their pricing kernel by allowing for a u-shape in volatility, which is consistent with the

non-parametric estimates of Song and Xiu (2016). Grith, Härdle, and Krätschmer (2016)

present a behavior based model that generates a tilde shaped pricing kernel. In their

empirical section on the German DAX they observe a pattern in the shape of the empirical

pricing kernel that is similar to our findings: The empirical pricing kernel is tilde shaped

when the variance-risk-premium is low, and u-shaped when the variance-risk-premium

is high. We differ by looking at the S&P 500 and find w- and u-shaped pricing kernels,

respectively. Moreover, we regress a characteristic of the pricing kernel shape on the

3Note that the research on the option implied volatility pricing kernel started only recently since the
CBOE was not issuing VIX options prior to 2006.

4Drechsler (2013) presents an equilibrium asset pricing model where the representative agent is
ambiguous about the parameters of a stochastic volatility model with jumps. While his economy displays
a non-zero variance-risk-premium and a steep implied volatility smile, it is not clear how the return pricing
kernel implied by his model looks like.
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variance-risk-premium and formally test that it is actually the variance-risk-premium, and

not misestimated subjective volatility, which determines the shape (u or w) of the empirical

pricing kernel. By making use of a small noise expansion, Chabi-Yo (2012) shows that if

the investor displays higher order preferences, the pricing kernel is a function of stochastic

volatility, skewness, and kurtosis. Furthermore, the pricing kernel turns out to be a fourth

degree polynomial in returns, allowing for a w-shape in returns. Since Chabi-Yo (2012)

does not calibrate his pricing kernel with higher moment preferences to the data, our study

is the first to provide option based empirical evidence for a pricing kernels with such a

functional form.5 Moreover, being a fourth degree polynomial in returns, the functional

form of our extended option pricing model from Section 3.5.1 is in line with Chabi-Yo

(2012).

The remainder of the paper proceeds as follows. Section 3.2 outlines our approach

and the construction of the risk-neutral and subjective densities. Section 3.3 describes

the data set. In Section 3.4, we show why pricing kernel estimates differ and provide

evidence for w- and u-shaped pricing kernels. In Section 3.5.1 a parametric option pricing

model is suggested and the connection between the return and volatility pricing kernel

is illustrated. Moreover, an economy where the representative agents displays ambiguity

aversion - leading to w- and u-shaped return pricing kernels - is presented in Section 3.5.2.

Section 3.6 concludes, Appendix 3.7.1 provides additional materials, and Appendix 3.7.2

reports results from various robustness checks.

3.2 Methodology

The main object of this study is the empirical pricing kernel. Theoretically, the projection

of the pricing kernel onto the market return is given by the ratio of the risk-neutral and

the subjective density:6

mt(Rt) =
qt(Rt)

pt(Rt)
(3.1)

where pt(Rt) denotes the time t conditional subjective density for the rate of return

realized over the next ∆ days: Rt = St+∆/St, with St being the stock price at time t

and ∆ is typically chosen to represent one month. The time t conditional risk-neutral

density is denoted by qt(Rt) and the time-varying pricing kernel is mt(Rt). Hence, in order

to estimate a time-series of pricing kernels, two ingredients are necessary: risk-neutral

densities qt and subjective densities pt. Their construction is discussed in the next sections.

5Chabi-Yo (2012) fits only the pricing kernel with stochastic volatility to the data. The pricing kernel
with stochastic volatility, skewness, and kurtosis is just discussed from a theoretical point of view.

6See for example the single period representative agent economy in Cochrane (2000), pp. 50.
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3.2.1 The Risk-Neutral Density

The risk-neutral density q̂t is backed out of option prices by the fast and stable method of

Jackwerth (2004), which uses average implied volatilities calculated by the corresponding

bid and ask prices. The method finds implied volatilities {σj}Jj=0 on a fine grid of moneyness

levels ranging from 0.5 to 1.5 and trades off between fitting a smooth implied volatility

function while matching the implied volatilities observed in the market.7 Once the trade-off

parameter λ is chosen, the smooth implied volatility curve is given by the closed form

solution of the problem:

min
σj

δ4

2(J + 1)

J∑
j=0

(σ′′j )2 +
λ

2I

I∑
i=1

(σi − σ̄i)2 . (3.2)

Thus, we obtain J + 1 implied volatilities σj corresponding to a grid consisting of J + 1

strike prices Kj. The fineness of the grid is given by δ, which is set to 0.5 and stands for

the difference between two successive strikes in the fine grid. The index i in the second

term of equation (3.2) represents those implied volatilities σi, at which an option with

implied volatility σ̄i for the strike price Ki is observed in the market. The trade-off between

smoothness and fit is controlled by the parameter λ. Hereby, for each cross-section of

option prices, λ is set to 1 (implying a very tight fit but partially negative and jagged

densities) and sequentially decreased until the resulting risk-neutral density is positive.

The smooth implied volatility curve is translated into the estimated risk-neutral density

q̂t by means of the Breeden and Litzenberger (1978) result. To show that the results are

not driven by over-or under-smoothing of the risk-neutral densities, the fully parametric

method of Gatheral (2004), which has no smoothness parameter λ, is used for robustness

in Appendix 3.7.2.

3.2.2 The Subjective Density

The traditional way of coming up with a subjective density is to fit a time-series model to

past returns and use this model to generate a predictive density. For the base procedure,

the GJR-GARCH(1,1), see Glosten, Jagannathan, and Runkle (1993), is used and will be

abbreviated by GJR. The model assumes that the daily log-returns rt = ln(St/St−1) are

composed of a constant µ and an innovation term εt as follows:

rt = µ+ εt (3.3)

7Moneyness is defined as strike price over current spot price. The moneyness range 0.5 to 1.5 guarantees
that all risk-neutral densities are virtually zero for a return of 0.5 and 1.5, respectively.
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where εt = zt · σt , with zt following a standard normal distribution, and

σ2
t = κ+ γσ2

t−1 + αε2
t−1 + I{εt<0}ξε

2
t−1. (3.4)

For the base procedure, the model parameters Θ̂ = {µ̂, κ̂, γ̂, α̂, ξ̂} are estimated

on the full sample from 1985 to 2015.8 As a side product of the maximum likelihood

estimation, one obtains a filtered innovation time-series ε̂t and the volatility process σ̂t.

Moreover, all empirical results are simultaneously presented for a rolling window approach

with past returns only. It turns out that this does not change the findings at all. The

length of the window is set to 3’500, following Barone-Adesi, Engle, and Mancini (2008).

We assume that our subjective distributions, stemming from the GJR and the GARCH,

truly reflect investors beliefs for that point in time. The words “subjective” and “physical”

are hence considered as synonyms for pt. Even though the full sample versions have a

look-ahead bias, they partially counteract the critique of mixing forward and backward

looking information, and model a setting where investors have more information at time t

than just the past values of the underlying. Moreover, the investor does not “forget” about

any events that took place in the past. In contrast, the rolling window approach implies at

times that the investor has forgotten about the probability of consequential events, such

as large crashes.9 The rolling window versions can be furthermore interpreted as if the

investor uses only the information up to time t to come up with a subjective distribution,

which is reasonable if the weak form of market efficiency holds. Both approaches have

their theoretical justifications and we do not go more deeply into this discussion since the

empirical results turn out to be independent of this distinction.

As no closed form solution for the subjective density stemming from a GJR over

several periods exists, the subjective density is typically simulated as follows: For each

point in time t∗, at which a risk-neutral density q̂t∗ is available, 1’000’000 paths of

the return series {r̃t∗+1, r̃t∗+2, ..., r̃t∗+∆} are simulated. Hereby, one uses the estimated

parameters Θ̂ and initializes the process at date t∗ by the corresponding filtered values

ε̂t∗ and σ̂t∗ , which stem from the maximum likelihood estimation. Since Rt = St+∆/St =

exp
(∑t+∆

s=t+1 ln(Ss/Ss−1)
)

, the corresponding 1’000’000 simulated rate of returns R̃t∗ are

8By estimating the subjective parameters on the full sample we follow for example Christoffersen,
Heston, and Jacobs (2013).

9Assume a rolling window approach that uses the last 3 years of observations. As a consequence, the
GJR estimated on the first January 2015 would neither have any information from the recent financial
crisis between 2007 and 2008, neither from the dot-com bubble, and in particular no information from
Black Monday in 1987 in it. Hence, the resulting subjective density would represent the beliefs of an
investor who is not aware of the possibility of a crisis or crashes at all. The same holds true for large
positive returns.
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computed as

R̃t∗ = exp

(
t∗+∆∑
s=t∗+1

r̃s

)
. (3.5)

A kernel density estimation on the same grid as the risk-neutral q̂t∗ uses the simulated

rate of returns to produce an estimate of the subjective density p̂t∗ . The pricing kernel

estimate for date t∗ is finally given by m̂t∗ = q̂t∗/p̂t∗ .

Note that for the simulation, µ is set at each point in time t such that it displays a

5% (annualized) equity risk-premium. As the longest horizon ∆ considered in this study

is one month, this particular choice has no influence on the resulting pricing kernels. In

particular, when setting the equity risk-premium to different values, using a rolling mean

estimate, or modeling it to be proportional to the spot volatility (Heston and Nandi

(2000)), the empirical results do not change much at all, and the resulting pricing kernels

display the same shape and are hardly distinguishable.

There are a number of reasons why the GJR serves for the base procedure of this

paper: It still represents the state-of-the art in the finance literature, as it provides a

reasonable trade-off between flexibility and parsimony. Moreover, researchers have already

found different pricing kernel shapes by using the GJR, see again Table 3.5 in Appendix

3.7.1. In particular Barone-Adesi, Engle, and Mancini (2008) use the GJR and surprisingly

find monotonically decreasing pricing kernels. Section 3.2.3 shows that this might come

from the combination of using the GJR and not observing deep out-of-the money calls.

Last, the GJR, modeling the leverage effect by the indicator function I{εt<0} in Equation

(3.4), can introduce asymmetry in contrast to a regular GARCH(1,1). To highlight the

importance of this asymmetry and to have an even more parsimonious comparison, a

regular GARCH(1,1), abbreviated by GARCH, is estimated as well and the results for

both, GJR and GARCH, are presented at the same time whenever relevant.

While the approach of using a time-series model suffers from the fact that the estimated

densities p̂t might not capture the true subjective beliefs of the investors, the existing

alternatives either suffer from different issues or provide evidence for the results of this

study by finding w- and u-shaped pricing kernels. Bliss and Panigirtzoglou (2004), Linn,

Shive, and Shumway (2014), and Cuesdeanu and Jackwerth (2016a) assume that the

pricing kernel is constant over time and make use of the inverse probability transformation

to find the pricing kernel that generates the best subjective densities in terms of fitting

realized returns. While the assumption of a constant pricing kernel, and therefore constant

preferences over several years, has to be seen critically, Cuesdeanu and Jackwerth (2016a)

reject pricing kernel monotonicity. Their estimated pricing kernel exhibits a w-shape.

Another strand of literature supposes that one might be able to recover the subjective

probabilities and the pricing kernel simultaneously from forward looking asset prices
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only, see Ross (2015), Borovicka, Hansen, and Scheinkman (2016), or Jensen, Lando,

and Pedersen (2016). Jackwerth and Menner (2016) show that the subjective densities

stemming from an empirical implementation of the Ross (2015) theorem do not provide

reasonable forecasts for the realized returns. On the other hand, Audrino, Huitema, and

Ludwig (2015) find u-shaped pricing kernels by imposing additional structure on the

estimation of the transition probabilities.

3.2.3 Hypotheses

Having a time-series of estimated pricing kernels ready, the hypothesis regarding their

shape is now motivated by Figure 3.2. This figure plots two implied volatility curves and

pricing kernels stemming from different risk-neutral and subjective densities. The pricing

kernels are estimated on the 28th January 1998 and represent a horizon of 23 calendar

days. This particular date is not chosen because the plotted pricing kernels exhibit a

particularly nice shape, e.g. many pricing kernels exhibit an even more pronounced w

shape than the pricing kernel in Panel A. The reason is rather that all relevant effects can

be illustrated at once using this particular day.

Risk-Neutral Right Tail Hypothesis

For the first hypothesis consider the pricing kernels from Panels A and B of Figure 3.2,

which both are calculated by the same subjective density p̂t, stemming from the GJR

estimated on the full sample. The w-shaped pricing kernel in Panel A is calculated by a

risk-neutral density, which uses all available implied volatilities (passing the filter described

in Section 3.3), see Panel D of Figure 3.2. On the other hand, the pricing kernel in

Panel B is calculated by a risk-neutral density, where the two most right implied volatility

observations were taken out of the estimation, see Panel E. The effect on the resulting

pricing kernels is considerable: The pricing kernel in Panel A is increasing at the right end,

while the pricing kernel in Panel B is decreasing at the right end. As both pricing kernels

stem from the same subjective density, the effect is caused by the risk-neutral density: As

the implied volatility curves from Panel D and E are almost identical up to a return of

about Rt = 1.05, the associated risk-neutral densities are almost identical up to Rt = 1.0,

see Figure 3.7 in Appendix 3.7.1.10 The implied volatility curve in Panel E is extrapolated

by keeping the slope from the last observed implied volatilities, which were not manually

10Even though the implied volatility curves are almost identical up to Rt = 1.05, we cannot expect
that corresponding risk-neutral densities are identical up to Rt = 1.05 since the risk-neutral probability
of a certain return Rt is given by the second derivative of the call price at Rt. Hence, the risk-neutral
probability for a certain return depends on the call prices in its neighborhood.
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Figure 3.2: Different Pricing Kernels and Implied Volatility Curves on January,
28, 1998.
We plot implied volatility curves and pricing kernels stemming from different risk-neutral and subjective
densities. For the pricing kernels in Panels A, B, C, and F, returns are on the horizontal axis and the
values of the pricing kernel are on the vertical axis. For the implied volatilities in Panels D and E, returns
are on the horizontal axis and the implied volatility is on the vertical axis. Panels A, C, and F stem from
the same risk-neutral density, which is derived from the implied volatility curved depicted in Panel D.
Panel B stems from the risk-neutral density, which is derived from the implied volatility curved depicted
in Panel E. Panels A and B are created by using a GJR for the subjective density, and Panel C stems
from a GARCH. In Panel D, all available option prices (marked by a circles with crosses) at that day
are used to estimate the smooth implied volatility function (solid line). The smooth implied volatility
function in Panel E on the other hand is constructed by ignoring the two most right (call) options. The
dashed w-shaped pricing kernel in Panel F stems from decreasing the variance-risk-premium mechanically
by increasing the spot variance σ2

t of the GJR by 20%. Similarly, the dotted u-shaped pricing kernel in
Panel F stems from increasing the variance-risk-premium.

taken out of the estimation. As a consequence, the implied volatility curve is not rising

at the right end and the resulting right tail of the risk-neutral distribution q̂t is thinner,

leading to a decreasing right end of the pricing kernel m̂t = q̂t/p̂t. Since it turns out that

such deep out-of-the money implied volatilities, typically stemming from call options, do

not appear as frequently as their out-of-the money put counterparts, the first hypothesis

is formulated as follows:

H1: Whenever deep out-of-the money calls are observed, the pricing kernel is increasing at

the right end, and thus either w- or u-shaped.

Note also that the pricing kernel in Panel B could be classified as monotonically

decreasing with some estimation noise, consistent with the findings of Barone-Adesi, Engle,
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and Mancini (2008). The authors use a GJR for the subjective density and fit another

GJR for the risk-neutral density. Hence, their finding of mostly monotonically decreasing

pricing kernels might be due to the combination of using a GJR and not having many

out-of-the money calls in the sample or a loose fit to these options.11

Subjective Right Tail Hypothesis

Consider the pricing kernels of Panel A and C in Figure 3.2 for illustrating the issues

regarding the right tail of the subjective distribution. As both pricing kernels stem from

the same risk-neutral distribution, the difference between the w-shaped pricing kernel

in Panel A and the tilde shaped pricing kernel in Panel C is due to different subjective

densities: Panel A is stemming from a GJR, while Panel C stems from a regular GARCH.

While the left tail of the subjective densities of the GJR and the GARCH are quite similar,

see Figure 3.8 in Appendix 3.7.1, the right tail of the subjective distribution p̂t stemming

from the GARCH is much fatter, making the pricing kernel m̂t = q̂t/p̂t decreasing at the

right end. As a result, the pricing kernel associated with the GARCH is tilde shaped in

contrast to the w-shaped GJR pricing kernel. To examine if this difference in subjective

probabilities can be justified by the data, the second hypothesis is formulated as follows:

H2: Subjective densities, which imply w- or u-shaped pricing kernels, fit the realized return

series better than subjective densities, which imply a pricing kernel decreasing at the right

end.

Variance-Risk-Premium Hypotheses

As the empirical sections 3.4.1 and 3.4.2 show, we find evidence for both hypotheses, H1

and H2, indicating that the empirical pricing kernel is either w- or u-shaped. The next

hypotheses therefore aim at explaining why at times w-shaped and at times u-shaped

pricing kernels emerge.

A major point of criticism, which arises when taking a model estimated by past returns

for obtaining the subjective density, is that the subjective volatility might be misspecified;

see for example Beare and Dossani (2016) or Sala (2016). In the context of the GJR,

this can be interpreted as the variance of the simulated density being either too high or

too low. In order to understand the effect of a misspecified volatility, we simulate the

subjective GJR density by decreasing the initial spot volatility σ̂t on the 28th January

11Barone-Adesi, Engle, and Mancini (2008) minimize the mean squared error between market and
model prices. As call prices are decreasing in moneyness, less weight is given to out-of-the-money calls.
Moreover, when using a GJR for the subjective density and the fast and stable method for the risk-neutral
density with eliminating all call options exceeding a moneyness of 1.05, several pricing kernels turn out to
be monotonically decreasing.
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1998 by 20%, leading to the dotted pricing kernel in Panel F. Similarly, the dashed pricing

kernel in Panel F is generated by increasing σ̂t by 20%. The decrease of the spot volatility

makes the dotted pricing kernel more u-shaped and the hump at-the-money disappears.

Increasing the spot volatility on the other hand makes the hump of the dashed pricing

kernel at-the-money more pronounced. Overall, one observes that a misspecified volatility

could influence the shape of the pricing kernel substantially. Yet, pricing kernels associated

with a completely unbiased volatility (risk-premia) are either more u-shaped or have a more

pronounced hump at-the-money. Nevertheless, they are never monotonically decreasing.

But what if the subjective and risk-neutral volatilities are not misspecified and pricing

kernels are at times either u- or w-shaped?12 Then, the difference in volatilities should

explain the remaining time variation in empirical pricing kernels. The difference between

the risk-neutral volatility squared and the subjective volatility squared is known as the

variance-risk-premium (VRP), see e.g. Bollerslev, Tauchen, and Zhou (2009). Our findings

suggest that in times of high uncertainty (VRP is high) the pricing kernel is rather

u-shaped, and in times of low uncertainty (VRP is low) the pricing kernel is w-shaped.

However, prior to formulating the hypothesis relating these observations, one has to check

if the subjective volatilities are not misspecified. The first part of the third hypothesis is

therefore:

H3a: The subjective densities estimated by historical returns do not systematically over-or

underestimate the future realized variance.

After having assured that the time-series models used in this study provide reasonable

forecasts for the future physical variance, the second part of the third hypothesis can be

stated:

H3b: The variance-risk-premium is driving the shape of the pricing kernel. The pricing

kernel is u-shaped when the variance-risk-premium is high and w-shaped when the

variance-risk-premium is low.

To avoid endogeneity problems, the variance-risk-premium is calculated by high-frequency

returns and the VIX, see Bollerslev, Tauchen, and Zhou (2009).13

12One observes the inverse effect when changing the volatility of the risk-neutral density: When shifting
up the whole implied volatility curve, the pricing kernel becomes more u-shaped, similar to the dotted
pricing kernel in Panel F. When shifting down the whole implied volatility curve the hump of the pricing
kernel at-the-money becomes more pronounced, similar to the dashed pricing kernel in Panel F. Both,
risk-neutral and subjective volatility, is hence able to turn a u-shaped pricing kernel into a w-shaped one,
and vice versa.

13Defining the variance-risk-premium at date t as the difference between the variance implied by q̂t
(coming from the fast and stable method) and p̂t (coming from the GJR) makes all results even stronger.
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3.3 Data

The data on the European S&P 500 index options range from January 1988 to August

2015. The options from 1988 to 1995 come from the Berkeley Options Database, while the

data from 1996 to 2015 are provided by OptionMetrics. The databases also contain the

corresponding dividends and risk-free rates. The usual filters are applied to the option

data insofar as options with moneyness exceeding 1.2 and below 0.8 are excluded from

the sample, as well as option prices violating general no-arbitrage constraints and quotes

without volume. Consistent with the literature, only out-of-the-money calls and puts are

considered. To avoid statistical issues in terms of autocorrelation, a monthly horizon is

chosen in the base procedure in order to deal with non-overlapping densities and returns.

This typically leads to a maturity of 23 calendar days and picking the Wednesday option

data, which is standard in the literature. For robustness, and as they are gaining more and

more attention in recent literature, weekly options are considered as well. They typically

have a maturity of 9 calendar days.14 We end up using 331 cross-sections of monthly

options and 472 cross-sections of weeklies. The time-series of the S&P 500 returns are

obtained from Datastream and cover the period from January 1985 to September 2015.

The return series starts in 1985 and therefore 3 years prior to the option data so that

the full sample GJR and GARCH estimates also capture the beliefs of investors at the

starting date of the options in 1988. For calculating the VRP, the VIX is obtained from

Datastream and the daily realized variance from 2000 to 2015, computed out of intraday

returns, is downloaded from the Oxford-Man Institute of Quantitative Finance.15

3.4 Empirical Pricing Kernels Estimates

We now report the empirical results when estimating the pricing kernels by focusing on

the hypotheses developed in Section 3.2.3. Each hypothesis is examined separately by

looking at monthly and weekly horizons and using subjective densities estimated on the

full sample and on a rolling window sample. While going through the hypotheses, we will

refer to Table 3.1, which summarizes the proportion of increasing and decreasing pricing

kernels. A monthly pricing kernel will be identified as decreasing at the right end, if its

14The CBOE started issuing weeklies in 2010, see Andersen, Fusari, and Todorov (2016) for a com-
prehensive study on these options. When looking at the weekly horizon, each Friday is an expiry date.
For the monthly horizon, the third Friday is still the regular expiry date. Hence, after the introduction
of the weeklies, we can collect approximately four cross-sections of weekly options per month and one
cross-section of monthly options per month. “Approximately”, since the weeklies were not that heavily
traded in the beginning. Hence, sometimes too few admissible options are observed and it is not possible
to back out a risk-neutral distribution for every Friday between 2010 and 2012. Prior to 2010, we collect
one cross-section of weekly options per month and one cross-section of monthly options per month.

15http://www.oxford-man.ox.ac.uk
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value at-the-money is higher than its value at Rt = 1.15. The opposite defines a pricing

kernel that increases at the right end. Since the weekly densities are tighter than the

monthly ones, Rt = 1.12 is chosen as a threshold for the weekly horizon in order to be less

sensible to estimation noise in the far right tail.16

Note that in all tables one star (∗) denotes significance at the 10% level, two stars

(∗∗) denote significance at the 5% level, and three stars (∗∗∗) denote significance at the

1% level. In all linear regressions, the significance is calculated by Newey-West standard

errors with one lag.

Table 3.1:
Number of Pricing Kernels Incr./Decr. at the Right End

Absolute numbers and percentages of empirical pricing kernels that either increase or decrease at the right
end. A monthly pricing kernel will be identified as decreasing at the right end, if its value at-the-money is
higher than its value at Rt = 1.15. The opposite defines a pricing kernel that increases at the right end.
For the weekly pricing kernel, Rt = 1.12 is chosen as a threshold.

Panel A: The Shape of the Pricing Kernel at the Right End, monthly

GJR(Full) GARCH(Full) GJR(Rolling) GARCH(Rolling)
Incr. 194 (59%) 37 (11%) 164 (49%) 39 (12%)
Decr. 137 (41%) 294 (89%) 167 (51%) 292 (88%)

Panel B: The Shape of the Pricing Kernel at the Right End, weekly

GJR(Full) GARCH(Full) GJR(Rolling) GARCH(Rolling)
Incr. 356 (75%) 196 (41%) 353 (74%) 204 (43%)
Decr. 119 (25%) 279 (59%) 122 (26%) 271 (57%)

3.4.1 The Right Tail of the Risk-Neutral Distribution

The first hypothesis H1 states that whenever deep out-of-the money calls are observed,

the pricing kernel is increasing at the right end and is hence either w- or u-shaped. The

intuition is that if no out-of-the-money calls are observed, the implied volatility curve is

not (or not sufficiently) increasing at the right end, leading to a thinner right tail of the

risk-neutral density. Hypothesis H1 is examined from three perspectives.

First, we examine the influence of the moneyness of the deepest out-of-the-money call

on the right end of the pricing kernel for the monthly horizon. According to our definition

16For robustness, we use several alternative specifications for identifying monthly and weekly pricing
kernels as decreasing/increasing at the right end. These specifications do not change the results, see
Appendix 3.7.2.
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Table 3.2:
The Right Tail of the Risk-Neutral Distribution

Estimation results when regressing the shape of the pricing kernel at the right end (Yt = 1 if decreasing,
Yt = 0 if increasing) on explanatory variables. In Panel A, a monthly horizon is considered and the
explanatory variable is Xotm-call

t , which measures the moneyness of the deepest out-of-the-money call

option at date t. In Panel B the explanatory variable is Xotm-IV-slope
t , which measures the steepness of the

interpolated implied volatility curve at date t at a moneyness of 1.15. Panel C uses the same explanatory
variable Xotm-call

t as Panel A but considers a weekly horizon. The second column in all panels reports the
results from estimating the GJR on the full sample, while the third column reflects the results when the
GJR is estimated on a rolling window. N denotes the number of observations.

Panel A: Logit(Yt) = β0 + β1 ·Xotm-call
t + εt, monthly

GJR on Full Sample GJR on a Rolling Window
β0 9.7693∗∗∗ 5.3859∗∗

β1 −9.2648∗∗∗ −4.9081∗∗

N 331 331

Panel B: Logit(Yt) = β0 + β1 ·Xotm-IV-slope
t + εt, monthly

GJR on Full Sample GJR on a Rolling Window
β0 −0.0020 0.5144∗∗∗

β1 −1554.26∗∗∗ −1898.28∗∗∗

N 331 331

Panel C: Logit(Yt) = β0 + β1 ·Xotm-call
t + εt, weekly

GJR on Full Sample GJR on a Rolling Window
β0 6.2647∗ 6.0565∗

β1 −6.9051∗∗ −6.6778∗∗

N 475 475

of a decreasing pricing kernel, 41% of the pricing kernels are decreasing at the right end

and 59% are increasing when using the GJR estimated on the full sample, see Panel A

of Table 3.1. To test the significance of the influence of the deepest out-of-the-money

call option, we run a Logit regression of the shape of the pricing kernel at the right end

(Yt = 1 if decreasing, Yt = 0 if increasing) on the moneyness level of the deepest call option

Xotm-call
t at date t (which passes the filter and displays a maturity of 23 calendar days).

The second column of Panel A in Table 3.2 reports the coefficients when estimating the

pricing kernels with the GJR calibrated on the full sample, and the third column reports

the results when using a rolling window GJR instead. We see in both cases evidence for

H1 as the coefficients are highly significant and the negativity of the slope coefficients β̂1

113



3.4. EMPIRICAL PRICING KERNELS ESTIMATES

indicates that the deeper the last observed call option is out-of-the-money, the lower the

probability of obtaining a pricing kernel, which decreases at the right end.

Alternatively, we can look at the validity of hypothesis H1 through the influence of

out-of-the-money calls on the slope of the interpolated volatility curve at the right end.

Even if there is a deep out-of-the money call observed at date t, this does not necessarily

guarantee that the implied volatility curve is increasing (steeply enough) at the right end:

since one typically observes more out-of-the-money puts than calls, more weight is given to

puts. The resulting interpolated implied volatility curve might be not (or not sufficiently)

increasing at the right, even though some deep out-of-the-money calls are observed. To

test for such an effect, we regress the shape of the pricing kernel at the right end Yt on

the slope of the interpolated implied volatility curve Xotm-IV-slope
t at moneyness 1.15. The

results reported in Panels B of Table 3.2 again provide evidence for hypothesis H1. The

coefficient on the slope β̂1 is highly significant for the full sample GJR, as well as for the

rolling window GJR.

We finally look at the weekly pricing kernels. Before examining the estimation results

from Panel C of Table 3.2, some words of caution are in order since, in contrast to the

monthly horizon, we do expect less significant coefficients: the global minimum of the

implied volatility curve for a short horizon, such as a week, is typically closer at-the-money

than the global minimum of an implied volatility curve for a monthly horizon. Hence,

even if we do not observe deep out-of-the-money calls, the implied volatility already gets

its kick up by average out-of-the-money calls.17 We therefore expect that the deepest

out-of-the-money call will have a less significant influence on the shape of the pricing

kernel at the right end, since the average calls already have inherit the “true” shape of the

implied volatility to its interpolated version. The empirical results confirm this intuition.

When looking at the amount of decreasing weekly pricing kernels in Panel B of Table

3.1, only 25% instead of 41% of the pricing kernels are now decreasing at the right end.

The coefficients from regressing the shape of the pricing kernel at the right end Yt on

the moneyness level of the deepest call option Xotm-call
t in Panel C of Table 3.2 are still

negative, but less significantly.

In conclusion, all three points of view confirm hypothesis H1: if no deep out-of-the

money calls are observed, the pricing kernels tend to be decreasing at the right end. If

we nevertheless observe such call options (or the interpolated implied volatility curve is

already increasing due to the calls near at-the-money, as in the case of the weekly options)

17The average minimum of the implied volatility curve lies at a moneyness of 1.06 for the monthly
options and at 1.03 for the weeklies. As the implied volatility curve has to be monotonically increasing
after the first (going from low to high moneyness) minimum is obtained, we can learn from short term
options how to extrapolate the implied volatility curve at the right end in a more natural way. Note that
an implied volatility curve, which is not monotonically increasing after the first minimum is obtained,
could allow for arbitrage.
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the resulting pricing kernel will be increasing at the right end and is therefore either w-

or u-shaped. From a risk-neutral density modeling perspective this suggests the use of

models, which make the implied volatility curve u-shaped even though sometimes deep

out-of-the-money calls are not observed. Such methods increase the amount of pricing

kernels increasing at the right end, see Appendix 3.7.2.

3.4.2 The Right Tail of the Subjective Distribution

The next part of our tale concerns the right tail of the subjective distribution. We show

the sensibility of the shape of the empirical pricing kernel with respect to the time-series

model chosen for the subjective distribution. Therefore, we will compare pricing kernel

estimates from a GJR and a GARCH, and show how excluding one single parameter,

disallowing for asymmetry, will make most pricing kernels decreasing at the right end. We

do not claim that the GJR and the GARCH are necessarily the best time-series models

but the GARCH is a parsimonious benchmark and the GJR is a simple extension, as

it adds only one additional parameter. This choice should be rather seen as picking

a parsimonious representative of a symmetric and a parsimonious representative of an

asymmetric volatility model. The advantages of this asymmetry are already extensively

documented in the literature, see for example Hansen and Lunde (2005), Engle and Ng

(1993), or Rosenberg and Engle (2002). Hence, we do not repeat all available tests, which

show the superiority of the GJR over the GARCH. We rather focus on the relevant ones

for our setting, and show that the GARCH typically leads to tilde shaped pricing kernels

and the GJR generates pricing kernels which are increasing at the right end.

Take again a look at Table 3.1, which shows the descriptive statistics for this section.

When using the GJR estimated on the full sample, 59% of the monthly and 75% of the

weekly pricing kernels are increasing at the right end. Switching now to the GARCH

estimated on the full sample, the number heavily decreases to 11% for the monthly and to

41% for the weekly pricing kernels. Moreover, note that we do not see a big difference

between the full sample and the rolling window estimates for both horizons.

As discussed in the previous section, the observability of the out-of-the money calls

is less consequential for the short horizon. Switching from the GJR to the GARCH

has a weaker impact on the weekly pricing kernels as still more than half of the pricing

kernels are increasing at the right end when using the GARCH. For the monthly horizon,

the estimated pricing kernels face two uncertainty issues simultaneously, which amply

each other: a presumably misestimated right tail of the subjective distribution and the

non-observability of deep out-of-the money calls.

Next, we briefly re-examine what was already extensively documented in the literature:

The asymmetry and the thinner right tail of the subjective distribution of the GJR, in
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comparison to the GARCH, is justified by the data and not a byproduct of over-fitting.

We see the superiority of the GJR by looking at the maximum likelihood estimation over

the whole sample of daily returns from 1985 to 2015, see Table 3.3. For both models,

all coefficients are significant and since the GJR nests the GARCH, the likelihood ratio

test with a statistic of D = 2 · (26′275.62− 26′159.11) = 233.02 (∼ X 2
1 ) confirms that the

additional parameter adds explanatory power.

Table 3.3:
The Right Tail of the Subjective Distribution

Estimation results for the full sample GJR and GARCH. The maximum likelihood estimates when
calibrating the GJR (column 2 and 3) and the GARCH (column 4 and 5) on the full sample from 1985 to
September 2015 are given. The point estimates and the corresponding t-statistics for the parameters are
reported and the last row shows the maximized Log Likelihoods.

GJR GARCH
Value t-stat value t-stat

κ 1.9 · 10−6 9.09 1.5 · 10−6 5.55
γ 0.9074 281.42 0.9040 274.47
α 0.0069 1.70 0.0852 46.76
ξ 0.1326 26.31 0 −

Log Lik. 26’275.62 26’159.11

Taking the rolling window perspective, one obtains 331 sets of parameters and maxi-

mized likelihoods corresponding to the monthly pricing kernel estimation and 472 from

the weeklies. Instead of reporting each of these values, we note that likelihood ratio tests

reject that the GARCH fits the past returns as well as the GJR at any date t in our

sample. This approach should mimic real time behavior since it can be interpreted as if

the investor estimates the likelihoods of a GJR and a GARCH at each date t and decides

dynamically by a likelihood ratio test which model to use for the next prediction.

We suppose that the superiority of the GJR comes in particular from the right tail: In

order to match the return data with its extreme negative returns during the crises, the

GARCH needs a high volatility, inflating both tails. The GJR on the other hand captures

the extreme negative returns through the leverage effect and can therefore have a thinner

right tail.18

In conclusion, the analysis of this subsection provides evidence for hypothesis H2

by confirming that subjective densities, which imply w- or u-shaped pricing kernels, fit

18Results from evaluating Tail Log Scores, see Gneiting and Raftery (2007), on monthly and weekly
returns confirm this reasoning. As the Tail Log Score is neither a formal test, nor a proper score function,
these results are only reported in Appendix 3.7.2.
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the realized return series better than subjective densities, which imply a pricing kernel

decreasing at the right end.

3.4.3 The Variance-Risk-Premium

The results from Sections 3.4.1 and 3.4.2 provide evidence for w- and u-shaped pricing

kernels. We are thus left with the hypothesis that the variance-risk-premium drives the

variation between w- and u-shaped pricing kernels. Before examining this directly, we first

have to check Hypothesis H3a, which states that our time-series model provides reasonable

forecasts for the future realized volatility, and is not systematically over-or underestimating

it.

To assess the quality of the volatility forecasts, we regress the future realized variance

by daily returns DRVt =
∑t∗+∆

s=t∗+1 r
2
s on the realized variance D̂RV

GJR

t predicted by the

GJR over the same horizon. The corresponding results are reported in Panels A and B

of Table 3.4. All regressions obtain a high R2 of at least 49% and the coefficients on the

predicted realized variance are highly significant. As the latter are also close to one, and

the intercept terms are not significantly different from zero, we conclude that we cannot

reject that the GJR is providing reasonable forecasts for the future realized volatility.

Having checked that the future realized volatility is not systematically over-or under-

estimated, we examine Hypothesis H3b and show that the pricing kernel is u-shaped in

times of high uncertainty and w-shaped in calm times. Looking at the time-series of

monthly and weekly pricing kernels, one can classify a w-shaped pricing kernel by the

height of the hump at-the-money. More precisely, we measure the height of the hump as

the value of the pricing kernel at-the-money minus the average between the pricing kernel

values at Rt = 0.95 and Rt = 1.05:

Y PK-hump
t = m̂t(1.00)− 1

2
(m̂t(0.95) + m̂t(1.05)) . (3.6)

While a w-shaped pricing kernel implies a positive Y PK-hump
t , a u-shaped pricing kernel

implies a negative value. See again Panels B and C as well as Panels F and G of Figure 3.1

for an illustration. As the weekly densities and pricing kernels are tighter, we take Rt = 0.97

and Rt = 1.03 as a left and a right reference point for the weekly setting. In Appendix

3.7.2 it is shown that an alternative specification (not depending on pricing kernel values

at fixed points) does not change the results at all. Finally, we regress Y PK-hump
t on the

demeaned variance-risk-premium, which is denoted by Ṽ RP t. The variance-risk-premium

is defined as follows, see for example Bollerslev, Tauchen, and Zhou (2009):

V RPt = V IXt/100−RVt. (3.7)
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Table 3.4:
The Variance-Risk-Premium and the Shape of the Pricing Kernel

Panels A and B report the results from regressing the future daily realized volatility on its GJR based

predictions D̂RV
GJR

t . Panels C and D report the estimation results when regressing the height of the

hump of the pricing kernel at-the-money on the demeaned variance-risk-premium Ṽ RP t. The second
column in each panel reports the coefficients when the GJR is estimated on the full sample. The third
column in each panel is based on a rolling window. In Panel A and C, a monthly horizon is considered. In
Panel B and D a weekly horizon is considered.

Panel A: DRVt = β0 + β1 · D̂RV
GJR

t + εt, monthly

GJR on Full Sample GJR on a Rolling Window
β0 −0.0001 −0.0000
β1 1.0545∗∗∗ 1.0183∗∗∗

N 331 331
R2(%) 49.02 49.03

Panel B: DRVt = β0 + β1 · D̂RV
GJR

t + εt, weekly

GJR on Full Sample GJR on a Rolling Window
β0 −0.0003 −0.0003
β1 1.4159∗∗∗ 1.3996∗∗∗

N 472 472
R2(%) 59.90 60.10

Panel C: Y PK-hump
t = β0 + β1 · Ṽ RP t + εt, monthly

GJR on Full Sample GJR on a Rolling Window
β0 0.1880∗∗∗ 0.1743∗∗∗

β1 −4.6590∗∗∗ −4.4143∗∗∗

N 187 187
R2(%) 13.24 15.35

Panel D: Y PK-hump
t = β0 + β1 · Ṽ RP t + εt, weekly

GJR on Full Sample GJR on a Rolling Window
β0 0.1473∗∗∗ 0.1108∗∗∗

β1 −5.8681∗∗∗ −5.7054∗∗∗

N 333 333
R2(%) 17.59 18.04

V IXt denotes the volatility index issued by the CBOE, which represents the risk-neutral

variance. RVt denotes the realized variance over the last month, obtained by summing

up the intraday high frequency returns over the preceding month. RVt is furthermore
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annualized in order to match the scaling of the VIX and represents its physical counterpart.

We demean the variance-risk-premium to have a clear interpretability for the intercept.

The results from regressing the height of the hump of the pricing kernel at-the-money

Y PK-hump
t are given in Panels C and D of Table 3.4. As the data on the intraday returns

goes back only to the 3rd January 2000, we have to drop the pricing kernels prior to

2000 and start with February 2000, since a full month of past intraday returns is needed

to calculate RVt.
19 We see that the intercept and the slope coefficients on the variance-

risk-premium are highly significant and very similar amongst all constellations. Being

significant at the 1% level, the positive intercept indicates that the hump at-the-money is

significantly positive for average values of the variance-risk-premium. Moreover, the highly

significant negative slope coefficient tells us that the hump is even more pronounced when

the variance-risk-premium is low. Hence, the variance-risk-premium is responsible for the

variation in shapes of the empirical pricing kernel: A low variance-risk-premium implies

w-shaped pricing kernels and a high variance-risk-premium implies u-shaped pricing kernels.

Given that also several different specifications of w- and u-shaped pricing kernels lead to

highly significant estimates, see the robustness checks in Appendix 3.7.2, we conclude that

the hump at-the-money is systematically driven by the variance-risk-premium.

Summing up the empirical results, we found that not observing out-of-the-money calls

and overestimating the right tail of the subjective distribution can lead to pricing kernels

which decrease at the right end. In absence of such biases, the empirical pricing kernel

is mostly increasing at the right end and, hence, either w- or u-shaped, depending on

the variance-risk-premium. Looking now at the shapes of the empirical pricing kernels

documented in literature, the discrepancy can primarily be explained by the sample under

consideration. The initial studies, such as Ait-Sahalia and Lo (2000), Jackwerth (2000),

and Rosenberg and Engle (2002), found tilde shaped pricing kernels when looking at the

data from the early nineties up to December 1995. In a retrospective look, this was a calm

period characterized by a relatively low variance-risk-premium, explaining the pronounced

hump at-the-money. Moreover, the out-of-the-money call options were thinly traded,

potentially explaining why their pricing kernels are decreasing at the right end (and hence

tilde shaped) instead of increasing (and hence w-shaped). To illustrate that point, consider

Figures 3.3 and 3.4. For each date t, Figure 3.3 depicts the traded volume of the monthly

out-of-the-money calls, grouped into moneyness bins. Figure 3.4 shows the number of

out-of-the-money calls that enter each cross-section and are hence directly relevant for the

risk-neutral density at date t. Looking at Panels C and D of both figures, we find that only

a few, deep out-of-the-money calls can be observed at the beginning of the sample. Hence,

19We alternatively calculate a pseudo measure of RVt by daily returns and look at the full sample: All
t-stats are significant at the 1% level.
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it is not surprising that the resulting pricing kernels during these periods are decreasing at

the right end. Even more striking, deep out-of-the-money calls, such as the ones in Panel

D from Figure 3.3 and Panel D from Figure 3.4, are mostly observed before and after crises.

We conclude that, in contrast to studies based on the Berkeley database (1988-1995), the

more recent studies, using the OptionMetrics database (1996-now), observe a broader

diversity of calls and get therefore pricing kernels, which increase at the right end. As

samples starting in 1996 (covering the dot-com bubble and the financial crises of 2007-08)

are furthermore characterized by high or low variance-risk-premia, it is not surprising that

the resulting pricing kernels are either w- or u-shaped.

3.5 Related Topics

The implications of the empirical findings are discussed under several points of view. First,

we show how w- and u-shaped pricing kernels in the return dimension are related to

the volatility pricing kernels. Second, as only few economic models are able to explain

w-shaped pricing kernels, a smooth ambiguity aversion model generating such pricing

kernels is presented.

3.5.1 Implications for the Volatility Pricing Kernel

What are the consequences of u and, in particular, w-shaped return pricing kernels? Is a

w-shaped pricing kernel just a u-shaped one overloaded by estimation noise? In Section

3.4.3 we have already seen that the variance-risk-premium is a highly significant driver of

the shape of the pricing kernel at-the-money. This observation suggests that the hump

at-the-money is not driven by estimation noise but rather by the underlying economic

conditions. Here, we want to point to further economic insights, namely, a w-shaped

pricing kernel in the return dimension which explains a u-shaped pricing kernel in the

volatility dimension and vice versa. Moreover, a u-shaped pricing kernel in the return

dimension can be reconciled with an increasing pricing kernel in the volatility dimension.
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Figure 3.3: Volume of out-of-the-money Call Options in each Cross-Section.
We plot the traded volume of the observed calls at each date of our sample (January 1988 to September
2015), which pass the filter described in Section 3.3 and have a maturity of 23 calendar days. The Panels
A to D represent different moneyness bins.

Figure 3.4: Number of out-of-the-money Call Options in each Cross-Section.
We plot the number of observed calls at each date of our sample (January 1988 to September 2015), which
pass the filter described in Section 3.3 and have a maturity of 23 calendar days. The Panels A to D
represent different moneyness bins.
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While most reduced form option pricing models assume that the pricing kernel is a

monotonically increasing function when projected onto volatility, Song and Xiu (2016) find

contrary evidence: Using a non-parametric approach, they estimate the bivariate (S&P 500

and VIX) pricing kernel and report a u-shaped pricing kernel in the volatility dimension.

From an technical point of view, the connection between the u-shaped volatility pricing

kernel and the w-shaped return pricing kernel is as follows: Due to the quadratic relation

between returns and variance, large absolute returns are associated with a high volatility.

Hence, a high pricing kernel in large absolute return states is associated with a high

pricing kernel in large volatility states. On the other hand, small absolute returns, close

at-the-money, are associated with a low volatility. Hence, the hump of the pricing kernel

at-the-money in the return dimension can be reconciled with high values of the pricing

kernel in the low volatility states. Therefore, the w-shaped pricing kernel in the return

dimension is the equivalent of the u-shaped pricing kernel in the volatility dimension.

To show this mechanism within an established option pricing framework, we extend

the model of Christoffersen, Heston, and Jacobs (2013), which, in its original form, allows

only for u-shaped pricing kernels in the return dimension and monotonically increasing

pricing kernels in the volatility dimension. The physical dynamics are as follows:

rt+1 = ln(St+1)/ ln(St) = rf +

(
µ− 1

2

)
ht+1 +

√
ht+1zt+1 (3.8)

where zt again follows a standard normal distribution, µ models the equity premium, and

the variance ht+1 is given by

ht+1 = ω + βht + α(zt − γ
√
ht)

2. (3.9)

The pricing kernel innovation is assumed to be as follows:

Mt+1/Mt =

(
St+1

St

)φ
exp

(
δ + ηht+1 + ξ1ht+2 + ξ2h

2
t+2

)
. (3.10)

In the original version of Christoffersen, Heston, and Jacobs (2013) the parameter ξ2,

allowing for u-shaped volatility pricing kernels does not appear (ξ2 = 0). The resulting

log pricing kernel is linear in volatility without ξ2. With ξ2 6= 0, the log pricing kernel is

a fourth degree polynomial when projected onto returns and a quadratic function when

projected onto volatility. Chabi-Yo (2012) shows that a pricing kernel with stochastic

volatility, skewness, and kurtosis is a fourth degree polynomial in returns as well, but he

does not fit that model to the data.

In order to fully examine the role of this additional degree of freedom, one would need

to perform a comprehensive option pricing study, such as Babaoglu, Christoffersen, Heston,
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and Jacobs (2016). One would then evaluate the performance of this model by fitting

it to the index return, the VIX, the index options, and the VIX options. As this would

go beyond the scope of this work, we leave this task for a follow-up study. Instead, we

take reasonable physical parameters, add values for the pricing kernel parameters and

show that the intuition, described at the beginning of this section, is reflected by our

extended model. By doing so, the one day ahead pricing kernels projected onto returns

and volatility are plotted. The log of the one-day pricing kernel is given by

ln

(
Mt+1

Mt

)
=
α2ξ2

h2
t+1

· r4
t+1 +

(
4α2ξ2(1

2
− µ− γ)

ht+1

)
· r3

t+1+(
αξ1

ht+1

+ 2αβξ2 + 6α2ξ2

(
1

2
− µ− γ

)2
)
· r2

t+1+(
φ+ 2αξ1

(
1

2
− µ− γ

)
+ 4αβξ2

(
1

2
− µ− γ

)
ht+1 + 4α2ξ2

(
1

2
− µ− γ

)3

ht+1

)
· rt+1

+ const,

(3.11)

where const represents a constant consisting of the model parameters and we fur-

thermore set the risk-free rate rf and ω to zero for a better readability.20 The physical

parameters α, β, γ, and µ are taken from Christoffersen, Heston, and Jacobs (2013). To

generate different pricing kernel shapes we vary over ξ1 while keeping ξ2 = 1.0 · 109 fixed.

Moreover, φ and const are set to zero as well. With φ = 0, the resulting pricing kernel

is symmetric, similar to the empirical one in Panel D of Figure 3.1.21 The constant only

shifts the graph up or down and φ rotates the figure.

Panels A to D of Figure 3.5 plot the log of the return pricing kernel at the long-run

volatility ω+α
1−β−αγ2 = 1.0767 ·10−4. Panels E to H plot the corresponding log of the volatility

pricing kernels at an excess return of zero, i.e. Panel A for example is based on the same

parameters as Panel E. Going from Panel A to Panel D, and respectively from E to H,

ξ1 is continuously increased from −2.9555 · 105 in Panel A to −9.8516 · 103 in Panel D.

For a better comparability, next days volatility
√
ht+2 is transformed to an annualized

20The general formula, including the derivation, is available upon request. Note that the simplification
ω = 0 is in line with the empirical estimates of Christoffersen, Heston, and Jacobs (2013).

21ξ1 is chosen without loss of generality. One could also vary the other parameters to get w- and
u-shaped pricing kernels. By varying just one parameter one can observe how the pricing kernel shape
changes smoothly. In Figures 3.9 and 3.10 in Appendix 3.7.1, we repeat Figure 3.5 with φ = −16.8550
rotating the return pricing kernel to the right and φ = 8.4275 rotating the return pricing kernel to the left.
The w-shaped pricing kernels rotated to the right from Figure 3.9 with φ = −16.8550 are in line with the
w-shaped ones frequently observed in the market, see Panels C, G, and H in Figure 3.1. W-shaped pricing
kernels rotated to the left appear very rarely in the empirical estimates.
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Figure 3.5: Return and Volatility Pricing Kernels.
We plot pricing kernels stemming from the parametric pricing kernel defined in equation (3.10). Panels
A to D plot the logarithm of the pricing kernels projected onto excess returns. Panels E to F plot the
logarithm of the pricing kernels projected onto volatility. When creating the different pricing kernels
we vary only the parameter ξ1 while all other parameters stay constant. We set ξ1 = −2.9555 · 105 for
Panels A and E, ξ1 = −2.2330 · 105 for Panels B and F, ξ1 = −1.6748 · 105 for Panels C and G, and finally
ξ1 = −9.8516 · 103 for Panels D and H. Moreover, ξ2 = 1.0 · 109, φ = 0, ω = 0, and const = 0.

scale. One observes that the intuition is confirmed by the extended model: A w-shaped

pricing kernel in the return dimension goes hand-in-hand with a u-shaped volatility pricing

kernel, as evident from Panels A, B, E, and F. A peaked u-shaped return pricing kernel,

as in Panel D, implies the increasing volatility pricing kernel in Panel H. The return

pricing kernel from Panel C represents a border case as both pricing kernels, in returns

and volatility, are u-shaped.

As the latter might give the impression that u-shaped volatility pricing kernels do not

necessarily imply w-shaped return pricing kernels, we point at the following two issues:

First, when comparing the volatility pricing kernel in Panel G to the non-parametric

estimates of Song and Xiu (2016), the local minimum appears further to the left, at 15%,

than the average minimum in Song and Xiu (2016) at about 20%. The volatility pricing

kernels in Panels E and F, which imply w-shaped return pricing kernels, fit the volatility

minimum at 20% better. Second, in order to generate the different Panels in Figure 3.5,

only ξ1 was changed and the time variation in return pricing kernels found in Section
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3.4 was ignored so far. Now, in order to study the time variation of our model, we fix

the parameters that generated the border case from Panels C and G, and vary over the

current volatility ht+1, which initially is set at the long-run volatility. In line with the

empirical results from this study we find that decreasing ht+1 makes the return pricing

kernel w-shaped again, similar to the one in Panel A. Increasing ht+1 makes the return

pricing kernel more u-shaped, similar to the one in Panel D. Hence, our extended model

reflects the empirical findings from Section 3.4: The return pricing kernel is w-shaped in

calm times and u-shaped in turbulent times. The pricing kernels from Panels C and G

are therefore not necessarily contradicting the existence of w-shaped return pricing kernel.

They rather represent an average day in terms of volatility.

We conclude by pointing out that our extended model (i) is able to generate u-shaped

volatility pricing kernel in general, (ii) implies w-shaped return pricing kernels and u-shaped

volatility pricing kernels in calm times and (iii) implies u-shaped return pricing kernels

and increasing volatility pricing kernels in turbulent times.

3.5.2 A Smooth Ambiguity Model

Economic models for u-shaped volatility pricing kernels are rare. Bakshi, Madan, and

Panayotov (2015) present a model where agents trade volatility-contingent cash flows

based on their heterogeneous beliefs. Agents who believe in a rising volatility will have

high marginal utility in low volatility states and agents who believe in falling volatility will

have high marginal utility in high volatility states. Aggregation then makes the economy

wide pricing kernel u-shaped in volatility. While their model might be able to generate a

w-shaped pricing kernel in the return dimension, this is not explicitly demonstrated. The

authors leave such a model where the agents trade the index, index options and volatility

options for a follow-up study.

Instead of setting-up such economy with heterogeneous agents, we now provide an

alternative model with a representative investor. The investor displays ambiguity aversion

and the resulting pricing kernels are w- and u-shaped in the return dimension. A related

economy, which considers the option market and ambiguity aversion is developed in

Drechsler (2013). The author assumes that the agent is making predictions based on a

stochastic volatility model with jumps and is ambiguous about the model parameters. In

particular, the agent maximizes expected utility under the worst-case model. While this

model is able to capture the variance-risk-premium and the steepness of the index smile,

it is not clear how the pricing kernel implied by his model looks like when projected on

returns.

Here, we extend the smooth ambiguity aversion model presented in Cuesdeanu and
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Jackwerth (2016b), which is based on Klibanoff, Marinacci, and Mukerji (2005).22 First,

consider the setting as in Cuesdeanu and Jackwerth (2016b), where the representative

investor is ambiguous about the volatility of the market return. Assume that there are

N possible return states {Ri}Ni=1 and M possible volatility states {σj}Mj=1. An investor

with smooth ambiguity aversion with respect to volatility solves the following one-period

maximization problem:

max
Ri

M∑
j=1

zj · Φ

(
N∑
i=1

πijU(Ri)

)
(3.12)

s.t.

∑N
i=1 qiRi

Rf

= 1 (3.13)

where Φ and U are assumed to be admissible utility functions in the sense of Klibanoff,

Marinacci, and Mukerji (2005). Φ models the ambiguity aversion and U models risk-

aversion. The discrete risk-neutral probabilities are denoted by qi and Rf is the risk-free

rate of return. The subjective probability for the volatility to equal σj is denoted by zj,

and πij is the probability of the return to equal Ri, given that volatility equals σj . For the

distribution zj of the volatilities, we assume a lognormal with mean µσ and variance σ2
σ.

Setting up the first order conditions one obtains the pricing kernel in closed form:

mi =
qi
pi

= (3.14)∑M
j=1 πijzjΦ

′
(∑N

k=1 πkjU(Rk)
)

∑M
j=1 πijzj

· U ′(Ri)∑N
l=1

[∑M
j=1 πljzjΦ

′
(∑N

k=1 πkjU(Rk)
)
· U ′(Rl)

] .
Cuesdeanu and Jackwerth (2016b) show that such setting with ambiguity about

volatility leads to u-shaped return pricing kernels. Moreover, they show that ambiguity

about jumps leads to tilde shaped return pricing kernels. Now, similar to Drechsler (2013),

we assumed here that the agent displays ambiguity aversion with respect to volatility and

jumps simultaneously. This can generate w- and u-shaped pricing kernels, consistent with

the empirical findings of Section 3.4. We assume a log-normal distribution for the volatility

levels and the preliminary return rbase is assumed to be lognormally distributed with mean

µreturn and volatility σj. A jump, denoted by jump, which is normally distributed with a

mean of µjump and a variance of σ2
jump, is added onto the base return and the final return

is given by rfinal = rbase + J · jump. The random variable J, which is either zero or one,

indicates if a jump occurs. It is assumed that the probability of the occurrence of a jump

22Gollier (2011) also shows that smooth ambiguity can lead to a tilde shaped pricing kernel but illustrates
this only within a four state economy.
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is binomially distributed with M equally spaced probabilities from Jlower to Jupper. Hence,

we assume that the probability of a jump is perfectly correlated to a higher volatility.

State j, occurring with probability zj, identifies a unique volatility/jump-probability

couple. A similar assumption is made in Pan (2002) in order to price options with a

stochastic-volatility-stochastic-jump model. Last, U and Φ are assumed to be power utility

functions with coefficients γ and η. The representative agents displays ambiguity aversion

if γ < η and with infinite ambiguity aversion we get the maxmin expected utility model of

Gilboa and Schmeidler (1989).

Figure 3.6: Smooth Ambiguity Aversion Pricing Kernels.
We plot return pricing kernels stemming from the smooth ambiguity aversion pricing kernel defined in
equation (3.14). Panels A and B show monthly pricing kernels stemming from the 1st set of parameters for
the subjective distribution and differ only by the level of risk and ambiguity aversion; γ and η. Panels C
and D show annual pricing kernels stemming from the 2nd set of parameters for the subjective distribution
and again differ only by the level of risk and ambiguity aversion. The exact values for each parameter are
summarized in Table 3.6 in the Appendix 3.7.1. Returns are on the horizontal axis and the values of the
pricing kernel are on the vertical axis.

Figure 3.6 plots four pricing kernels, which arise from the smooth ambiguity aversion

setting described above. Panels A and B show monthly pricing kernels stemming from

the 1st set of parameters for the subjective distribution and differ only by the level of risk

and ambiguity aversion. Unconditionally, the subjective distribution has an annualized

mean of 8.62% and an annualized volatility of 15.08%. Hence, the 1st set of parameters

(higher volatility, higher expected return), labeled as “Risky”, can be regarded as a more

risky setting. Panels C and D show annual pricing kernels stemming from the 2nd set of

parameters for the subjective distribution and again differ just by the level of risk and
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ambiguity aversion. Unconditionally, the subjective distribution has an annualized mean of

4.36% and an annualized volatility of 12.29%. The 2nd set (lower volatility, lower expected

return), labeled as “Calm”, should represent a calm period. The exact values for each

parameter are summarized in Table 3.6 in the Appendix 3.7.1.

By looking at the diagonal of Figure 3.6 one can already see that the empirics are

captured by the model: Panel A (risky setting) depicts a u-shaped pricing kernel, which

implies an annualized variance-risk-premium of 25.23% and Panel D (calm setting) depicts

a w-shaped one, which implies an annualized variance-risk-premium of 9.70%. Nevertheless,

one has to be careful when interpreting the model and the panels in Figure 3.6. Since it

has 12 degrees of freedom, the parameter values for the 1st and 2nd set were found by trial

and error. Moreover, Panels A and B represent monthly pricing kernels, while Panels C

and D represent annual pricing kernels. We neither claim that the parameter values are

the only ones generating such pricing kernel shapes, nor do we claim that a representative

investor has subjective beliefs that are perfectly in line with our assumed parameter sets.

Rather we want to show that given a set of parameters, our smooth ambiguity aversion

model partially replicates the empirical results from Section 3.4.

In order to study the role of the preference parameters γ and η explicitly, consider

the pricing kernels in Panels A and B from Figure 3.6 first: Both panels are generated

with the 1st set of parameters for the subjective distribution, which should model a

risky setting. However, in Panel A, the agent displays a low risk-aversion and a low

ambiguity aversion as γ = 2 and η = 3. Such setting then implies a u-shaped pricing

kernel. Increasing now both coefficients to γ = 6 and η = 8 makes the u-shape disappear

and generates a pricing kernel, which looks like a tilde shaped one shifted to the right

with an additional increasing region before Rt = 0.9. While such pricing kernel is not

observed in the empirical literature, we see that the model deviates from the u-shape

towards a shape with multiple non-monotonicities. The implied variance-risk-premia are

in line with the empirics: The u-shaped pricing kernel in Panel A implies an annualized

volatility-risk-premium of 25.23% while the pricing kernel from Panel B, displaying multiple

non-monotonicities, has an annualized volatility risk-premium of 6.36%. Moreover, the

model is in line with the literature backing out low risk-aversion in times of high uncertainty

and high risk-aversion in times of low uncertainty, see for example Bliss and Panigirtzoglou

(2004) or Sarantopoulou-Chiourea and Skiadopoulos (2015). A possible explanation is

that in turbulent times only the less risk-averse trade, while in calm periods, the more

risk-averse will enter the market as well and the average risk-aversion will rise.

Next, consider the pricing kernels in Panels C and D from Figure 3.6, which both

stem from the 2nd set of parameters, modeling a calm setting. Panel C, with low risk

and ambiguity aversion, displays a version of a u-shape, which is shifted to the right.
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Increasing γ and η to 6 and 8 now gives the desired w-shape. This pricing kernel displays

a w-shape, which is rotated to the right, similar to the empirical estimates in Panels

C, G, and H of Figure 3.1 and the resulting pricing kernels from our extended option

pricing model in Figure 3.9. Hence, we find that increasing the preference parameters,

which model higher risk and ambiguity aversion, leads to further non-monotonicities, just

as in the transformation from Panel A to B. The underlying variance-risk-premium is

again higher for the u-shaped pricing kernel: 10.41% annualized in Panel C and 9.70%

annualized in Panel D. This is in line with the empirics as well: In calm times risk- and

ambiguity-aversion is high, the variance-risk-premium is low and the pricing kernel is

w-shaped. In turbulent times, only the less risk-averse trade, risk and ambiguity aversion

is low, the variance-risk-premium is high, and the pricing kernel is u-shaped.

3.6 Conclusion

By using an option sample of almost 28 years it was demonstrated how sensitive the

empirical pricing kernel is with respect to the estimation techniques and the considered

market period. The observability of out-of-the-money calls and the assumptions on the

right tail of the risk-neutral and subjective distribution have a strong influence on the

behavior of the empirical pricing kernel at the right end. Overall, we find evidence that

the pricing kernel is either w- or u-shaped, depending on the market conditions. In calm

times, characterized by a low variance-risk-premium, the pricing kernel is w-shaped. In

turbulent times, when the variance-risk-premium is high, the pricing kernel is u-shaped.

Furthermore, we highlighted the connection between two asset pricing puzzles, namely,

the pricing kernel puzzle and u-shaped volatility pricing kernels. Since low absolute returns

are associated with low volatility, the u-shape of the volatility pricing kernel is visible in

the hump of the return pricing kernel at-the-money. Hence, economic models explaining

u-shaped volatility pricing kernels can potentially explain the pricing kernel puzzle and

vice versa.

Within a simple one period economy, we have demonstrated that ambiguity aversion

provides a promising prospect in terms of explaining non-monotonic pricing kernels.

A possible extension is to express our ambiguity aversion model in continuous time.

Insights from such model are not only precious from a theoretical point of view but

also understanding the pricing kernel in the volatility and return dimension can help in

developing better option pricing models. Concerning the S&P 500 products the challenge

lies in simultaneously fitting the return time-series, the SPX options, the VIX time-series,

and the options written on the VIX.
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3.7 Appendix

3.7.1 Additional Materials

Table 3.5:
Literature on Empirical Pricing Kernels

The empirical literature on pricing kernels estimated on the S&P 500 index and its options.
Paper Pricing Kernel Shape Methodology Time Span
Ait-Sahalia and Lo (2000) tilde q kernel regression, p by kernel density 1993-1993

Barone-Adesi, Engle, and Mancini (2008) decreasing q parametric, p parametric 2002-2004

Bliss and Panigirtzoglou (2004) decreasing (by construction) p over parametric m, q non-parametric 1983-2001

Christoffersen, Heston, and Jacobs (2013) u (by construction) p, q, and m are parametric 1996-2009

Christoffersen, Heston, and Jacobs (2013) u,w q parametric, p parametric 1996-2009

Cuesdeanu and Jackwerth (2016a) w p over parametric m, q non-parametric 1989-2015

Jackwerth (2000) tilde q non-parametric, p by kernel density 1986-1995

Linn, Shive, and Shumway (2014) decreasing p over parametric m, q non-parametric 1996-2012

Polkovnichenko and Zhao (2013) u,tilde q parametric, p by EGARCH 1996-2008

Rosenberg and Engle (2002) tilde q over parametric m, p by GJR 1991-1995

Sala (2016) decreasing q by GJR, p by GJR 2002-2004
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Table 3.6:
Parameters for the Smooth Ambiguity Aversion Models

We summerize parameters of the smooth ambiguity aversion pricing kernel given in Equation (3.14). The
1st set, labeled as “Risky”, is used to generate the monthly pricing kernels in Panels A and B of Figure
3.6. Respectively, the 2nd set, labeled as “Calm”, is used to generate the yearly pricing kernels in Panels
C and D of Figure 3.6.

Parameter 1st Set 2nd Set

rf 0.00 0.00

µreturn
0.10
12 0.0750

µσ ln(0.12) ln(0.1050)

σ2
σ 0.50 1.80

µjump − 0.10
12 -0.15

σ2
jump

0.01√
12

0.10

Jlower 0.00 0.00

Jupper 0.80 0.80

σlower
0.01
12 0.01

σupper
0.40
12 0.20

N 3800 3800

M 100 100
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Figure 3.7: Risk-Neutral Densities on January, 28, 1998.
We plot risk-neutral densities stemming from the fast and stable method, described in Section 3.2.1. The
solid line represents the density when all admissible options are used. The dotted line represents the
density when the last two out-of-the money calls are taken out for the estimation. Returns are on the
horizontal axis and the values of the density are on the vertical axis.

Figure 3.8: Subjective Densities on January, 28, 1998.
We plot subjective densities stemming from a GJR (solid) and a GARCH (dotted) model as described in
Section 3.2.2. Returns are on the horizontal axis and the values of the density are on the vertical axis.
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Figure 3.9: Return and Volatility Pricing Kernels (Right).
We plot pricing kernels stemming from the parametric pricing kernel defined in equation (3.10). Panels
A to D plot the logarithm of the pricing kernels projected onto excess returns. Panels E to F plot the
logarithm of the pricing kernels projected onto volatility. When creating the different pricing kernels
we vary only the parameter ξ1 while all other parameters stay constant. We set ξ1 = −2.9555 · 105 for
Panels A and E, ξ1 = −2.2330 · 105 for Panels B and F, ξ1 = −1.6748 · 105 for Panels C and G, and finally
ξ1 = −9.8516 · 103 for Panels D and H. Moreover, ξ2 = 1.0 · 109, φ = −16.8550, ω = 0, and const = 0.
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Figure 3.10: Return and Volatility Pricing Kernels (Left).
We plot pricing kernels stemming from the parametric pricing kernel defined in equation (3.10). Panels
A to D plot the logarithm of the pricing kernels projected onto excess returns. Panels E to F plot the
logarithm of the pricing kernels projected onto volatility. When creating the different pricing kernels
we vary only the parameter ξ1 while all other parameters stay constant. We set ξ1 = −2.9555 · 105 for
Panels A and E, ξ1 = −2.2330 · 105 for Panels B and F, ξ1 = −1.6748 · 105 for Panels C and G, and finally
ξ1 = −9.8516 · 103 for Panels D and H. Moreover, ξ2 = 1.0 · 109, φ = 8.4275, ω = 0, and const = 0.
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3.7.2 Robustness

Going back to the empirical results from Section 3.4, we show that our results are robust to

a number of changes, namely, changing the method for backing out the risk-neutral density,

using a different time-series model for the subjective density, and different classifications

of the resulting pricing kernels.

Alternative Risk-Neutral Density Modeling

For the empirical findings in Section 3.4, the implied volatilities of the market were inter-

and extrapolated by the fast and stable method of Jackwerth (2004). This method has a

smoothness parameter λ, which allows us to smooth the resulting implied volatility curve

σj, such that the resulting risk-neutral densities are arbitrage free, i.e. q̂t ≥ 0. Moreover,

when extrapolating the implied volatility curve to the right, where no market implied

volatilities from call options are observed, the model keeps the slope implied by the last

(in terms of moneyness) observed call and asymptotically the implied volatility flattens

out at the right end (i.e. σ′j = 0 for the last j’s). Analogously, when extrapolating the

implied volatility curve to the left, where no market implied volatilities from puts are

observed, the model keeps the slope implied by the first (in terms of moneyness) observed

put and asymptotically the implied volatility flattens out at the left end (i.e. σ′j = 0 for

the first j’s). To show that our results do not depend on the extrapolation rule or an

over-or under-smoothing of the risk-neutral density, we apply the Stochastic Volatility

Inspired (SVI) model of Gatheral (2004). The model is fully parameterized and inspired by

stochastic volatility models, such as Heston (1993). The SVI is parameterized as follows:

σ2
SV I(K|a, b, ρ,m, θ) = a+ b{ρ(ln(K/St)−m) +

√
(ln(K/St)−m)2 + θ2}. (3.15)

The average squared implied volatility is denoted by a > 0. The parameter b measures

the angle between the slope of in-the-money to out-of-the-money implied volatilities and

has to be non-negative. The location parameters are ρ and m, and θ controls the curvature

around at-the-money. In order to calibrate the implied volatility curve (3.15) to the

options at a particular date t, the squared difference between model implied volatilities

and implied volatilities observed in the market σ̄i,t are minimized:

{a∗, b∗, ρ∗,m∗, θ∗} = arg min
{a,b,ρ,m,θ}

I∑
i=1

(σSV I(Ki|a, b, ρ,m, θ)− σ̄i,t)2 . (3.16)

The optimal smooth implied volatility curve is then given by
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{σSV I(Kj|a∗, b∗, ρ∗,m∗, θ∗)}Jj=0. (3.17)

Finally, the Breeden and Litzenberger (1978) result, relating risk-neutral probabilities

to the second derivative of the call price, is used to get the risk-neutral density for that

day.

We now repeat the results from Section 3.4, which could be influenced by the method

for backing out the risk-neutral density. When few out-of-the-money calls are observed,

the optimization in Equation (3.16) runs into different minima, depending on the starting

values. We therefore feed the optimization algorithm with multiple starting values, which

imply decreasing, as well as u-shaped smooth implied volatility curves. Interestingly, the

starting values implying u-shaped smooth implied volatilities seem to fit the observed

options better than the ones implying a decreasing smooth implied volatility curve. As a

consequence, only 12 out of 331 smooth implied volatility curves are now decreasing at the

right end when looking at the monthly horizon. Recall that the fast and stable method,

keeping the slope of the last observed options at both ends for extrapolation, leads to 79

decreasing implied volatility curves out of 331. The SVI model thus generates at a couple

of dates u-shaped implied volatility curves even if the implied volatilities observed in the

market do not include (deep) out-of-the money calls and are monotonically decreasing.

The implications for the resulting pricing kernels are as expected: Given that more

implied volatility curves are now u-shaped, more pricing kernels are increasing at the

right end as well, see in Panel A of Table 3.7.23 For example, within the full sample GJR

setting, the amount of pricing kernels increasing at the right end increased from 59% to

72%. While the slope of the implied volatility curve at the right end has still explanatory

power for the shape of the pricing kernel at the right end, see Panel C, the last observed

call option is not significant any more, see Panel B. Hence, on the one hand, by using the

SVI model one circumvents the problem of the non-visibility of deep out-of-the money

calls. On the other hand, the u-shaped volatility curve is a model assumption, which only

makes sense if the unobserved out-of-the-money calls were actually increasing at the right

end. We finish the robustness section for the risk-neutral density by looking at Panel D

of Table 3.7 and pointing out that the variance-risk-premium is still a highly significant

explanatory variable for the hump of the empirical pricing kernel.

23As the observability for the right tail of the risk-neutral distribution is less of an issue for the weekly
options (close to at-the-money calls already imply u-shaped volatility curves), we report only the monthly
results. Using the SVI instead of the fast and stable increases for example the percentage of pricing kernels
increasing at the right end from 75% to 86% in the weekly setting with the full sample GJR. Moreover,
the variance-risk-premium is still a highly significant explanatory variable for the shape of the pricing
kernel under all weekly settings.
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Table 3.7:
Robustness Table for the Risk-Neutral Distribution

Panel A shows absolute numbers and percentages of empirical pricing kernels that either increase or
decrease at the right end. A pricing kernel will be identified as decreasing at the right end, if its value
at-the-money is higher than its value at Rt = 1.15. The opposite constellation defines a pricing kernel that
increases at the right end. Panels B to C report estimation results when regressing the shape of the pricing
kernel at the right end (Yt = 1 if decreasing, Yt = 0 if increasing) on explanatory variables. In Panel B,
the explanatory variable is Xotm-call

t , which measures the moneyness of the deepest out-of-the-money call

option at date t. In Panel C the explanatory variable is Xotm-IV-slope
t , which measures the steepness of

the interpolated implied volatility curve at date t at a moneyness of 1.15. Panel D reports the estimation
results when regressing the height of the hump of the pricing kernel at the money Y PK-hump

t on the

demeaned variance-risk-premium Ṽ RP t. The second column in Panels B to D reports the results from
estimating the GJR on the full sample, while the third column reflects the results when the GJR is
estimated on a rolling window. N denotes the number of observations and all risk-neutral densities are
constructed by the SVI model of Gatheral (2004).

Panel A: The Shape of the Pricing Kernel at the Right End, monthly

GJR(Full) GARCH(Full) GJR(Rolling) GARCH(Rolling)
Incr. 239 (72%) 55 (17%) 201 (61%) 52 (16%)
Decr. 92 (28%) 276 (83%) 130 (39%) 279 (84%)

Panel B: Logit(Yt) = β0 + β1 ·Xotm-call
t + εt, monthly

GJR on Full Sample GJR on a Rolling Window
β0 −1.2561 −0.2483
β1 0.2756 −0.1714
N 331 331

Panel C: Logit(Yt) = β0 + β1 ·Xotm-IV-slope
t + εt, monthly

GJR on Full Sample GJR on a Rolling Window
β0 −0.0618 0.2008
β1 −991.87∗∗∗ −659.91∗∗∗

N 331 331

Panel D: Y PK-hump
t = β0 + β1 · Ṽ RP t + εt, monthly

GJR on Full Sample GJR on a Rolling Window
β0 0.2072∗∗∗ 0.1933∗∗∗

β1 −4.4435∗∗∗ −4.2344∗∗∗

N 331 331
R2(%) 12.00 13.74
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Alternative Subjective Density Modeling

Next, we change the time-series model for the subjective densities. Instead of the GJR, we

use the EGARCH(1,1), which was already used for a pricing kernel study by Polkovnichenko

and Zhao (2013). The EGARCH is similar to the GJR as it also allows for asymmetric

volatility effects. The EGARCH dominates the GARCH as well as the GJR when compared

on the full sample since it achieves a Log Likelihood of 26,284.22 as compared to 26,159.11

of the GARCH and 26,275.62 of the GJR. Taking the rolling window perspective, the

EGARCH dominates the GARCH at each point in time and it dominates the GJR in 186

out of 331 dates, which represents 56.19% of the sample. Moreover, a likelihood ratio test

confirms the superiority of the EGARCH over the GARCH on the full sample and at each

rolling window sample.

Panels A and B of Table 3.8 report the consequences for the pricing kernels implied by

the EGARCH. Compared to the GJR estimates, we see that in all considered settings,

the percentage of increasing pricing kernels do not change by much. Regarding the shape

of the monthly pricing kernel at the right end in Panels C and D, the last observed call

is still significant at the 10% level and the slope of the implied volatility curve is highly

significant. For the weekly pricing kernels, the effect of the last call option is still negative

but only significant within the rolling window setting. However, note that, as pointed

out before, the weeklies do not depend that heavily on the deep out-of-the money calls as

already the close at-the-money calls imply a u-shaped implied volatility curve. Moreover,

the weekly setting paired with the EGARCH displays the highest percentage of increasing

pricing kernels in this study. Hence, there might be too few decreasing pricing kernels to

obtain significant results.

We remark that similar to the GJR, the EGARCH provides reasonable estimates for

the future realized volatility and turn to Panels A and B of Table 3.9 to confirm that the

variance-risk-premium is again a highly significant explanatory variable for the shape of

the empirical pricing kernel.
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Table 3.8:
Robustness Table for the Subjective Distribution, Part I

Panels A and B show absolute numbers and percentages of empirical pricing kernels that either increase
or decrease at the right end. A monthly pricing kernel will be identified as decreasing at the right end,
if its value at-the-money is higher than its value at Rt = 1.15. The opposite constellation defines a
pricing kernel that increases at the right end. For the weekly pricing kernel, Rt = 1.12 is chosen as a
threshold. Panels C to E report estimation results when regressing the shape of the pricing kernel at the
right end (Yt = 1 if decreasing, Yt = 0 if increasing) on explanatory variables. In Panel C, a monthly
horizon is considered and the explanatory variable is Xotm-call

t , which measures the moneyness of the

deepest out-of-the-money call option at date t. In Panel D the explanatory variable is Xotm-IV-slope
t , which

measures the steepness of the interpolated implied volatility curve at date t at a moneyness of 1.15. Panel
E uses the same explanatory variable Xotm-call

t as Panel C but considers a weekly horizon. The second
column in all panels reports the results from estimating the EGARCH on the full sample, while the third
column reflects the results when the EGARCH is estimated on a rolling window. N denotes the number
of observations.

Panel A: The Shape of the Pricing Kernel at the Right End, monthly

GJR(Full) EGARCH(Full) GJR(Rolling) EGARCH(Rolling)
Incr. 194 (59%) 188 (57%) 164 (49%) 180 (54%)
Decr. 137 (41%) 143 (43%) 167 (51%) 151 (46%)

Panel B: The Shape of the Pricing Kernel at the Right End, weekly

GJR(Full) EGARCH(Full) GJR(Rolling) EGARCH(Rolling)
Incr. 356 (75%) 382 (80%) 353 (74%) 368 (77%)
Decr. 119 (25%) 93 (20%) 122 (26%) 107 (23%)

Panel C: Logit(Yt) = β0 + β1 ·Xotm-call
t + εt, monthly

EGARCH on Full Sample EGARCH on a Rolling Window
β0 4.6283∗ 6.8804∗∗∗

β1 −4.4851∗ −6.4556∗∗∗

N 331 331

Panel D: Logit(Yt) = β0 + β1 ·Xotm-IV-slope
t + εt, monthly

EGARCH on Full Sample EGARCH on a Rolling Window
β0 −0.0522 0.1593
β1 −964.14∗∗∗ −1, 407.45∗∗∗

N 331 331

Panel E: Logit(Yt) = β0 + β1 ·Xotm-call
t + εt, weekly

EGARCH on Full Sample EGARCH on a Rolling Window
β0 1.8954 6.6479∗

β1 −3.1009 −7.4094∗∗

N 475 475
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Table 3.9:
Robustness Table for the Subjective Distribution, Part II

Panels A and B report the estimation results when regressing the height of the hump of the pricing kernel

at the money Y PK-hump
t on the demeaned variance-risk-premium Ṽ RP t. The second column in each panel

reports the coefficients when the EGARCH is estimated on the full sample. The third column in each
panel is based on a rolling window. In Panel A a monthly horizon is considered and Panel B considers a
weekly horizon.

Panel A: Y PK-hump
t = β0 + β1 · Ṽ RP t + εt, monthly

EGARCH on Full Sample EGARCH on a Rolling Window
β0 0.2629∗∗∗ 0.2227∗∗∗

β1 −4.5808∗∗∗ −4.7200∗∗∗

N 187 187
R2(%) 12.27 13.60

Panel B: Y PK-hump
t = β0 + β1 · Ṽ RP t + εt, weekly

EGARCH on Full Sample EGARCH on a Rolling Window
β0 0.1825∗∗∗ 0.1354∗∗∗

β1 −6.0677∗∗∗ −6.0345∗∗∗

N 333 333
R2(%) 17.44 16.23
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Alternative Pricing Kernel Identifications

The last robustness checks deal with the identification of increasing versus decreasing

and w- versus u-shaped pricing kernels. In Table 3.10 we repeat the relevant numbers

by identifying an increasing/decreasing pricing kernel by the following rule: Since our

empirical pricing kernel estimates are given on a fine grid, we can compute the finite

differences at each return on our grid between Rt = 1.1 and Rt = 1.2. Next, we count the

number of positive finite differences, indicating a positive derivative at that point, and

the number of negative finite differences. We will denote the percentage of positive finite

differences as Yt. A pricing kernel will hence be identified as increasing if Yt > 0.50 and

as decreasing if Yt ≤ 0.50. Such identification makes sense as it is robust to estimation

noise in the far right tail and furthermore, starting at Rt = 1.1 will make this measure

insensible to variations at-the-money.

In Panels A and B of Table 3.10 we observe that the percentage of increasing/decreasing

pricing kernels does not change much by this alternative characterization. Panels C and

D now regress the new variable Yt on the last observed call and the slope of the implied

volatility curve. As Yt is now continuous we run a simple regression instead of the Logit.24

Since the coefficients on Xotm-call
t and Xotm-IV-slope

t are positive and highly significant, we

re-confirm Hypothesis 1, claiming that the more deep out-of-the-money calls are observed

the more increasing at the right end the resulting pricing kernel will be.

In Table 3.11 the way of characterizing w- and u-shaped pricing kernels is modified.

One can classify a smooth transition between w- and u-shaped pricing kernels by the

following observation: A u-shaped pricing kernel typically exhibits a local minimum at-the-

money (K/S ≈ 1.0), while a w-shaped pricing kernel has a local maximum at-the-money,

surrounded by two local minima (K/S ≈ 0.95 and K/S ≈ 1.05). See again Panels B and

C as well as Panels F and G of Figure 3.1 for an illustration. Hence, an intuitive way to

smoothly characterize the difference between w- and u-shaped pricing kernels is to track

the moneyness of the first minimum Y PK-min
t when looking at the pricing kernel from the

left to the right. In Panels A and B of Table 3.11 we see that the variance-risk-premium is

still a highly significant explanatory variable for the location of the first minimum. We

additionally tried a wealth of different specifications and could not find one reasonable

measure, which would give coefficients not significant at the 1% level.

24Sticking to the base setting and running a Logit on the binary variable Y ∗t = 1 if Yt ≤ 0.50 and Y ∗t = 0
if Yt > 0.50 also gives coefficients, which are highly significant at the 1% level and have the expected signs.
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Table 3.10:
Robustness Table for Pricing Kernel Specifications, Right End

Absolute numbers and percentages of empirical pricing kernels that either increase or decrease at the
right end are reported in Panels A and B. A pricing kernel will be identified as increasing at the right
end, if more than 50% of the finite differences of the pricing kernels between Rt = 1.10 and Rt = 1.20
are positive. The opposite constellation defines a pricing kernel that decreases at the right end. Panel
A considers a monthly horizon and Panel B a weekly horizon. Panels C and D report the results when
regressing the percentage Yt of positive finite differences of the pricing kernel between Rt = 1.10 and
Rt = 1.20 on explanatory variables. In Panel C, a monthly horizon is considered and the explanatory
variable is Xotm-call

t , which measures the moneyness of the deepest out-of-the-money call option at date t.

In Panel D the explanatory variable is Xotm-IV-slope
t , which measures the steepness of the interpolated

implied volatility curve at date t at a moneyness of 1.15. The second column in all panels reports the
results from estimating the GJR on the full sample, while the third column reflects the results when the
GJR is estimated on a rolling window. N denotes the number of observations.

Panel A: The Shape of the Pricing Kernel at the Right End, monthly

GJR(Full) GARCH(Full) GJR(Rolling) GARCH(Rolling)
Incr. 223 (67%) 124 (37%) 203 (61%) 123 (37%)
Decr. 108 (33%) 207 (63%) 128 (39%) 208 (63%)

Panel B: The Shape of the Pricing Kernel at the Right End, weekly

GJR(Full) GARCH(Full) GJR(Rolling) GARCH(Rolling)
Incr. 370 (78%) 291 (61%) 333 (70%) 299 (63%)
Decr. 105 (22%) 184 (39%) 142 (30%) 176 (37%)

Panel C: Yt = β0 + β1 ·Xotm-call
t + εt, monthly

GJR on Full Sample GJR on a Rolling Window
β0 −1.3665∗∗∗ −1.3784∗∗∗

β1 1.7753∗∗∗ 1.7370∗∗∗

N 331 331
R2(%) 8.73 7.10

Panel D: Yt = β0 + β1 ·Xotm-IV-slope
t + εt, monthly

GJR on Full Sample GJR on a Rolling Window
β0 0.2520∗∗∗ 0.2629∗∗∗

β1 364.6763∗∗∗ 363.73∗∗∗

N 331 331
R2(%) 40.18 40.22
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Table 3.11:
Robustness Table for Pricing Kernel Specifications, Overall

Panels A and B report the estimation results when regressing the location of the first minimum Y PK-min
t

(from the left to the right) obtained by the pricing kernel on the demeaned variance-risk-premium Ṽ RP t.
The second column in each panel reports the coefficients when the GJR is estimated on the full sample.
The third column in each panel is based on a rolling window. In Panel A a monthly horizon is considered
and in Panel B a weekly horizon is considered.

Panel C: Y PK-min
t = β0 + β1 · Ṽ RP t + εt, monthly

GJR on Full Sample GJR on a Rolling Window
β0 0.9603∗∗∗ 0.9591∗∗∗

β1 0.2154∗∗∗ 0.1845∗∗∗

N 187 187
R2(%) 14.45 12.93

Panel D: Y PK-min
t = β0 + β1 · Ṽ RP t + εt, weekly

GJR on Full Sample GJR on a Rolling Window
β0 0.9671∗∗∗ 0.9673∗∗∗

β1 0.1983∗∗∗ 0.1868∗∗∗

N 333 333
R2(%) 25.43 21.10
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Log Score Results

Here, we consider the realized returns corresponding to the monthly and weekly horizons.

In particular, the focus is set on the right tail. For this purpose, the Log Score and the

Tail Log Score are utilized. Even though the Tail Log Score is neither a formal test, nor a

proper score function, it can be used to get an intuition on how well the tails of a model

fit the data.25 The average Log Score is given by

Log Score =
1

N

N∑
t=1

ln (p̂t(Rt)) (3.18)

where p̂t is the subjective density stemming from simulating the GJR or GARCH

model, and Rt are the actually realized returns over the next month or week, respectively.

Analogously, given a threshold parameter TH, the average Tail Log Score is given by

Tail Log Score (TH) =
1∑N

t=1 1{Rt>TH}
·

N∑
t=1

1{Rt>TH} ln (p̂t(Rt)) . (3.19)

Panels A and B of Table 3.12 report the results of the comparisons between the GJR

and the GARCH based on the average Log Scores (labeled by “none”) and average Tail

Log Scores based on the thresholds 1.00, 1.05, and 1.10. Except for the Tail Log Score

with a threshold of Rt = 1.10, we see that in all constellations the GJR achieves a higher

(Tail) Log Score than the GARCH, confirming the evidence drawn from the daily returns:

The GJR provides a better fit to the monthly and weekly returns. Intuitively, the reason

is as follows: The Tail Log Scores show that this holds in particular for the right tail

of the subjective distribution, indicating that an increasing pricing kernel at the right

end is justified by the realized return data. The higher Tail Log Score for the threshold

of Rt = 1.1 is not surprising since we have only 2 observations (for the weekly as for

the monthly returns), which are higher than this threshold. Since the GARCH typically

has a fatter right tail it takes advantage of this strict conditioning. Moreover, the fact

that the (Tail) Log Score results also hold for the rolling window approach does further

justify the use of the additional leverage effect parameter as it improves the fit of the

GJR out-of-sample as well. In the case of the out-of-sample assessment, the statistics

corresponding to the rolling window results are known in the literature as “Predictive

(Tail) Log Scores”.

25See Gneiting and Raftery (2007).
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Table 3.12:
Log Score Results

Estimation results relevant for the right tail of the subjective distribution. Panel A reports (Tail) Log
Scores (Equations (3.18) and (3.19)) when looking at a monthly horizon and Panel B reports the (tail)
log scores based on weekly returns. The first rows in Panels A and B, denoted by “none”, report the Log
Score and rows 2 to 4 show the Tail Log Scores with the thresholds 1.00, 1.05, and 1.10.

Panel A: (Tail) Log Scores, monthly

TH GJR(Full) GARCH(Full) GJR(Rolling) GARCH(Rolling)
none -4.5974 -4.6366 -4.6054 -4.6405
1.00 -4.4001 -4.4891 -4.4194 -4.4928
1.05 -5.3314 -5.3777 -5.3205 -5.3873
1.10 -6.6536 -5.8239 -6.2403 -5.9074

Panel B: (Tail) Log Scores, weekly

TH GJR(Full) GARCH(Full) GJR(Rolling) GARCH(Rolling)
none -4.3002 -4.3276 -4.3033 -4.3266
1.00 -4.2267 -4.2977 -4.2320 -4.2955
1.05 -6.0041 -6.0451 -5.9496 -6.0373
1.10 -8.3669 -8.1012 -8.1153 -8.0080
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