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Abstract 

Are we in a position to have a priori knowledge, to know independently of 

experience? And which are the conditions that have to be fulfilled in order that 

someone possesses a priori knowledge? A priori knowledge has been at the focus of 

philosophical attention for several centuries now. What is more, over the last ten 

years there was an even higher interest among current epistemologists to answer 

these quite fundamental philosophical questions. Three different kinds of explanation 

emerged: first, explanations based on the concept of analyticity, second, an 

explanation appealing to rational intuitions, and third, an explanation referring to 

reliable cognitive processes. The aim of this dissertation is to show, on the one hand, 

that these kinds of explanation cannot fulfil the requirements we must impose on a 

plausible explanation of knowledge, and, on the other hand, to work towards an 

explanation that is able to fulfil these requirements.  

 The dissertation is divided into six steps. In Step 1, I claim that a plausible 

explanation of a priori knowledge has to be widely applicable as well as informative. 

In Step 2, I analyze the three most prominent explanations of a priori knowledge: the 

meaning-based account (Paul Boghossian), the rational-intuition account (Laurence 

BonJour), and the reliabilists’ account (Philip Kitcher). Some of the main results of 

this step are: The meaning-based account is informative, but not widely applicable, 

the rational-intuition account is not widely applicable, and the reliabilists’ account is 

perhaps neither widely applicable nor informative. Moreover, authors of all three 

accounts do not make it clear, before they start thinking about the a priori, what a 

plausible account of the a priori should look like. They also rely in a blind way on 

appeals to intuitions in order to argue for their theory of the a priori.  

 Step 3 is where I develop and defend six requirements a plausible explanation 

of a priori knowledge has to fulfil: the ‘requirement requirement’, the requirement of 

wide applicability, the informativity requirement, the openmindedness requirement, 

the actuality requirement, and the motivation requirement. Because the main 

accounts of the a priori analysed in Step 2 do not even fulfil two of these six 

requirements (not to mention the other three), we have to look either for a new 

explanation of a priori knowledge that fulfils these requirements or for a way to 

modify one of the existing accounts in the respective appropriate way.  

 Working towards an explanation of the a priori that fulfils these requirements, I 

claim in Step 4 that to start with the (so-called) evolutionary argument is the most 
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plausible beginning we can make. One consequence of taking the evolutionary 

argument seriously is to propose a reliabilist account of knowledge. A reliabilist 

account of knowledge, however, has to deal (at least) with the following three prima 

facie devastating standard objections: the Generality Problem, the Truetemp Case and 

the New Evil Demon Problem. I argue that the Generality Problem is one every 

reliabilist has to answer, and I outline a possible solution. Proponents of the Truetemp 

Case and the New Evil Demon Problem rely heavily on intuitions in arguing against 

reliabilism. Because reliabilism is well motivated by the evolutionary argument, I 

start to question, why I should take the intuitions concerning the Truetemp Case as 

well as those of the New Evil Demon Problem as evidence against reliabilism. I point 

out that in order to answer this question, I have to take a closer look at intuitions and 

the way philosophers treat them.  

 Taking this closer look, in Step 5, I argue that there are two prominent ways to 

treat intuitions in philosophy, namely the intuition-rejecting stance and the intuition-

accepting stance. I also remark that what we have to take is a third stance, the so-

called intuition-explaining stance. Taking the third stance, the two standard 

objections will lose their force. The requirement that we have to take the intuition-

explaining stance is the seventh and last requirement for a plausible explanation of a 

priori knowledge; it is called the reflexivity requirement. Taking the last step, Step 6, 

I present and defend a reliabilist explanation of a priori knowledge. Such an 

explanation is well motivated (see Step 4), it does fulfil the five requirements 

mentioned in Step 3, and by assuming the reflective stance it also fulfils the sixth 

requirement from Step 5. It should be our account of choice. 
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1 Preliminaries 
1.1 Not above the battle 
In the introduction to his Philosophical Explanations, Robert Nozick reflects on what an 

acceptable or adequate philosophical explanation has to be like. He claims that a 

“metaphilosophy will be part of a total philosophical view rather than a separate neutral 

theory above the battle”.1 This claim can be interpreted in at least two different ways. 

For one, it could mean that metaphilosophy should have the same status as other 

philosophical disciplines, like philosophy of language, philosophy of religion, or 

philosophy of mind. We must attach the same importance to our metaphilosophical 

considerations as we do to the considerations of other philosophical disciplines. 

According to the second way in which the above-mentioned statement can be 

interpreted, we have to apply the results we receive from our metaphilosophical 

considerations to the way we pursue our research in other philosophical varieties. If 

there is, say, any doubt about the reliability of a certain philosophical method, we shall 

not only discuss this in our metaphilosophical papers, journals and books, but also 

refrain from using that very method when going back to our first-order philosophical 

research.  

 Now, although the first way of interpreting Nozick’s claim is surely also an 

important one, it is the second one on which this book will be based. As I will point out,  

nowadays metaphilosophical and philosophical projects are pursued independently of 

each other. They are pursued independently in the sense that the research results of 

metaphilosophical investigations are only rarely taken into account when philosophers 

consider philosophical questions. E.g., in the case of epistemology, philosophers try to 

answer questions about knowledge. In order to do this, they apply certain methods. 

Metaphilosophers (who are most often also epistemologists) investigate these methods 

in order to find out, inter alia, whether they are reliable or whether it is reasonable to 

rely on them. And recently some metaphilosophers have claimed of some of these 

methods that they are not reliable. What these philosophers do not do, however, is to 

apply the results of metaphilosophical investigations to the way they tackle 

epistemological questions, to the methods they choose for answering epistemological 

questions. And this is, as I shall argue, quite grave. 

 Without doubt there may be quite a few reasons for acting in this way. One may 

argue that metaphilosophy is a discipline still in its infancy and that we have to wait 

                                                           
1  Nozick (1981:19) 
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some time until we can reasonably apply its results, until its research results are 

supported well enough. Or one may claim that we do have to take the metaphilosophical 

results seriously while, at the same time, pointing out that taking them seriously does 

not in any way require us to modify the philosophical methods we actually use. 

 I think that both presumptions are misguided. Now, I will not only argue for this 

claim in the following, I will also do what normally one does not do: I will take into 

account the results of metaphilosophical research in choosing the best method for 

answering one of the core questions of epistemological research: the question what a 

priori knowledge is. Calling a spade a spade, we can say that I’m envisaging a reflexive 

account of the a priori. Much more will be said about such an account in later chapters. 

 Working towards such a reflexive account, I will have to decide not only which 

methods we should choose in explaining a priori knowledge, but also what the most 

plausible account of the a priori is. In order not to do this arbitrarily, I will develop and 

defend several requirements a plausible account of the a priori has to fulfil before 

looking whether some of the most prominent contemporary accounts of the a priori are 

able to deal with this challenge.  

 This is also the point where we should start. What does a plausible account of 

a priori knowledge look like? What are the possible virtues and vices of such an 

account? There are many, one may reasonably answer. Most philosophers wish a correct 

account; many prefer a simple over a complex one; and many others will be inclined to 

call the naturalness of an account a virtue. – I’m not going to take a stand concerning 

these requirements; I will leave it open whether simplicity or naturalness are 

requirements every account of the a priori has to fulfil. What I will claim, however, is 

that an account has to be widely applicable as well as informative in order to be a 

plausible one.  

 Let me explain. According to the so-called requirement of wide applicability, an 

explanation of a priori knowledge has to be able to deal with all cases of a priori 

knowledge. An account of a priori knowledge that can cope with only some cases is 

prima facie not a desirable one. The same applies to the informativity requirement, as I 

will call it. Imagine an account that refers to a mysterious entity in order to answer the 

question what a priori knowledge is. Such an account would not be a plausible one. 

These considerations are admittedly quite sketchy. I have to ask the reader for some 

patience; I will come back to these requirements and discuss them in detail. 
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 I will also point out that the three most prominent accounts of the a priori do not 

meet both requirements just mentioned. The meaning-based account is not widely 

applicable, the rational-insight account is not informative, and in the case of the 

reliabilist account, I doubt that it fulfils even one of these requirements. To be sure, this 

is only one of many more weaknesses of these accounts. 

The goal of the first half of this book is to present the three accounts just 

mentioned and to point out, in each case, what the main disadvantages of the account 

are. Within the second half (ch. 4–9), I will present an explanation of a priori knowledge 

that is designed to fulfil both requirements. Before I go on with presenting the three 

accounts in question, however, I have to mention two further preliminary points. The 

first one will provide the reader with a helpful outline of the book, the second one is 

about two quite important questions. 

 
1.2 Outline of the book 
The whole book, with every single chapter and section, is structured according to the 

theses of one big argument. I shall call it the Master Argument. Presenting the Master 

Argument (MA) at such an early stage of the book should help the reader to skip 

passages of the book the contents of which he already knows, or theses he simply takes 

for granted.  
 

 
(MA) 
 

(1) A plausible account of the a priori has to be widely applicable as well as informative. 
(2) The three most prominent current accounts of the a priori suffer either from being not 

widely applicable or else from not being informative (or both). 
Therefore: there is need of an explanation that fulfils both requirements (chapter 3).  
(3)  A plausible account of the a priori must also fulfil the requirement requirement, the 
openmindedness requirement, the actuality requirement and the motivation requirement 
(chapter 4). 
(4)  With (2) we have already fulfilled the requirement requirement. Now we have to 
explain a priori knowledge in a way that fulfils the other requirements, too. 
(5)  The best way to do this is to start with the evolutionary argument. One consequence of 
taking the evolutionary argument seriously is to propose a reliabilist account of knowledge 
(chapter 5). 

Therefore: An explanation of a priori knowledge which fulfils the requirements of (1) and (3) 
is a reliabilist one. 
(6) A reliabilist account of knowledge, however, has to deal (at least) with the 
following three prima facie devastating standard objections: the Generality Problem, the 
Truetemp Cases and the New Evil Demon Problem (chapter 6). The Generality Problem is 
one that every reliabilist has to say something about. Accordingly, I will propose a possible 
solution. 
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(7) There are two prominent ways of treating intuitions in philosophy, namely the 
intuition-rejecting stance and the intuition-accepting stance. What we have to take, however, 
is the intuition-explaining stance (chapter 7).  
(8) Taking that stance, the remaining two standard objections against reliabilism will 
lose their force (chapter 8). 

Therefore: A reliabilist explanation of a priori knowledge is well motivated (by the 
evolutionary argument), it can fulfil the requirements of (1) and (3), and the standard 
objections against reliabilism, properly considered, lose their force. It should be our 
explanation of choice. 

 
 

 

Let me shortly comment on this argument. Most obviously, chapter 2 is not part of the 

Master Argument. This chapter will be introductory; it is not important for the 

conclusions of the Master Argument. It will help to understand why certain authors 

choose the explanation of a priori knowledge they choose and not another. In chapter 4, 

I will develop and defend six requirements a plausible philosophical account of the 

a priori has to fulfil. The goal of this book is to develop an explanation of a priori 

knowledge that fulfils these requirements. One of the problematic points I will have to 

face is the question how we have to start in order to work towards the envisaged 

account. I claim that we have to consider our ability to have knowledge, and that we 

have to consider it as an evolutionary feature. One consequence of such a way of 

reasoning is to propose a reliabilist account of knowledge. Such an account, however, 

has to deal at least with the following three standard objections: the Generality Problem, 

the Truetemp case, and the New Evil Demon Problem. While I’m admitting that the first 

objection is one every reliabilist has to deal with, I doubt that we should take for granted 

the intuitions the other two objections seem to appeal to. I go on with pointing out that 

there are two prominent stances concerning intuitions: the intuition-accepting stance and 

the intuition-rejecting stance. Both stances are quite problematic. After drawing the 

reader’s attention to these problems, I am going to argue for a third stance, the intuition-

explaining one, in order to then apply it to the remaining two standard objections. In the 

light of these new considerations, the objections lose much of their persuasive force. I 

conclude that a reliabilist explanation of a priori knowledge should be our account of 

choice. In the remaining part of the book, I will present and defend one. 
 



 

   

1.3 The ‘How-’ and the ‘Where-Question’ 
So far, I have mentioned that I will be concerned with the kind of knowledge called 

“a priori knowledge”. I have also pointed out that a plausible account of the a priori will 

have to fulfil the requirements of wide applicability and informativity. All this, however, 

doesn’t say anything about how I will proceed in “being concerned” with a priori 

knowledge, about which ways of getting the envisaged explanation I will choose. 

Especially for readers who are not trained in philosophy it might be rather unclear 

where and how we should look for an explanation of such a kind of knowledge. 

 Now, first of all, we have to distinguish between, on the one hand, the kind of 

methods philosophers in the analytical tradition normally use to answer an 

epistemological question and, on the other hand, the corpus of already existing 

philosophical work they therein take into account. In the first case, we are considering 

how philosophers approach the topic of a priori knowledge, in the second case we have 

to answer where they start from. 

 For readers with some kind of academic training, it will be quite natural to assume 

that philosophers, too, have to refer to the work of other philosophers who have already 

done some research within the topic considered. First, referring to the work of other 

philosophers means to fulfil some kind of more or less explicit scientific standard. 

According to this standard, one has to point out in which way one’s own explanation of 

a priori knowledge relates to the ones already proposed by other philosophers. Second, 

by referring to the work of other philosophers, philosophers are also in a position to 

draw the reader’s attention to the strengths of their own account and to the ways in 

which they do better than competing accounts. This is a quite important service to the 

reader, in that she can decide which philosophical account is the most plausible one, in 

her eyes.  

 Accordingly, two different kinds of account are important for champions of the 

current debate about a priori knowledge. Instances of the first kind are of a more 

historical interest; philosophers refer to them in order to make clear what the very first 

explanations of a priori knowledge have been, what the ‘big questions’ are and where 

the ‘big problems’ seem to linger. To the second kind of account philosophers refer in 

order to argue for their thesis that their own account of the a priori is the most plausible 
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one currently available. Instances of this second kind are mostly contemporary accounts 

of a priori knowledge, and the interest in them is more systematic, not historic.2  

 So much about the Where-Question. Coming now to the How-Question, things are 

more complicated. They are more complicated at least for readers not familiar with the 

way philosophers usually try to answer their questions, the way they reason. To be sure, 

the answer to the How-Question is determined, at least in part, by the answer to the 

Where-Question given above. If we start with considering other (competing) accounts of 

the a priori, then what we have to do is to judge the respective arguments. For many 

philosophers it is quite natural to assume that judging these arguments is a project that 

has to be pursued on purely a priori grounds. Philosophers do not have to use 

laboratories; they do not have to undertake empirical investigations in order to answer 

philosophical questions. Philosophers only have to think about them; they only have to 

reason. So, according to an opinion widely held, the How-Question is quite easily 

answered: philosophers start with a priori considerations. 

One has to bear in mind that this is a philosophical opinion (not even held by all 

philosophers, as we will see in later chapters), and an opinion that should be treated with 

care. For proponents of other disciplines it is often hard to understand why philosophers 

are relying so heavily on their a priori considerations. Why should we believe that a 

certain claim is true only because it intuitively seems true to philosophers? Why do we 

have to use a priori methods in order to judge an account of a priori knowledge? Why 

should it be absurd in the eyes of most contemporary philosophers to claim that we 

could answer philosophical questions by undertaking empirical investigations? All 

these questions cannot be answered with a few short sentences. It will take a whole 

book to arrive at reasonable answers. So, while the Where-Question is relatively easy to 

answer, the How-Question is one that will give us food for thought, in the following. 

 
2. Knowledge 
The first step we now have to take, in order to explain a priori knowledge, is, according 

to our above answer to the Where-Question, to look at the very beginnings of 

philosophical reasoning concerning a priori knowledge, at the “big questions”, the ”big 

                                                           
2  There is a third way of considering the a priori. One could concentrate on a traditional explanation of 

the a priori (say, Kant’s account) in order to then figure out whether his account is consistent, 
provided some of Kant’s basic assumptions are also true. Such a way of investigating the a priori does 
not consider what the most plausible account is but rather whether a traditional account of the a priori 
is plausible, relative to some other basic assumptions. 



 

11 

problems” and the ”big intuitions”. Catchy as this alliteration may be, it is not clear how 

to identify these questions, problems and intuitions, because there are so many 

questions, problems and intuitions philosophers have traditionally regarded as 

important. Fortunately, one need only look at three or four different epistemological 

textbooks in order to recognize which questions, problems and intuitions contemporary 

epistemologists regard as the most relevant and important ones.  

 A second, and surely more important, problem is the fact that many developments 

in the debate about a priori knowledge are hard to understand if one is not familiar with 

the most basic developments in the debate about knowledge. So, what we have to do 

before considering different explanations of a priori knowledge is to first look at the 

developments just mentioned.  

 
2.1 Introduction 
What is this thing called “knowledge”, according to philosophers? What do 

philosophers believe of knowledge; how do they explain it? In order to answer such 

questions, we first have to distinguish between two kinds of explanations – on the one 

hand, explanations that are built on prima facie evidence for the existence of the 

phenomenon explained, and on the other hand, explanations that define what it would 

mean that a certain phenomenon occurs (without presupposing its actual occurrence). 

Instances of the first kind of explanation start with the assumption that there is a certain 

phenomenon in our world; instances of the second kind do not make this assumption.  

 Most (if not all) contemporary philosophers do assume that there is knowledge – 

or at least that there are good reasons to assume that there is knowledge. So, what 

epistemologists do, inter alia, is to explain presumptive knowledge. One might therefore 

assume that they answer questions like the following: 

(i) When does knowledge exist? 

Such a question, however, is problematic at least for the following two reasons. First, it 

is very likely that there are many people who just don’t understand questions like (i). 

The attitude to speak of knowledge as of a thing, like the shirt I’m wearing or the red 

cup on my desk, is quite unusual; it is something one does not encounter very often in 

common language. And if one does not encounter a certain thing in common language 
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then that is a good indicator that many people would not understand it without further 

theoretical explanations.3 

 Besides, it’s not clear what kind of answer we should give to questions like (i). Do 

we have to make a list of all the knowledge in this world? Is the ‘when’ of question (i) 

to be understood in a temporal and local sense so that we just have to look into the 

world and make out the cases of knowledge in order then to include them in a list? Such 

a way of reasoning is clearly not open to proponents of the second kind of explanation 

mentioned above. And even the proponents of the first kind of explanation will certainly 

be inclined to point out that the interesting question is not in which actual cases there is 

knowledge. The interesting and problematic point concerns the conditions and criteria 

that have to be fulfilled for there to be knowledge. We therefore have to formulate (i) as 

follows: 

(i1) Which conditions have to be fulfilled for X to know something?  

Now, what do we refer to with ‘X’? Basically, no kind of object is excluded from the 

reference set of entities. However, then we would also have to answer such awkward 

questions as, say, whether ants or unicorns can know something. In some sense, such 

questions are completely uninteresting, at least for epistemologists. We only want to 

consider beings that are in principle able to know something; we want to consider 

beings that are in the relevant physiological state, so to speak. And ants hardly fulfil this 

requirement. So what about dogs or dolphins? Such questions are tricky, because these 

are no clear-cut cases. Perhaps for that very reason they are of special interest for some 

philosophers. Be that as it may, I will not consider them here. The same applies to 

unicorns or inhabitants of distant galaxies. It is certainly imaginable that there are 

inhabitants of distant galaxies and that they are able to acquire knowledge.  However, 

most epistemologists are not interested in the criteria that have to be fulfilled in order 

for a Martian to know something. Human beings are at the centre of their attention and 

it seems to be difficult enough to get a satisfactory theory of human knowledge.4 So we 

can modify (i1) in the following way:  

(i2) Which conditions have to be fulfilled in order that a person A knows something?  

                                                           
3  Not considered here are all those things that are out of bounds, things of which people intentionally do 

not speak or expressions people intentionally do not use. 
4  This does not mean that they never think about the possibility of Martian knowledge. If they do this, 

however, it is only to make clear some feature of human knowledge, to draw the reader’s attention to 
the kind of knowledge we seem to have. Martian knowledge is never a research object but only a 
means to an end. 
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Question (i2) is still ambiguous. In order to see this, we only have to take a look at the 

following statements:  

(a) Paul knows George W. Bush. 

(b) Paul knows that George W. Bush is president of the United States in 2007. 

(c) Paul knows how to cycle. 

Call the knowledge expressed by (a) knowledge by acquaintance, the one expressed 

by (b) knowledge-that and the one of (c) knowledge-how. In (a), Paul knows a certain 

entity (namely George W. Bush); in (b), he knows that something is the case; and in (c), 

he knows how to do something: he has a kind of performative knowledge.5 In this book 

I will confine myself to the second kind of knowledge.6 So the third and last version of 

our question is therefore the following: 

(i3) Which conditions have to be fulfilled in order that a person A knows that p? 

What we have now arrived at is a question which many epistemologists use to approach 

the topic of knowledge. And, prima facie, (i3) does not differ in any fundamental way 

from questions posed in more empirically oriented sciences. Imagine a physician who 

wonders which conditions have to be fulfilled in order that it is correct to say of a 

person A that she has lung cancer. Or consider a chemist who undertakes some research 

concerning the problem which conditions have to be fulfilled in order that two elements 

will react with each other in a certain way. To be sure, both questions just mentioned are 

fundamentally different, not only concerning their objects. In the case of the physician, 

what he has to answer is mainly a terminological question. ”Lung cancer” is a term with 

which physicians refer to a concrete set of bodily symptoms and a certain bodily state. 

One day a group of scientists defined the term “lung cancer”, and from then on 

physicians referred with the term “lung cancer” to the respective bodily symptoms of a 

person.7 What the physician in question only has to find out is which set of symptoms 

                                                           
5  cf. also Rescher (2003:xv) 
6  This is a decision McGinn (1984) would surely criticize. In The Concept of Knowledge he points out 

that “[a]nalysts of knowledge have typically confined their attentions to propositional knowledge … 
Answering the question ‘What is knowledge?’ has thus been assumed to be possible by treating only 
of a single type of knowledge; the other types of knowledge have accordingly been deemed secondary, 
and their correct elucidation has been supposed strictly irrelevant to the proper analysis of 
propositional knowledge.” McGinn goes on by arguing that “it is reasonable to expect that there is 
some discernible common theme upon which the different types of knowledge can be exhibited as 
variations.” Now, McGinn’s suggestion to consider propositional as well as other kinds of knowledge 
is surely not unreasonable. Indeed, it draws our attention to a point simply presupposed by whole parts 
of the epistemological debate. I do not have the space, however, to discuss his arguments in detail. I 
will therefore stick to my decision of considering only propositional knowledge. 

7  I simplify. First of all, there are several different kinds of lung cancer. Besides, it is reasonable to 
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the scientific community normally refers to with the term “lung cancer” and whether 

they do match with the symptoms he recognizes in the case of A. (Remember that the 

situation would not be fundamentally different in the case of a physician who is the first 

to observe a set of bodily symptoms and who then goes on to define the term “lung 

cancer”. In that case, too, it is a question about language conventions.)  

 In the case of the chemist, however, we do not have to deal with language 

conventions, with how certain chemists define certain terms. This is at least not the 

problem the chemist in question has to solve. What he has to answer is the question 

under which conditions the two elements do react, and this is a question best answered 

by way of carrying out experiments. The problem he is confronted with is not one 

concerning the use of certain terms, but something that happens independently of the 

way we describe it.  

 What about philosophy; what kind of questions are philosophers engaging with in 

answering (i3)? It seems quite obvious that (i3) is a case neither like the one of the 

physician nor like the one of the chemist. What is it then? The answer to that question is 

difficult to give, not least because we seemingly cannot give one without presupposing a 

substantial theory of knowledge, an explanation of what knowledge is. As we will see in 

the following, many epistemologists are in fact reflecting on the way we (either all 

competent language users or else only the group of trained philosophers) use the term 

“knowledge”, the way we say that a person knows something or not. At the same time, 

however, they claim also to be able to find out not only truths about our use of the word 

“knowledge”, but also truths about knowledge itself; they believe that we can find out 

what knowledge exactly is by simply reflecting on it. 

 I anticipate that this must seem to be an absurd way of reasoning in the eyes of 

empirical scientists. In personal conversation with some of them, one frequently looks at 

stunned faces when describing how philosophers typically approach philosophical 

problems and questions. One often has to answer questions like the following ones: 

How do philosophers know that they are able to find out what knowledge is by simply 

reflecting on the respective term? And isn’t it possible that the philosopher is therewith 

explicating only his own idiosyncratic beliefs? Since these are questions we will be 

concerned with in the course of this book, I will not press the point further. 
                                                                                                                                                                                                            

assume that as the scientific research concerning lung cancer advanced, the initial definition of the 
term was also altered. Thirdly, and most importantly, a semantic externalist about meaning may object 
that what the scientists refer to with “lung cancer” is also determined by external factors. It would go 
beyond the scope of this chapter, however, to discuss the semantic externalist’s account. It is also not 
of importance for my arguments in the following.  
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 Let me come back to the topic of this section: How do philosophers proceed with 

answering a question like (i3)? One quite popular method is the following: they try to 

find out what their intuitions tell them about knowledge.  ̶ They construe (at least) two 

different examples. In the first example they consider the case of a person A who seems 

to know that p; in the second example, they investigate a case in which A seems not to 

know that p. In doing so, they will find out more about the relevant differences between 

the two examples, in order then to deduce the conditions for knowledge. To be sure, 

such a proceedure is reasonable only if we are allowed to assume that our relevant 

intuitions (regarding the respective examples) are true.  

 In the following paragraphs, I will use the philosophical method just sketched. In 

that context I will presuppose the truth of the respective intuitions. At a later point of 

this book, I will come back to that presupposition and critically examine it. 

 
2.2 Two cases, three requirements 
So let us consider the following two cases:  

Case 1:  

Paul is a philosophy student and is just attending a logic lecture. The professor, who is a 
distinguished logician, provides him with a proof of a logical theorem A. Paul considers 
the proof, reasons in accordance with the individual steps and comes to believe the 
conclusion of the proof. Furthermore, that belief is true. 
 
Case 2:  

Paul believes that there is the omniscient ghost of his dead grandma and that this ghost 
induces only true beliefs in him. Moreover, Paul believes that every time a certain 
thought pops up in his mind, this is an indication of grandma’s ghost acting: thoughts 
that pop up in his mind are induced by the ghost. Because all thoughts induced by the 
ghost are true, Paul also believes the contents of all these beliefs without further ado. 
One day, the thought that a certain logical theorem A is true pops up in his mind and 
Paul consequently believes it. Furthermore, that belief is true. 
 

Both cases seem to have several features in common. First of all, in both cases Paul 

ends up believing that a certain logical theorem A is true. And it is quite natural to 

assume that this is required for knowledge of A. It would be rather awkward to say 

something like the following:  

(a) I know that theorem A is true, but I do not believe it.8 

                                                           
8  Concerning the point just mentioned there does not seem to be a difference between (a) and (a*) – the 

respective third person sentence: (a*) “He knows that he is seriously ill, but he does not believe it.”  
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We have the strong intuition that with (a), one utters a self-contradictory sentence. And 

this is not an intuition we get after long and hard philosophical theorizing. Quite the 

contrary, it is an intuition that is closely related with the usage of the term ‘knowledge’ 

in common language. Now it is surely a good question why we should, while reasoning 

about a philosophical explanation of knowledge, take our intuitions concerning common 

language into account. Wouldn’t this already presuppose a certain understanding of 

philosophy? Yes, it would. It would presuppose that philosophy is, inter alia, an 

investigation of intuitions, grounded in common language. It would also presuppose that 

the intuitions in question are (mostly) true. And the truth of these presupposed claims is 

hardly obvious in any way. However, now is not yet the time to scrutinize all these 

presuppositions. For the moment, I will only describe the line a certain philosophical 

debate has taken over the years. It will be the task of later chapters to question this line. 

 Because of this reason I will stick to the belief condition just mentioned, the 

condition that in order for you to know that p, you have to believe that p. 

 The second feature case 1 and case 2 have in common is that Paul’s resulting 

belief is true, in both cases: theorem A is indeed true. The assumption that we can know 

only truths is tightly connected with the use of the word ‘knowledge’ in ordinary 

conversation, too. Again, it would be rather awkward to say: 

He knows that Berlin is the capital of Italy.  

Indeed, some philosophers would claim that this sentence is false because of the 

concepts involved. As Rescher remarks, 

 

[t]he relation between “x knows that p” and “p is true” is a necessary link that obtains ex vi 
terminorum. Knowledge must be veracious: The truth of p is a presupposition of its knowability: 
if p were not true, we would (ex hypothesi) have no alternative (as a matter of the “logic” of the 
conceptual situation) but to withdraw the claim that somebody knows p.9 
 

Let us call the condition that someone who knows that p, also has to have the true belief 

that p, the truth condition for knowledge. 

 Unfortunately, both conditions taken together (the belief condition and the truth 

condition) are not yet sufficient for knowledge. If they were sufficient, we would have 

to assume that someone who has a true belief that p, and who has this true belief only by 

chance (say, it was only by pure luck that he did not arrive at a false belief instead), also 

knows that p. And that is counterintuitive.  
                                                           

9  Rescher (2003:10) 
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  Epistemologists now reason in the following way: the difference just mentioned 

between the case of a true belief which the person has only by chance and the case of 

knowledge is a quite important one, and we should take it into account when pursuing 

our project of explaining knowledge.  

 Such beliefs, which are true, and not by mere chance, have been at the centre of 

philosophers’ attention for several centuries now. And philosophers normally 

characterize such beliefs not only in a negative sense (as true not only by chance) but 

also positively as true beliefs that are justified. This is the third condition that has to be 

fulfilled for a person to know that p – the justification condition. This third condition is 

surely the most unclear one of the three mentioned, and champions of the contemporary 

epistemological debate are still in disagreement about what possible justifiers are and 

why they do have their respective epistemic statuses.  

 Let us however ignore that point for the moment. So far, I have said nothing about 

the question whether the three conditions are jointly sufficient for knowledge. And in 

some sense, it is the answer to this question which divides the traditional and the 

contemporary part of the epistemological debate. Participants of the traditional debate 

believed that the three conditions together are sufficient for knowledge, whereas most 

contemporary epistemologists do not. 

 
2.3 The traditional account  
According to the considerations so far, knowledge is justified true belief: 

(JTB) 

A person A knows that p, iff  
(1) A believes that p, and 
(2) A’s belief that p is true, and 
(3) A’s belief that p is justified. 

It would be a colossal understatement to claim that the JTB analysis was widely held in 

the philosophical community. As Alvin Plantinga puts it: 

 

[T]here is the widely celebrated “justified true belief” (JTB) account or analysis of knowledge, 
an analysis we imbibed with our mothers’ milk. According to the inherited lore of the 
epistemological tribe, the JTB account enjoyed the status of epistemological orthodoxy …10 
 

                                                           
10  Plantinga (1993:6) 
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One of the earliest places where to find a version of the JTB analysis is Plato’s 

Theatetus, where Theatet says:11 

 

Theatet: That is a distinction, Socrates, which I have heard made by someone else, but I had 
forgotten it. He said that true opinion, combined with reason, was knowledge, but that the 
opinion which had no reason was out of the sphere of knowledge; and that things of which there 
is no rational account are not knowable – such was the singular expression which he used – and 
that things which have a reason or explanation are knowable.  
 

Now there are many things one could and should say about Plato’s remarks. Because 

this is not a book about the very beginnings of the concept of knowledge, however, I 

will not go into an analysis of this quotation here. 

 The JTB analysis was the predominant one for several centuries. Philosophers 

treated the alleged truth of the analysis as a matter of fact. Ironically, it is at the same 

time not that easy to find explicit statements of the JTB analysis in the literature – at 

least prior to the year 1963.12 Let me cite one more and one less prominent one. 

According to Clarence Irving Lewis’ firm conviction, “[k]nowledge is belief which not 

only is true but also is justified in its believing attitude”.13 And in a little-known article, 

published in the year 1956, Arthur Smullyan claims that we 

 
may further elucidate what we mean by classifying a judgment as empirical knowledge by 
saying, as first approximation, that such a judgement is true on the one hand and justified on the 
other.14  
 

Smullyan admits that the concept of truth as well as the concept of justification are 

vague,15 but he nevertheless thinks that the JTB analysis is true. It is interesting to see 

that Smullyan obviously does not see any reason at all to argue for the truth of that 

analysis. He considers it as a commonplace, a truism. The possibility of taking the truth 

of the JTB analysis for granted, however, suddenly vanishes in the year 1963, the year 

in which Edmund Gettier’s article hit the streets. 

 

2.4 Edmund Gettier 
What we now turn to is, as I see it, the kind of stuff sociologists’ dreams are made of: A 

group of intelligent and rationally thinking people, all of the same profession, believe 
                                                           

11  (201c–210b) 
12  cf. Plantinga (2003:6) for the same point. 
13  Lewis (1956:28) 
14  Smullyan (1956:362) 
15  cf. Smullyan (1956:362f.) 
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that a certain theory is true. Indeed, not only contemporary representatives of that 

profession believe it, but also their predecessors, as well as the predecessors of these 

predecessors. In fact, almost everybody who ever had this profession since the old 

Greeks believed that the theory in question is true. One day, a young member of this 

group starts to wonder how he could express his admiration for another prominent 

contemporary epistemologist.16 He comes to think that the only thing he has to do is to 

draw the attention of the epistemological community to a convincing case in which the 

theory in question seems not to be true. What he has to find is a counterexample. No 

sooner said than done, he writes a paper in which he presents such a counterexample, 

and, to his own surprise (he was no expert), his whole peer group accepted the 

counterexample as evidence against the theory; somehow, the theory didn’t seem to be 

true anymore. And the young philosopher got what he was looking for. 

 So far with sociologists’ dreams. Needless to mention, this is not only a 

sociologist’s dream, but also part of philosophical reality. The clever young guy is 

Edmund Gettier, the theory in question is the JTB analysis of knowledge, the topic of 

which Edmund Gettier surely was no expert is epistemology, and the peer group 

mentioned above is the group of philosophers working in the analytic tradition. The 

story of this young philosopher, how he persuaded his whole peer group more or less 

overnight, is, without doubt, one of the most impressive ones epistemology is in a 

position to offer.17,18.  

 What are the counterexamples Gettier came up with? Actually, he presented two 

counterexamples. In order to understand the underlying idea, however, it is enough to 

consider only one: Smith believes that John owns a Ford. He believes this because Jones 

has picked him up several times with a Ford and besides that, some people told Smith 

that Jones owns a Ford. Prima facie, Smith’s belief that Jones owns a Ford is justified. 

As a consequence Jones further believes that either Jones owns a Ford or Brown is in 

Barcelona. As it happens, it is the case that (unbeknownst to Smith), firstly, Jones does 

not own a Ford and, secondly, Brown is in fact in Barcelona. Smith has the justified true 

                                                           
16  Gettier (2005) in correspondence 
17  Timothy Williamson (2005:2) makes the same point: “Almost overnight, the vast majority of 

epistemologists throughout the analytic community rejected what for more than two thousand years, 
since Plato, had been the standard analysis of the central epistemological concept, in response to a 
couple of imaginary examples in a three-page article by someone most of them never heard of: 
sociologically, a striking phenomenon.” 

18  I simplify. As we will see later in this book, the intuition many philosophers have concerning the 
Gettier cases is far from universal. There are also philosophers who would disagree with me in 
claiming that the Gettier cases are convincing counterexamples to the JTB analysis. For the moment, 
however, this point is not important.  
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belief that either Jones owns a Ford or Brown is in Barcelona, and at the same time, we 

have the strong intuition that he does not know that either Jones owns a Ford or Brown 

is in Barcelona. Therefore, the belief condition, the truth condition and the justification 

condition are together not sufficient for knowledge, or so Gettier argues.19, 20 

Some philosophers claim that Gettier’s article is perhaps one of the most 

influential ones in the epistemological debate since a very long time ago. And such a 

thesis is surely not far-fetched. The significance ratio, as Plantinga calls “the ratio 

between the number of pages that have been written in response to it, and its own 

length; and the havoc he has wrought in contemporary epistemology”,21 may indeed be 

unrivaled. Today, more than forty years after the publication of Gettier’s article, 

epistemologists are still looking for an explanation of knowledge that can deal with the 

Gettier cases.22 To be sure, there are some explanations whose proponents believe that 

they resist Gettier’s arguments, so to speak. These explanations are, however, not widely 

accepted. There is no generally accepted proposal on how to deal with the Gettier cases. 

In the light of these facts, some epistemologists have decided to forget about the 

traditional explanation of justification that is based on the ability of citing reasons. We 

will learn more about that in the following chapters. Many other epistemologists have 

completely given up trying to explain knowledge and have instead confined themselves 

to answering the question what epistemic justification is.23 

 

                                                           
19  Gettier (1963:121ff) 
20  Considering again the different kinds of knowledge I mentioned in the last chapter, it is clear that one 

can as well argue that the requirements of the JTB analysis are also not necessary for knowledge. 
Usually, when someone knows how to cycle, he has no respective justified true beliefs. Indeed, we 
often cannot spell out how we do cycle – i.e., how we perform the very action we often do perform. 
We nevertheless have some kind of knowledge here.  

21  Plantinga (1993:32a) 
22  Only very few philosophers argue that we do not have to look for such an explanation. See, e.g., 

Weatherson (2003). 
23  To avoid misunderstandings: not every contemporary philosopher agrees on the basic plausibility of 

the traditional analysis of knowledge; not every contemporary epistemologist tries to improve the 
traditional account so that it isn’t vulnerable to Gettier cases any more. To draw the reader’s attention 
to only two of the many further examples: First, there are proponents of reliabilism who do not take 
the concept of justification into their accounts. Secondly, there is a lively debate following Timothy 
Williamson’s remarks in his book titled Knowledge and Its Limits (2000, see esp. ch. 1), where he 
claimed that knowledge is a state of mind and not analysable into the traditional components of belief, 
justification and truth. The plausibility of a reliabilist account will be considered later in this book. 
Williamson’s account, however, will not be at our focus of attention here. 
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3 A Priori Knowledge 
3.1 The second premise  
In the following chapters, I will argue for the theses of the Master Argument I have 

introduced above:  

 
(1) A plausible account of the a priori has to be widely applicable as well as 
informative. (chapter 3)  
(2) The three most prominent current accounts of the a priori suffer either from 
not being widely applicable or else from not being informative. 

   Therefore: there is need of an explanation that fulfils both requirements. 
                

 

 

3.2 Introduction 
So far, I have only sketched a few important developments of the debate about 

knowledge. I have pointed out in what way explanations of knowledge have been 

approached traditionally. Besides, I have sketched one of the main challenges to this 

traditional analysis. Knowledge, to be sure, is not the topic of this book. The goal of the 

last chapter was only to provide the reader with an improved understanding of why 

some philosophers choose the respective accounts of a priori knowledge they choose. 

So, it is time to turn to the real topic of this book, namely a priori knowledge.  

“A priori” is Latin and means “from what is before”. The terms ‘a priori’ and ‘a 

posteriori’ are used in philosophy in order to express whether something depends on 

experience or not (whether it is a priori or a posteriori). ‘A priori’ and ‘a posteriori’ are 

directly antipodal. Now, what are the entities philosophers usually ascribe the feature of 

being a priori to? And what exactly does it mean that something depends on experience? 

Merely claiming that a priori knowledge is knowledge which is independent of 

experience will not do the trick.24 Consider the different ways we sometimes come to 

know a certain proposition. Suppose that you are on your way through Midtown, 

Manhattan, as you come to register a crowd on the pavement. Approaching this crowd, 

you see a well-known person, thereby coming to believe and know that Derek Jeter is 

over there, the famous New York Yankees infielder. How do you get to know the 

                                                           
24  As Pollock and Cruz (1999:16) point out: 

“A priori knowledge is usually defined as ‘what is known independently of experience’, or perhaps as 
‘what is known on the basis of reason alone’. But it must be acknowledged that these are not very 
helpful definitions and they should not be taken too seriously. Rather, we recognize that there is a 
certain class of knowledge that seems importantly different from other kinds of knowledge and we 
give it a label – ‘a priori knowledge’.” 
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proposition that it is Derek Jeter over there? Well, you have an image of Derek Jeter 

stored in your memory, you believe that the man over there is looking like this stored 

image and you do not have any reason to doubt the reliability of your visual faculties. 

All this taken together will prima facie justify your belief that Derek Jeter is over 

there.25 

 Now, there are also ways of coming to know certain propositions that are 

fundamentally different from the one just described. Consider the case in which you get 

to know a logical proposition by way of reading a proof for it.26 Here, you also have 

some visual experience – namely the experience of looking at a certain piece of paper on 

which someone wrote down the proof. The justification of your belief that the proof’s 

conclusion is true, however, does not rest on experience. Here we have to be careful not 

to confuse the way a certain belief has been caused with the grounds of its justification. 

In both cases just described – the Jeter case as well as the logical-proposition case – our 

respective beliefs seem to be justified. In the former, this justification rests on 

experience, in the latter, it doesn’t.  

 Very well, but that does not tell us on what exactly our justification in the case of 

the logical proof mentioned above rests. Moreover, to what do we refer with 

“experience” when we say that the justification in question does not rest on experience? 

Paul Boghossian and Christopher Peacocke, introducing their recent best-selling 

collection of essays on the a priori, distinguish three different ways of interpreting the 

phrase “independent of experience”: 

 

The strictest construal of ‘experience’ takes it to mean perceptual experience of the world 
beyond the thinker’s body. An intermediate construal takes it to apply to any perceptual 
experience, whether of the external world, or of the thinker’s own bodily states and events. The 
most general construal takes it to apply to any conscious state or event, whether perception or 
conscious thinking, wishing, or imagining. If we use the strictest construal of ‘experience’ in 
characterizing the a priori, then ‘I am in pain’ will be counted as a priori, when the thinker 
judges it because he is in pain. His belief that he is in pain is not justified by the character of any 
experience of the world beyond his own body. On the intermediate construal, ‘I am thinking 
about which city to visit’, when the thinker judges it because he is so thinking, will be counted 
as a priori. On the most general construal of ‘experience’, none of these self-ascriptions will be 
a priori.27 
 

How do epistemologists decide which meaning of “experience” they should choose for 

their account of a priori knowledge or a priori justification? It seems that there are 

                                                           
25  For a similar example see Boghossian and Peacocke (2000b:1f.) 
26  cf. Boghossian/Peacocke (2000b:1) 
27  Boghossian/Peacocke (2000b:2f.) 
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several different ways of reasoning available, many of them relying on intuitions. Some 

philosophers think that, ideally, the cases which are regarded by their account of a priori 

knowledge should correspond in a one-to-one way to those that are regarded as cases of 

a priori knowledge according to our intuitions. They assume that there is a set of prima 

facie exemplary cases of a priori knowledge, and an account of the a priori that is not 

able to deal with these cases should not be the one of choice. If we would choose the 

third construal of “experience” mentioned above by Boghossian and Peacocke, our 

resulting account of the a priori would be one that cannot deal with all prima facie 

exemplary cases of a priori knowledge. So we would have to reject that construal. 

 In the same spirit, many philosophers would also reject the first construal of 

“experience” mentioned above. They would reject it because according to an account of 

the a priori grounded on such a construal there would be many more cases of a priori 

knowledge than most philosophers have ever dreamt of. For many philosophers, this is 

rather unwanted.  

 What remains is the intermediate construal. It seems to be the one that fits best 

with philosophers’ intuitions concerning prima facie cases of a priori knowledge. Such a 

way of reasoning, to be sure, is not without critics. One may wonder why we should 

slavishly follow our intuitions concerning prima facie exemplary cases of a priori 

knowledge and not our intuitions concerning, say, the more general epistemological 

position we take. Epistemological naturalism is a case in point. Some philosophers have 

the strong intuition (and some of them also have good arguments) for the thesis that the 

basic idea of epistemological naturalism is true.28 According to most versions of 

epistemological naturalism, there is no a priori knowledge. If you think that the more 

general ideas of naturalism are true, you have to decide between your intuitions (and 

arguments) concerning naturalism, on the one side, and your intuitions concerning 

prima facie exemplary cases of a priori knowledge, on the other side. It is hard to see 

how one could take both seriously; one would have to make up one’s mind. And 

moreover: one has to argue for that decision. 

Be that as it may, we will now take a look at the ways different philosophers have 

approached the topic at hand. In the following three sections, I will analyse three of the 

most prominent accounts of the a priori, drawing the reader’s attention to their 

weaknesses and strengths: the meaning-based account, the intuition account, and the 

reliabilist account. 

                                                           
28  For more details, see chapter 3.5.2. 



 

25 

 
3.3 The meaning-based account 
Let us begin with the presumably most popular account of a priori knowledge: the 

meaning-based account. At least in one version, the account refers to a distinction 

originally made by Immanuel Kant: the distinction between analytic and synthetic 

statements.29 

(Just a caveat: What follows is not intended to be an adequate treatment of Kant’s 

account of the a priori. Such an adequate treatment would definitely go beyond the 

scope of this book, and is also not my project here. What I’d like to do is merely to 

provide the reader with a gesture in the right direction.) 

 

3.3.1 Kant and the a priori 
The a priori has been at the center of philosophical interest for several centuries now. 

This topic’s fascination and charm have hardly diminished over the years. The reasons 

for its attractiveness, however, may be slightly different today. In order to get a picture 

of the respective reasons to the time of Kant’s immediate predecessors; in order to 

understand what provoked them to think so intensively about the a priori, we have to go 

back in time – about 400 years.  

 On January 7th, 1610, Galileo Galilei got ready to cause a scientific earthquake 

the repercussions of which remained tangible for many decades. On this day, Galileo 

was going to use a telescope in order to explore the celestial bodies. He discovered the 

four satellites of Jupiter (more precisely: the presumptive stars he was observing 

actually orbited Jupiter). Thenceforward it was hard to maintain the traditional 

Aristotelian and Ptolemaic view according to which the earth is the centre of the 

universe. The basic point is quite simple: if the motions of these satellites are centered 

on Jupiter, there are at least two ‘centers’ of the universe, not one. 

 The collapse of the traditional scientific positions also had a tremendous effect on 

the philosophers of the subsequent decades. One of these philosophers was René 

Descartes. At the age of fourteen, as John Cottingham reminds us,  

 

                                                           
29  I simplify a bit here when suggesting that the history of analyticity begins with Kant. It is true that he 

introduced the concept of an analytic truth. However, as Hanna (2001:121) rightly maintains, “there 
were important anticipations of it by Locke (‘trifling propositions’), Hume (‘relations of ideas’), and 
Leibniz (‘verités de raison’, ‘identical propositions’).” 
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he was one of those chosen to take part in a spectacular ceremony held at La Flèche that 
summer to mark the death of the College’s royal benefactor, Henry IV; in the course of the 
solemnities a sonnet was recited hailing the discovery of the moons of Jupiter, which 
‘brightened the gloom of the King’s death’.30 
 

We can only guess what fourteen-year-old Descartes may have thought of all these 

developments.31 What we do know, however, is that the question concerning the 

possibility of knowledge made him think. What Descartes was looking for, inter alia, 

was an absolutely certain point on which all future knowledge could be grounded. 

Pursuing this project, he consequently rejected all the propositions he seemed to know 

by experience as candidates for this certain point. Considerations about hallucinations, 

demon worlds and deceiving gods led him assume that such experiences cannot be the 

absolutely certain point he was looking for. He famously claimed that that absolutely 

certain point is his belief that he exists: 

 

But I have convinced myself that there is absolutely nothing in the world, no sky, no earth, no 
minds, no bodies. Does it now follow that I too do not exist? No: if I convinced myself of 
something then I certainly existed. … [L]et him [a deceiver of supreme power and cunning] 
deceive me as much as he can, he will never bring it about that I am nothing so long as I think 
that I am something. So after considering everything very thoroughly, I must finally conclude 
that this proposition, I am, I exist, is necessarily true whenever it is put forward by me or 
conceived in my mind.32 
 

From a sociological point of view, it is indeed highly interesting to see how 

philosophers tried to accommodate the revolutionary incidents of these years. To be 

sure, Galileo’s research results were not the only ones they had to incorporate into their 

world view. Newton, in the late 1660’s, formulated the theory of universal gravity and 

published it in his Principia, which is usually considered as transforming early modern 

natural philosophy into modern physical science.33 In the light of his obvious 

commitment to empirically driven science,34 many philosophers wondered whether 

there is, or can be, a kind of knowledge that is independent of experience. 

 This emphasis is also obvious in the work of another prominent predecessor of 

Kant: Leibniz. In his New Essays on Human Understanding, he rejects the view that 

                                                           
30  Cottingham (1998:3) 
31  cf. ibid. 
32  (AT VII 25, Translation: Cottingham, 16–17) 
33  cf. Smith (2007) 
34   ibid. 
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there are no innate ideas, a thesis famously championed by John Locke.35 Leibniz 

remarks that he  

 

always did and still do accept the innate idea of God, which M. Descartes upheld, and thus 
accept other innate ideas which could not come to us from the senses. Now the new system 
takes me even further; and – as you will see later on – I believe indeed that all the thoughts and 
actions of our soul come from its own depths and could not be given to it by senses.36 
 

On the one hand, Kant’s work is quite obviously shaped by Leibniz’ position. The 

principal of the Friedrichkollegium, the very school Kant attended between the ages of 

eight and sixteen, was (at until that time) Albert Schultz, a former student of Christian 

Wolff, who was himself a student of Leibniz.37 For many years, Kant’s way of reasoning 

was influenced by Leibniz’ work. Not to mention the other important influence on his 

work, however, would mean to mischaracterize Kant’s intellectual development. It was 

David Hume who awakened Kant from his “dogmatic slumber”. And, to be sure, 

Hume’s reasoning could not be more different from Descartes’ and Leibniz’. He intends 

to apply ‘the experimental method’ to philosophy, as the subtitle of his Treatise of 

Human Nature tells us. According to Hume, all our perceptions are derived either from 

sensation or from reflection: 

 

All the perceptions of the human mind resolve themselves into two distinct kinds, which I shall 
call IMPRESSIONS and IDEAS. The difference betwixt these consists in the degrees of force 
and liveliness, with which they strike upon the mind, and make their way into our thought or 
consciousness. Those perceptions, which enter with most force and violence, we may name 
impressions: and under this name I comprehend all our sensations, passions and emotions, as 
they make their first appearance in the soul. (T1) 
 

Bear in mind that according to Hume, we can combine our ideas in order to get more 

complex ideas. He also points out that  

 

though our thought seems to possess this unbounded liberty, we shall find, upon a nearer 
examination, that it is really confined within very narrow limits, and that all this creative power 

                                                           
35  “Since then though the knowledge of a GOD, be the most natural discovery of humane Reason, yet 

the Idea of him, is not innate, as, I think, is evident from what has been said; I imagine there will be 
scarce of any other Idea found, that can pretend to it: since if God had set any impression, any 
character on the Understanding of Men, it is most reasonable to expect it should have been some clear 
and uniform Idea of Himself, as far as our weak Capacities were capable to receive so 
incomprehensible and infinite an Object. But our minds being, at first, void of that Idea, which we are 
most concerned to have, it is a strong presumption against all other innate Characters” (Book I, 
Chap. IV, §17). 

36   Leibniz (1981:74) 
37   cf. Buroker (2006:4) 
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of the mind amounts to no more than the faculty of compounding, transposing, augmenting, or 
diminishing the materials afforded us by the senses and experience.38  
 

That is, according to Hume we cannot go beyond the level of the materials the senses 

and experience provide us with. There is no level independent of experience. Obviously, 

the gap between Descartes’ and Leibniz’ reasoning on the one side and Hume’s on the 

other could not be more striking. Kant, having a foot in both camps, had to make a 

choice. In the preface to the first edition of his Critique of Pure Reason, he famously 

describes the situation of metaphysics as follows: 

 

In more recent times, it has seemed as if an end might be put to all these controversies and the 
claims of metaphysics receive final judgment, through a certain physiology of the human 
understanding – that of the celebrated Locke. But it has turned out quite otherwise. For how 
ever the attempt be made to cast doubt upon the pretensions of the supposed Queen 
[metaphysics] by tracing her lineage to vulgar origins in common experience, this genealogy 
has, as a matter of fact, been fictitiously invented, and she has still continued to uphold her 
claims. Metaphysics has accordingly lapsed back into the ancient time-worn dogmatism, and so 
again suffers that depreciation from which it was to have been rescued.39  
 

He might also have become simply indifferent concerning these issues – which however 

he did not do. As he reminds us, “it is idle to feign indifference to such enquiries, the 

object of which can never be indifferent to our human nature”.40 Kant had to make up 

his mind; he had to choose – echoing Gardner’s words – between Newtonian science on 

the one hand and Leibnizian metaphysics on the other, between rationalist dogmatism 

and skeptical empiricism.41, 42 As is well known, he did not choose either one of these 

options, but synthesized them. In the Critique he argued that  

 

[o]ur nature is so constituted that our intuition can never be other than sensible; that is, it 
contains only the mode in which we are affected by objects. The faculty, on the other hand, 
which enables us to think the objects of sensible intuition is the understanding. To neither of 
these powers may a preference be given over the other. Without sensibility no object would be 
given to us, without understanding no object would be thought.43  
 

                                                           
38  An Enquiry concerning Human Understanding, Section II 
39  A x 
40  ibid. 
41  cf. Gardner (1999:2) 
42  This is terribly simplifying. It suggests that Kant made that very decision once and for all and did not 

modify his philosophical orientation over the years – which is certainly false. However, due to limited 
space, I will not go into the details. 

43  A 51/B 75 
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What Kant strives for, with his Critique of Pure Reason, is a tribunal “which will assure 

to reason its lawful claims, and dismiss all groundless pretensions, not by despotic 

decrees, but in accordance with its own eternal and unalterable laws”.44 He envisages a 

critique of “the faculty of reason in general, in respect of all knowledge after which it 

may strive independently of all experience”.45 

 Very well, but what exactly is this kind of knowledge; how should we describe it? 

And what kinds of propositions do we know on purely a priori grounds? In the 

introduction to the Critique, Kant first draws the reader’s attention to the difference 

between two roles experience seems to take, two roles I already mentioned in the first 

chapter: the roles experience has in causing beliefs, on the one hand, and in justifying 

them, on the other. Sometimes we have knowledge, and this knowledge presupposes 

that we have had some experiences. For example, you have to have some experiences in 

order to acquire the concept bachelor. Once you have acquired that concept, no more 

experience is needed in order to come to the belief that bachelors are male. Kant 

remarks that 

 

[t]here can be no doubt that all our knowledge begins with experience. For how should our 
faculty of knowledge be awakened into action did not objects affecting our senses partly of 
themselves produce representations, partly arouse the activity of our understanding to compare 
these representations, and, by combining or separating them, work up the raw material of the 
sensible impressions into that knowledge of objects which is entitled experience? In the order of 
time, therefore, we have no knowledge antecedent to experience, and with experience all our 
knowledge begins. But though all our knowledge begins with experience, it does not follow that 
it all arises out of experience. … This, then, is a question which at least calls for closer 
examination, and does not allow for any off-hand answer: – whether there is any knowledge that 
is thus independent of experience and even of all impressions of senses.46  
 

This last question mentioned by Kant also gives us a hint about what he means by 

“a priori knowledge”. A priori knowledge is, according to this characterization, 

independent of all experiences and impressions and has to be distinguished from 

empirical knowledge, the kind of knowledge he calls “a posteriori”.47 This way of 

explicating the a priori is not strict enough. He asks us to imagine a man who 

undermined the foundations of his house. In some sense, this man knows a priori that 

the house will fall, after being undermined. He knows this on a priori grounds because 

there is a general rule, namely the rule according to which houses whose foundations 

                                                           
44 A xii 
45 Ibid. 
46 B 1, 2 
47 B 2 
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have been undermined will fall. On closer examination, however, this case will turn out 

as one that is not completely a priori: “Thus we would say of a man who undermined 

the foundations of his house, that he might have known a priori that it would fall, that 

is, that he need not have waited for the experience of its actual falling. But he still could 

not know this completely a priori. For he had first to learn through experience that 

bodies are heavy, and therefore fall when their supports are withdrawn.”48 Accordingly, 

Kant decides to understand as a priori knowledge only knowledge that is “absolutely 

independent of all experience”; he calls this kind of a priori knowledge “pure”: “A priori 

modes of knowledge are entitled pure when there is no admixture of anything 

empirical.”49 

Still unclear is, which kinds of propositions we can know a priori. One kind of 

proposition has already been mentioned above: propositions the truth of which we can 

recognize only because we possess the concepts they are constituted of. In order to 

know that bachelors are unmarried, you only have to possess the concept bachelor and 

the concept being unmarried. This is where Kant introduces a second distinction, the 

distinction between analytic and synthetic judgments. He claims that 

 

[i]n all judgments in which the relation of a subject to the predicate is thought […], this relation 
is possible in two different ways. Either the predicate B belongs to the subject A, as something 
which is (covertly) contained in this concept A; or B lies outside the concept A, although it does 
indeed stand in connection with it. In the one case I entitle the judgment analytic, in the other 
synthetic. Analytic judgments […] are therefore those in which the connection of the predicate 
with the subject is thought through identity; those in which this connection is thought without 
identity should be entitled synthetic. The former, as adding nothing through the predicate to the 
concept of the subject, but merely breaking it up into those constituent concepts that have all 
along been thought in it, although confusedly, can also be entitled explicative. The latter, on the 
other hand, add to the concept of the subject a predicate which has not been in any wise thought 
in it, and which no analysis could possibly extract from it; and may therefore be entitled 
ampliative.50  
 

Kant is concerned here with judgments of the form A is B. In the case of the judgment 

Bachelors are unmarried, the predicate unmarried is contained in the concept bachelor, 

while in the case of Bachelors are lazy, the predicate lazy lies outside of the concept 

bachelor. The first kind of judgements are analytic, the second synthetic. In order to 

know that the proposition that bachelors are unmarried is true, we do not have to 

undertake empirical investigations; as Kant maintains, we “have already in the concept 

                                                           
48 ibid. 
49 B 3 
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… all the conditions required for … [our] judgment”.51 We only have to “extract from it, 

in accordance with the principle of contradiction, the required predicate, and in so doing 

we can at the same time become conscious of the necessity of the judgment – and that is 

what experience could never have taught me”.52 

According to the principle of contradiction, the denial of certain judgments 

involves a contradiction. To deny, say, that bachelors are unmarried, would result in the 

judgment that some bachelors are married – which is a contradiction. To deny a 

judgment like ‘All bodies are heavy’ would not result in such a contradiction, according 

to Kant.53 In the case of the last-mentioned judgment, “the predicate is something quite 

different from anything that I think in the mere concept of body in general”,54 the 

judgement is therefore a synthetic one.  

 Now, in which way are a priori and a posteriori knowledge, on the one hand, and 

analytic and synthetic propositions, one the other, related? Kant claims that 

 

[j]udgements of experience, as such, are one and all synthetic. For it would be absurd to found 
an analytic judgment on experience. Since, in framing the judgment, I must not go outside my 
concept, there is no need to appeal to the testimony of experience in its support. That a body is 
extended is a proposition that holds a priori and is not empirical. For, before appealing to 
experience, I have already in the concept of body all the conditions required for my judgment.55  
 

According to this, analytic truths are knowable a priori and at least some synthetic truths 

are knowable only a posteriori. Besides that, in the case of synthetic truths, the one 

concept does contingently belong to the other (it is not contained in it), whereas in the 

case of analytic truths, the relation between both concepts is a necessary one. 

 Now, Kant’s actual interest is not in the analytic, but in the synthetic a priori. He 

claims that there are synthetic a priori judgments. In order to argue for this thesis, he 

refers to the case of mathematical judgements.56 According to him, mathematical 

propositions “carry with them necessity, which cannot be derived from experience”. 

Moreover, they are not analytic, because there is not the kind of entailment already 

alluded to above. Kant remarks that 

 

                                                           
51  ibid. 
52  B 12 
53  A somewhat more perspicuous example, from the point of view of a twenty-first-century philosopher, 

may be a sentence like: ‘In 2007, George W. Bush is president of the United States of America.’ Deny 
this sentence, and it will not result in a contradiction. 

54  B 11 
55  B 12 
56  B 14–B 17 
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if we look more closely we find that the concept of the sum of 7 and 5 contains nothing save the 
union of the two numbers into one, and in this no thought is being taken as to what that single 
number may be which combines both. The concept 12 is by no means already thought in merely 
thinking this union of 7 and 5; and I may analyse my concept of such a possible sum as long as I 
please, still I shall never find the 12 in it.  
 
And he explains that 

 

[w]e have to go outside these concepts, and call in the aid of the intuition which corresponds to 
one of them … [S]tarting with the number 7, and for the concept 5 calling in the aid of the 
fingers of my hand as intuition, I now add one by one to the number 7 the units which I 
previously took together to form the number 5, and with the aid of that figure [the hand] see the 
number 12 come into being. That 5 should be added to 7, I have indeed already thought in the 
concept of a sum 7+5, but not that this sum is equivalent to the number 12.57  
 

The idea seems to be clear: precisely because we have to call in the aid of intuition in 

order to see the truth (or falsity) of arithmetical judgements, they cannot be analytic; 

they are, according to Kant, all synthetic.58 – It is important here to be clear about what 

Kant means with ‘intuition’, because later in this book there will be an extensive 

discussion of some contemporary philosophers’ work, also talking about ‘intuition’. The 

‘intuition’ they refer to is not the one Kant had in mind. In order to understand Kant’s 

way of reasoning, we have to recall that, according to him,  

 

intuition is that through which it [a mode of knowledge] is in immediate relation to them, and to 
which all thought as a means is directed. But intuition takes place only in so far as the object is 
given to us. This again is only possible, to man at least, in so far as the mind is affected in a 
certain way. The capacity (receptivity) for receiving representations through the mode in which 
we are affected by objects, is entitled sensibility. Objects are given to us by means of sensibility, 
and it alone yields us intuitions, they are thought through the understanding, and from the 
understanding arise concepts. 
 

Following the modern way of talking about intuitions, intuitions do not belong to the 

sensibility because, needless to mention, most contemporary philosophers do not 

subscribe to Kant’s distinction between the two basic cognitive faculties of the human 

mind (i.e., that between understanding [‘Verstand’] and sensibility [‘Sinnlichkeit’]). 

Indeed, according to most philosophers, intuitions are no capacities, but rational 

seemings, certain cognitive states. Moreover, intuitions are understood as being 

evidence in themselves. If I have the rational intuition that, say, modus ponens is a valid 
                                                           

57  B 15–16 
58  Kant’s claim that mathematical judgments are a priori does not harmonize very well with the principle 

of contradiction. If we deny mathematical judgments – which are assumed to be necessary – we would 
get contradictions. This, however, is one of the features of analytic truths. For lack of space, I will not 
discuss this point.  
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inference schema (and if this belief is true), then I also know (or am justified in 

believing) that modus ponens is a valid inference schema – this at least is the position of 

some contemporary theorists. (More about that in later chapters.) 

 As has certainly become clear by now, a chapter about Kant’s account of the a 

priori must necessarily remain sketchy; there are so many points one could put forward 

while discussing in detail Kant’s conception of the a priori. Indeed, this is stuff enough 

to write a whole book about.59 Because this is no book about Kant’s conception of the a 

priori, but more about contemporary accounts, I have to leave my remarks concerning 

Kant’s account as the bare skeleton they unfortunately are, in order to take a big step 

back into future. As Philip Kitcher60 rightly points out, the debate about a priori 

knowledge after Kant has been shaped by three main developments. The first one is 

Frege’s exploration of the foundations of mathematics, the second one is the work of the 

so-called logical empiricists and the third one is Quine’s famous rejection of the 

distinction between analytic and synthetic statements. For the contemporary meaning-

based explanation of the a priori, I will confine myself to Quine’s and Carnap’s theses. 

Let us have a look at them! 

  

3.3.2 Carnap and the a priori 
In 1921, Rudolf Carnap handed in a dissertation about space (‘Der Raum’), where he 

distinguishes three concepts of space: the formal, the intuitive, and the physical one. 

This book definitely highlights the way in which his intellectual development has been 

influenced by Kant’s Critique of Pure Reason.61 Carnap devotes big parts of it to 

intuitive space, a space that is determined by pure intuition. ‘Der Raum’ also makes 

quite clear, however, in which way Carnap departs from the Kantian position, as Sarkar 

points out: 

 

                                                           
59  And it may even be a neglected topic, as Greenberg (2001:3) points out: “Among those who view 

Kant’s Critique of Pure Reason as a theory of the possibility of knowledge, none in the recent 
English-speaking tradition has yet produced a book devoted primarily to his theory of the possibility 
of a priori knowledge … On the contrary, following P. F. Strawson and Jonathan Bennett, 
commentators in this tradition, almost without exception, have considered all the defensible features 
of the Critique to belong to Kant’s theory of the possibility of empirical knowledge, or his theory of 
possible experience. Accordingly, they have devoted the bulk of their analysis to that aspect of the 
work.” 

60  Kitcher (2006:54) 
61  The idea of writing about space was inspired by a seminar on the Critique, held by Bruno Bauch at 

Jena University, which Carnap attented (cf. Gabriel 2004:6).  
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[I]n contrast to Kant, Carnap restricted what could be grasped by pure intuition to some 
topological properties of space; metric properties and even the dimensionality of space were 
regarded as empirical matters. In agreement with Helmholtz and Moritz Schlick …, the 
geometry of physical space was also regarded as an empirical matter. 62  
  

In order to understand the way Carnap thought about the a priori, we have to take into 

account another scientific earthquake, which occurred in 1916. This is the year in which 

Albert Einstein formulated the general theory of relativity. According to Kant, the 

principles of Euclidean geometry as well as the Newtonian laws of motion are synthetic 

a priori. Moreover, he championed the thesis that space is a form of our spatial intuition. 

One of the upshots of Albert Einstein’s general theory of relativity, however, is that 

objects do not fall because of the force gravity directly exerts on them but due to the 

curvature of space. It is not that mass or energy directly affect objects; they first affect 

space, and the objects are then affected by space. 

 In the light of these considerations, the Newtonian laws (if they are valid at all) 

cannot be a priori (at least if we follow Kant in his considerations). Besides, it is hard to 

see how the space-time structure of general relativity theory could be a form of our 

spatial intuition. In contrast to Euclidean space, Einstein’s space-time structure is in 

some sense completely counterintuitive. (One may wonder, How can space be curved?) 

If something is completely counterintuitive, however, then how can it be a form of our 

intuition? In the years after Einstein’s theory of general relativity hit the streets, a 

discussion arose between mathematicians, physicists and philosophers about the nature 

of geometry. It would clearly go beyond the scope of this chapter to present this 

discussion (or even only the philosophical contributions to it) in detail.63 Of importance 

for our purposes here is only that in his dissertation, Carnap tried to clarify the different 

and seemingly incompatible accounts of space: formal, physical, and intuitive space. 

Formal space is a purely formal or abstract structure, free of non-logical particulars;64 

physical space includes not only formal relations but also spatial ones65 – it is “the 

object of an empirical theory entirely on a par with the rest of physics”.66 Intuitive 

space, finally, is the structure given to us by the essence (‘Wesen’) of phenomena.67 

 According to Carnap, there is no real conflict between the different accounts; the 

appearance of such a conflict is due to the fact that the theorists are talking about 
                                                           

62  Sarkas (2001:95) 
63  For such an overview, see Friedman (2004:101–105) 
64  Carnap (1922:8) 
65  ibid., 32 
66  Friedman (2004:106) 
67  Carnap (1922:22); cf. also Friedman (2004:106) 
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different things when they talk about space.68 Now it is important to bear in mind that, at 

that time, Carnap still believed that there are synthetic a priori statements. More exactly, 

all the basic principles of intuitive space are, according to Carnap’s firm conviction, 

synthetic a priori. This is a thesis he abandoned in the years after Der Raum was 

published.69 In Der logische Aufbau der Welt, the first edition of which Carnap wrote 

largely in the years 1922–25,70 and in which he argued for the thesis that all concepts 

can be understood in terms of sensory experiences, he claims that there are no synthetic 

a priori statements.  

 Now, it was one of the basic tenets of the Vienna Circle, a group of philosophers 

who met in Vienna from 1922 to 1938,71 and to which Carnap also belonged, that all 

knowledge is based on sense-experience. On first sight, this might seem contrary to the 

traditional assumption that there is some kind of knowledge that is independent of 

experience, namely mathematical and logical knowledge. Carnap tried to dissolve this 

tension by assuming that this is not real knowledge, that mathematics and logic are 

analytic. As analytic statements they are not statements about things in the world, they 

are only consequences of the rules of our language.72 As Carnap repeatedly pointed out 

in his later work, analytic statements are true only because of their form;73 they are 

statements about concepts.74 Such statements do not tell us anything about the world.75  

 That very distinction between empirical statements and analytic ones is also the 

ground from which Carnap starts his attacks against traditional metaphysics. He claims 

that all statements which are neither analytic nor verifiable by experience are 

meaningless. And because metaphysical statements are neither analytic (they are no 

conceptual truths) nor verifiable by experience, they are meaningless; the best we can do 

is to reject them. Carnap also calls such meaningless statements ‘pseudo-statements’. 

Basically, he distinguished two kinds of pseudo-statements. On the one hand, there are 

                                                           
68  cf. Carnap (1922:5) 
69  cf. Friedman (2004:106) 
70  Carnap (1998:XVII) 
71  cf. Uebel (1999:956) 
72  cf. Hylton (2001:183, 2007:49) 
73  “Die Sätze der Logik und Mathematik sind Tautologien, analytische Sätze, Sätze, die allein auf Grund 

ihrer Form gültig sind” Carnap (1931a:433). 
74  cf. Carnap (1998:148) 
75  “Sie haben keinen Aussagegehalt, d.h. sie besagen nichts über das Bestehen oder Nichtbestehen 

irgendeines Sachverhaltes. Wenn man zu dem Satz ‘(Das Ding) a ist schwarz’ hinzufügt ‘oder a ist 
blau’, so besagt der Gesamtsatz zwar weniger als der erste Satz, aber immerhin noch etwas. Fügt man 
dagegen zu dem ersten hinzu ‘oder a ist nicht schwarz’, so besagt der Gesamtsatz überhaupt nichts 
mehr. Er ist eine Tautologie, d.h. er trifft unter allen Umständen zu. Daher kann aus seiner Mitteilung 
nicht entnommen werden, welche Beschaffenheit das Ding hat” Carnap (1931a:433). 
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statements that contain one or more words without meaning.76 These are statements to 

the words of which we erroneously ascribe meaning. On the other hand, there are 

statements the words of which do have meaning, but which are formed in a way not 

sanctioned by the syntactical rules. Metaphysical statements are instances of both types, 

according to Carnap.77 Many years later, Carnap described the development of his 

opinion concerning metaphysics as follows: 

 
I came to hold the view that many theses of traditional metaphysics are not only useless, but 
even devoid of cognitive content. They are pseudo-sentences, that is to say, they seem to make 
assertions because they have the grammatical form of declarative sentences, and the words 
occurring in them have many strong and emotionally loaded associations, while in fact they do 
not make any assertions, do not express any propositions, and are therefore neither true nor 
false. … The view that these sentences … are non-cognitive was based on Wittgenstein’s 
principle of verifiability. This principle says, first, that the meaning of a sentence is given by the 
conditions of its verification and, second, that a sentence is meaningful if and only if it is in 
principle verifiable.78 
  
It is important to recognize the theoretical burden that lasts on the analytic–synthetic 

distinction in Carnap’s framework. Without that distinction, his claim that all our 

knowledge is empirical and that metaphysical statements are meaningless would be 

hardly justifiable. It is therefore, as Hylton remarks, “not surprising … that the general 

differences between Quine and Carnap come to a head in their disagreement over 

analyticity”.79 

 

3.3.3 The challenge: Quine’s criticism  
So far, I have sketched Kant’s as well as Carnap’s account of statements that are a priori 

and analytic. Although there are substantive differences between both accounts of 

analyticity, they also have at least one thing in common: they treat the assumption that 

there is a real distinction between analytic and synthetic (or empirical) statements as a 

matter of course.80 And so did the majority of other philosophers. As Quine’s paper 

                                                           
76 “Eine Sprache besteht aus Vokabular und Syntax, d.h. aus einem Bestand an Wörtern, die eine 

Bedeutung haben, und aus Regeln der Satzbildung; diese Regeln geben an, wie aus Wörtern der 
verschiedenen Arten Sätze gebildet werden können. Demgemäß gibt es zwei Arten von Scheinsätzen: 
entweder kommt ein Wort vor, von dem man nur irrtümlich annimmt, daß es eine Bedeutung habe, 
oder die vorkommenden Wörter haben zwar Bedeutungen, sind aber in syntaxwidriger Weise 
zusammengestellt, so daß sie keinen Sinn ergeben” (1931b: 220). 

77  cf. Carnap (1931b: 223) 
78  Schilpp (1963:45) 
79  Hylton (2007:51) 
80  I simplify. There has been, first of all, the rejection of the Kantian explanation of the analytic–

synthetic distinction by British neo-Hegelians, in the 1880’s and 1890’s (cf. Hanna 2001:121). They 
were, as Hanna (ibid.) puts it, “thoroughgoing holists about meaning, truth, and belief; and their 
holism entailed that all propositions are indissolubly analytic in one respect and synthetic in another”. 
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“Two Dogmas of Empiricism” was published, in the year 1951, it was the beginning of 

the end of that era.81 In this paper, presumably Quine’s most famous paper,82 he rejects 

two theses we already know from the last section: First, the thesis that there is a real 

difference between analytic and synthetic statements and, second, the thesis “that each 

meaningful statement is equivalent to some logical construct upon terms which refer to 

immediate experience”, as Quine puts it. 

 Two preliminaries, before I consider the way Quine supports his denial of the two 

theses. First of all, it is important to have in mind how strong his claim concerning 

analyticity is indeed. Quine does not point out that a few philosophical accounts are 

problematic and that we can easily sort out these problems by way of using another 

terminology. With “Two Dogmas of Empiricism”, he is playing in a different league: He 

is telling the whole philosophical community that they are misguided about analyticity, 

about the distinction they imbibed more or less with their mother’s milk. Indeed, some 

authors even speak of Quine’s ‘war on analyticity’,83 and one simply does not wage war 

against negligibilities.84  

 Secondly, we saw in what way Carnap’s way of reasoning was influenced by 

Kant’s work. Now, what about Quine? Does he consider Kant’s account of analyticity, in 

his “Two Dogmas of Empiricism”? Well, he does. However, the respective discussion is 

rather disappointing. First of all, according to Quine’s presentation, Kant provided us 

with only one criterion of analytic judgments, namely the one according to which the 

                                                                                                                                                                                                            
Secondly, as Mayer (2004:61) remarks, there was a critical discussion of the concept of analyticity 
about two years before Quine’s paper “Two Dogmas of Empiricism” was published, initiated mainly 
by a talk of Morton White, given in 1949. 

81  In order to avoid misunderstanding, I have to emphasize that it was only the beginning of the end, 
because the challenge with which Quine provided the philosophical community was not recognized 
from one day to the next, as Gilbert Harman pointed out: “Quine’s paper, ‘Two Dogmas of 
Empiricism,’ questioned whether it was possible to make any useful analytic–synthetic distinction in 
an acceptably scientific way. Few philosophers were converted to Quinean scepticism about the 
distinction at first, but there followed an intense exploration, in which numerous attempts to defend 
the distinction proved ineffective. By the late 60s, opinions had shifted to the extent that philosophers 
of an analytic bent came to fear the challenge, ‘Aren't you assuming the analytic–synthetic 
distinction?’ The change in philosophical climate was not an immediate consequence of the 
publication of ‘Two Dogmas of Empiricism.’ So, it is a mistake to suppose that this change can be 
understood or assessed simply analyzing that important paper taken just by itself. The ensuing 
discussion was equally important in showing that a certain philosophical line was not sustainable” 
(1996:396) 

  Moser (1987b:6) even claims that “[a]lthough philosophers such as W. V. Quine have challenged 
the conceptual viability of the analytic–synthetic distinction, this distinction persists widely among 
contemporary philosophers”. 

82  cf. Creath (2004:47) and also Isaacson (2004:214) 
83  Bohnert (1986:77) 
84  I will confine myself here to the theses of Quine’s “Two Dogmas of Empiricism”. He later somewhat 

revised his claims concerning logical truth and their analytic status. It would go beyond the scope of 
this chapter to discuss all these developments. 
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predicate is already conceptually contained in the subject. Admittedly, he also cites the 

principle of contradiction, but he does not explicitly ascribe it to Kant. Secondly, he does 

not discuss in any satisfying way these two criteria. He rejects the principle of 

contradiction by simply pointing out that “the notion of self-contradictoriness, in the 

quite broad sense needed for this definition of analyticity, stands in exactly the same 

need of clarification as does the notion of analyticity itself”. Kant’s other thesis about 

the entailment is interpreted by Quine as the thesis that “a statement is analytic when it 

is true by virtue of meanings and independently of fact”,85 in order then to criticize the 

allegedly presupposed concept of meaning. What the reader definitely misses is an 

adequate treatment of the concept of analyticity in the context of the Critique. To be 

sure, especially the last point is not meant as a decisive objection against “Two 

Dogmas”, far from it. It is only to make clear whose shoes Quine intends to fill, and 

whose not. 

 With these two preliminaries in mind, let us come back to “Two Dogmas” and the 

arguments Quine presents to support his denial of the first thesis, the thesis about the 

difference between analytic and synthetic statements. Here Quine provides us with two 

arguments. The first argument is based on the assumption that we cannot adequately 

explain the claim that a statement is analytic. Confronted with the question what an 

analytic statement exactly is, we can surely give an answer. However, this answer will 

contain again terms that are equally unclear as the term ‘analyticity’ itself. In short, 

Quine’s argument is the following 

 

(P1)  An explication of a term is adequate only if this explication does not contain terms which 

are equally unclear as the term we want to explain. 

(P2)  If a term is not explicable in the sense of (P1), then we should give up its use. 

(P3)  We are not in a position to explain the term ‘analyticity’ adequately in the sense of (P1). 

Therefore: We should give up the use of the term ‘analyticity’.86 

 

One may wonder, firstly, what exactly ‘unclear’ means in the above-mentioned 

argument. I will come back to that soon. Secondly, one may want to know how Quine 

argues for his thesis that the term ‘analytic’ is not explicable in the sense of (P1).87 

                                                           
85  cf. Quine (1953:21) 
86  This is, as Creath (1991:351) reminds us, an argument Quine already presented many years before, in 

his ‘Notes on Existence and Necessity’ (Quine 1943). 
87  It is quite obvious that (P1) is a quantification over the terms that are available for us in order to 

explain another term at a given time. We can only make an examination of the claim that with the 
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Quine’s strategy is to discuss several different attempts to explain analyticity in the 

sense of (P1) in order then to argue that all these attempts fail. The first one is captured 

at best by the slogan, analytically true sentences are logically true sentences or 

sentences that can be transformed into logically true sentences.  

 On the one hand, there are statements like “No unmarried man is married”. They 

seem to be true only in virtue of the meaning of their logical components: “The relevant 

feature of this example is that it not merely is true as it stands, but remains true under 

any and all reinterpretations of ‘man’ and ‘married’.”88 On the other hand, there are 

statements that are not logical truths but can be transformed into logical truths. One 

example is, “No bachelor is married”: “The characteristic of such a statement is that it 

can be turned into a logical truth by putting synonyms for synonyms; […] by putting 

‘unmarried man’ for its synonym ‘bachelor’.”89 In that sense we can say that 

analytically true sentences are sentences that are either logically true or can be turned 

into logically true sentences by putting synonyms for synonyms.  

 Unfortunately, the term ‘synonymy’ is just as unclear as the term ‘analyticity’, or 

so Quine argues, when he points out that 

 

[w]e still lack a proper characterization of […] analyticity […], inasmuch as we have had in the 
above description to lean on a concept of ‘synonymy’ which is no less in need of clarification 
than analyticity itself.90  
 

Now, if the concept ‘synonymy’ is in fact problematic, then it is perhaps a better idea to 

explain analyticity by means of the term ‘definition’. Accordingly, a statement is 

analytically true if it is either logically true or can be reduced to logically true 

statements by definitions. At least the concept ‘bachelor’ is defined as ‘unmarried man’. 

However, Quine asks us, 

 

[h]ow do we find that ‘bachelor’ is defined as ‘unmarried man’? Who defined it thus, and when? 
Are we to appeal to the nearest dictionary, and accept the lexicographer’s formulation as law?91  
 

This would mean to “put the cart before the horse”: 

 
                                                                                                                                                                                                            

terms currently available, the term in question is not explicable in the sense of (P1). (P1) cannot be 
understood as a claim about the general possibility of such an explanation, in the future.  

88  Quine (1953:22) 
89  ibid., 23 
90  ibid., 23 
91  ibid., 24 
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The lexicographer is an empirical scientist, whose business is the recording of antecedent facts; 
and if he glosses ‘bachelor’ as ‘unmarried man’ it is because of his belief that there is a relation 
of synonymy between those forms, implicit in general or preferred usage prior to his own work. 
The concept of synonymy presupposed here has still to be clarified, presumably in terms 
relating to the linguistic behavior.92  
 

So, if the concept of a definition is not suitable for our purpose of explaining analyticity, 

then we are thrown back to the question of how to explain ‘synonymy’ in the sense of 

(P1). The suggestion Quine makes is to refer to the concept of interchangeability. 

According to that reading, the claim that two terms are synonymous means that these 

terms are interchangeable salva veritate in every context. ‘Bachelor’ and ‘unmarried 

man’ are synonymous, according to that explication of synonymy.  

 Quine’s argument against such an approach proceeds in two steps. First, he points 

out that in order to explain analyticity, we need not just any kind of synonymy but a 

special one: 

 

[L]et us be clear that we are not concerned with synonymy in the sense of complete identity in 
psychological associations or poetic quality; indeed no two expressions are synonymous in such 
a sense. We are concerned only with what may be called cognitive synonymy. […] [W]e could 
explain cognitive synonymy of terms as follows […]: to say that ‘bachelor’ and ‘unmarried 
man’ are cognitively synonymous is to say no more nor less than that the statement 
 (3)  All and only bachelors are unmarried men  
is analytic. What we need is an account of cognitive synonymy not presupposing analyticity.93  
 

Secondly, we have to take into account the respective language. In an extensional 

language, interchangeability salva veritate is not sufficient for cognitive synonymy in 

the required sense.94 Quine stresses that  

 

[t]here is no assurance here that the extensional agreement of ‘bachelor’ and ‘unmarried man’ 
rests on meaning rather than merely on accidental matters of fact, as does the extensional 
agreement of ‘creature with a heart’ and ‘creature with kidneys’.95  
 

What we need is synonymy in an intensional language, a language that already contains 

terms like ‘necessarily’ or ‘possibly’. Two terms are synonymous if they are 

interchangeable salva veritate in all contexts, i.e., in intensional contexts as well. So, 

‘bachelor’ is synonymous with ‘unmarried man’ if we can substitute ‘bachelor’ salva 

veritate with ‘unmarried man’ in a sentence like ‘Necessarily, all bachelors are 
                                                           

92  ibid. 
93  ibid., 28 
94  cf. ibid., 31 
95  ibid., 31 
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bachelors’, so that we get the true sentence, ‘Necessarily, all bachelors are unmarried 

men’. And indeed, this last sentence is true.  

 Be that as it may, we should not count our chickens before they are hatched. The 

problem is that we have to explain the term ‘necessary’. What does it mean that 

necessarily, all bachelors are bachelors? According to Quine, there is only one answer: 

It is necessarily true that all bachelors are bachelors if the respective sentence (‘All 

bachelors are bachelors’) is analytically true. Then we are once more at the point we 

originally started from; we have to answer, again, the question what it means that a 

statement is analytic.  

 It is surely quite important here to be aware of a second possibility of analysing 

synonymy, namely in terms of interchangeability salva confirmatione.96 Presupposing 

some notion of stimulus meaning, one could claim that two terms are synonymous if 

they are interchangeable salva confirmatione in every context. So the terms ‘bachelor’ 

and ‘unmarried man’ are synonymous because the observations we have to make in 

order to confirm a sentence like “George W. Bush is a bachelor” and a sentence like 

“George W. Bush is an unmarried man” are the same. Taking into account 

interchangeability salva confirmatione, we could break out of the family of terms that 

are all, according to Quine, not explicable in the sense of (P1).97 

 Be that as it may, the last approach to analyticity that Quine considers is the claim 

that a statement is analytic if it is true in virtue of semantical rules. Just let us assume 

that there are semantical rules that lay down which sentences are analytic and which are 

not. Here, again, we are confronted with prima facie intractable problems. Either the 

semantical rules in question are explicit stipulations. In that case, we would not catch 

the meaning of the phrase ‘analytic’. Or else these semantical rules do in fact exist. In 

that case, we presuppose an understanding of the term ‘semantical rule’. How can we 

explain what exactly a semantical rule is? It seems that we go round in circles. The 

conclusion Quine draws from the considerations just sketched is that ‘analyticity’ cannot 

be explained adequately in the sense of (P1). Every time we try to explain the concept of 

analyticity we are forced to use a concept that is equally unclear as the concept of 

analyticity itself.  

 Before considering the second argument Quine puts forward against analyticity, 

let me draw your attention to the following question: what would it mean exactly, 

                                                           
96  cf. Creath (1991:356) 
97  cf. ibid. 
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according to Quine, to adequately explain a term like ‘analyticity’? On first sight, it is 

Quine’s point that the very terms with which we seem to be able to explain analyticity 

can themselves be explained only by reference to analyticity. That is, at least on first 

sight, Quine seems to draw the reader’s attention to a certain kind of unavoidable 

circularity. Now, as Creath rightly remarks, “all demands for further clarification, if 

pushed far enough, have nowhere to turn but to terms earlier in the series; the complaint 

of circularity could be lodged everywhere”.98 So Quine’s basic point has to be another 

one – or at least also another one. 

 The reason why he rejects the terms discussed so far seems to be his assumption 

that we have to look for behavioral criteria. In “Two Dogmas of Empiricism”, Quine is 

not quite explicit about that;99 in other writings, however, this basic idea becomes more 

obvious.100 Most basically, this is a demand of the empiricists in the tradition of the 

Vienna Circle: as we saw above, the logical empiricists argued against the legitimacy of 

metaphysical claims by pointing out that there are only our observations and that any 

legitimate claim must be connected with these observations. Claims which lack this 

connection also lack empirical content. In the case of the analytic–synthetic distinction, 

Quine seem to argue in quite the same way. There are no observational data with which 

this distinction could be connected. The distinction lacks empirical content.  

 One of the most obvious replies to Quine’s way of reasoning in “Two Dogmas of 

Empiricism” is, then, to question whether and how he argues for the thesis that there are 

no suitable behavioral criteria for clarifying the meaning of ‘analytic’. Did he really 

look in all places before he reached the conclusion that there was no way of adequately 

explicating analyticity? Well, we have to be aware of the fact that the argument Quine 

provided us with could never be airtight – all we can reach is a plausible inductive 

argument. And, as Creath remarks, this is perhaps also all we can expect: 

 

Insofar as Quine’s survey of ways to clarify concepts of meaning includes those attempts that 
would have been most naturally offered … and insofar as the attempts fail … Quine can claim 
to have the basis of an inductive argument that the requisite behavioral criteria will not be 
forthcoming. So Quine does have an argument against the intelligibility of analyticity. It was 
never intended to be airtight. But its structure is fairly clear, its basis is a reasonable and 

                                                           
98  Creath (2004:49) 
99  cf. ibid. 
100  In 1943, he writes in a letter to Carnap: “The definition of this relation of synonymity, within 

pragmatics, would make reference to criteria of behavioristic psychology and empirical linguistics” 
(Creath 1990:298). 
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minimal demand for behavioral criteria, and what it would take to defeat the argument is also 
clear. This is just what one would want from an argument in science.101  
 

And moreover: 

 

Even if someone should later devise acceptable definitions for terms in the theory of meaning, 
Quine’s argument is reasonable as of the date of “Two Dogmas …” and squarely puts the burden 
of proof on his opponents. 102 
 

What is still questionable, however, is whether Quine’s argument proves too much. As 

Carnap103 points out, the very same way of reasoning Quine presents against analyticity 

could also be applied against the concept of truth. And this is a step Quine is surely not 

prepared to take. 

 Now, at the beginning of this section I noted that Quine presents two arguments 

for his denial of the thesis that a real difference between the so-called analytic and the 

so-called synthetic statements does exist. The second one is the following: 

 

(P1)  To draw a distinction between analytic and synthetic statements makes sense only if there 

is at least one analytically true sentence. 

(P2)  There is no analytically true sentence. 

Therefore: The distinction between analytic and synthetic statements is completely flawed. 

 

One has to bear in mind that Quine here changes his way of arguing against the 

distinction between analytic and synthetic statements. Not behavioral criteria are at the 

focus of his attention now, but a certain account of confirmation. What he wants to 

reject is the idea that single sentences are confirmed or disconfirmed by empirical 

information. According to Quine, not single sentences but whole belief systems are the 

subject of revision:104 

                                                           
101  Creath (2004:53) 
102  ibid. 
103  Carnap (1963:918f.); see also Creath (2004:53) 
104  In order to understand how radical Quine’s claim is, we need only look at the debate about a priori 

knowledge in the 1940’s – before Quine’s “Two Dogmas of Empiricism” was published. A 
philosopher like Alfred Jules Ayer points out: “It might easily happen, for example, that when I came 
to count what I had taken to be five pairs of objects, I found that they amounted only to nine. … One 
would say that I was wrong in supposing that there were five pairs of objects to start with, or that one 
of the objects had been taken away while I was counting, or that two of them had coalesced, or that I 
had counted wrongly. One would adopt as an explanation whatever empirical hypothesis fitted in best 
with the accredited facts. The one explanation which would in no circumstances be adopted is that ten 
is not always the product of two and five” (1946/1987:30). Ayer here makes quite clear that there are 
some statements which are not revisable in the light of any new experience. 
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[T]otal science is like a field of force whose boundary conditions are experience. A conflict with 
experience at the periphery occasions readjustments in the interior of the field. Truth-values 
have to be redistributed over some of our statements. Reevaluation of some statements entails  
reevaluation of others, because of their logical interconnections […]. But the total field is so 
underdetermined by its boundary conditions, experience, that there is much latitude of choice as 
to what statements to reevaluate in the light of any single contrary experience. No particular 
experiences are linked with any particular statements in the interior of the field, except 
indirectly through considerations of equilibrium affecting the field as a whole. If this view is 
right […] it becomes folly to seek a boundary between synthetic statements, which hold 
contingently on experience, and analytic statements, which hold come what may. Any statement 
can be held true come what may, if we make drastic enough adjustments elsewhere in the 
system. […] Conversely, by the same token, no statement is immune to revision.105 
 

One may wonder how Quine argues against the thesis that single sentences are 

confirmed or disconfirmed by empirical information. All he has presented so far is an 

alternative picture of confirmation. He does provide us with arguments against the 

competing view.  

 Moreover, there is reason to assume that not every statement can be revised in 

exactly the same sense. For a Quinean web of belief, coherence is important. In the light 

of new experiential beliefs, we have to adjust other beliefs in order to preserve the 

coherence of the whole belief system. But then the claim that a system has to be 

coherent cannot be revised like other beliefs of the system. This objection against 

Quine’s way of reasoning is due to Nelson Goodman.106 He presented it to Quine in a 

(still) unpublished correspondence. Goodman writes in a letter from January 1951: 

 

I have always been in agreement with your point (and Poincare’s) that logical principles are like 
physical ones in that they are subject to revision if a disturbance in theory occasioned by a new 
observation is best accommodated by such a revision. But what constitutes a disturbance or lack 
of coherence in our theory will be determined by what logical principles we are applying. In 
other words we are using some principles of coherence when we decide that a lack of coherence 
demands a change somewhere in our system; and these principles of coherence thus have a 
different status than the statements among which we demand coherence. It seems that we can no 
more put them all on one level than we can, analogously, reduce all the rules of logic to 
formulae. This reflection troubles me a little, and I do not know just where it leads.107  
 

One has to bear in mind that Goodman here does not claim that there are statements 

which are immune to revision. His point is merely that there are some statements that do 

not seem to be open to revision in the same sense as all the others. To be sure, in order 

to rescue analyticity we would need more than this. Goodman’s point is nevertheless 
                                                           

105  ibid., 42f. 
106  cf. Creath (1991:380) 
107  ibid. 
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important enough to let us take Quine’s general principle expressed in the quote above 

with a pinch of salt. Unfortunately, Quine does not seem to have answered to 

Goodman’s worries; at least there is no evidence for this in their correspondence.108 

Besides that, it is not even clear what an adequate answer might look like.  

 So let us come back to Quine’s “Two Dogmas”. Even if we believe, without 

further arguments, that Quine’s account of confirmation is the more plausible one, this 

can still not be the whole story. Let us assume for the sake of argument that the 

traditionally-so-called ‘analytic statements’ are meaning postulates, that they determine 

the meanings of words.109 If there is no real difference between the traditionally-so-

called analytic and synthetic statements, then there are no statements that clearly 

determine the meanings of words. This way of reasoning can lead one to the claim that 

meaning is indeterminate. And it is in fact a thesis Quine championed some years later 

in his book Word and Object.110 – Now I don’t want to go into details about Quine’s 

indeterminacy thesis here. It definitely lies beyond the scope of this book to examine 

Quine’s respective arguments. I shall only draw the reader’s attention to the fact that 

most contemporary philosophers reject that thesis – an attitude that will be of some 

importance in the context of an argumentation of Paul Boghossian’s which we will 

consider in the next chapter.  

 It is also not my goal here to explore the development of Quine’s stance towards 

analyticity over the years after the publication of “Two Dogmas of Empiricism”. Indeed, 

in some of his later publications Quine presents a quite explicit explanation of 

analyticity.111 I am not going to discuss these theses here because they are not relevant 

for the account I will present in the next section. 

 For many years (indeed for several decades) after Quine published “Two 

Dogmas”, the philosophical community disapproved of thinking about analyticity in any 

way other than paying homage to Quine. It was in the early nineties of the last century 

that several authors started talking again about analyticity and by that way brought the 

analytical account of a priori knowledge back onto the agenda. One of the most 

                                                           
108  cf. Creath (1991:381) 
109  This is in some sense quite plausible. Imagine a person who denies that the sentence “Bachelors are 

unmarried” is true. In that case we would surely assume that that person is not a competent speaker of 
the English language. (Or else perhaps that that person actually speaks another language, which is 
nearly identical with English, with the only exception that “bachelor” in that language means “married 
man”.) Not so if a person denies the truth of the sentence “George W. Bush is the president of the 
United States of America in the year 2007”. In the latter case we would perhaps come to the opinion 
that the person in question is not well informed. 

110  Quine (1960) 
111  Quine (1973, 1990) 
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prominent participants of that analyticity-reanimating movement is surely Paul 

Boghossian. 

 

3.3.4 The post-Quinean era: Boghossian’s early claims 
Paul Boghossian’s views about the a priori evolved over the last decade; today 

Boghossian rejects some of the theses he proposed in 1996. It therefore makes sense to 

distinguish between Boghossian’s early and Boghossian’s current claims. In this section, 

I will start with the early ones, in order then to explain, in the next section, which 

account Boghossian proposes today. 

 In a series of papers Paul Boghossian has defended the claim that even in the light 

of Quine’s work, there is still a concept of analyticity that remains unaffected by 

Quine’s criticism.112 He maintains that there are (at least) two entirely distinct concepts 

of analyticity. Of one of these concepts Quine showed that it is flawed. The other 

concept of analyticity, however, can still be defended, even in the light of Quine’s 

considerations.113 The first of these two concepts is an epistemological one, the second a 

metaphysical one: 

 

On this understanding, then, ‘analyticity’ is an overtly epistemological concept: a statement is 
‘true by virtue of its meaning’ provided that grasp of its meaning alone suffices for justified 
belief in its truth. Another, far more metaphysical, reading of the phrase ‘true by virtue of 
meaning’ is also available, however, according to which a statement is analytic provided that, in 
some appropriate sense, it owes its truth-value completely to its meaning, and not at all to ‘the 
facts’.114  
 

According to the metaphysical concept of analyticity, a statement is analytically true if it 

is true because of the meanings of its constituent terms. This concept of analyticity can 

reasonably called ‘metaphysical’ because here we consider a statement, its constituents 

and its truth-value without taking the reasoner, the epistemological agent, into account. 

The epistemological concept, in contrast, is defined by means of the agent, who is 

justified in believing the statement, or not. 

 Now, the concept of analyticity Quine has argued against is, according to 

Boghossian, the metaphysical one. And with Quine’s line of reasoning against this 

concept, Boghossian shows his ‘wholehearted agreement’.115 He therefore also does not 

                                                           
112  see Boghossian (1999, 2000, 2001, 2003a, 2003b) 
113  cf. Boghossian (1997:337) 
114  ibid., 334 
115  cf. ibid., 335 
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even try to criticize Quine’s arguments, and instead goes on by remarking that the 

epistemological concept of analyticity can and should be defended – at least in case we 

want to reject Quine’s thesis about the indeterminacy of meaning. And that this is indeed 

the wish of most contemporary philosophers is something Boghossian takes for granted. 

 What exactly does it mean that a statement is analytic, according to the 

epistemological concept of analyticity? To put it most simply, Boghossian’s argument is 

the following: There are two ways in which the epistemological concept of analyticity 

can be spelled out: ‘Frege-analyticity’ and ‘Carnap-analyticity’. Frege-analyticity can be 

defended against Quine’s arguments, but unfortunately we are not in a position to 

explain our knowledge of logic with the help of that concept of analyticity.116 If we 

think that our knowledge of logic should also be explicable by means of the concept of 

analyticity, then there is the concept of Carnap-analyticity which will help us to pursue 

our goal. In the end, all cases of knowledge that are traditionally considered as cases of 

a priori knowledge are explicable as cases of a priori knowledge via the concept of 

analyticity.  

 In order to make this line of reasoning plausible, Boghossian has to show, firstly, 

that the epistemological and the metaphysical concepts of analyticity are in fact 

independent of each other. Secondly, he has to explain in what sense the epistemological 

concept is not confronted with Quine’s criticism. Thirdly, he should be able to point out 

to the reader how the epistemological concept of analyticity categorizes those cases that 

have traditionally been considered as cases of a priori knowledge. Fourthly and finally, 

he should indicate what the advantages of an analytic explanation of a priori knowledge 

are. 

 For the moment, let us consider only the last two questions in turn. How are we 

able to explain with the epistemological concept of analyticity that those cases of 

knowledge which have been considered as cases of a priori knowledge are in fact such 

cases? Traditionally, the conceptual, logical and mathematical truths we know are taken 

as prima facie exemplary cases of a priori knowledge.117 Now, how are we able to know 

these truths on purely a priori grounds? According to Boghossian’s epistemological 

concept of analyticity, the answer seems to be the following: we know these truths on 

purely a priori grounds because the mere grasp of the meaning of the constituent terms 

suffices for being justified in holding the belief that the respective proposition is true.  
                                                           

116  I will come back later to the question what exactly the terms “Frege-” and “Carnap-analyticity” refer 
to. 

117  cf. Boghossian (1999:334) 
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 Unfortunately, this cannot be the whole story. We have to struggle with the 

question, “How could mere grasp of a sentence’s meaning justify someone in holding it 

true?”118 In order to come up with an answer, Boghossian draws on Frege’s explanation 

of analyticity in claiming that “[a] statement’s analyticity […] is to be explained by the 

fact that it is transformable into a logical truth by the substitution of synonyms for 

synonyms”. Boghossian points out that what must also be presupposed is, firstly, that 

facts about synonymy are knowable a priori, and secondly, that the truths of logic are 

knowable a priori, too.119 

 Two cases quickly come to one’s mind that are not qualified as a priori knowledge 

by the explanation in question: First of all, there are prima facie cases of a priori 

knowledge where the respective propositions known cannot be transformed into logical 

truths. These are propositions like the one that everything that is green all over is not red 

all over at the same time. Secondly, there are sentences of logic that are trivially 

transformable into logical truths.120 If we believe that a priori knowledge of those truths 

is possible, then we have to find another explanation of analyticity. And this is the point 

at which Boghossian brings an explanation of analyticity into it, an explanation that 

basically stems from Carnap, so-called ‘Carnap-analyticity’. 

 The basic idea is the following: There are two kinds of logical truths. On the one 

hand, there are those logical truths which are derived from other, more basic logical 

truths. But these are not the truths the knowledge of which is difficult to explain. We 

know them because we have deduced them from other logical truths, truths we know a 

priori, too. What is at issue here are the most basic logical truths, which are not deduced 

from any other logical truths. How do we know those truths? How are we justified in 

believing them? One first idea would be to say that they are simply evident. We just 

‘see’ that they are true. Unfortunately, such an explanation is confronted with several 

problems. First, taking this way of speaking seriously, we would have to deal with a 

mysterious mental faculty, something like a mental eye with which we can see the truth 

of the logical axioms. And it was for this reason that many authors decided to examine 

an analytic explanation of a priori knowledge in the first place (in order not to have to 

deal with such a mysterious mental faculty). Secondly, it seems to be obvious that, while 

for certain generations of philosophers some axioms of logic were quite evidently true, 

today we also use alternative logics. Now, if the traditionally held axioms are true, and 
                                                           

118  ibid., 337 
119  cf. ibid. 
120  cf. ibid., 338 
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if the axioms of alternative logics say the contrary, then they have to be false. 

Something that is evident for contemporary logicians has to be false, and what 

traditional logicians considered as evident has to be true? That’s definitely hard to 

swallow.  

 What else could justify us in believing that some logical axioms are true, if not the 

fact that they seem to be evident? Some philosophers suggested that it is helpful to 

examine the way in which the logical constants get their meanings. And Boghossian, 

too, claims that 

 

[i]t is by arbitrarily stipulating that certain sentences of logic are to be true, or that certain 
inferences are to be valid, that we attach a meaning to the logical constants. More specifically, a 
particular constant means that logical object, if any, which would make valid a specified set of 
sentences and/or inferences involving it.121  
 

What Boghossian describes here is commonly called an ‘implicit definition’. ‘Implicit’ 

in the sense that we are not explicitly stipulating that a term T means X. We rather 

assign the truth-value ‘true’ to some of the sentences in which T occurs, and to other 

sentences in which T occurs we assign the truth-value ‘false’. A good way of illustrating 

the basic idea is to look at the way we describe the meanings of logical constants. In 

order to explain to undergraduate students what a certain logical term means, we usually 

write the respective truth-table on the blackboard. In that case, too, we do not say 

something like this: 

“Logical term T means X” 

but rather something like this: 

“Look at the sentences in which T occurs. These of them are true, and these (others) are 
false.” 

Now, in which way do implicit definition and our alleged a priori knowledge of logic 

hang together? Well, Boghossian maintains that 

 

[t]he transition from this sort of implicit definition account of grasp to the analytic theory of the 
apriority of logic can seem pretty immediate. For it would seem that the following sort of 
argument is now in place: 
(1) If logical constant C is to mean what it does, then argument-form A has to be valid, for C 
means whatever logical object in fact makes A valid. 
(2) C means what it does. 
Therefore, 
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(3)A is valid.122  
 

3.3.5 Boghossian and the theory of blind justification 
The crucial question is, however, what makes us justified in believing (3)? This is 

exactly the problem Boghossian discusses in his paper on Blind Reasoning,123 about 

four years after his first paper on epistemic analyticity hit the streets. His first 

suggestion is what he calls “Simple Inferential Externalism”: 

 

(Simple Inferential Externalism): A deductive inference performed by S is warrant-transferring 
just in case (a) S is justified in believing its premises, (b) S’s justification for believing its 
premises is suitably independent of his justification for believing the conclusion, and (c) the 
implicated pattern of inference is valid – necessarily such as to move S from truth to truths.124  
 

Simple Inferential Externalism, however, is prone not only to specific counterexamples, 

but also to the very same examples simple reliabilism125 has to face. Accordingly, 

Boghossian also draws the readers’ attention to a well-known counterexample against 

externalism, namely BonJour’s clairvoyant Norman: 

 

Norman, under certain conditions which usually obtain, is a completely reliable clairvoyant with 
respect to certain kinds of subject matter. He possesses no evidence or reasons of any kind for or 
against the general possibility of such a cognitive power or for or against the thesis that he 
possesses it. One day Norman comes to believe that the President is in New York City, though 
he has no evidence either for or against his belief. In fact the belief is true and results from his 
clairvoyant power under circumstances in which it is completely reliable.126  
 

For Boghossian, it is obvious that Norman is not justified. It seems that he is 

epistemically irresponsible in holding that belief. And being justified is, as Boghossian 

remarks, “a matter of being epistemically blameless”. So, what he has to do then is to 

come up with an explanation of how we are epistemically blameless in holding our 

belief that, say, modus ponens is a valid inference schema. Pursuing this goal, he 

considers so-called Simple Inferential Internalism: 

 

(Simple Inferential Internalism): A deductive inference performed by S is warrant-transferring 
just in case (a) S is justified in believing its premises, (b) S’s justification for believing its 
premises is suitably independent of its justification for believing the conclusion, and (c) S is 
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able to know by reflection alone that his premises provide him with a good reason for believing 
the conclusion.127  
 

Boghossian rejects this model, too. He asks us, what “it [would] be for S to be able to 

know on reflection alone that his premises provide him with a good reason for believing 

the conclusion?”128 Most basically, we seem to have the following two choices: S is able 

to have the respective knowledge either by reasoning inferentially or by reasoning non-

inferentially. Let us consider the case in which S knows that p and ‘p→q’ imply q. In 

order to be justified in believing the conclusion q, S must have knowledge of the 

validity of Modus ponens. If she reasoned to that knowledge in an inferential way, she 

would have presupposed the very kind of reasoning the justification of which we try to 

explain. So the inferential case seems to be a dead end.129 What about the non-

inferential one? Boghossian reminds us that 

 

[i]f a given item of knowledge is non-inferential, then it is either justified by observation or it is 
justified by nothing. … [I]t seems to me very implausible that one can be said to know the 
general proposition that any argument of the form MPP is valid on the basis of nothing, as 
though all one would have to do to be justified in believing such an ambitious proposition is 
simply to believe it. If there is to be any hope for the non-inferential option, it must lie along the 
observational branch.130  
 

What he seems to have in mind, talking about observing the truth of a certain 

proposition or the validity of a certain inference schema, is not a kind of empirical 

observing but a kind of rational observing. What is at issue here is so-called rational 

insight. Boghossian thinks that such an account is inadequate131 on the grounds of what 

I have earlier called the ‘mysteriousness objection’:132 

                                                           
127  Boghossian (2003:229)  
128  ibid. 
129  This is, I have to emphasize, argued much too hastily. There may be a way out; there are some options 

that seem to make the dead end quite viable. However, it would go beyond the scope of this chapter to 
present and discuss them in detail. 

130  Boghossian (2003:230) 
131  And he is not alone in doing so. Especially the assumption that rational insight is to be considered as 

something quasi-perceptual has been rejected by quite a few contemporary philosophers. Crispin 
Wright (2001:46) remarks that it is the generality of some of our logical beliefs that makes it hard to 
propose the perceptual stance concerning intuition: “[T]he belief that modus ponens is truth-
preserving is the belief that every (possible) instance of it with true premises has a true conclusion. 
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[t]he single most influential consideration against rational insight theories can be quite simply 
stated: no-one has been able to explain, clearly enough, in what an act of rational insight could 
intelligibly consist. No-one denies, of course, that we can think about properties and relations, 
including logical properties and relations, and that, as a result, we can reason our way to general 
conclusions about them, just as we can reason our way to conclusions about other topics. The 
question is whether we can be said to have some sort of non-discursive, non-ratiocinative, 
insight into their natures, an insight that would disclose immediately, and without the help of 
any reasoning whatsoever, that all instances of MPP are truth-preserving. 
 

But then, if the non-inferential option is also a dead end, the Simple Inferential 

Internalist Model seems to be flawed. Both ways (the inferential and the non-inferential 

one) try to incorporate the Simple Inferentialist’s claim that the thinker has to be in a 

position to reflectively recognize that inferring p from ‘p→q’ is justified. If all ways of 

incorporating such a claim indeed turn out to be dead ends, it is reasonable to assume 

that the claim itself is false. This is indeed the strategy Boghossian chooses. 

Furthermore he assumes that there are certain inferences we are justified in taking even 

though we have no justification. We are, as Boghossian puts it (following Wittgenstein) 

blindly justified. 

  What is the motivation behind that move, and what exactly does it mean? How 

can we be blindly justified? The basic idea is the following: on the one side, it is 

intuitively plausible to assume that the thinker should be blameless in employing, say, 

the modus ponens. On the other side, it would be quite unreasonable to demand that 

‘blameless’ has to be interpreted as ‘reflective’. We just learned about the difficulties of 

Simple Inferential Internalism. What we have to look for, therefore, is a way we can 

blamelessly employ, say, modus ponens, without being aware of its epistemic status. In 

doing this, Boghossian considers the Meaning–Entitlement Connection (MEC for short). 

According to MEC, “[a]ny inferential transitions, built into the possession conditions for 

a concept, are eo ipso entitling”133. Take the case of modus ponens: If inferring 

according to modus ponens is a precondition of having the concept of a conditional, 

then we are entitled to reason in that way. The basic idea here is, as Timothy Williamson 

puts it, “that inferring unreflectively according to P cannot be blameworthy per se, for 

one can properly reflect on P only after one has its ingredient concepts, therefore only 

after one is already inferring according to P”.134 
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 Let us reflect on this for a moment. Is it really plausible to assume that making 

inferences according to, say, modus ponens (or the disposition to make them) is a 

precondition of having the concept if? (If it is not, then MEC will not help us to explain 

how we are justified in believing that modus ponens is a valid inference schema.) Isn’t it 

imaginable that there are people who posses the concept if and, at the same time, are not 

disposed to argue according to the modus ponens? Well, it seems to be perfectly 

imaginable. Williamson draws the readers’ attention to the case of the philosopher Vann 

McGee who published about purported counterexamples to modus ponens. McGee is a 

distinguished logician, and he seems to understand the meaning of ‘if’ perfectly well. 

Prima facie, such cases cast doubt on Boghossian’s above-mentioned principle. 

Williamson remarks: 

 

[T]he trouble is that having the concept is necessary for understanding the word (with its actual 
meaning), understanding the word is necessary for knowing what it means, and willingness to 
reason according to an objectionable pattern is not necessary for knowing what the word means. 
Thus willingness to reason according to the pattern is not necessary for having the concept.135  
 

And even if we let that point pass, there is still no lack of objections against MEC. As 

Boghossian himself admits, “there seem to be clear cases where the acceptance of some 

inference is written into the possession of a given concept but where it is also clear that 

the inference isn’t one to which the thinker is entitled”. What is at issue here are 

counterexamples of a kind originally presented by Arthur Prior: 

 

There may well be readers who have not previously encountered this conjunction ‘tonk,’ it being 
a comparatively recent addition to the language; but it is the simplest matter in the world to 
explain what it means. Its meaning is completely given by the rules that (i) from any statement P 
we can infer any statement formed by joining P to any statement Q by ‘tonk’ … and that (ii) 
from any ‘cotonktive’ statement P-tonk-Q we can infer the contained statement Q.136  
 

It seems to be obvious that – although the inferential relation mentioned by Prior is 

constitutive for possessing the concept tonk – the thinker is nevertheless not justified in 

reasoning from any P to any Q.137 In order to incorporate tonk and tonk-like cases, 

Boghossian modifies MEC in the following way: 
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(MEC*) Any inferential transitions built into the possession conditions for a concept are 
eo ipso entitling, provided they’re truth-preserving. 
 

Although MEC* is prima facie quite plausible, it will not help us to deal with the 

concepts aqua and flurg, Boghossian admits. I am going to present merely his 

considerations concerning aqua, because Boghossian thinks that both concepts illustrate 

the same basic problem. He imagines someone, A, who reasons in the following way: A 

believes that “the way in which it is correct to say that water is composed of H2O is that 

there is some other stuff that composes water and that it is composed of H2O“. So, A 

introduces the term ‘aqua’, and if something is water then A concludes that it is aqua, 

and if something is aqua, A concludes that it is H2O. This is supposed to be a 

counterexample, because it is seemingly truth-preserving but at the same time, we are 

not a priori entitled to infer that x is H2O from the fact that x is water.  

 Boghossian’s move for ruling out such counterexamples consists in distinguishing 

between conditionalized and unconditionalized concepts. In the case of the concept 

aqua, you  

 

must be prepared to believe this little aqua theory. Given that you already believe in water and 
H2O, the only way for you to acquire the concept aqua … requires you to believe that there is 
such a thing as aqua. One cannot so much as have the concept of aqua without being prepared to 
believe that there is such a thing.138  
 

The problem here is not that the aqua theory is perhaps inconsistent or false. The 

problem is much more that it is not open to us to believe the aqua theory or not. The 

concept aqua is one only those can possess who also believe in aqua theory. So, 

Boghossian concludes: 

 

Flurg, aqua … then, all suffer from the same problem: they are unconditional versions of a 
concept, when only its conditionalized version would be epistemically acceptable.139  
 

And he adds that he does not “think we should put this by saying that they are not real 

concepts. Concepts are relatively cheap. But they are defective concepts.”140 Coming 

back to the Meaning–Entitlement Connection (MEC) introduced at the beginning, we 

can now put MEC in the following way: 
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(MEC**) Any inferential transitions built into the possession conditions for a non-

defective concept are entitling, provided they are truth-preserving.141 

 

3.3.6 Rejecting MEC** 
Now, how plausible is MEC*? It is clear that the following two cases should better not 

arise: first, the case in which there is an inferential transition built into the possession 

condition of a defective concept which seems to be nevertheless entitling; and second, 

the case in which there is an inferential transition built into the possession condition of 

a non-defective concept which doesn’t seem to be entitling. My main criticism of 

Boghossian’s account is that there are instances of both cases. Let me start with the 

second one and take a look at the inferential transition which is built into the possession 

condition of the concept ject: 

 

A → ject 
ject → B 
 

The difference between the inferential transitions of ject and, say, tonk, is that “A” and 

“B” are variables to which only true sentences can be assigned. That is, from any true 

sentence we are entitled to conclude any true sentence, via ject. From the statement that 

in 2007, George W. Bush is president of the United States of America, we are entitled 

to conclude, via ject, that ravens are birds. Ject is (per definitionem) truth-preserving as 

well as at least prima facie non-defective. It is non-defective because we do not have to 

presuppose the truth of any special theory in order to possess ject. We do not have to 

postulate a further substance like in the case of aqua. Recall, in order to possess the 

concept aqua, one has to believe that there is such a thing as aqua; one has to believe a 

special theory. Not so in the case of ject. You only have to believe that from any true 

statement follows any true statement. At the same time, however, the inferential 

relation built into the possession condition of ject does not seem to be entitling. 

 Now, according to a first objection, it is much worse. In order to possess the concept 

ject, one does not have to presuppose the truth of a specific theory, one has to 

presuppose the truth of indefinitely many ones. Recall that to “A” and “B”, true 

sentences can be assigned. Two true sentences are connected by ‘ject’. You would have 
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to believe indefinitely many ject theories. Seen that way, ject is an exemplary case of a 

defective concept.  

 I think that such a way of reasoning is too hasty. Imagine someone who proposes a 

rather outlandish logical system and who employs ject as one of his primitive logical 

constants. This would have two consequences. First: in the same sense as one does not 

have to believe indefinitely many theories in order to possess the concept if, one also 

does not have to believe all these theories in the case of ject. One only has to be 

inclined to reason according to a certain inference schema. Secondly, it is hard to see 

how one could be able to conditionalize ject. Recall that, according to Boghossian,  

 
conditional counterparts for one’s primitive logical constants will not be available and hence 
one could hardly be blamed for employing their unconditionalized versions. In particular, if the 
conditional is one of your primitive logical constants, you couldn’t conditionalize on the 
existence of an appropriate truth function for it, for you would need it in order to conditionalize 
on anything. In such a case, there is no alternative but to accept a conditional theory … if you 
are so much as to have the conditional concept.142  
 

Someone who accepts ject as one of his basic logical constants will hardly have any 

theory of ject. He will simply accept the respective inferential transition as valid. 

However, if there is no theory, there is no conditional version of a concept and ject is 

not defective. 

 One may object, secondly, that ject is not a concept, not even a defective one. The 

question is, why not? If we accept tonk as a concept, then we also have to accept ject. It 

may very well be that not all people are in a position to apply ject correctly because 

they reason (erroneously) from a true statement to a false one. However, this is no 

convincing objection against my thesis that ject should be regarded as a concept in the 

same sense as tonk. 

 As a third objection, one might bite the bullet and claim that the inferential 

reasoning in question is indeed entitling. But how could it be? How could it be entitling 

in the same sense as, say, modus ponens? There seems to be a clear difference. 

Moreover: in the light of this difference, does it really make sense to claim that 

reasoning according to the inferential relations built into the possession condition of 

ject is eo ipso entitling? 

 One may object, fourthly, that I have completely missed Boghossian’s central point. 

One of his insights is that whenever an unconditional and a conditional version of a 

concept are available, the conditional one should be used and the unconditional one is 
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defective. In the aqua case mentioned above, the unconditional version is used (where a 

conditional one would be available). It is for this reason that aqua is defective and that 

its inferential transitions do not seem to be entitling. What I have argued for so far is 

only that MEC** is too weak, but not that we better give it up. 

 Fair enough. Now, MEC** is not only too weak, it is also too strong. As I pointed 

out above, I think that there are cases in which inferential transitions are perfectly 

entitling, although they are built into the possession conditions of an unconditional 

concept where a conditional version would be available. In order to illustrate this point, 

imagine that a group of scientists has undertaken many experiments; in accordance with 

the results of the experiments they come to believe that they have discovered an 

element no one has ever described before. Furthermore, they also have the firm 

conviction that the instruments and methods with the help of which they undertook 

their experiments are reliable; they have no reason to believe that the results are false. 

In such a case, why should they choose a conditional version of the concept? 

Boghossian writes that  

 
[y]ou don’t ever want the possession conditions for a concept to foreclose on the possible 
falsity of some particular set of claims about the world, if you can possibly avoid it. You want 
the possessor of the concept to be able coherently to ask whether there is anything that falls 
under it, and you want people to be able to disagree whether there is. If in a certain range of 
cases, however, it is logically impossible to hold the governing theory at arm’s length then, in 
those cases, obviously, it can hardly be a requirement that one do so. But in all those cases 
where that is possible, it ought to be done.143  
 

Leaving aside for the moment the prima facie plausibility in favour of Boghossian’s 

way of reasoning, one quickly realizes that arguments in support of his claims are much 

harder to come by. Consider the concept of a conscious being. Do we have to adopt the 

conditional version of this concept only because it is available and only because we do 

want to exclude the possible falsity of our belief that there are conscious beings? Quite 

apart from the fact that it is hard to see how one could erroneously entertain the 

(conscious) belief that there is at least one conscious being: why should it be 

epistemically unacceptable to use such an unconditional version of the concept of a 

conscious being? In such a case it is surely epistemically acceptable to adopt the 

unconditional version of the concept. But if there are concepts in whose case it is 

epistemically acceptable that we always use the unconditional version, then why should 
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we want “the possessor of the concept to be able coherently to ask whether there is 

anything that falls under it”?  

 Boghossian may reasonably reply that these are the cases he is trying to capture by 

claiming that “[i]f in a certain range of cases … it is logically impossible to hold the 

governing theory at arm’s length then, in those cases, obviously, it can hardly be a 

requirement that one do so”.144 

 Fair enough. What is still questionable is, why we ought to hold the governing 

theory at arm’s length if it is possible. Imagine that there is a concept of which a 

conditional version as well as an unconditional version is available. Everybody uses 

only the unconditional version. Now, as it happens, the little theory all these people 

have to believe is also true. Are the inferential transitions built into the possession 

conditions in this case not entitling? This seems implausible. If they are entitling, 

however, then the inferential transitions built into the possession conditions of aqua are 

entitling, too. 

 I’d like to admit that my way of reasoning so far may not convince a proponent of 

Boghossian’s account, insofar as she may be in a position to modify the account in 

order to deal with my objections. Even if she succeeds in doing so, however, there is 

still a second, more methodological objection against Boghossian’s account. Recall that 

I claimed, in the first chapter, that a plausible account of the a priori has to be also 

widely applicable. Now, Boghossian’s account does not seem to fulfil this requirement. 

As Enoch and Schechter have recently claimed: 

 
Meaning-based accounts, even if successful, can only solve a few instances of a very general 
problem. The general problem is that of showing how thinkers are justified in employing basic 
rules of inference and other basic belief-forming methods … One instance of this is the 
problem of explaining our justification for employing MP. But there are many other instances, 
concerning, perhaps, Conjunction Introduction and Conjunction Elimination; versions of 
Enumerative Induction and Inference to the Best Explanation; reliance on perceptual faculties, 
memory, introspection, moral and other normative intuitions, and intuitions of conceivability 
and possibility; and perhaps other cases as well.145  
 

The interesting point both authors insist on is that all the justifications listed above have 

one thing in common: any explicit justification of one of the respective beliefs requires 

the use of the very method under scrutiny. Take Inference to the Best Explanation: “Any 

justification for the belief that IBE is a reliable rule of inference … would seem to 
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require the use of an ampliative rule of inference such as IBE.”146 If all these cases 

indeed have this feature in common, then it is certainly plausible to assume that there is 

also a uniform solution to all of these problems available, a unified account of a priori 

justification. Unfortunately, it is hard to see how the meaning-based account could 

provide us with such a solution. Schechter and Enoch ask us, 

 

[i]n virtue of possessing which concept are we justified, for instance, in employing IBE? The 
only apparent candidate is the concept explanation. But it does not seem to follow from the 
meaning of “explanation” that we are justified in inferring to the best – simplest, most 
predictively powerful, most easily testable, etc. – explanation. A thinker could perfectly well 
possess the concept explanation without being disposed to infer to the best explanation. That is, 
IBE does not seem to be meaning-constituting of explanation. Moreover, it is plausible that a 
thinker can employ IBE – and be justified in so doing – without possessing the concept. 
Possessing the concept explanation would thus seem to be irrelevant to the justification of 
IBE.147 
 

And the reader should bear in mind that this is a point against the kind of meaning-

based account of the a priori of which Boghossian presented an instance. It is a quite 

general doubt that any version of this account can fulfil the requirement of wide 

applicability. To be sure, the objection above is not one on the grounds of which one 

could reject the meaning-based account of the a priori once and forever. More research 

has to be carried out. For the time being, however, I will go on with investigating other 

accounts of the a priori in order to see whether they fulfil the requirement in question. 

 
3.4 The rational-insight account 
3.4.1 BonJour – the basic idea 148 
Some philosophers introduce their accounts through the back door, so to speak. Bit by 

bit, paper by paper, and year by year, they paint different parts of their own big picture. 

Now, this is surely not the way Laurence BonJour presented his account of a priori 

justification. Published in the year 1998, his book In Defense of Pure Reason was meant 

to be a drumbeat. It was also meant to be a polemic for a faculty on which most 

contemporary epistemologists had already pronounced the death sentence. 

 In order to explain a priori justification, BonJour refers to rational insights. 

According to BonJour, acts of rational insight enable the reasoner to recognize the truth 
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of propositions he considers. In order to illustrate his line of thought, BonJour cites the 

proposition that nothing can be simultaneously red all over and green all over, and 

remarks that, given our understanding of the ingredients of the proposition, 

 
I am able to see or grasp or apprehend in a seemingly direct and unmediated way that the claim 
in question cannot fail to be true – that the natures of redness and greenness are such as to 
preclude their being jointly realized. […] It is common to refer to the intellectual act in which 
the necessity of such a proposition is seen or grasped or apprehended as an act of rational 
insight or rational intuition […] where these phrases are mainly a way of stressing that such an 
act is seemingly (a) direct or immediate, non-discursive, and yet also (b) intellectual or reason-
governed, anything but arbitrary in character.149 

 

One preliminary. Some philosophers distinguish between insights and intuitions. 

Considering the rule of Modus ponens and then rationally ‘seeing’ that it is a valid 

inference schema seems to be different in kind from what we experience when we 

consider the Gettier examples and then have the intuition that the respective subjects do 

not have knowledge. In the same sense, one may reject the rational insights BonJour is 

referring to in his explanation of a priori justification while admitting that we have 

rational intuitions. This point is quite important to bear in mind. Many contemporary 

philosophers are inclined to claim that we have an intuition when considering the 

Gettier case. What they reject is the thesis that there are rational insights in the sense 

explicated by BonJour. 

 Now, I think that there is indeed a difference in the strength of the insights in 

question. In the Gettier cases, we are strongly inclined to judge that the subjects do not 

have knowledge, whereas in the case of Modus ponens, most of us simply cannot 

imagine that it is not a valid inference schema. However, I also claim that there is no 

difference in kind; it is only a difference in strength of the respective beliefs we have. I 

am aware of the fact that this will not convince those who champion the thesis that 

insights and intuitions are different in kind. At the same time, however, one also has to 

bear in mind that they never argue for their claim in detail. As I see it, arguments are 

also hard to come by. Much of what motivates them to distinguish between insights and 

intuitions seems to be grounded on BonJour’s characterization of rational insights. And 

this is certainly misguided. There may be other characterizations available of the kind of 

state we are in when ‘seeing’ the validity of Modus ponens. Now, I will not go into the 

details of the respective discussion here, because I’d first like to familiarize the reader 

with my own way of characterizing intuitions, in the following chapters. 
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 So, let me come back to BonJour’s account. Needless to say, he has to clarify 

several points. Most importantly, what are the advantages of such an explanation of a 

priori justification? Why be inclined to believe that an appeal to such intellectual acts 

(or the ability to perform such acts) does a better job than the explanations of a priori 

justification considered by the proponents of other accounts? Basically, there are two 

kinds of strategy available: a positive argument would rely on citing the advantages of 

the account in question; with the help of a negative argument we would point out that 

the account in question simply has fewer shortcomings than other available accounts. In 

his book In Defense of Pure Reason, as well as in some more recent writings,150 

BonJour pursues the second strategy. So, the questions BonJour has to answer are, 

firstly: why are other explanations of a priori justification untenable? Secondly: in 

which way does his own explanation overcome the shortcomings in question? And 

thirdly: why are the shortcomings his own explanation does exhibit in fact tenable? 

 In the first half of his book In Defense of Pure Reason, BonJour presents several 

arguments on behalf of the first question.151 In particular, he criticizes explanations of a 

priori knowledge which refer to the concept of analyticity, and explains that this kind of 

explanation is confronted with serious and practically intractable problems. Because I 

have already discussed some arguments against the analytic explanation in the last 

chapter, I won’t consider BonJour’s respective arguments here. Rather, I will go on with 

considering the reasons he cites in order to support his thesis that reference to rational 

insights is more helpful than the so-called analytic explanation of a priori knowledge 

could ever be.  

 Let me begin with one of BonJour’s examples already mentioned: the proposition 

that nothing can be red all over and green all over at the same time. This proposition is 

necessarily true, not only in virtue of the constituent terms, but in virtue of the fact 

which the proposition refers to, or so BonJour argues: 

 
The sentence in question is necessarily true because it expresses a necessary relation between 
certain properties, and it is of course in virtue of its meaning that it does this; but the status of 
that relational fact as necessary and its cognitive accessibility are in no obvious way dependent 
on its linguistic formulation, or even, so far as I can see, on whether it happens to be 
linguistically formulated or formulable at all.152  
 

Putting it into a nutshell, we can say: Whether there is, or is not, the necessary relation 
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between the properties just mentioned is independent of our language. It is not our 

language that creates those necessary facts; our language only puts them into words. 

And from such a point of view it is indeed much more natural to look at these facts on 

the one side and at our ability to recognize them on the other, than to analyse our 

language and the meaning-relations which seem to exist.  

 Now, if BonJour’s thesis is true and it is indeed the existence of such an ability 

which is at issue here, then the following questions arise: Why should we believe that 

such an ability exists? If it exists, why should we assume that it is a possible a priori 

justifier? And if it exists and indeed functions as a possible justifier, how can we 

adequately explain what exactly that ability is? Not that the answers to such questions 

are independent of each other, but they nevertheless provide a good grid for an 

examination of BonJour’s account. 

 Before considering BonJour’s answers to these questions, I’d like to indicate that 

BonJour explicitly anticipates the problem of giving an argument for such an 

explanation of a priori justification which is not deeply question-begging: 

 
It is important to be clear at the outset, however, about what can reasonably be demanded of a 
defense of rationalism. It is obvious at once that there can be no general a priori argument in 
favor of the rationalist view and against skepticism concerning the a priori that is not 
intrinsically question-begging. Nor does any straightforwardly empirical consideration appear to 
be relevant here: the truth or falsity of rationalism is obviously not a matter of direct 
observation; and any sort of inductive or explanatory inference from observational data would, 
as we have already seen, have to be justified a priori if it is to be justified at all, thereby 
rendering the argument again circular. Thus, in a way that parallels many other philosophical 
issues, the case in favor of rationalism must ultimately depend on intuitive and dialectical 
considerations rather than on direct argument.153  
 

According to BonJour, there is just a “basic intuitive or phenomenological plausibility 

of the view in relation to particular examples”.154 Thus it is not surprising that BonJour 

does not present an argument for his thesis that there are rational insights, and merely 

appeals to the reader’s intuitions.  

 This appeal is twofold: On the one hand, BonJour claims that we can hardly deny 

that the truth of some propositions is just immediately obvious to us. We do not have to 

draw inferences from some other, more basic propositions. On the contrary, we just see 

that the propositions in question are true. On the other hand, BonJour points out that 

assuming that there is in fact a faculty with which we can ‘see’ the truth of some 

propositions is something which suggests itself. It is simply the most obvious 
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explanation of the fact that we can immediately recognize the truth of some propositions 

in the way just mentioned, or so he argues. (Have in mind how striking the gap between 

Boghossian’s and BonJour’s theses here is!) 

 BonJour appeals again to the allegedly obvious while explaining why such 

rational insights are a priori justifiers. He presents several examples as examples of 

rational insights, claiming that it is obvious that these rational insights indeed justify the 

respective belief: 

 
[I] am able to see or grasp or apprehend in a seemingly direct and unmediated way that the 
claim in question cannot fail to be true […]. It is this direct insight into the necessity of the 
claim in question that seems, at least prima facie, to justify my accepting it as true.155  
 

It is remarkable how often BonJour explicitly indicates that he is reasoning on an 

‘intuitive level’.156 So again, it does not surprise the reader that BonJour does not 

provide us with a substantial answer to the third question mentioned above, the question 

of what exactly rational insights are like – at least not in the sense indicated by the 

question itself: 

 
There is, to be sure, one reasonably clear sense in which many alleged rational or a priori 
insights are, if not necessarily mysterious, at least inexplicable in the sense of being apparently 
irreducible: they are apparently incapable of being reduced to or constituted out of some 
constellation of discursive steps or simpler cognitive elements of some other kind. But once it is 
realized that any such reduction would have to appeal to other apparent insights of a similar sort 
and thus ultimately, if an infinite regress is ruled out, to irreducible ones […] it is hard to see 
why this admitted irreducibility should be thought to justify the charge of objectionable 
mysteriousness or lack of intelligibility. Moreover, if the implicit demand for reducibility is set 
aside as unwarranted and the alleged rational or a priori insight is examined for intelligibility on 
its own merits, it is extremely difficult […] to see any serious basis for the charge of 
mysteriousness. […] Contrary to the claim of mysteriousness, it is hard to see that there is 
anything in our cognitive experience that is, at first glance at least, any more transparently and 
pellucidly intelligible, any less mysterious than this.157  
 

As mentioned above, BonJour’s defense of an account of a priori justification which 

relies heavily on rational insights was meant to be a drumbeat. Now, drumbeats are 
                                                           

155  BonJour (1998: 101) 
156  E.g.: “All this notwithstanding, however, it also seems abundantly clear at the intuitive level at which 

we are so far operating that my justification for accepting the original proposition need not and in 
general will not appeal to such a discursive demonstration, but will instead be just as direct and 
immediate as in the red–green case” (1998: 104). 

  BonJour, to be sure, would reject the way I have used the term ‘intuitive level’ here. Thus he 
writes that “[a] second sense of the term ‘intuition’ is that involved in saying that the discussion of this 
section is being conducted on an intuitive level. By this, I intend only the vague but useful sense of 
‘intuition’ that is philosophically current, that which pertains to judgments and convictions that, 
though considered and reflective, are not arrived at via an explicit discursive process and thus are 
(hopefully) uncontaminated by theoretical or dialectical considerations” (BonJour 1998:102). 

157  BonJour (1998:108) 



 

64 

likely to cause echoes. And indeed, many different objections against BonJour’s 

account have been raised during the last few years. In the following, I will present only 

three of them: the mysteriousness objection, the seeing-objection and the access 

objection. 

 

3.4.2 Some well-known criticisms 
Firstly, the mysteriousness objection. To put it most simply, this objection says that 

BonJour’s reference to something like ‘rational insights’ is much too mysterious to be 

helpful in any way. At least until today, no one ever succeeded in explaining what such 

rational insights exactly are. And admittedly, this seems to be a very straightforward 

and obvious objection that comes to one’s mind. However, it is also ambiguous. We 

should be aware of the fact that there are (at least) two components within the 

rationalist’s model which demand an explanation. It is therefore useful to distinguish 

two problems; I’ll call them the input problem and the mechanism problem. According 

to the input problem, it is not clear what the input of the process of rational intuition 

amounts to. In which way does it differ from the inputs to sensory perception? 

According to the mechanism problem, it is completely unclear how rational insights are 

supposed to yield direct insights about the necessity of certain claims. What are the 

respective mechanisms like?  

 As already pointed out, one proponent of the mysteriousness objection is Paul 

Boghossian. Let me remind you of the way he maintained that 

 
[t]he single most influential consideration against rational insight theories can be stated quite 
simply: no one has been able to explain—clearly enough—in what an act of rational insight 
could intelligibly consist. That is, no one has been able to say how some cognitive act, of a sort 
that we might plausibly enjoy, is able to yield immediate knowledge of the modal properties of 
propositions. If the theory of rational insight is to serve as a genuine explanation for how we are 
able to have such a priori knowledge, rather than simply acting as a placeholder for such an 
explanation, it must consist in more than a suggestive label; it must somehow lay bare, in 
appropriate detail, how some capacity that we have gets to work on the properties we are able to 
think about so as to disclose their natures.158  
 

It seems to me pretty obvious that Boghossian is mainly concerned with the mechanism 

problem, not with the input problem. 

 How does BonJour react? He rejects the mysteriousness objection – more 

precisely, the mechanism problem – with the help of an analogy: On the one side, he 

admits that nobody ever succeeded in explaining what exactly rational insights are. On 
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the other side, he draws the reader’s attention to the fact that the same objection could 

be applied to many cases in philosophy. A case in point is the debate about 

consciousness. Here, too, no one ever succeeded in explaining what consciousness 

exactly is, or so BonJour argues. But would we therefore reject consciousness as 

something which is just too mysterious? Surely not!159 

 One may object that this argument cannot convince. To be sure, it would be 

absurd to claim that there is no consciousness merely because we actually have no 

widely held explanation of it. However, the claim that consciousness exists is much 

more natural than the claim that there are rational insights. And thus far the case of 

consciousness and the case of rational insights are not exactly parallel, as BonJour 

wants to make us believe. BonJour anticipates this objection and his reply refers to his 

master argument: 

 
I am not suggesting, of course, that the existence of rational insights is as obvious as the 
existence of consciousness. […] This is why it was necessary to buttress the appeals to 
examples with further arguments of a more dialectical sort, centering around what I refer to […] 
as the master argument.160  
 

The master argument BonJour alludes to goes as follows: 

(P1) [W]hile some of the things we believe are presumably justified in some way by 
direct experience or direct observation, without the need for inference or argument, 
there are many other things that we take ourselves to be justified in believing for which 
this is not so.161  

(P2) [A]ny justification of these further beliefs seems to inevitably require a transition 
of a broadly inferential sort from the deliverances of direct experience or observation to 
these various further claims.162 
(P3) Such a transition from an experiential premise […] to a further conclusion that 
goes beyond experience obviously cannot be justified by the experiential premise alone, 
and so it must either be justified a priori or else not justified at all.163 
(P4) Rejecting a priori justification would imply skepticism. 

(P5) (Implicit) No one wants to commit himself to skepticism. 

Therefore: There are a priori justified beliefs. 

The basic idea of the master argument is simple: If you don’t accept my claim that there 

are rational insights which function as possible a priori justifiers, then you have to bite 
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the bullet and commit yourself to skepticism. Since you surely don’t want to commit 

yourself to skepticism, you have to accept my claim. – At least, this would have to be the 

basic idea if BonJour wants to convince us that there is something like rational insights 

which do function as possible a priori justifiers. Unfortunately, it is not the idea 

straightforwardly expressed by the master argument. If we believe that the master 

argument is sound, we also have to believe that there is a priori knowledge, not only that 

there are rational insights which function as a priori justifiers. In order to get the basic 

simple idea first mentioned, we would have to believe that all other explanations of a 

priori knowledge currently available are not tenable. This, again, refers to the part of 

BonJour’s book I have not discussed here – the part in which he presents and rejects 

competing explanations of a priori knowledge.  

 But even if my discussion of this part of BonJour’s argumentation has to remain 

off-stage for now, I would like to indicate where a difficulty of the master argument 

may lie. As I have just mentioned, BonJour presents the master argument because he 

thinks that relying on appeals to prima facie exemplary cases of a priori justification is 

not enough. Now, this is a reasonable move only if the master argument is sufficiently 

independent of appeals to examples. Otherwise it would fail to have the intended 

function; it would not be able to buttress the appeals to examples. Unfortunately, 

BonJour’s master argument is quite obviously not sufficiently independent of appeals to 

examples; in fact, it is grounded on such appeals.164 To be sure, the only way to 

convince someone about the truth of the claims BonJour presents would be to cite an 

example and appeal to the intuition of the reader that this is clearly an example of a 

belief which is either justified a priori or not justified at all. The example BonJour 

seems to appeal to is logic, so that the reader agrees with him in claiming that there is 

some kind of knowledge which cannot be empirical in character. If this is true, and the 

master argument does in fact heavily rely on an appeal to examples, then it presupposes 

the very same thing it has been created to argue for. 

 One may reply, firstly, that I have misunderstood the main function of the master 

argument. With the master argument BonJour simply intends to support his claim that 

his version of rationalism is a better explanation than the available non-skeptical 

competitors. Now, both BonJour’s version of rationalism and the competing accounts 

are meant to explain cases in which we seem to be justified in believing something 
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simply through the direct apprehension of reason. Merely to point out that BonJour is 

appealing to examples in his master argument is therefore not an argument against his 

strategy, or so one may argue. 

 However, such a reply is not very convincing. Firstly, the master argument does 

not support the claim that BonJour’s version of rationalism is a better explanation than 

the available non-skeptical competitors. All it supports is the thesis that we have to 

accept that there are a priori justified beliefs, if we don’t want to commit ourselves to 

skepticism. Secondly, it is surely true that proponents of BonJour’s rationalism as well 

as the proponents of competing accounts try to explain examples in which we seem to 

be justified in believing something simply through direct apprehension of reason. But 

again, the master argument does not explain such examples, it only appeals to them. So, 

I do not want to deny that the master argument has indeed a certain function. I think, 

however, that we can reasonably doubt that it fulfils the function BonJour ascribes to it. 

 One may reply, secondly, that BonJour’s master argument does not appeal to 

examples in any way. When he points out that beliefs about “the past, the future, and the 

unobserved aspects of the present”165 cannot be justified by experience alone, then he 

says something that is widely accepted, perhaps even a truism. However, he does not 

appeal to specific examples – or so one may argue. 

 This is, again, not very convincing. The claim BonJour proposes is no truism, at 

least from a naturalistic point of view. It is a truism that many things are not directly 

observable by us. From that truism it hardly follows in an equally obvious way that the 

beliefs which we acquire not by direct observation are not justified by experience.  

 One may reply, thirdly, that the way in which BonJour appeals to examples in his 

master argument is in no way relevant to his claim that “the genuineness of such 

[rational] insights can be questioned in ways that consciousness itself cannot” and that 

“[t]his is why it was necessary to buttress the appeals to examples with further 

arguments of a more dialectical sort”. And this is so because, basically, these are two 

different ways of appealing to examples. 

 I can’t see how such an argumentation could be able to do the work it is supposed 

to do. Firstly, there are no fundamental differences between the way in which BonJour 

appeals to examples in order to make plausible that there are rational insights, and the 

way in which he supports his master argument. Besides that, it is not important whether 

the several examples to which he appeals are different. What is important is the fact that 
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in his argumentation he heavily relies on appeals to examples. And that is exactly the 

thing BonJour wanted to avoid. 

 Let me come back to the analogy between rational insights and consciousness, 

mentioned by BonJour. If I am right about the function of BonJour’s master argument, 

then we have to rely on this analogy in order to reject the mysteriousness objection. And 

I think that the analogy between the case of rational insights and that of consciousness 

has some prima facie plausibility. To stop talking about consciousness only because we 

don’t have any widely held explanation would indeed be absurd. And why not think of 

rational insights in a similar way? Unfortunately, the analogy does not come for free, at 

least for the rationalist. I will come back to that later. First we have to consider two 

further objections against BonJour’s account. 

 The second objection I shall sketch here is the seeing-objection. This objection 

concerns BonJour’s metaphorical use of ‘seeing’. In order to explain rational insights, 

BonJour points out that in some cases, we just ‘see’ that a proposition is necessarily 

true, e.g., we just ‘see’ that nothing can be red all over and green all over at the same 

time. It is now very seductive to make out an analogy to sense perception. Do we have 

to think of a rational ‘seeing’ in the same way as we think of normal visual seeing? 

BonJour denies this. And apparently he has good reasons for his denial: In the case of 

sense perception, there is some kind of causal relationship between our thoughts and 

things in the outside world (which those thoughts are about). In some sense, the blue 

sky which I see while opening my eyes is causally responsible for my belief that the sky 

is blue today. In the case of rational insights, such a simple story is not available: if we 

‘see’ the validity of Modus ponens, that validity is an abstract entity. But then, in which 

way is that abstract entity responsible for our respective thought that Modus ponens is a 

valid inference schema? BonJour suggests that in the case of rational insights, we have 

to think in other terms. It is not the causal relationship between the object and the 

thought which determines that the object is the content of the thought, it is rather the 

purely intrinsic properties of the thought itself which determine what that thought is 

about.166 But how could that be the case? If Paul has a thought about triangularity, is 

that thought itself triangular? Surely not.  

 Now, I do not think that BonJour has to engage with such an argumentation in the 

first place. Relying on the analogy between consciousness and rational insights, he may 

argue as follows: The phrase “to see” in a sentence like “I see that Modus ponens is a 
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valid inference schema” is an imagery phrase. It is an imagery phrase in the same way 

as the phrase “it feels like” in “what it feels like to be bat”. Such phrases are used to 

denote processes described by philosophers to which we don’t have full linguistic 

access, but which we nevertheless know very well, in some sense. Look at the debate 

about consciousness. The philosophical phrase “what it is like” is so well established 

that no clear-headed philosopher would reject an explanation of consciousness only 

because the respective account is not in a position to put that phrase into words. To be 

sure, we have to give an explanation of what these relations between abstract entities 

and our beliefs about those entities are like. But we equally have to anticipate the 

possibility that, firstly, that task is not the most urgent one and, secondly, that task is not 

a genuinely philosophical one. 

 One third argument against BonJour’s account is the access objection. In order to 

argue for his thesis that there are a priori justified beliefs, BonJour presents some prima 

facie exemplary cases of a priori justified beliefs and argues that in all those cases we 

just see that the respective proposition is true. One of the most prominent examples in 

that vicinity is the red–green example considered already above. Recall, if we are 

thinking that nothing can be both red and green all over, then, according to BonJour,  

 
[a]fter extremely brief consideration, I accept the proposition (or inference) and moreover am 
strongly inclined at the intuitive level to think that such an acceptance is more than adequately 
justified from an epistemic standpoint, that is, that I have a good, indeed an excellent reason for 
thinking that the claim in question is true …167  
 

Now, one may argue that from the fact that I cannot imagine an entity that is 

simultaneously red and green all over, it hardly follows that there is in fact no such 

thing. Prima facie, I have only found out something about my imaginative powers.168 

Moreover, the alleged red–green incompatibility could also be just an illusion, and 

nothing more. Gilbert Harman asks us to 

 
[s]uppose an object looks red from one angle and green from a slightly different angle. In that 
case, might we not say that the object is red all over and also green all over, even though one 
cannot see both colors at the same time?169  

 

In a recent publication,170 BonJour considers both considerations as not decisive at all. 

He points out that he is not committed to the thesis that beliefs resulting from rational 
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insights are in any way infallible. They may very well be fallible. And here again, in the 

light of the consciousness analogy mentioned above, we can complete his reply in the 

following way: conscious states are in the same way fallible as rational insights. I may 

feel a pain in my right foot although my right leg has been amputated some weeks ago. 

We nevertheless usually claim that the beliefs we have on the basis of such a conscious 

state are justified. And so in the case of rational insights. Although they may be fallible, 

they can yield justified beliefs.  

 We have considered three objections against BonJour’s account of a priori 

justification. Up to here, the analogy between rational insights and consciousness turned 

out to be a useful one in defending the philosophical thesis scrutinized. Unfortunately, 

the analogy does not come for free. In order to see this, we first have to look at one of 

BonJour’s more general claims: the autonomy claim. 

 

3.4.3 The autonomy claim  
According to the autonomy claim, there is no need to consult the empirical sciences, no 

need to use the results of their investigations, in order to explain a priori knowledge. I 

emphasize that BonJour does not explicitly propose the autonomy claim. But I think the 

way in which he examines a priori knowledge is surely shaped by this claim. It just does 

not occur to BonJour to ask scientists (e.g., psychologists) what rational insights are or 

how widely they are shared. Some other rationalists are also quite determined when it 

comes to that claim, most prominently George Bealer. In a recent publication, he 

characterizes the autonomy claim as the claim that, “[a]mong the central questions of 

philosophy that can be answered by one standard theoretical means or another, most can 

in principle be answered by philosophical investigation and argument without relying 

substantively on the sciences”.171 

 The autonomy claim is a favourite thesis of the majority of all contemporary 

rationalists. There is at least no other plausible explanation of the fact that no prominent 

rationalist consults the empirical sciences before he refers to rational insights. To many 

of us, it is not that obvious why we do not have to ask the sciences for advice when it 

comes to rational insights. You may argue that they simply have no answers. Now, this 

in fact is false. And even if it were true, it would not provide us with an argument in 

support of the autonomy claim.  

 However, let us be rationalists, even if only for the sake of argument. Qua 
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rationalist and proponent of a rational-insight account, we have to find a way to deal 

with the mysteriousness objection. Reliance on the analogy between rational insights 

and consciousness is one way of doing that. Unfortunately, proposing the autonomy 

claim on the one side and relying on the analogy in question on the other side are two 

strategies hardly compatible.  

 

3.4.4 The dilemma 
In order to throw some light on these issues, let us take up the analogy again. According 

to many philosophers, consciousness is still a mystery today. Although we have many 

different explanations of consciousness, there is no widely held one. This topic’s being 

so tricky is surely also due to the fact that many conscious states are connected with 

phenomenal qualities and we simply don’t know why. Just recall the way it feels like to 

eat ripe tomatoes or vanilla ice cream. To be sure, psychologists and neurophysiologists 

can probably provide us with a story about the brain processes which go on in our brains 

when we eat vanilla ice cream. In that sense, they can explain what a conscious state is. 

But in another sense, the concept of a conscious state is as dark as before. It is the way it 

feels like to be in such a conscious state. Why are those brain processes accompanied by 

such feelings? Why does eating a ripe tomato feel like this and not like that? So, there is 

still something left out; in Levine’s famous phrase, there is an explanatory gap: We still 

know nothing about what it feels like to eat, say, vanilla ice cream. It is still a complete 

mystery. On the other hand, conscious states are also our best friends, our most intimate 

companions; they could not be more familiar to us. Perhaps it is exactly that contrast 

between our inability to give a reductive explanation of consciousness on the one side 

and the tremendous familiarity with conscious states on the other side which makes that 

topic so interesting and fascinating.  

 BonJour’s idea is that rational insights are something similar, in several important 

respects: We are not in a position to give a reductive explanation of rational insights; 

rational insights are still rather mysterious.172 At the same time, they could not be more 

familiar, perhaps not in quite the same sense of familiarity as in the case of 

consciousness, but almost.173  

                                                           
172  BonJour would not claim that rational insights are mysterious. However, I think that BonJour would 

have to admit that rational insights are at least in some sense mysterious, namely in the sense that they 
are not explicable with reference to simpler cognitive elements. 

173  This is the rationalist’s point of view. Other philosophers are rather skeptical when it comes to this 
point. Boghossian (in conversation) claims never to have encountered something like what BonJour 
refers to with ‘rational insight’. 
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 If we assume with BonJour that the consciousness case and the case of rational 

insights do have some central features in common then it should be possible to 

investigate the more psychological or neurophysiological part of that story. I have 

mentioned above that there seems to be no insurmountable obstacle in explaining what 

kinds of brain processes are going on in our heads while having some phenomenal 

experience. We surely know that this cannot be the whole story, because some essential 

part, the phenomenal qualities of experience, will be left still unexplained. And surely 

this second, still unexplained part is the much more difficult task waiting for us. David 

Chalmers has nicely called the first (psychological, neurophysiological) part the ‘easy 

problem’, the second (phenomenal) part, the ‘hard problem’.174 If BonJour’s implicit 

claim that there are some essential similarities between the case of consciousness and 

the case of rational insights is true, then we are perhaps able to solve the easy problem 

only with the aid of psychology and neurophysiology. Easy as it may be – we would 

have solved one problem related to rational insights.  

 So, there seems to be some kind of dilemma for the rationalist: The proponent of 

an account of a priori justification like the one BonJour presents has to find a good 

argument against the mysteriousness objection. One of the best arguments available 

relies heavily on an analogy between rational insights and consciousness. With such an 

argument at hand, the respective proponent can explain why we do not have to exclude 

the reference to rational insights from a plausible explanation of a priori knowledge, 

even if that phenomenon is still inexplicable today. At the same time, however, the 

rationalist has to admit that the project of investigating rational insights should be an 

interdisciplinary one. Doing this, he undermines the autonomy claim, proposed by many 

rationalists. He undermines the claim that philosophers don’t have to consider the 

results of the empirical sciences in order to answer philosophical questions. 

 

3.4.5 An objection  
One may object that my argument only gets off the ground because I have conflated two 

versions of the autonomy thesis. I formulated the autonomy claim (AT) as the thesis that 

there is no need to consult the empirical sciences, no need to use the results of their 

investigations in order to explain a priori justification. The two theses I did not keep 

apart are: 
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(AT1) There is no need to consult the empirical sciences in order to know that there is a 
distinct process for arriving at justified beliefs – namely rational insights. 
(AT2) There is no need to consult the empirical sciences in order to know the details of 
the cognitive mechanisms involved in the process of rational insights. 

It seems to be pretty obvious that rationalists like BonJour and Bealer would accept the 

autonomy claim in the form of (AT1), but not in the form of (AT2). If this is true, do 

rationalists have to abandon (AT1) if they want to use the consciousness analogy? Not if 

we distinguish the following two versions of the autonomy claim concerning 

consciousness: 

(ATC1) There is no need to consult the empirical sciences in order to know that there is 
a distinct process for arriving at justified beliefs – namely consciousness. 
(ATC2) There is no need to consult the empirical sciences in order to know the details 
of the cognitive mechanisms involved in the process of consciousness. 

The rationalist may now argue that (ATC2) is not plausible, while (ATC1) is. And then 

there is no dilemma for the rationalist. He can endorse (AT1) as well as (ATC1). The 

sort of autonomy claim just mentioned can be made not only with respect to rational 

insights, but also with respect to consciousness. So there is the analogy we were looking 

for. 

 However, appearances are deceptive. Consider (AT1). What is of interest here is 

not that there are certain beliefs at which we arrive via rational insights, but that we are 

able to arrive at those beliefs via rational insights. So we can modify (AT1) 

accordingly: 

 

(AT1*) There is no need to consult the empirical sciences in order to know that we are 
able to arrive at certain justified beliefs via rational insights.  
 

This version of the autonomy claim raises the question how we can know that we are in 

a position to arrive at certain justified beliefs via rational insights. What are the 

arguments we can put forward in support of (AT1*)? Why should we believe that the 

belief expressed by (AT1*) is true?  

 One may immediately protest and refer to the way I argued in the last section. 

Does the rationalist have to engage with such an argumentation in the first place? What 

about the consciousness analogy and the claim that consciousness, too, is still a mystery 

today? 
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 Well, it is one thing to reject the mysteriousness objection by way of stating an 

analogy between rational insights and consciousness. Such a move helps to prevent an 

immediate rejection of the rational-insight account. It also helps us to motivate further 

research concerning rational insights. It is another thing not to be in a position to explain 

why one is justified in believing a quite general methodological principle. Let me draw 

your attention to an important difference between (AT1*) and the following modified 

version of (ATC1): 

(ATC1*) There is no need to consult the empirical sciences in order to know that we are 
in a position to instantiate conscious states. 
 

In the case of (ATC1*) it is obvious why we are justified in believing it. Every time we 

entertain the thought that there is no need to consult the empirical sciences in order to 

know that we are in a position to instantiate conscious states, we thereby instantiate a 

conscious state. That is, it is hardly imaginable how we could ever have a thought about 

(ATC1*) without thereby instantiating a conscious state. Such a relation does not exist 

in the case of (AT1*). I may entertain the respective thought, and it may also feel to me 

as though I just ‘see’ that (AT1*) is true, but I may nevertheless entertain a cognitive 

state that is not a rational insight. 

 So, what should we do? Again: How can we support (AT1*)? I think there are 

three possible answers. First of all, one might claim that we rationally ‘see’ the truth of 

(AT1*), that this is a rational insight, in order to explain why why there are cases of 

rational insight. What we have to do is, to come up with an account of rational insights, 

or at least a sketch or an idea of what such an account could look like. One has to be 

aware, however, that this would have to be an account of intuitions in the way BonJour 

understands them, which is also the way in which Boghossian claims he never has 

encountered such an intuition. And I think that the majority of philosophers also thinks 

that the project of developing such a theory would be up against long odds. In order to 

hammer this point home: I am not claiming that the rationalist has to present a full-

blown theory in order to maintain (AT1*), to refer to the consciousness analogy, to 

escape the mysteriousness objection. That would be absurd. What I am claiming, 

however, is that there need to be some arguments available; arguments that go beyond a 

simple appeal to intuition. And nothing I put forward in order to argue for the 

consciousness analogy implies the contrary. 

 A second, and already anticipated, way of arguing would consist in claiming that 
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we have the strong intuition that (AT1*) is true, period. That move, however, would be 

clearly question-begging. 

 Thirdly, one could also simply reject the question by pointing out that we are 

justified in relying on (AT1*) without supporting it with any hints or arguments. 

 Such a response is problematic at least for the following two reasons: Firstly, not 

all philosophers would happily agree that we are able to arrive at a priori justified 

beliefs via rational insights. Indeed, some even doubt that there is something like 

rational insights, as we have seen. Secondly, even if all philosophers agreed, it would 

still be a desirable goal to come up with arguments that support what is prima facie 

obvious. Often, such a search for arguments does reveal the falsity of the proposed 

thesis. One only has to consider the history of the empirical sciences and all the 

erroneously, but at the same time universally, held theses. 

 Now one may reasonably object that the history of science is surely not an 

analogous case to the one of philosophy. In the empirical sciences, the probability of 

error is much higher than in philosophy. Besides, even if there is also some “error rate” 

in philosophy – there is simply no way of smoothing it out. In science, we can undertake 

several different kinds of experiments in order to prove one and the same thesis. In 

philosophy, we can investigate the philosophical topics and questions often only by 

means of our rational intuitions. There is simply no extra way of proving the truth of our 

intuitions, no different access to the topic at hand, than by considering intuitions. 

 I will argue that both points just mentioned are highly problematic, if not simply 

false. While my arguments against the second point will be presented later, I will now 

turn to the first point. 

 It is by no means clear why empirical scientists’ work should be more prone to 

error than philosophers’. One claim is that our intuitions are something quite intimate. 

While it is easy to imagine how we can err when trying to perceive something in the 

distance, it is hard to imagine how we could fail to know what our intuitions tell us. To 

reason in such a way, however, would clearly mean to take the wrong conclusion. Even 

if we could not err concerning the content of our intuitions, that does not imply that 

these contents are also true. 

 And let me add another, more methodological point. Even if one could present 

reasons that support (AT1*), one would have to apply the very same method whose 

appropriateness one is arguing for. One would refer to arguments that are independent 

of the results of the empirical sciences in order to support the thesis that we know 
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something independently of the empirical sciences. 

 Admitting this point, the rationalist may ask what kind of interesting information 

the empirical scientist would be able to provide us with when it comes to rational 

insights. Well, as I see it, we are justified in believing that (AT1*) is true, when there is 

reason to assume that it is so. Reason to assume that it is so is available not only in the 

form of arguments in support of the content of (AT1*), but also in the form of evidence 

concerning the reliability of the process which produced our belief that (AT1*) is true. 

And this is the point where the empirical scientist enters the game. Maybe he can 

provide us with this evidence.  

 Some philosophers may be inclined to wave this point aside. They may point out 

that we have one quite good indicator for the reliability of the processes that caused our 

philosophical beliefs, resting on intuitions: namely the fact that they are so widely held. 

All philosophers have them. To be sure, this does not logically entail that the beliefs are 

true and that the method is a reliable one, but, well, it is plausible to assume that they 

are. 

 This sort of reasoning is a well-known one. Traditionally, many philosophers 

believed that if they have the clear and strong intuition that p, they can reasonably rely 

on it. To be sure, they normally also talk with their colleagues at the departments and 

ask them what intuitions they have. However, they do not systematically investigate 

whether all philosophers share their intuitions. And they may claim that it is only 

reasonable to do so. There will always be some philosophers who have other intuitions, 

but, well, they are simply wrong. No one has ever claimed that philosophical intuitions 

are completely reliable, or so one may argue.  

 Unfortunately, a certain error rate is negligible only if the error is not systematic. 

And this is exactly the point where the problem of systematically varying intuitions 

rears its head. 

 

3.4.6 Variability of intuitions 
As just mentioned, philosophers did not worry much about the universality of their 

intuitions for many years. In case one intended to publish a paper in a peer-reviewed 

journal, it surely was counterproductive to propose a theory that heavily relied on 

intuitions that were idiosyncratic, intuitions no other philosopher shared. Because most 

philosophers discuss their papers before sending them to the editors of journals, 

however, there already was some kind of selection in advance. If all the colleagues at 
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the department have the same intuition concerning a certain philosophical thesis or 

counterexample, then it is true, in all likelihood – or so many philosophers thought. 

Reasoning in such a way was perfectly accepted for a long time. 

 In the past few years, philosophers like Stephen Stich, Shaun Nicholas, and 

Jonathan Weinberg tried to challenge this traditional assumption. First of all, they claim 

that it is by no means clear why we should assume that our intuitions are universal.175 

They claim, secondly, that in order to find out more about, say, knowledge, morally 

right actions, or our semantic theories of choice, we have to use empirical methods. This 

seems to be quite revolutionary. However, it is so only at first sight. The basic claim of 

these so-called experimental philosophers may appear revolutionary to us only because 

we are philosophers educated in a time shaped by the demise of logical empiricism and 

the advance of conceptual analysis. Bearing in mind that some of the philosophical 

giants have also been psychologists, the appearance of revolution may fade. As Kwame 

Anthony Appiah recently pointed out: 

 

Looking back at our putative ancestors with an attempt at historical objectivity, one is struck by 
how much of what Renan called “forgetting” the construction of a philosophical canon has 
required. We have had to ignore so much of what they wrote. Plato and Aristotle had almost 
physiological theories about the nature of the soul and the nature of life …176  
 
He asks us: 
 
Is Descartes, whose “mechanical philosophy” aimed to overturn Aristotelianism, our true 
forebear? Then you should wonder at how selectively most of us read him. Much of his 
attention, after all, was devoted to geometry and optics, and for a period, he was revered among 
scholars as, principally, a sort of mathematical physicist. … He also spent time and energy 
dissecting cows and other animals. 
 
And he hammers his point home by maintaining that 
 
Hobbes, Locke, and Hume spent a great deal of energy elaborating an account of associationist 
psychology, in order to explain how faculties of the human mind processed sensations and ideas; 
for John Stuart Mill, logic was “not a Science distinct from, and co-ordinate with, Psychology. 
So far, as it is a science at all, it is a part, or branch, of Psychology.” It was a professor of 
philosophy at The University of Leipzig, Wilhelm Wundt, who established the first institute for 
experimental psychology, in 1879. (He aimed in part to prove Kantian ideas, and disprove 

                                                           
175 And in doing this, they have company. The psychologist and anthropologist Marc Hauser recently 

remarked with respect to moral dilemmas and intuitions that “[a]ll those who have written on this 
topic are highly educated, brought up in a Western culture, and over thirty. What we need, if we are 
interested in the nature of human moral judgment, is a sense of what other people say when 
confronted with these kinds of dilemmas. These ‘other people’ must include a sample of the world’s 
diversity, including the young and the old, educated and not, male and female, devoutly religious and 
explicitly atheistic, and inhabitants of large and small groups embedded in sprawling cities, rural 
countrysides, tropical jungles, and expansive savannas” (2006:121). 

176  Appiah (2008:7) 
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Kantian skepticism about the methods by which he did so.) And the psychology labs at Harvard 
are in William James Hall because its inhabitants rightly think of James (who migrated from 
Harvard’s Physiology Department to its Philosophy Department in 1881) as one of their 
ancestors, just as we contemporary philosophers claim him for ourselves. His colleague Josiah 
Royce was elected president of the American Psychological Association in 1903.177  
 

I think that Appiah argues here quite convincingly that philosophy and psychology have 

been more closely connected than most of us today imagine. If he is right then nothing 

could be farther away from the truth than the claim that experimental philosophy’s 

approach is revolutionary. 

 Be that as it may, the experimental philosophers’ claim is that many of our 

intuitions are not universal. They claim that many of our intuitions vary with the cultural 

as well as socio-economic background of the reasoner. In order to support their claims, 

they conducted surveys with undergraduates at Rutgers University as well as with 

random subjects in New Brunswick, New Jersey. Stich, Nichols, and Weinberg asked a 

group of subjects from different cultural as well as socio-economic groups about their 

intuitions concerning classical philosophical thought experiments like the Gettier case 

or the Truetemp case. The way they chose the subjects of their group was motivated by 

results of research projects in cross-cultural psychology.178 Nichols et al. asked the 

subjects whether in a case like the following Charles ‘really knows’ or ‘only believes’: 

 

One day Charles is suddenly knocked out by a falling rock, and his brain becomes rewired so 
that he is always absolutely right whenever he estimates the temperature where he is. Charles is 
completely unaware that his brain has been altered in this way. A few weeks later, this brain re-
wiring leads him to believe that it is 71 degrees in his room. Apart from this estimation, he has 
no other reason to think that it is 71 degrees. In fact, it is at that time 71 degrees in his room. 
Does Charles really know that it was 71 degrees in the room, or does he only believe it?179  
 

In the case just described, which is obviously a version of the Truetemp case (see 

chapter 6.4), about 65% of the westerners, and about 85% of the East Asian subjects, 

denied that Charles does know. This is a significant difference between the two cultural 

groups. The same difference in judgment occurred between two different socio-

economic groups, and also concerning other philosophical thought experiments.   

                                                           
177  ibid., 14 
178  cf. Nichols et al. (2003:231) 
179  ibid., 233 
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 For many philosophers, these research results are kind of unsettling because these 

philosophers simply could not imagine that other people have different intuitions 

concerning, say, the Gettier cases.180 As Weinberg et al. remark in an earlier publication: 

 

If the epistemic intuitions of people in different groups disagree, they can’t all be true. The fact 
that epistemic intuitions vary systematically with culture and SES [socio-economic status] 
indicates that these intuitions are caused (in part) by culturally local phenomena. And there is no 
reason to think that the culturally local phenomena that cause our intuitions track the truth any 
better than the culturally local phenomena that cause intuitions that differ from ours.181 
 
Two points are quite important. First of all, the authors in question want to challenge 

only those intuitions that seem to differ systematically from one social group to the 

other. These intuitions cannot be considered as evidence for or against a certain 

epistemic theory. Secondly, although Weinberg et al. do not want to defend a general 

skepticism concerning all intuitions in philosophy,182 it is clear that in order to find out 

which intuitions differ and which not, we will have to untertake empirical 

investigations; we will have to leave our armchairs. And this is what threatens the 

traditional way of doing philosophy.183 

 

3.4.7 Coming back to (AT1*) 
In the light of these considerations, we need to explain in a new way how we are 

justified in relying on our intuitions. One traditional way of reasoning on behalf of our 

intuitions’ truth is, as I mentioned above, to claim that they are widely held. This is not 

the only way of arguing for their truth, but surely one proposed by many philosophers. 

Now, as the investigation results of experimental philosophers seem to indicate, 

intuitions are not always widely held, and moreover, they seem to diverge quite 

systematically. In such a case we can no longer assume that our intuitions concerning a 

certain philosophical topic or question are true simply because our colleagues at the 

philosophy department have them, too.  

 So, let me now come back to (AT1*). Why, I asked above, should we assume that 

(AT1*) is true? I claimed that one could argue for the truth of (AT1*) by referring to the 

reliability of the process type a token of which produced our intuition concerning the 

truth of (AT1*). In order to argue for the reliability of the respective process type, I 
                                                           

180  cf. also Nichols et al. (2003:234) 
181  Weinberg, Nichols and Stich (2001:441) 
182  cf. ibid., 244 
183 There are quite a few objections against Weinberg’s conclusions available. I will discuss them in 

chapter 7.4. 
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pointed out, one may look at the universality of our intuitions. Now, unfortunately, we 

are told that many intuitions in philosophy are not widely shared; they vary with culture 

and socio-economic background. This does not entail, to be sure, that the process that 

caused our belief concerning (AT1*) also produces results that vary in such a way. It is, 

however, not a possibility we could exclude on purely a priori grounds. It seems that the 

results of experimental philosophers will make it more and more difficult to propose 

(AT1*) in this general form. I would therefore suggest to distinguish between two 

different versions of (AT1*). First a weak version of the claim, referring only to the 

group of philosophers the speaker belongs to:  

(AT1*w) There is no need to consult the empirical sciences in order to know that we 
(e.g., a certain group of western professional philosophers) are in a position to arrive at 
certain justified beliefs via rational insights.  

And now the strong version, referring to all human beings under normal conditions: 

(AT1*s) There is no need to consult the empirical sciences in order to know that we 
(qua rational human beings) are in a position to arrive at certain justified beliefs via 
rational insights.  

If the consciousness analogy is to have any strength, then it has to start from the strong 

version of the autonomy claim. Conceding this point, our dilemma returns. In order to 

argue for the truth of (AT1*s), we have to undertake empirical investigations. And, 

needless to mention, that also means casting doubt on the autonomy claim. It does not 

necessarily undermine it, but it would surely be completely against the spirit of 

BonJour’s account. Simultaneously, we could settle for the weak version. However, 

with the weak version, the consciousness analogy does not get off the ground. And 

besides that, it seems to be quite obvious that this cannot be the version rationalists like 

BonJour are inclined to hold. 

 Let me make one last point. It is surely possible to go on looking for an 

explanation of the a priori that refers to rational intuitions and that does, at the same 

time, give up the autonomy claim in order then not to be vulnerable to the 

mysteriousness objection. It is questionable, however, whether the result of such a 

project (after incorporating empirical data) would in any way resemble the account of 

the a priori presented by BonJour. So, what to do? Well, there is still one account of the 

a priori left – the reliabilist account. Perhaps this account is informative as well as 

widely applicable? 

 



 

   

3.5 The reliabilist’s account 
3.5.1 The basic idea 
The account I will now consider is based on an explanation of knowledge that deviates 

from traditional explanations of knowledge in at least one important respect. In chapter 

2.3 I pointed out that, traditionally, the concept of knowledge is tightly connected with 

the ability to give reasons. If Paul believes that George W. Bush is president of the 

United States of America in the year 2007, and at the same time is unable to present any 

reason for his believing this, then he does not know that George W. Bush is president of 

the United States of America in the year 2007 – or so many philosophers have 

traditionally argued. The explanation of knowledge on which the explanation of a priori 

knowledge considered now is based breaks with that tradition. Not the ability to give 

reasons is required for having knowledge, but the reliability of the cognitive processes 

that cause the respective beliefs. 

 The reliabilist’s account of a priori knowledge differs from the meaning-based 

account as well as from the rational-insight account in several important respects. The 

basic idea of the meaning-based account is that we have to look at language and at the 

contents of our beliefs when it comes to explaining a priori knowledge. Proponents of 

the rational-insight account claim that we have rational insights and that we just ‘see’ 

that the respective propositions are true. The reliabilist’s account, in contrast, mainly 

focuses on the cognitive processes that cause the alleged a priori knowledge.  

 Philip Kitcher, a proponent of the reliabilist account, characterizes this account as 

follows: 

 

[T]he distinction between knowledge and true belief depends on the characteristics of the 
process which generates the belief, and this thesis is independent of specific proposals about 
what characteristics are crucial. Introducing a useful term, let us say that some processes 
warrant the beliefs they produce. […] The general view of knowledge I have adopted can be 
recast as the thesis that X knows that p just in case X correctly believes that p and X’s belief was 
produced by a process which is a warrant for it.184  
 

The reliabilist explanation of knowledge Kitcher refers to is a kind of explanation of 

knowledge that arose primarily during the first decades after Edmund Gettier published 

his highly influential article. The goal pursued by many philosophers consisted in 

producing explanations of knowledge that, firstly, are not vulnerable to the Gettier cases 

and, secondly, go together with a naturalized epistemology. In order to fulfil the second 
                                                           

184  Kitcher (1980:7) 
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goal, they had to refer to entities that are investigatable by the empirical sciences. In 

order to fulfil the first goal, they had to explain what the differences are between the 

cases in which a person seems to have knowledge and Gettier’s cases in which a person 

does not seem to have knowledge, despite the fact that she has a justified true belief. 

 By referring to cognitive processes, epistemologists tried to fulfil both goals. On 

the one hand, these processes seem to be investigable by the empirical sciences. On the 

other hand, we can make out a difference between the two kinds of cases in question: in 

Gettier cases, the belief of the person is not caused in the right way, or so some 

realiabilists claim.  

 Before we go on with Kitcher’s account, it makes sense first to clarify what the 

term naturalism refers to. We have to familiarize us with some of the most central 

theses. 

 

3.5.2 Epistemological naturalism 
Willard Van Orman Quine is not only celebrated for the way he rejected the traditional 

distinction between analytic and synthetic statements, but is also considered by many 

philosophers as the founding father of epistemological naturalism. At least he is the one 

who coined the term ‘naturalized epistemology’. In his paper “Epistemology 

Naturalized” that was published in 1969, Quine presents such an account. When 

philosophers today talk about epistemological naturalism, the majority of them 

implicitly or explicitly refer to Quine’s theses in this paper. Jaegwon Kim nicely 

describes that situation as follows: 

 

It has become customary for epistemologists who profess allegiance to a ‘naturalistic’ 
conception of knowledge to pay homage to Quine as the chief contemporary provenance of their 
inspiration, especially to his influential paper ‘Epistemology Naturalized.’185, 186 
 

The question about the basic assumptions of epistemological naturalism is not that easy 

to answer. Only rarely do epistemologists explicitly cite the tenets of their own 

naturalized epistemological position, apart from a reference and appeal to Quine’s 

theses. This is not unproblematic, insofar as it easily causes the impression that the 

                                                           
185  Kim (1994:36f.) 
186  Kim’s point is illustrated by the very first sentences of a recent article by Penelope Maddy (2000:92). 

Its title is ‘Naturalism and the A Priori’ and it starts as follows: “The naturalism I aim to practise is a 
descendant of Quine’s …” 
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naturalist is not aware of his own basic assumptions. Hilary Putnam recently got that 

impression: 

 

Today the most common use of the term “naturalism” might be described as follows: 
philosophers – perhaps even a majority of all the philosophers writing about issues in 
metaphysics, epistemology, philosophy of mind, and philosophy of language – announce in one 
or another conspicuous place in their essays and books that they are “naturalists” or that the 
view or account being defended is a “naturalist” one; this announcement, in its placing and 
emphasis, resembles the placing of the announcement in articles written in Stalin’s Soviet Union 
that a view was in agreement with Comrade Stalin’s; as in the latter announcement, it is 
supposed to be clear that any view that is not “naturalist” (not in agreement with Comrade 
Stalin’s) is anathema, and could not possibly be correct. A further very common feature is that, 
as a rule, “naturalism” is not defined.187  
 

Putnam is surely not the first who had the strong suspicion that the term naturalism is 

nothing but a label, that it represents nothing really substantial. Barry Stroud pointed out 

in the year 1996 that 

 

[b]y now it should begin to look as if this expandable or more open-minded form of naturalism 
does not amount to anything very substantive or controversial. It is “open” because it is not 
committed in advance to any determinate and therefore potentially restrictive conception of 
what is so. Rather than calling it open-minded naturalism, we could just as well drop the term 
“naturalism” and call it open-mindedness. It says that we must accept as true everything we find 
we have to accept in order to make sense of everything that we think is part of the world. If that 
is still called “naturalism,” the term by now is little more than a slogan on a banner raised to 
attract the admiration of those who agree that no supernatural agents are at work in the world.188 
 

Now, on the one hand, Putnam and Stroud are surely right: many contemporary 

naturalists do not make explicit the basic assumptions of their own epistemological 

position.189 It is nevertheless surely a feasible project to bring out at least the most basic 

ones. In the following I will do that. Because of the rather complex and confusing 

naturalistic debate I will have to simplify, at least at some points. The basic assumptions 

                                                           
187  Putnam (2004:59) 
188  Stroud (1996/2004:35) 
189  What naturalists sometimes do is to characterize their own account in an implicit and partial way in 

that they explain in which way their own strand of naturalism departs from Quine’s ur-version. 
Scarcely anyone of them makes his whole naturalistic account explicit. Or if they come to talk about 
naturalism, they remain on a rather pictorial level, like Penelope Maddy in a recent article: “I think the 
right answer … is that naturalism is not a thesis … but an approach. The naturalistic philosopher is the 
Neurathian sailor, working within science to understand, clarify, and improve science; she will treat 
philosophical questions on a par with other scientific questions, insofar as this is possible; faced with 
first-philosophical demands – that is, questions and solutions that require extra-scientific methods – 
she will respond with befuddlement, for she knows no such methods; from her scientific perspective, 
she is sceptical that there are such methods, but she has no a priori argument that there are none; until 
such methods are explained and justified, she will simply set aside the challenges of first philosophy 
and get on with her naturalistic business” (Maddy 2000:108). 
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that I will now present are perhaps not such that all contemporary naturalists would 

explicitly propose them. But this equally is not of interest here. The goal of this chapter 

is only to familiarize the reader with a certain background many reliabilists seem to 

have. Let us begin with one of the most important basic assumptions, the (as I will call 

it) general ontological assumption: 

 

General ontological assumption (GOA1): Modern natural science provides the only true 
picture of the world.190  
 

GOA1 is not uncontroversial. First of all, today most philosophers reject the thesis that 

there is only one science. They assume that there are rather many different sciences, 

sciences that cannot be reduced to one most basic science. Therefore, the expression 

‘modern natural science’ has to be used with care.  

 Secondly, there are weaker versions of GOA, which do not refer to the ‘only true 

picture’, but only the ‘most comprehensive’ one, such as the following: 

 

The principle of naturalism. The natural sciences (plus the logic and the mathematics needed for 
them) constitute the simplest comprehensive theory that explains all, or most, of a person’s 
phenomenal experiences and/or observations.191  
 

Together with the so-called principle of holism, it becomes clear why we should choose 

that simplest comprehensive theory: 

 

The principle of holism. A theory is justified (acceptable, more reasonable than it competitors, 
legitimate, warranted) for a person if and only if it is, or belongs to, the simplest comprehensive 
theory that explains all, or most, of a person’s evidence.192  
 

So I will stick to a second, weaker, version of GOA: 

 

General ontological assumption (GOA2): Modern natural science provides the simplest 
most comprehensive picture of the world.  
 

From GOA1 and GOA2, we can deduce the following two special ontological 

assumptions:  

 
                                                           

190  cf. DeCaro/Macarthur (2004b:3) 
191  Bealer (1999:32) 
192  ibid. 
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Special ontological assumption (SOA1): Modern natural science provides the only true 
picture of human beings with all their mental states.193 
 

Special ontological assumption (SOA2): Modern natural science provides the simplest 
most comprehensive picture of human beings with all their mental states. 
 

Now SOA (in both versions) seems to be tightly connected with certain methodological 

considerations. Stroud points out that 

 

[w]e have to distinguish two aspects of naturalism. There is naturalism as a view of what is so, 
or the way things are, or what there is in the world. And there is naturalism as a way of studying 
or investigating what is so in the world. A naturalistic study of human beings would study and 
understand them in relation to the rest of nature. Obviously, what you think the natural world is 
like will have an effect on how you investigate the things in it, and what you think is the best 
way to understand them. The two aspects of naturalism are connected.194  
 

We can say that if it is true that the natural sciences provide us with the only true or the 

simplest most comprehensive picture of human beings and their mental states, then it is 

clear that philosophy will lose its traditional supremacy. In fact, according to the 

naturalist’s favourite picture we should always use the methods of the natural sciences 

and only if we come to some abstract and more general issues, then we have to fall back 

on philosophical methods. Philosophy does not have a special authority any more: 

 

General methodological assumption (GMA): Philosophical methods have no authority 
over the methods of the sciences.195 
 

From GMA, we can deduce a special methodological assumption: 

 

Special methodological assumption (SMA): In investigating human beings with all their 
mental states, philosophical methods have no authority over the methods of the 
sciences.  
 

This special methodological assumption requires a commentary. Quine assumes that 

epistemology has to be a subdiscipline of psychology. If this is true then not all methods 

of the natural sciences would be acceptable methods, but only the methods of 

psychology. However, if we take into account Quine’s own examples it becomes clear 

                                                           
193  cf., e.g., Quine (1969/1994:25), Stroud (2004:26), Goldman (1995:598) 
194  Stroud (1996/2004:22) 
195  cf. DeCaro/Macarthur (2004b:6) 
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that he doesn’t confine himself to the aid of the psychology.196 Because of this I will 

leave SMA as it is.  

 Epistemological naturalism is surely not an uncontroversial philosophical 

position. And there are many points that could be mentioned and criticized here. For the 

moment, however, I would like to mention only one. It is the fact that there is a certain 

tension between the basic theses a naturalist explicitly proposes and the way he 

philosophizes. As Timothy Williamson maintains: 

 

Many contemporary philosophers have some sympathy for crude empiricism, particularly when 
it goes under the more acceptable name of ‘naturalism’. However, that sympathy sometimes has 
little effect on their philosophical practice: they philosophize in the grand old manner, merely 
adding naturalism to their list of a priori commitments.197 
 

And Steven D. Hales agrees: 

 

For good or ill, this strong empiricism is unquestionably a minority view among practicing 
philosophers. Many pay lip service to it while continuing the age-old practices of appeals to 
intuition or counterintuitiveness in order to establish their conclusions.198 
 

He also remarks that 

 

[w]ithout appeal to intuition it is hard to see how we might even begin to settle such issues as 
whether compatibilism is an adequate notion of freedom, or what constitutes virtuous behavior, 
or if parts are essential to their wholes …199  
 

So, on the one side, naturalists claim that we have to challenge the traditional way of 

doing philosophy. On the other side, however, they support their respective claims by 

using the very philosophical methods they criticize. And, to be sure, what is problematic 

is not the fact that they act in such a way. Much more problematic is the fact that it is 

hard to see how naturalists could support their claim by doing empirical investigations, 

by reasoning like, say, psychologists and not like philosophers. And if it is true that they 

cannot support their own naturalistic position by applying the methods of empirical 

scientists then this very fact would not make their position much more credible. 

 With these considerations in mind, I will come back now to Kitcher’s explanation 

of a priori knowledge. 
                                                           

196  For a related point, see Hookway (2000:42). 
197  Williamson (2005:2) 
198  Hales (2000:136) 
199  Hales (2006:10) 
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3.5.3 Kitcher: The basic idea  
What does it mean that X knows a priori that p, according to Kitcher? He claims that X 

knows a priori that p iff X knows that p and this knowledge was produced by a process 

which is an a priori warrant for that knowledge: “A priori knowledge is knowledge 

produced by special types of processes, a priori warrants.”200 What are these processes 

like? What are the relevant differences between a psychological process that is a 

possible a priori warrant and another psychological process which is not? In order to 

work toward an answer to that question, Kitcher reminds the reader of Kant’s concept of 

pure intuition: 

 
At this stage, some examples may help us to see how to draw the distinction. Perception is an 
obvious type of process which philosophers have supposed not to engender a priori knowledge. 
I shall use Kant’s concept of pure intuition as an example. This is not to endorse the claim that 
processes of pure intuition are a priori warrants, but only to see what features of such processes 
have prompted Kant (and others) to differentiate them from perceptual processes.201  
 

Let us consider the following example: Paul has the concept of a triangle. Now he wants 

to find out more about the basic properties of triangles. In order to manage this, Paul can 

act in the following two different ways: either he looks it up in a geometry textbook or 

he represents to himself a triangle. Needless to say, it is the second way which is of 

interest here. Kitcher now maintains that, prima facie, because of the following three 

properties of such a process, Kant believed that it produces a priori knowledge: firstly, 

such a process is independent from experience; secondly, it produces beliefs justified 

independently of experience; and thirdly, it produces beliefs that are true independently 

of experience. Kitcher uses Kant’s ideas for his own explanation of a priori knowledge, 

which is the following:202 

 

1. X knows a priori that p if and only if X knows that p and X’s belief that p was produced by a 
process which is an a priori warrant for it. 
2. α is an a priori warrant for X’s belief that p if and only if α is a process such that, given any 
life e, sufficient for X for p, then 
a. some process of the same type could produce in X a belief that p; 

                                                           
200  Kitcher (2000:66) 
201  Kitcher (1980:8)   
202  It is quite clear that Kitcher’s reference to Kant is not due to exegetical reasons. What he extracts from 

Kant’s basic idea could also been extracted from almost every other contemporary account of the 
a priori. The real motivation behind this move seems to be that Kitcher wants to make clear that his 
account of the a priori captures the traditional idea of what a priori knowledge is. 
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b. if a process of the same type were to produce in X a belief that p then it would warrant X in 
believing that p; 
c. if a process of the same type were to produce in X a belief that p, then p.203  
 

First of all, the phrase “given any life, sufficient for X for p” is intended to capture the 

idea that in order to acquire concepts, we need a certain amount of experience. That is, 

in order to acquire the concept bachelor, you need to have some experiences. The 

justification of your belief that bachelors are unmarried, however, does not depend on 

experience. 

 Secondly, what hits the reader in the eye is that Kitcher connects warrant with 

truth. According to his account, there is no a priori warranted false belief, as he also 

admits: “a priori warrants are ultra-reliable, they never lead us astray”.204 Now, there are 

many ways of criticizing Kitcher’s account of the a priori, convincing ones and not so 

convincing ones, good and bad ones, original ones and not so original ones. To reject the 

ultra-reliability requirement is perhaps the most obvious and straightforward one. 

  

3.5.4 A hostage to fortune 
Shouldn’t a plausible explanation of a priori knowledge qualify at least the prima facie 

exemplary cases of a priori knowledge as cases of a priori knowledge? This question 

almost suggests itself. Why, according to Kitcher’s explanation of a priori knowledge, 

do we seem to know on purely a priori grounds that bachelors are male? Well, a person 

knows a priori that bachelors are male if the respective belief is caused by a process that 

is an a priori warrant for that belief. A process is an a priori warrant for the belief that 

bachelors are male if, firstly, that process is a token of a process type; secondly, some 

token of the same type could produce in X the belief that bachelors are male; thirdly, if a 

token of the same process type were to produce in X the belief that bachelors are male, 

then it would warrant X in believing that bachelors are male; and fourthly, if a token of 

the same process type were to produce in X the belief that bachelors are male, then it is 

the case that bachelors are male.  

 Let us consider condition four. Because of this condition, Kitcher’s explanation of 

a priori knowledge demands that a belief which is a priori warranted is also true, in all 

cases. You just cannot get a priori warrant without truth. What process caused the belief 

that bachelors are male? For the sake of argument, let us assume that X engages in a 

                                                           
203  Kitcher (1980:9f.) 
204  ibid. 
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token of the process type ‘thinking about concepts’. Engaging in that process (token), X 

comes to believe that bachelors are male. But this cannot be the whole story. It is 

perfectly well imaginable that X engages in another token of the type ‘thinking about 

concepts’ and thereby comes to believe that penguins are fishes. And in such a case, X’s 

belief that bachelors are male is no a priori knowledge.  

In order to avoid such counterexamples, we have to be more specific: X engages 

in a token of the process type “thinking about the concept ‘bachelor’”. But here, too, it 

is perfectly well imaginable that a person first comes to believe that bachelors are male 

and then comes to believe (for whichever reasons) that bachelors are female. Shall we 

conclude then that her first belief (that bachelors are male) is not a priori justified? That 

seems to be awkward, to put it mildly. We have to distinguish here between two 

different points, both equally problematic. First of all, it is not clear what exactly 

process types are; the reliabilist definitely needs to say something about this. We will 

discuss this problem again later when we come to the so-called “Generality 

Problem”.205 Secondly, there is the problem that perhaps there are no such ultra-reliable, 

a priori warranting process types. Moreover, when applying the ultra-reliability 

requirement to an explanation of knowledge, then “different difficulties arise”, as 

Goldman argues: “We cannot demand perfect reliability from the source in its general 

operation, for that demand would disallow all knowledge of objects gained from 

perception or inductive inference.”206 To be sure, one could argue that in the case of 

empirical knowledge, perfect reliability is not demanded, while in the case of a priori 

knowledge, it is. It is hard to see, however, why this should be our rationale of choice. 

The question whether or not perfect reliability is demanded for knowledge should be 

answered independently of the kind of knowledge we are actually considering.  

 So, firstly, there are cases that are – according to our strongest intuitions – cases 

of a priori knowledge. Secondly, a plausible explanation of a priori knowledge should 

be able to qualify these cases as cases of a priori knowledge. Thirdly, Kitcher’s 

explanation of a priori knowledge does not seem to show these cases to be cases of 

a priori knowledge, due to his ultra-reliability requirement. Therefore, Kitcher’s 

explanation of a priori knowledge is no plausible explanation.  

 Straightforward as this little argument is, Kitcher may reply several things. Firstly, 

he may deny the first premise. Now, such a move would not be very convincing, 

                                                           
205  see chapter 6.3.1 
206  Goldman (1984:106) 
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because Kitcher himself admits that those intuitions do exist. Secondly, he may deny the 

second premise. That would be equivalent with the thesis that we do not have to take 

seriously the intuitions in question. This is also hardly convincing: Kitcher himself 

heavily relies on the thesis that we should take those very intuitions seriously. I will 

come back to that. First, I will consider another argument against Kitcher’s explanation 

of a priori knowledge. 

 Traditionally, philosophers have explicated the term ‘a priori’ with the phrase 

‘independent of (all) experience’. Now one may reason in the following way: Firstly, 

with a plausible explanation of a priori knowledge, we should catch the traditional way 

philosophers have understood the term ‘independent of (all) experience’. Secondly, 

Kitcher’s explanation of a priori knowledge does not catch that way; the idea that a 

priori warrants have to be ultra-reliable is too strong to be plausible. Therefore, 

Kitcher’s explanation of a priori knowledge is not a plausible explanation. 

 It is clear that Kitcher would again deny the second premise. In fact, he writes: 

 

After all, the heart of the classical view of apriority is that a priori knowledge is knowledge 
independent of experience. But it seems that one can hardly claim that an a priori warrant is 
independent of experience if its production of true belief and its warranting power could be 
subverted in worlds where one had different experiences.207  
 

In his book The Nature of Mathematical Knowledge,208 Kitcher argues for this thesis for 

the first time: 

 

But if alternative experiences could undermine one’s knowledge then there are features of one’s 
current experience which are relevant to the knowledge, namely those features whose absence 
would change the current experience into the subversive experience. The idea of the support lent 
by kindly experience is the obverse of the idea of the defeat brought by uncooperative 
experience. To reject condition (3b), the condition of my analysis on which the central 
arguments above have turned, would be to strip apriorism of its distinctive claim.209  
 

In his paper ‘A Priori Knowledge Revisited’,210 he admits that this earlier argumentation 

is flawed. At least, there are “important, epistemologically relevant, differences between 

the role played by subversive experiences and those played in normal cases by the 

absence of those conditions”. And besides,  

 
                                                           

207  Kitcher (2000:72) 
208  Kitcher (1982) 
209  Kitcher (1982:89) 
210  Kitcher (2000) 
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nobody who advocates a reliabilist approach to knowledge ought to be at all tempted by the 
reasoning just rehearsed. […] The crucial point […] is that to appraise a candidate process as a 
warrant one must consider whether processes of the type would regularly generate true beliefs 
across the class of relevant alternatives, and that class varies according to the facts about the 
world […] and according to facts about the person […]. This has direct significance for claims 
about a priori warrants. Provided that background conditions are benign, the class of alternatives 
is restricted and a type of process might well succeed in regularly generating true beliefs across 
this class, even though, were experience to be recalcitrant, a wider class of alternatives would be 
relevant, across which that type of process would fail the test of regularly generating true belief. 
[…] Indeed, the idea of defeasible a priori warrants for mathematical knowledge can be 
developed quite plausibly on the basis of reliabilism.211  
 

None the less, Kitcher goes on with championing his idea that a weakening of his 

account of a priori knowledge would ignore the traditional meaning of ‘independent of 

(all) experience’. He distinguishes between two explanations of a priori knowledge, a 

weak and a strong version. The strong one is exactly the one Kitcher originally 

presented and the one we have discussed so far. The weak one entails only condition (a) 

of his original explanation, but not (b) or (c). The reason for distinguishing between 

these two versions is presumably due to the fact that Kitcher’s original explanation of a 

priori knowledge received so many objections (some of them quite harsh) and that these 

objections have been directed against conditions (b) and (c). 

 The main part of Kitcher’s paper ‘A Priori Knowledge Revisited’ is devoted to 

arguments that are designed to support the strong version and to make clear why the 

weak version is problematic. The following two arguments are perhaps the most 

important ones in his discussion: the (as I will call it) Argument from Tradition and the 

Argument from the Socio-historical Conception of Knowledge. I will present them in 

turn.  

 Ironically, the Argument from Tradition is tightly connected to an argument 

already used above in order to argue against Kitcher’s account. The Argument from 

Tradition comes down to this: Firstly, philosophers have traditionally believed that there 

is only little a priori knowledge, compared with the amount of empirical knowledge. 

This a priori knowledge is restricted to the fields of which we traditionally think that 

they are a priori disciplines (like logic, mathematics, etc.). Secondly, a plausible 

explanation of a priori knowledge should not force us to assume that there is much more 

a priori knowledge than we have ever dreamt of. In fact, a plausible explanation of a 

priori knowledge must not yield the result that we can know on purely a priori grounds 

some propositions of which we have traditionally believed that they are empirical. 

                                                           
211  ibid., 74 
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Thirdly, the weak version is not a plausible explanation in that sense. Therefore, we 

have to subscribe to the strong version. 

 The example Kitcher presents in order to support those theses has mainly the form 

of a slippery-slope argument: Let’s consider a cube, “on whose faces are inscribed signs 

for the numbers 1–6, and suppose that this cube is made of some homogeneous 

material”. We know that the probability that the uppermost face of a cube will show 6 is 

1/6. But is this knowledge a priori or a posteriori? According to the weak conception, 

this knowledge has to be a priori, or so Kitcher argues: 

 

For the process that generates the belief is available given any sufficiently rich life, and the only 
question is whether that process warrants belief.  … However, if this knowledge is a priori, then 
we have to assume that our knowledge of sex-ratios in populations is also a priori, because in 
such a case, too, “people have appealed to symmetry arguments and other non-empirical 
motivating suggestions to generate conclusions”.212   
 

Now, there are two different possible replies available: Firstly, one may argue that the 

considerations about sex-ratios admittedly include a priori considerations, but basically, 

they are grounded on the results of empirical investigations. First we have to familiarize 

us with sociological studies about populations, then we apply symmetry arguments, and 

after that, we have knowledge about the sex-ratios in populations. To be sure, this is no 

very convincing reply. Kitcher may argue that in the case of the cube, too, we have to 

learn first what a cube is, by seeing or touching a cube. So there is no general difference 

between both cases. 

 One may also argue that we just have to bite the bullet: it is true that we have 

some a priori knowledge of sex-ratios in populations; there is simply much more a priori 

knowledge than we have ever dreamt of. It is not entirely clear why such a move should 

be problematic. One may reason in the following way: While making it, we cheapen the 

venerable concept of a priori knowledge, because traditionally, philosophers assumed 

that there is much less a priori knowledge. Descartes, Leibniz and their colleagues 

would turn in their graves. As already mentioned, this is the reason Kitcher explicitly 

presents against such a move. However, it is also kind of awkward. Recall, it is 

Kitcher’s account of the a priori that qualifies mathematical knowledge as a posteriori, 

contrary to the traditional treatment.  

 Kitcher’s second argument against the weak version is the Argument from the 

Socio-historical Conception of Knowledge. In his book The Nature of Mathematical 
                                                           

212  Kitcher (2000:78, 80) 
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Knowledge Kitcher introduced a conception of knowledge which is radically at odds 

with traditional explanations of knowledge. According to the picture he draws, the 

knowledge we gain is not independent of the social environment we live in. More 

exactly: 

 

[T]he knowledge we have today […] is dependent on the historical tradition in which we stand 
and on the social institutions that it has bequeathed to us. Each of us acquires in childhood both 
a stock of beliefs […] and a training that prompts us to undergo certain sorts of belief-forming 
processes and to trust those processes as reliable guides to truth. During our lives we modify 
those beliefs.213 
 

So much for knowledge in general. The crucial question is now: what about a priori 

knowledge? According to Kitcher, the weak version includes a tradition-dependence of 

a priori knowledge. In order to support this claim, he considers the case of mathematical 

knowledge. Let us suppose that there is a person X who believes that p, where p is a 

mathematical proposition and the respective belief has been caused by a suitable process 

token of a certain process type. If we take the weak version, it would be possible that 

someone else has a belief which is caused by a process token of the same process type 

which caused X’s belief that p, but which would not thereby confer warrant. A belief has 

been caused by a process token of a certain process type which usually confers warrant 

but would not guarantee that the belief in question is warranted, too. In that case, we 

cannot just rely on the process in question. There are two possibilities, according to 

Kitcher: either we explicitly identify the relevant processes as unreliable. In that case, a 

belief that has been caused by such a process would not be warranted. Or else we do not 

explicitly identify those processes. Then we are in the same situation as “people reared 

in a community of dedicated clairvoyants who ignore evidence that their chosen 

methods are unreliable”.214 In either case, our a priori knowledge would not be 

tradition-independent. 

 On the other side, if we gave up the idea that a priori knowledge is tradition-

independent, this would not be in accordance with the traditional idea of the a priori: 

 
Perhaps you may think that giving up the tradition-independence of a priori knowledge is not 
too bad. I claim, however, that this diverges from the classical idea of apriority in important 
ways.215  
 

                                                           
213  ibid., 80 
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It is still questionable whether the strong version would do any better in escaping the 

objection presented by Kitcher. The basic idea, presented above, is the following: If we 

forget about complete reliability and admit only highly reliable process types, then we 

would have to sort out the reliable from the unreliable ones. This would lead to a 

tradition-dependence of a priori knowledge. So, let us go for the strong version. There 

may be (as we also shall assume) some process types that are completely reliable. Even 

in that case, however, there are also process types that are not completely reliable. In 

order not to be ignorant we would have to sort out beliefs that have been caused by 

process tokens of not completely reliable process types. And here tradition-dependence 

enters the game again. Now, I admit that there may be some ways for Kitcher to escape 

my objection. It is also not my goal here to present a knock-down argument. All I want 

to do is to draw the reader’s attention to the places where the problematic points of 

Kitcher’s account may linger. 

 Besides that, I also did not answer yet the question whether Kitcher’s account can 

fulfil the two requirements I proposed in the first chapter: whether the explanation 

presented above is widely applicable as well as informative. And as I see it, Kitcher’s 

account has problems to fulfil even one of these requirements. It is hard to see how it 

could be widely applicable in the light of the fact that a warrant has to be a token of an 

ultra-reliable process type, because, as I also pointed out above, it is hard to see how 

there could be any of them. The lack of informativity, however, is much more obvious. 

Kitcher presupposes a reliabilist’s explanation of knowledge in order to explain a priori 

knowledge, but he does not touch the well-known counterexamples against reliabilism. 

Even if he would not peg warrant with truth, even if he would not demand complete 

reliability – it would not make his account of a priori knowledge much more plausible. 

Let me emphasize: it may be a plausible account of knowledge in the light of Kitcher’s 

naturalistic background. What we would like to know, however, is: why should the 

reliabilist account be the one of choice also for non-naturalists? 



 

   

Step 3: Some more requirements 
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4 Taking stock 
4.1 The third thesis 
In the last chapters, I have presented and criticized three different accounts of the a 

priori: The meaning-based account, the rational-insight account and the reliabilist 

account. I have pointed out, in each case, some of the main disadvantages. Now it is 

time to present an explanation of a priori justification that is more plausible.  

 First of all, however, I’d like to remind the reader of the relevant part of the 

Master Argument (see chapter 1.2): 

 

 
(1) A plausible account of the a priori has to be widely applicable as well as informative 
(chapter 3). 
(2) The three most prominent current accounts of the a priori suffer either from being not widely 
applicable or from not being informative, or both. 
Therefore: there is need of an explanation that fulfils both requirements. 
(3) A plausible account of the a priori must also fulfil the requirement requirement, the 
openmindedness requirement, the actuality requirement, as well as the motivation 
requirement (chapter 4). 

 
 
 

 

4.2 Some methodological demands on a plausible 
explanation of a priori knowledge 
The question what one should reasonably demand of a plausible explanation of a priori 

knowledge is only seldom addressed within the contemporary debate about a priori 

knowledge. If it is addressed, then only in an indirect way: in order to argue against a 

competing explanation of a priori knowledge, philosophers sometimes point out that the 

competing explanation does not meet certain demands every acceptable explanation 

would have to meet. Not surprisingly, in the same breath, their own explanation is 

claimed to fulfil these requirements.216  

                                                           
216  One may object that arguing in such a way would mean to apply the very same strategy. I do not 

think, however, that it is the same. What I am critizing is a certain ad hoc way of choosing the 
requirements a plausible explanation of a priori knowledge has to fulfil. It is an ad hoc way because 
the philosophers in question choose one or two requirements their own explanation can fulfil in order 
to prefer this explanation and reject competing ones. Such a way of reasoning is problematic, because 
there are other requirements, which other explanations can fulfil, but not the preferred one. And as 
long as one does not make clear why it is desirable to fulfil the requirements one’s own explanation 
fulfills and not those of the competing ones, it is not that obvious which explanation we should 
choose.  
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 In many cases, the central unfavourable feature authors refer to in order to argue 

against a competing theory is mystery: the competing account of a priori knowledge 

refers to an entity of which one claims that it is mysterious. Recall how Boghossian 

argued against BonJour’s account of the a priori: 

 

The single and most influential consideration against rational insight theories can be quite 
simply stated: no-one has been able to explain, clearly enough, in what an act of rational insight 
could intelligibly consist. … We are staring at the problem with which we began, rather than 
feeling that we have been placed on the path to real understanding.217  

 

In some respects, this is a quite useful strategy, because it is one no one can reasonably 

reject out of hand. The proponents of such a mysteriousness objection, however, usually 

do not explicate what they refer to with “mysterious” or what it exactly means that a 

certain explanation is mysterious. What remains is merely an appeal to intuition, by 

making the most of the negative connotation of “mysterious”. 

 The success of such a way of reasoning surely depends quite essentially on a 

certain intuitive image philosophers have of their own profession. According to this 

image, philosophy has to be highly informative and must not be mysterious. Intuitively 

plausible as this image may be, it is no truism. If it were true that philosophy always has 

to be informative as well as explanatory, then it is hard to see why so many philosophers 

rely on a bare appeal to intuitions in order to support a given thesis. A proponent of the 

Gettier cases basically does nothing more than appeal to the intuitions of the reader, 

according to which the subjects of these cases obviously cannot have knowledge. The 

proponents in question normally do not explain why these intuitions are true, they only 

appeal to them in order then to present an explanation of knowledge that can deal with 

the intuitions in question. I cannot see why this is in any way less mysterious than the 

way BonJour explains a priori knowledge. 

 Be that as it may, the requirement of being explanatory and not mysterious is 

neither explicitly discussed nor defended by authors who apply it in order to criticize 

competing accounts. In very much the way I introduced both requirements in chapter 

1.1, they are postulated to be intuitively true. 

 One may think that this is only reasonable. It is reasonable because an explicit 

defense of these requirements would face several problems. One of these is the triviality 

objection. According to this objection, all we could present in support of the 

                                                           
217  Boghossian (2003:230) 
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requirements in question are trivialities. No one has ever seriously doubted that it is a 

good thing for a philosophical account to be highly informative as well as widely 

applicable. Sometimes, however, there is simply no way of giving such an account; 

there is no highly informative account of the a priori available– or so one may argue. 

Now, while there is perhaps some truth in it, it is nevertheless worthwhile to look at the 

consequences we prima facie would have to live with in case our explanation of the a 

priori does not fulfil the informativity requirement. That is, although the informativity 

requirement might be a trivial demand of an account, it is nevertheless quite interesting 

to see why we reject accounts that do not fulfil this requirement, why we do not think 

that they are the most plausible ones. So, I do recognize the danger of drifting towards 

trivial considerations, but I nevertheless also think that we have to put up with it if we 

want to argue for the informativity requirement as well as for other requirements of a 

plausible account of the a priori. And that we indeed have to argue for them will become 

more obvious in later chapters. 

 As already mentioned above, the triviality objection is not the only way to 

criticize an explicit defense of the requirements one chooses for a plausible explanation 

of a priori knowledge. Another objection concerns the very methods we use in order to 

defend the requirements in question. In the most general version, this objection goes as 

follows: Assume that it is our goal to argue for the thesis that we should do philosophy 

by using certain methods, say, method M. In order to argue for this thesis, we use M. 

Unfortunately, we then would have to presuppose the validity of the very methods under 

scrutiny. Or else we use other methods, say, M'. If we are successful in arguing for our 

thesis by using M', then we thereby undermine the very claim we wanted to argue for. 

Call this the methodology dilemma. 

 To be sure, the methodology dilemma is a well-known problem, due to the work 

of philosophers like Peter T. Geach218 and Robert Nozick. Thus, Nozick asks us: 

Can a philosophy begin by seeking philosophical explanation? Doesn’t the desire for 
explanation rather than something else already presuppose philosophical views about what is 
intellectually desirable? And, even given the goal of explanation, won’t philosophies differ in 
their conception of an acceptable or adequate explanation, in the conditions that they hold an 

                                                           
218  Geach claims: “Philosophy as now pursued in British universities (and many others) is a highly 

argumentative discipline. The philosophers most studied are not sages who come out with unargued 
dicta, but thinkers who argue for what they think … Though it is reasonable to ask for reasons, it is 
not always reasonable to ask for reasons. Discussion between A and B will clearly be frustrated if B 
keeps on asking for a reason why he should accept what A has last said. Again, it is not reasonable to 
ask for a reason why one should ever observe the practice of asking for reasons; the man who claims 
to reject the practice must not ask others why (i.e. for what reason) they go in for it, or else he is 
shown not to be a total abstainer from it” (1976:1). 
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explanation must meet? … Since each philosophy will have its own ideas about explanation and 
when it is suitable, how can we begin philosophy by seeking explanations? Must we not already 
have answered many important philosophical questions or presupposed answers to them in order 
to fix what it is we are seeking?219  

 

As Nozick also claims, it is hard to see how we should be able to philosophize in a 

neutral way. It seems that we always have to presuppose the truth of some claims in 

order to start philosophizing.  

 Very well, but in which way would we presuppose the validity or adequacy of a 

certain way of reasoning when arguing for the requirements a plausible account of the a 

priori has to fulfil? – What I am going to defend is the plausibility of the informativity 

requirement, inter alia. In order to argue for this, I shall not presuppose that a 

philosophical account has to be informative. By arguing for the informativity 

requirement, I’m providing the reader with informations concerning my claim that a 

philosophical account has to be informative; I’m not simply claiming so. So, in order to 

be successful in arguing for the informativity requirement, I have to choose an 

informative way of reasoning. Consequently, I would have to presuppose the adequacy 

of the very style of reasoning I wanted to argue for.  

 Quite similar is the case of the requirement of wide applicability. I’m not claiming 

that this or that account of a priori knowledge has to be widely applicable in order to be 

plausible, I’m claiming that all plausible accounts have to have this feature. In doing so, 

I’m arguing by presupposing that a requirement that is widely applicable is more 

plausible than one that is not. And then I’ll be presupposing the initial plausibility of the 

requirement of wide applicability – something I wanted to argue for.  

 Now, I do not think that there is any obvious escape, any straightforward reply to 

methodology dilemma. It is obviously true that we have to start with some method, that 

we have to philosophize in a certain way in order to establish our thesis that philosophy 

has to be done in a certain way. And even if we should decide to start in a neutral way, 

that decision would also be a decision to philosophize in a certain way. As Nozick 

remarks: 

 

[W]hy think the goal of neutrality itself is neutral? Would every philosophy accept it? And when 
neutrality ends eventually, as we want, what selective factor will point to one philosophy rather 
than others, and what status – neutral or not – will this factor have?220  

                                                           
219  Nozick (1981:18) 
220 ibid., 19 
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Be that as it may, we can distinguish between more vicious cases and less vicious ones. 

Arguing, say, for the reliability of a certain method and thereby using that very method 

is an obviously vicious case. We are looking for a true answer to the question whether 

the respective methods are reliable, but when we use these methods in order to answer 

the question, it is hard to see how we could find out that they are not reliable. (Because 

if they are not reliable, we presumably would not know.) Not so in the case of the 

informativity requirement. Here we want to argue for the thesis that our philosophical 

account has to be informative. In arguing for this thesis, we argue in an informative way. 

To be informative, however, does not make our respective theses true. So, we are 

certainly in a position to find out whether the informativity requirement is a plausible 

one or not – even if we discuss the pros and cons of such a requirement in an 

informative way. 

 As the reader will see in the following chapters, the more vicious case described 

above is one I will not accept. The less vicious cases, however, are ones I’m happy to 

live with, due to the fact that they do not seem to hinder our basic epistemological goal: 

finding true answers to our epistemological questions. So, what I will do in the 

following is to argue for the requirements I impose on a plausible explanation of a priori 

knowledge, starting with one the reader is not familiar with yet: the requirement 

requirement. 

 

4.3 The requirement requirement 
A common way of investigating a priori knowledge is to begin with a few sentences the 

truth of which we seem to know on purely a priori grounds. After that, one goes on with 

explaining how it can be that we know these sentences a priori. In a third step, the 

respective authors usually focus on alleged advantages of their own theory of the a 

priori in order then to postulate, in the same breath, that every plausible theory of the a 

priori should exhibit these advantages. 

Such a procedure, however, means to put the cart before the horse. We have to 

first list the demands on an explanation of a priori knowledge in order then to create an 

explanation that fulfils these demands, not the other way round. In the following, I will 

call this the requirement requirement.  

 The requirement requirement gains its plausibility from a consideration of the 

ways in which accounts of a priori knowledge are normally presented and defended. A 
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philosopher is attracted by a certain approach to the a priori, say, the meaning-based 

account. Defending this approach, he has to make clear to his readers why they should 

believe that his account of the a priori is true (or the most plausible one) and not another 

one. In doing this, the philosopher will presumably discuss a certain prima facie 

weakness of the strongest competing account. Now, because the goal he pursues is not 

so much to find the most plausible explanation of a priori knowledge (remember, the 

philosopher in question is already attracted by the meaning-based account), the 

philosopher will discuss only those features of the competing account on which his own 

account seems to excel. Other features will be, quite understandably, not at the centre of 

his attention.  

 Such a way of reasoning is disadvantageous for several reasons. First of all, 

authors will not take the positive features of the competing approach to the a priori into 

account, at least if they would in any way count against their own preferred approach.  

 Secondly, the arguments authors will put forward against the competing account 

of the a priori at least sometimes run the risk of being straw man arguments. The 

competing account cannot be true (because the own account is intuitively highly 

plausible) and it therefore has to have some main weaknesses – or so the way of 

reasoning goes. To be sure, authors are mostly not aware of this kind of bias. However, 

it is not a very astonishing psychological fact that we ‘detect’ more weaknesses in the 

case of accounts we do not subscribe to ourselves. 

 One may object that it is exactly the other way round: we first recognize in a kind 

of intuitive way all the weaknesses and strengths of a certain account of the a priori, in 

order then to consider the account as intuitively plausible. Therefore, there is no such 

bias. 

 To claim, however, that we intuitively ‘see’ all the weaknesses and strengths of a 

certain account of the a priori in order then to judge it as plausible or true would mean 

to champion a quite astonishing psychological thesis. It is an astonishing one because it 

presupposes that we can abstain from considering something as intuitively plausible (or 

implausible) until we have recognized all its weaknesses and strengths. This is most 

likely false. Far more plausible is the following assumption: we consider a certain 

theory and detect a feature of this theory that seems to be intuitively a strength of every 

theory of a priori knowledge. After we have detected this feature, we are a little bit more 

inclined to believe that the theory in question is true. With that inclination, we are 

looking for more features of the theory that seem to be advantageous. We will find the 
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next one and our inclination to believe that the theory in question is true will rise. The 

more we believe that the theory in question is true, however, the more we are biased in 

judging the features of the theory concerning its strengths or weaknesses. 

 Let me mention a second point. It also seems kind of naive to assume that we are 

in no way biased by way we were taught to do philosophy, the teachers we encountered 

and the universities we visited. It is not so far off to assume that at least sometimes, we 

consider a certain philosophical theory plausible because this theory has been proposed 

by a certain philosopher we judge as excellent. Or we consider the theory as plausible 

because someone told us that it is about a really hot topic, a topic many journals are 

inclined to publish an article about. Or, sometimes, we think that a certain philosophical 

claim is true only because the truth of this claim would be in line with our other 

philosophical beliefs. This is, needless to say, a normal feature of the very fallible 

cognitive systems we unfortunately are. 

 Now the arguments presented so far in support of the requirement requirement 

were mainly concerned with a possible bias. There are further ones available. Consider 

the communication between proponents of different accounts of a priori knowledge. 

Indeed, one does not have the impression that the champions of the different accounts 

currently proposed are in any way working together. They all have the same goal: 

explaining a priori knowledge. Most of them refer to their respective competing 

explanations, however, only in order to point out what the advantageous features of their 

own account seem to be. To examine other accounts is often nothing but a compulsory 

exercise. To make explicit the criteria of a plausible account of a priori knowledge (and 

to argue for these criteria) would surely facilitate the discourse in question. Take 

BonJour’s case: many authors reject his account by claiming that it is much too 

mysterious. BonJour, in turn, rejects the assumption that we have to reject a prima facie 

mysterious account of the a priori. And then there is often nothing more to say. This is 

completely unsatisfactory. 

 Besides, making explicit one’s criteria for plausibility would also facilitate the 

discussion with the practitioners of other sciences. These scientists would better 

understand why we are proposing the theories in the way we propose them and not in 

another way, why we are approaching a certain topic by using certain methods and not 

others. 

 My last point concerns efficiency. It is much more efficient first to list all the 

requirements a certain explanation of a priori knowledge has to fulfil in order then to 
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look for such an explanation, than first to come up with a certain explanation, to 

recognize that it cannot fulfil a certain desirable requirement, and then to reject the 

explanation and look for a new one.With these points in mind, I will now do what the 

requirement requirement recommends: I will discuss those features which I think every 

plausible explanation of a priori knowledge has to exhibit. 

 
4.4 The requirement of wide applicability 
In the first chapter, I have already named two of the requirements our theory of a priori 

knowledge should be able to fulfil. I have claimed that a plausible account of a priori 

knowledge has to be informative as well as widely applicable. In the third chapter, I 

have simply presupposed that those requirements are in fact requirements of a plausible 

account. Now it is time to argue for them. Let me begin with the requirement of wide 

applicability.  

 I have claimed that a plausible explanation of a priori knowledge has to cover all 

cases of a priori knowledge. As we already saw in section 3.3.8, Enoch and Schechter 

make the same point concerning a priori justification: 

 

[T]here is the need for a unified account of our justification – one that solves the problem of 
justifying basic belief-forming methods across a wide range of cases. The narrower the 
restriction, the more pressing the objection from the need for a unified account becomes, and a 
restriction to logical concepts is a very narrow restriction indeed.221 
 

Moreover, they point out that not being in a position to provide such a unified 

explanation “counts heavily” against the account in question.222 Indeed, I think that 

quite a few theorists of the a priori may claim that it is an obvious virtue of an 

explanation of a priori knowledge to be widely applicable, in order then, at the same 

time, to remind me of the triviality objection already mentioned above. Why argue for a 

requirement the plausibility of which is so obvious?  

 First of all, and as the reader will recognize in the following chapters, I do not 

think that it is an in any way satisfying philosophical way of reasoning simply to claim 

that a thesis is obviously true. Especially when it comes to metaphilosophical 

considerations, we must also ask why we think that the requirement in question is 

                                                           
221  Schechter, Enoch (2006:694) 
222  cf. ibid., 699 
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obviously true. I cannot go into the details of my respective considerations here; I will 

get back to that later. 

 Besides, even if we assume that the requirement of wide applicability is true in 

such an obvious way, one still wonders why there are quite a few theorists of the a priori 

today who are firmly convicted of the adequacy of an account of the a priori which is in 

the same sense of ‘obvious’ not widely applicable. There have to be some reasons for 

doing so. And anticipating these reasons is all I am going to do in this section. 

 Firstly, one may wonder why there should be any need for an explanation of a 

priori knowledge that covers all prima facie cases of a priori knowledge. It may be nice 

to have such a one, but why would it be so bad to explain different kinds of a priori 

knowledge with the help of different accounts? First of all, it is quite laborious to create 

a separate explanation for every kind of a priori knowledge. This is again the point 

concerning efficiency I already mentioned in the last section. Secondly, and surely more 

importantly: the more explanations of a priori knowledge we have, the more likely it is 

that they are not consistent, and the more demanding it gets to present a plausible 

explanation that is consistent with the other plausible explanations. Thirdly, the 

requirement of wide applicability fits well with a feature usually ascribed to plausible 

scientific theories, namely the feature of predictive power. A scientific explanation that 

is highly predictive in the sense that, with this explanation at hand, we can predict yet-

unknown instances of the explained phenomenon, is usually preferred. In order to be 

highly predictive an explanation also has to be widely applicable.223  

 Taking up a variation of the objection just mentioned, one may object, secondly, 

that it is simply not a feasible project to get an explanation of a priori knowledge that is 

widely applicable. It is hard enough to explain our knowledge of some basic 

mathematical or logical truths, or so one may maintain. Many philosophers would not 

even dare to dream of such a widely applicable explanation.  

 This objection is not very convincing. It tells us only that such an explanation is 

something we are not able to come up with at the moment. Besides, there also is a 

                                                           
223  Here one may object that it is not clear in which sense philosophical theories can be predictive. 

Compare your favourite philosophical theory with the one (admittedly very simple one) I have about 
rain. According to this theory, all the rain that comes down to earth consists of water. This is a highly 
predictive theory because in almost all cases, it is indeed water that comes down to earth when it rains. 
And we can verify this in each case by undertaking chemical analyses. In the case of philosophical 
theories we often do not have this independent way of verifying a certain thesis or theory. – Now, 
although I am aware of these problems, I think that a discussion of predictiveness in philosophy would 
carry us too far astray. Therefore I am not going to discuss it here in detail. 
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widely applicable account of the a priori available – I will present it in chapter 9. So I 

have to ask the reader for her patience. 

 One may object, thirdly, that the requirement of wide applicability entails some 

vagueness. Sure, an explanation of a priori knowledge should be widely applicable, but 

how wide is wide enough? No one can tell us where the borders lie. This objection, 

however, is plainly false. The guidelines could not be more clear: to find an explanation 

of a priori knowledge that is able to deal with all cases of that kind of knowledge. 

 
4.5 The informativity requirement 
Tackling now the informativity requirement, it seems to be undeniable that the 

vagueness objection cannot be rejected in the same way as in the case of the wide-

applicability objection mentioned above. The set of informative as opposed to 

uninformative accounts is admittedly no clear-cut one. However, there are also certain 

ways of arguing that are obviously inconsistent with the informativity requirement: 

Firstly, to explain a priori knowledge by simply introducing a new term that is itself 

unexplained. An explanation is no good if all it does is shift the problem, if it merely 

alters the term we have to explicate.  

Secondly, an informative explanation of a priori knowledge must not appeal to the 

intuitions of the reader in order to bypass an answer to the question why we are 

sometimes a priori justified in our beliefs. In order to avoid misunderstandings: I do not 

want to exclude the appeal to intuitions from an informative explanation of a priori 

knowledge. It is highly doubtful, however, that intuitions alone can make an account of 

the a priori more informative. I will come back to this point. 

An account of the a priori is, thirdly, informative only if it does not leave 

unanswered the already well-known problems of that kind of account.224 A classical 

problem for, say, meaning-based accounts of the a priori, is to deal with Quine’s 

arguments; a problem of the rational-insight account is the mysteriousness objection, 

and a problem of the reliabilist’s account is to deal with our internalist intuitions 

concerning knowledge. And every instance of one of these three kinds of explanations 

would be less informative if it would not give the reader a hint about how to deal with 

such well-known problems. 

                                                           
224  Other authors subsume this point under the requirement of explanatory power (see, e.g., Vollmer 

1994:110). 
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 In the preceding paragraph I pointed out that there is a tight relation between the 

requirement of wide applicability and the way an account is predictive or not. Now, the 

informativity requirement, too, has a connection with the requirement of being 

predictive. As C. J. Ducasse points out: 

 

[T]o give a name to what one is ignorant of does not in the least replace the ignorance by 
knowledge. Examples of such pseudo-explanation would be that a watch ticks because there is a 
“ticker” in it, that material objects attract one another because of “gravitation,” or that opium 
makes people sleep because of its “soporific power.” The requirement that, if a conjecture is to 
be really explanatory, it must imply something additional to the explicandum, may be stated 
otherwise by saying that the conjecture must have some predictive capacity.225  
 

 Now, how is this informativity requirement to be judged? What are arguments 

against it? Are there any? Or is it merely a triviality to claim that our accounts of the a 

priori have to be informative?  

 There are two kinds of objections against my considerations so far. First of all, 

one may claim (in the same way as in the case of the requirement of wide applicability) 

that there is simply no way to fulfil the informativity requirement in the way I have 

explicated it above. According to a second, related, worry, I have explicated the 

requirement in the wrong way. Let me comment on both replies in turn. 

 In the spirit of the first one, one may remark that an appeal to intuition is 

sometimes inevitable. Sometimes we have no other means at our disposal than an appeal 

to intuitions. In the same manner one may argue that the informativity requirement is 

much too strong. Sometimes we have a plausible account of the a priori, an account that 

matches our intuitions, but that is, at the same time, not informative in the sense 

required by the considerations just made. One may conclude that in order to have a 

plausible and informative account of the a priori, we must not exclude appeals to 

intuitions. 

 Such an argument is certainly reasonable only if we consider our intuition that an 

explanation of a priori knowledge should be informative as less decisive than our 

intuition that we should have an explanation of a priori knowledge at all (even if it is not 

informative). It is hard to see why we should follow the one intuition instead of the 

other. Perhaps because one is stronger than the other? This is, in my opinion, hardly 

convincing. 

                                                           
225  Ducasse (1941:165) 
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 So one may propose a version of the second worry. One may point out that it is 

quite plausible to assume that an account of a priori knowledge must be informative. 

And perhaps it is also possible to propose an explanation of a priori knowledge that is 

informative in the sense explicated above. However, do we not demand too much of 

such an account by imposing the above-mentioned informativity requirement? More to 

the point, one may reject my claim that any informative account of the a priori has to 

say something about the well-known problems the respective kind of account has to deal 

with. One may reject it by pointing out that every proponent of an account of that kind is 

confronted with these problems. So why should it be a requirement for informativeness 

of an account of the a priori that it say something about these problems? Why do we 

have to solve them, and not the proponents of other accounts of this kind? 

Well, it is a standard in science to tie in with that part of the scientific debate that 

is relevant to one’s own theory or claims. It makes it easier for other scientists to 

recognize the weaknesses and strengths of your theory; it makes it easier for them to 

decide whether your theory is plausible or not. And in making explicit where your own 

theory has its place in the respective scientific debate, you also have to explain how you 

intend to treat the already-well-known problems of your position. This point, to be sure, 

is tightly connected with the motivation requirement. 

 
4.6 The motivation requirement 
According to the motivation requirement, the envisaged (plausible) account of a priori 

knowledge should also be well motivated. It should be well motivated in the sense that 

the proponent of the respective account makes clear why his account is more attractive 

or more plausible than the competing ones.  

 In some sense, most, if not all, theorists of the a priori fulfil the motivation 

requirement. As already mentioned above, they start their considerations about the a 

priori by analyzing some competing accounts of the a priori in order then to draw the 

reader’s attention to their main weaknesses and, at the same time, arguing for the thesis 

that their own account does not exhibit the weaknesses in question. However, this would 

mean to fulfil only a quite weak version of the motivation requirement. According to a 

stronger version of the motivation requirement, we have to present a motivation of our 

own account of a priori knowledge that transcends the scope of the obvious problems 

other accounts are struggling with. It has to transcend them because it would not be a 
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very good motivation simply to point out that one’s own account does not have certain 

weaknesses other accounts do have. It would not be a good one because one’s own 

account will also exhibit some weaknesses. To be sure, one may argue that the 

weaknesses of the competing accounts are more decisive. A much better way, however, 

would be to look for neutral grounds. Are there any independent grounds for judging 

that a certain account of a priori knowledge should be our preferred one? I shall argue 

that there are, and in chapter 5.4 I shall present one. 

 Now one may reply that even if I found something like what I called “neutral 

grounds” and if, according to these neutral grounds, some explanations of a priori 

knowledge are not the ones we should choose – isn’t this just another weakness of these 

accounts? What is the difference between these neutral grounds and the weaknesses 

contemporary theorists of the a priori already discuss?  

 There is no fundamental difference. There are only differences in degree. There is 

a difference in the degree of generality of the problem a certain account cannot deal 

with and which is, in the end, its weakness. Let me explain. Imagine a case in which we 

have a set of accounts of the a priori (A1, A2, …, An) and that account A1, A2 and A4 face 

a certain problem, a problem only A1 can deal with, but not A2 or A4. Now to motivate 

account A1 by way of referring to the fact that it can deal with the problem in question is 

not a convincing strategy. It is not convincing because we could also choose account A3, 

A5, …, or An – accounts that do not face the respective problem in the first place. 

Assuming now, however, that there is a problem all accounts of the a priori have to face, 

the strategy just described clearly would motivate one’s own account. If there is a way 

to show that one’s own account of the a priori is the only one that can solve a problem 

every account of the a priori has to solve, then this is one of the best reasons to subscribe 

to this account. 

As promised above, in chapter 5.4, I will look for such neutral ground. Indeed, it 

will not be a neutral ground for a decision concerning different accounts of a priori 

knowledge. It will concern accounts of knowledge in general. In a second step I will 

argue that we should base our account of a priori knowledge on an already-chosen 

account of knowledge. So, in the end, I will arrive at the same point, although I did not 

take the most direct route. 
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4.7 The actuality requirement 
A fourth demand on a plausible theory of a priori knowledge is designed to explain a 

priori knowledge in this, the actual world. We are primarily interested in the question 

whether actual human beings do, or can, have a priori knowledge within the constraints 

of the actual world. This means, inter alia: We are no ‘super-beings’ with completely 

reliable cognitive processes. It seems that there is evidence for the thesis that the way 

we reason is influenced by our physical state, our emotions and feelings. Apparently, we 

are influenced by the culture we live in and the way we have been brought up.  

 I anticipate the reader’s outcry. Aren’t epistemologists interested in what human 

beings are in principle able to know? They are not interested in the individual 

shortcomings of, say, Paula Müller or Thomas Meier. What they want to know is 

whether human beings in general are able to know something on purely a priori 

grounds. This is indeed pretty much the way George Bealer argues with respect to the 

thesis that philosophy possesses authority over the sciences: 

 

The Authority of Philosophy is a modal thesis, which follows from the argued-for modal 
conclusion that it is possible for there to be subjects with sufficiently good cognitive conditions 
that their intuitions, when processed, must yield largely true theories. The de facto reliability of 
our intuitions and the degree of consensus achieved so far by our philosophers is irrelevant to 
this modal question.226  
 

The reply to such an objection is obvious and straightforward. Those philosophers who 

claim that it is possible for there to be subjects with sufficiently good cognitive 

conditions are actual human beings in the actual world, with all their shortcomings. To 

be sure, it might also be very interesting to find out what a human being without all 

those shortcomings would be able to know a priori. It might indeed be fascinating to 

answer the question what beings in other possible worlds are able to achieve. We always 

have to be aware, however, that we first have to answer the questions about our limits as 

actual human beings. We are interested in true philosophical accounts and theories. To 

argue that a philosopher without the limitations actual, living, philosophers do have 

could arrive at true philosophical accounts and theories, is pointless.  

 Simple as this point may be, Bealer is not the only philosopher who does not seem 

to take its consequences into account. Many philosophers explain their attitudes in that 

they claim that philosophy is a business of discussing modal claims. Williamson 

remarks that “[p]hilosophers characteristically ask not just whether things are some way 
                                                           

226  Bealer (1996:163) 
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but whether they could have been otherwise”.227 And Colin McGinn points out that a 

certain school, “dominant for most of the present century”, 

 

regards philosophical inquiry as conceptual in topic and method: we are to answer our how-
possible questions by elucidating … concepts … using our faculty of self-reflection.228 
 

What we want to find out are modal facts, not contingent ones. And the question what 

human beings – with all their shortcomings – are able to know a priori is obviously a 

question about contingent facts.  

 That may be so. However, even if it is were true that philosophy’s goal is to look 

for modal truths, that does not imply that in order to reach that goal, we do not have to 

be concerned with contingent truths, inter alia. The idea I want to argue against with the 

actuality requirement is to think of the philosopher as someone who is not from this 

world, someone who is looking at things from a completely neutral point of view. All 

philosophers are ready to admit that they cannot take a god-like perspective, that the 

philosopher is not an omniscient being. While philosophizing, however, they often 

forget about the quite worldly way they are influenced in their reasoning.  

Now I have argued for the requirement requirement, the requirement of wide 

applicability, the informativity requirement, the motivation requirement, as well as the 

actuality requirement. What are further demands on a plausible theory of a priori 

knowledge? That also depends on the question of why we should care about a priori 

knowledge today, and, more importantly, of what the consequence would be if there is 

no a priori knowledge. 

 
4.8 What If 
Today, one does not seriously dare to ask the epistemological community about the 

reasons for their interest in the topic of a priori knowledge. There are, on the one side, 

the champions of the philosophical tradition. They will point out that the question about 

the possibility and existence of a priori knowledge has always been a big and important 

question in philosophy. A question that is still unsolved and now needs to be solved. 

 On the other side, there are those who appeal to intuitions. They will claim that 

we have the strong intuition that there is a priori knowledge. We have to take that 

                                                           
227  Williamson (2007:134) 
228  McGinn (1993:10) 



 

111 

intuition seriously, and therefore we have to find a plausible explanation of a priori 

knowledge. 

 And, last but not least, we have some theorists who do not claim to have any 

intuition concerning a priori knowledge at all, and who point out that a priori knowledge 

is simply a problem of theoretical interest – whether we are in a position to have a priori 

knowledge or not. 

 In order to avoid misunderstandings: I wholeheartedly agree with the second 

group of epistemologists just mentioned. We have indeed the strong intuition that there 

are basically two kinds of knowledge: one that we get on the basis of experience and 

one that is independent of experience. Even naturalists do agree on that. At the same 

time, I think that there is much more at stake here, much more than “only” the strong 

intuitions of some armchaired philosophers: it is the image we have of our own 

profession and the image non-philosophers have of our profession. It is undisputed that 

philosophers use other methods in order to answer their questions and solve their 

philosophical problems than scientists of other, empirically oriented, disciplines. The 

overwhelming majority of all philosophers do not undertake any empirical studies, nor 

do they seem to need any laboratories. Philosophers simply reason – or so the traditional 

idea of the armchair philosopher tells us. 

 I do not quibble here about whether all of a philosopher’s work is done a priori. 

What seems to be undeniable is that philosophers get most of their beliefs on a priori 

grounds. And it would be certainly quite disastrous if these beliefs were unjustified, if 

there were no philosophical a priori knowledge. As Christopher Peacocke recently 

pointed out: 

 

The existence and nature of the a priori are defining issues for philosophy. … [E]ven when no 
explicit use is made of the notion of the a priori in the questions addressed, a philosopher’s 
methodology, the range of considerations to which the philosopher is open, his conception of the 
goals of the subject, his idea of what is involved in justification – all of these cannot fail to 
involve commitments about the nature and the existence of the a priori. So understanding the a 
priori is not only of interest in itself. It is also essential for self-understanding, if we are to 
understand ourselves as philosophers.229 
 

So, according to these considerations, philosophers should have a quite fundamental 

interest in explaining a priori knowledge and, more importantly, in making out instances 

of that kind of knowledge in the whole set of philosophical beliefs. 

                                                           
229  Peacocke (2005:739) 
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However, philosophers are not the only ones who have this (or should have this) 

fundamental interest. Proponents of other disciplines, like mathematics or logic, should 

also be interested in an explanation of a priori knowledge. They should have at least a 

vital interest in a positive result of our research concerning the existence of a priori 

knowledge. If the question whether there is a priori knowledge or not (and how it can be 

explained) is not only of interest for philosophers, but also for proponents of other 

disciplines, this should bear consequences on how we approach the envisaged 

explanation of a priori knowledge230 – consequences that are expressed by the 

openmindedness requirement. 

 
4.8 The openmindedness requirement 
If we accept that proponents of other sciences are (or should be) also interested in an 

explanation of a priori knowledge, this will have consequences, first of all, for the set of 

exemplary cases of a priori knowledge. If philosophers talk about the cases our 

envisaged explanation of a priori knowledge would have to deal with at any rate, they 

usually refer to their intuitions. They consult their intuitions in order to find out what is 

a case of a priori knowledge and what is not. Now it is not so far off to claim that 

proponents of other disciplines might have different intuitions concerning the set in 

question; they may have other intuitions concerning cases of a priori knowledge than 

philosophers. If the envisaged explanation of a priori knowledge is intended not to be 

restricted to philosophical knowledge then we are obligated to talk with proponents of 

these other sciences about their intuitions concerning a priori knowledge. 

 Aren’t we exaggerating here? To be sure, an explanation of a priori knowledge 

has to aim at dealing with all cases of a priori knowledge, and this set of cases surely 

also includes non-philosophical knowledge. First of all, however, we are in a quite good 

position to recognize these cases of a priori knowledge in other disciplines, because they 

are quite obvious. And secondly, they are perhaps so obvious to us because we are 

epistemologists; we are trained in recognizing different kinds of knowledge; our 

respective intuitions are far more developed than the ones of non-philosophers.231 

                                                           
230  One may object that this does not follow. It is surely also true that many scientists are interested in the 

research results of physics. That very fact, however, does not seem to bear consequences on the way 
physicists are untertaking their investigations. In section 4.8, I will argue in what way the case of 
a priori knowledge might be different. 

231  Marc Hauser (2006:122) makes a closely related point concerning moral intuitions: “For many, 
perhaps most moral philosophers today, it wouldn’t matter if millions of people had different 
intuitions from their own. The philosophers would stick to their intuitions because of the conviction 
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 Let me begin with a comment on the first part of the objection. Some 

psychologists claim that experts and novices in certain disciplines consider different 

contents or propositions as intuitively true. Sometimes, experts just ‘see’ that a certain 

proposition is true, while the novice has to follow a long proof in order to recognize the 

same content as true.232 Now, these are also the cases we want to explain when it comes 

to a priori knowledge. The main philosophical focus is not on the propositions we have 

deduced from some other, more general propositions. Philosophers are interested in 

those propositions of which we more or less immediately ‘see’ that they are true. 

Therefore, the results of the psychological investigations in question have to be of 

interest for philosophers. 

 From the fact, however, that experts often seem to intuitively see the solution of a 

problem, it does not follow that they thereby really grasp the right solution. We only 

have to remind us of the research results of Daniel Kahneman and Tversky. As 

Kahneman recently remembered: 

 

From its earliest days, the research that Tversky and I conducted was guided by the idea that 
intuitive judgments occupy a position … between the automatic operations of perception and the 
deliberate operations of reasoning. Our first joint article examined systematic errors in the 
casual statistical judgments of statistically sophisticated researchers … Remarkably, the intuitive 
judgments of these experts did not conform to statistical principles with which they were 
thoroughly familiar. In particular, their intuitive statistical inferences and their estimates of 
statistical power showed a striking lack of sensitivity to the effects of sample size.233  
 

There are two replies available. First, one may point out that the research of Kahneman 

and Tversky did not concern the kind of intuitions philosophers are talking about. 

Secondly, one may claim that in the case of statistical intuitions, experts as well as 

laypersons come off badly. So, this is no argument against the thesis that philosophers 

have more reliable intuitions concerning cases of a priori knowledge. 

 Now, I do not want to reject these objections out of hand. We have to bear in 

mind, however, that even if Kahneman’s and Tversky’s research results do not concern 

the kind of intuitions we are interested in, it simply does not follow that the intuitions of 

a philosopher are not also sometimes biased. We only have to remember the research 

results of the experimental philosophers in order to be aware of the fact that this 

possibility is not so far off. 
                                                                                                                                                                                                            

that intuitions need tuning up. But this is precisely where philosophy and science part company, and 
where profound questions about the nature of intuition arise.” 

232  See, e.g., Fitts and Posner (1967), Simon and Chase (1973) 
233  Kahneman (2003:697) 
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 And even if philosophers’ intuitions concerning prima facie exemplary cases of a 

priori knowledge are more reliable than laypersons’ ones when it comes to 

philosophical propositions – it would still be rather awkward to assume that 

philosophers are the only ones who also have more reliable intuitions when it comes to 

topics which do not belong to the philosophical domain. That philosophers are the only 

ones whose expertise is not domain-specific seems to be a strong and as yet completely 

unsupported thesis. 

 So let me come back to the openmindedness requirement: we have to come up 

with an account of a priori knowledge that not only explains the cases of non-

philosophical a priori knowledge. It must also be an account that pays attention to these 

other sciences’ research about a priori knowledge and about the cognitive mechanisms 

involved.234 Most obviously, this is aimed first and foremost at the research 

psychologists have undertaken. 

 Admittedly, there are, again, some objections ready at hand. First of all, one may 

point out that there is a fundamental difference between taking into account the above-

mentioned intuitions and the psychological research results about, say, the cognitive 

processes involved in gaining a belief that is justified independently of experience. First, 

the intuitions may lead us to knowledge of necessary facts, while the results of 

psychological investigations are of a contingent nature (and do not provide us with 

knowledge of necessary facts). Secondly, one may remark that the intuitions may lead 

us to a deeper understanding of a priori knowledge while a description of the 

psychological processes that cause the respective beliefs will not take us any further. 

Here we have to distinguish between the way a belief has been produced and the way 

this belief is justified. While it may be quite interesting to know how our respective 

beliefs have been produced, this will tell us nothing about the question whether they are 

a priori justified or not.  

 One claim that is suited to undermine both objections just sketched has already 

been mentioned above. If we assume that we also have to investigate the reliability of 

the methods philosophers in the actual world use in order to get their philosophical 

beliefs, then it is clear why the results of psychological investigations are relevant to our 

considerations of a priori knowledge, and it is also clear why we have to bear with 

contingent facts. To be sure, such a way of reasoning may not be very satisfying for 

those who reject my thesis (that we have to investigate the methods and cognitive 

                                                           
234  This is what Vollmer (1994:109) calls “external consistence” (Externe Konsistenz).  
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constraints of actual philosophers) in any way. However, in order to support such a 

rejection, they would have to present arguments, not only rely on an appeal to intuitions. 

And as I pointed out above, it is hard to see what these arguments could be like. 

 Now, most philosophers are certainly inclined to link the openmindedness 

requirement with a certain naturalistic stance. According to this idea, the more 

naturalistic a certain epistemological account is, the more openminded (in the sense 

explicated above) it is. There is certainly a minimum of openmindedness no 

contemporary epistemologist would like to fall below. At the same time, one could 

reject the openmindedness requirement as defined above by claiming that it presupposes 

a certain naturalistic stance the truth or plausibility of which is in no way obvious. And 

if we do not commit ourselves to this questionable naturalistic stance, we also do not 

have to commit us to the openmindedness requirement. 

 Now, the requirement to investigate the reliability of the methods used by 

philosophers in the actual world is by no means motivated by a naturalistic stance. 

Recall, I did not claim that philosophy has to be understood as a part of psychology in 

order then to maintain that we have to investigate the methods in question with the help 

of psychologists. What I am claiming is only that philosophers should be interested in 

the ways in which their own reasoning might be biased, ways that are not accessible 

from the first-person perspective. And there are simply no genuinely philosophical 

methods available to reach that goal. If it is indeed one of philosophy’s goals to strive 

for truth, then philosophers are certainly interested in smoothing out such a possible 

bias. If they are interested in smoothing out biases in their reasoning, however, they 

have to endorse the openmindedness requirement in the way I did above. I don’t want to 

hide that such a way of treating philosophical methods is perhaps one in accordance 

with a naturalized epistemology. But this is only a consequence, not a presupposition. 

One could also have no opinion at all concerning naturalism while at the same time 

recognizing the need for investigating philosophical methods with the help of other 

sciences. 

 Let me sum up: In the foregoing sections, I have argued that for our envisaged 

(plausible) explanation of a priori knowledge, we first have to make up a list of all the 

features the desired explanation should have. This was the claim I called the 

requirement requirement, and it was the goal of the last paragraphs to put it into 

practice. Doing this, I formulated and defended the wide-applicability requirement, the 

informativity requirement, the motivation requirement, the actuality requirement and the 
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openmindedness requirement. Now it is time to look for an account of a priori 

knowledge that fulfils these requirements. Before I go on with working towards such an 

account I first have to deal with an objection concerning the kind of requirements I have 

discussed so far. Thus one may reasonably argue that I have considered only 

methodological requirements, and not requirements concerning the various well-known 

problems the envisaged account of a priori knowledge has to deal with. What we are 

interested in, first and foremost, is this second kind of requirement. 

 Admittedly, you only have to look at the debate about knowledge in order to get 

the impression that this second kind of requirement is a quite important one. One nice 

example is Laurence BonJour’s article “Externalist Theories of Empirical Knowledge” 

which he introduces with the following words: 

 

Of the many problems that would have to be solved by a satisfactory theory of empirical 
knowledge, perhaps the most central is a general structural problem which I shall call the 
epistemic regress problem …235  
 

I have decided not to include such more specific requirements in the list of requirements 

given above, for several reasons. First of all, there are surely many well-known 

problems a theory of a priori knowledge would presumably have to solve. There are 

perhaps too many. It do not think that it is a feasible project to work on an explanation 

of a priori knowledge that would be able to solve all of these problems. And it would 

also – and this is my second and more important reply – be a project that hardly makes 

sense. Many of the well-known problems in the debate about a priori knowledge are 

account-relative; they arise only if we choose a certain kind of account of a priori 

knowledge. So, for example, dealing with Quine’s criticism is of relevance only if one is 

also proposing an explanation of a priori knowledge that is based on the concept of 

analyticity.  

 Both points just mentioned do not mean that the envisaged explanation of a priori 

knowledge does not also need to be able to deal with some of the well-known problems, 

besides the more methodological requirements discussed so far. What these problems 

exactly are, however, will be clear only after we have chosen a specific kind of account 

of a priori knowledge, something I have not done yet. 

 

                                                           
235  BonJour (1980:53) 
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5. Knowledge evolutionized 
5.1 The fifth thesis 
Now we come to the fifth thesis of the Master Argument, namely: 

 

 
(4) With (2) we already fulfilled the requirement requirement. Now we have to explain a priori 
knowledge in a way that fulfils the other requirements, too. 
(5) The best way to do this is to start with the evolutionary argument. One consequence of 
taking the evolutionary argument seriously is to propose a reliabilist account of knowledge 
(chapter 5). 
Therefore: An explanation of a priori knowledge which fulfils the requirements of (1) and (3) is 
a reliabilist one. 

 
 
 
So far, I have argued that a plausible account of a priori knowledge has to fulfil at least 

the six requirements I presented and discussed above. I have also pointed out that none 

of the three main accounts currently available fulfils the requirement of wide 

applicability or the informativity requirement. Because there is thus a need for an 

account that fulfils these requirements, I will now go on with working towards such an 

account. 

 

5.2 The initial dilemma 
According to the requirement of wide applicability, we should look for a theory of a 

priori knowledge that is designed to deal with all cases of a priori knowledge. According 

to the informativity requirement, the respective account of a priori knowledge must not 

refer to prima facie mysterious entities without supporting the reader with an adequate 

explanation of them. Besides, the account has to say something about the various well-

known account-relative problems. 

 The two requirements seem to be incompatible, at least on first sight. We only 

have to remember the lessons learned in chapter 3: An account of a priori knowledge in 

the way Boghossian presented it can reasonably be called informative. At the same time, 

however, there are doubts concerning its wide applicability. The account of BonJour, on 

the other hand, is prima facie widely applicable, but not informative. BonJour refers to 

rational insights (which are still quite mysterious today, according to many 

philosophers) and does not even try to explain what exactly these intuitions are. In the 

case of Kitcher’s account, then, it is not clear whether it can fulfil even one of these 
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requirements. So it seems that we have to choose between the following two options: 

Either we take the informative way via an analysis of some prima facie exemplary cases 

of a priori knowledge, thereby running the risk of coming up with an explanation that is 

not widely applicable. Or else we decide that our explanation of a priori knowledge has 

to be widely applicable and put up with a lack of informativity. 

 In order to avoid misunderstandings: I do not think that any one of the authors 

discussed so far has made that very decision in any kind of reflective way. Most 

contemporary champions of the debate about the a priori do not discuss that dilemma, 

perhaps also due to the fact that they do not reflect on the requirements on a plausible 

explanation of a priori knowledge before they start working on it. 

 So, one may argue that the very fact that none of these three accounts can fulfil 

both requirements points to a weakness of my account; it is an indicator of the fact that 

our envisaged account of the a priori does not have to fulfil both requirements. At the 

same time, one may be ready to admit that each requirement, taken in isolation, is quite 

plausible, but not the combination of both.  

 I do not want to reject this way of reasoning out of hand. It may be possible that 

the fact that all three accounts of the a priori discussed so far do not fulfil both 

requirements counts against my requirements, not against the accounts. However, if the 

proponents of such a way of reasoning accept that each requirement, taken in isolation, 

is a good thing, then they should also be able to explain why proponents of these three 

accounts do not argue in any explicit way for the plausibility of their decision to choose 

one of those requirements over the other (in order then to fulfil it). If the way the 

authors in question have fulfilled one or the other of those requirements has not been 

completely arbitrary, then there should be arguments available. And as I have already 

pointed out above, I doubt that the three authors made that decision consciously and 

deliberately. If I am right about this, then it is much more plausible to assume that they 

chose their respective explanation of the a priori for some other reason, and not because 

it seems to fulfil one of the two requirements of a plausible account of the a priori. 

Then, however, the objection just made against my thesis, that a plausible explanation of 

a priori knowledge has to fulfil both requirements, seems to be merely ad hoc.  

Let me come back to the initial dilemma I drew the reader’s attention to above. 

Fortunately, the dilemma in question is only an apparent one. It will be the goal of the 

following chapters to work towards an explanation of a priori knowledge that can fulfil 
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both requirements at the same time. In order to do this, I will first concentrate on the 

requirement of wide applicability. 

 
5.3 The starting point 
That being said, it is not overly clear where we should start in order to get an account of 

the a priori that is widely applicable. One way would be what I call the avoiding 

strategy. The avoiding strategy is a strategy often applied by philosophers arguing for 

the plausibility of their own philosophical account. A philosopher who wants to argue 

that we should endorse, say, a meaning-based theory of a priori knowledge and not a 

reliabilist account, will draw our attention to the weaknesses of the respective reliabilist 

account in order then to point out to the reader that we should switch to entirely 

different spheres (than those the proponent of the reliabilist account is currently arguing 

in); only then will we be able to arrive at a plausible account of a priori knowledge.  

 Taking a closer look at the avoiding strategy, it becomes obvious that there are 

actually two versions of the avoiding strategy: the account-avoiding strategy and the 

methods-avoiding strategy. In the case of avoiding the errors of the meaning-based 

account, one may avoid either tackling the topic of knowledge with the help of meaning 

and the concept of analyticity, or else the use of the very philosophical methods 

proponents of meaning-based accounts of the a priori seem to have applied.  

Which strategy should we choose? Do we have to go for the account-avoiding 

strategy or the methods-avoiding strategy? It is the methods-avoiding strategy. What we 

are looking for is an explanation that is widely applicable, and the very fact that 

Boghossian’s account is not widely applicable seems to be due to the methods he 

chooses. That means in turn that we do not start with some well-chosen sentences the 

truth or falsity of which we seemingly know on purely a priori grounds. We start with 

some more general considerations.  

 Now, prima facie plausible as the methods-avoiding strategy may be, there are 

several objections ready at hand. Thus one may reasonably object, firstly, that it does 

not logically follow that such a route of thinking about the a priori will be in any way 

more successful than the one Boghossian chooses. From the fact that if one chooses way 

A to explain a priori knowledge, one gets an account of the a priori that is not widely 

applicable, it does not follow that if one chooses non-A, one will arrive at one that is not 

deficient in that way. This would mean to deny the antecedents. 
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 Fair enough. At the same time, however, to start reasoning in a way different from 

Boghossian’s (and also from many other proponents of the meaning-based account) 

should be our first try to make the envisaged explanation widely applicable. The basic 

idea is that, on the one hand, it does certainly not follow logically that a way different 

from Boghossian’s will help us to attain our goals. On the other hand, it is highly 

plausible to assume that the more specialized the starting point of our considerations is, 

the more specialized the resulting explanation of a priori knowledge will be.  

 One may object, secondly, that it is quite unclear how such a procedure could be 

successful. We have to start with something; we have to explain something. How can we 

be able to explain a priori knowledge without having some instances of this kind of 

knowledge at hand? If we must not start with some prima facie exemplary cases of a 

priori knowledge, what should be our starting point instead?  

 I admit that it is difficult to start considerations of a priori knowledge without 

manoeuvering yourself into a position that presupposes a more or less essential feature 

of the resulting explanation of a priori knowledge – even if one rejects examples of a 

priori knowledge as a starting point. So, for example, choosing considerations about 

analyticity as one’s starting point, one would have to presuppose that there is at least 

something we can make of the concept of analyticity. Starting instead with the idea that 

we sometimes just ‘see’ the necessary features of reality, one has to assume that there is 

something we can make of the assumption that human beings are capable of having 

rational insights. And considerations about reliable cognitive processes will not do 

better, at least not on first sight. Here one will have to presuppose the plausibility of a 

reliabilist explanation of knowledge and to assume that traditional approaches to the 

topic of knowledge are misguided. 

 So, one may argue that there is no way to approach the a priori without 

presupposing the truth of some more or less substantial thesis or account. Again, fair 

enough. One has to carefully weigh up, however, what one is reasonably inclined to 

presuppose. As already mentioned, Boghossian seems to hold dear the belief that we can 

make something of the concept of analyticity and that this is the most plausible way of 

explaining a priori knowledge. BonJour, in contrast, believes the same thing of rational 

intuitions. And Kitcher has to believe all this about reliable psychological processes, due 

to his naturalistic background. I think that these three ways of starting to think about the 

a priori are essentially undermotivated. In Boghossian’s case, one only has to ask 

oneself whether his account would also be so interesting if Boghossian did not argue 
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against the death sentence Quine famously pronounced over the concept of analyticity. 

After all, one of the points that make Boghossian’s account attractive is the very fact 

that there is a version of the analytical explanation of a priori knowledge that seems to 

be immune to one of the most central challenges epistemology has had to encounter 

over the last 50 years. This seems to be an undermotivated starting point because, 

primarily, we do not want to know how to explain a priori knowledge in a way that is 

immune to Quine’s criticism. What we are looking for (or at least should be looking for) 

is the most plausible account of a priori knowledge or a priori justification. Without 

supporting Boghossian’s starting point with more arguments concerning its plausibility 

irrespective of Quine’s criticism, it is not suitable to fulfil that goal. 

 (This may seem argued too hastily. Why not assume that Boghossian believes that 

analyticity is the most plausible way to tackle the a priori, and that this belief is quite 

independent of the fact that he has to take on Quine? – Well, that would be a much more 

plausible reply if Boghossian were to provide us with a convincing argument that shows 

the superiority of an analytical explanation of a priori knowledge or a priori 

justification. But this is not the case. He points out that the rationalist’s account should 

not be our account of choice because it is too mysterious. Now, even if we take this as a 

decisive objection it would not explain why we should choose an analytical explanation 

of a priori knowledge instead.) 

 What about the way BonJour motivates his own account of the a priori? In some 

sense, it seems to be similar to Boghossian’s – and is prone to the same kind of criticism 

I just drew the reader’s attention to. BonJour is interested in explaining a priori 

justification in a way most philosophers have already given up. This seems to be the 

main motivation and also the starting point of his considerations. Here (as in the case of 

Boghossian’s account) it is not clear why we should propose the rational-intuition 

account – even if we were to believe, for the sake of argument, that BonJour has 

provided us with a plausible explanation of rational intuitions (which most 

contemporary epistemologists do not think). 

 Now, while Boghossian’s and BonJour’s starting points are marked by their 

efforts to revive forsworn accounts of the a priori, Kitcher’s account is based on his 

naturalism. He does not even explain why, when it comes to a priori knowledge, we 

should propose a reliabilist explanation of knowledge. He simply presupposes the 

adequacy of such an account. 
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None of the three starting points just sketched are presented with a convincing 

motivation, nor is it in any way obvious what that motivation could be, given the theses 

and theories the respective authors presuppose. So I will take another route. I claim that 

the suitable and promising starting point for an investigation of a priori knowledge is 

our ability to have knowledge. 

 
5.4 The ability to have knowledge 
Two questions immediately arise. First, why do I investigate knowledge in general and 

not a priori knowledge in particular? And secondly, why should it make sense to 

consider the ability to have knowledge? Let me answer both questions in turn. 

 To start with considerations about knowledge in order then to deduce an 

explanation of a priori knowledge from the explanation of knowledge has quite a few 

methodological benefits. First of all, both explanations are compatible in the sense that 

they do not refer to fundamentally distinct entities. The second and surely more 

important reason is the one about motivation. Above, I have criticized Boghossian’s, 

BonJour’s and Kitcher’s accounts of the a priori and claimed that they are essentially 

undermotivated. In order to look for a motivation of my own account of the a priori, I 

will first consider the ways we might reasonably explain knowledge. This is a way taken 

neither by Boghossian nor by BonJour nor by Kitcher. Boghossian and BonJour directly 

start with their considerations about a priori knowledge (or a priori justification), and 

Kitcher simply presupposes the truth of a reliabilist account. In the spirit of the 

methods-avoiding strategy mentioned above, it will be worth trying to start with 

considerations about knowledge in order to get a plausible account of a priori 

knowledge. 

 Fair enough, one may reply. But what about the second question; why do we have 

to investigate our ability to have knowledge tout court and not just a priori knowledge? 

Why do we have to make things more complicated than they already are?  

 First of all, we will not make things more complicated by investigating the ability 

to have knowledge. This is an illusion – something that will become more obvious in the 

following sections. Secondly, and more importantly: to start with the ability to have 

knowledge is one of the consequences of taking seriously the requirement of wide 

applicability. Applying the avoiding strategy mentioned above, we must not start with 

singular cases of knowledge, but with more general considerations. Consider again 
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(i3) Which conditions have to be fulfilled in order that a person A knows that p?236 

One could claim, say, that A has to be able to present convincing reasons for his belief 

that p. Or one could point out that A has to be able to entertain cognitive processes that 

are instances of a certain reliable process type. To claim that we have to investigate our 

ability to have knowledge is to use some more general term for all these possible 

explanations of knowledge. 

 To be sure, it is obvious that most contemporary epistemologists are not interested 

in the ability to have knowledge. At least they normally do not speak of that ability. 

What they talk about are the requirements that have to be fulfilled for a certain mental 

state or belief to count as knowledge. What they do not consider is the question which 

abilities someone has to have in order to be able to have knowledge.  

 Doing that, they are surely in good company. Traditionally, epistemologists since 

Plato have considered the alleged difference between knowledge and mere opinion. In 

order to do this, they considered cases in which someone seems to have knowledge or 

mere opinion in order then to make out the differences. The rationale for such a way of 

reasoning is perhaps the following: when we have found out what knowledge is, the 

question about the ability to have knowledge is a mere triviality. If we assume, say, that 

knowledge is reliably produced true belief, we can conclude that those persons have the 

ability to have knowledge who are able to entertain the respective reliable cognitive 

processes. So, the difficult question here is not what it means that someone is able to 

have knowledge, but the question what knowledge is. The answer to the first question is 

a mere attachment. 

 Such a way of reasoning is misguided. Taken in isolation, none of the two 

questions is in any obvious sense much easier to answer than the other. Moreover, if we 

intend to work in the spirit of the requirement of wide applicability, it surely makes 

more sense to start with quite general considerations about our ability to have 

knowledge, than with some specific examples. 

 Be that as it may, there is also a second reason that counts against my claim that 

we should start with our ability to have knowledge. Indeed, one may wonder whether it 

is not simply nonsense to speak of such an ability. Reasons for that awkwardness are 

ready at hand: First of all, one important ingredient of knowledge is not in the realm of 

power of any knower: namely, truth. Without truth there is no knowledge, but normally 

we are not in any way directly responsible for the truth of our beliefs, we are not 
                                                           

236  See section 2.1 of this book. 
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truthmakers. Such an objection seems to be based on the following general principle 

(GP): 

 

(GP) We only have the ability to Φ if everything that is necessary for Φ-ing can be 

achieved by us. 

 

The plausibility of (GP), however, is highly doubtful. For example, someone, A, may 

have the ability to cycle without actually having a bike and without having any control 

over whether she will have a bike when she has to cycle. It is simply not in her sphere of 

influence. No one would doubt that A has the ability to cycle, only because not all 

factors necessary for cycling are in her sphere of influence, only because A is in 

circumstances in which she cannot perform the way she could perform in ideal 

circumstances (where ideal circumstances are such that A has a bike, A has no broken 

legs, A is conscious, and so on). In a very similar way, we would not deny A her ability 

to read a book only because she is actually in a dark hole where she can’t see her hand 

in front of her face. What we have to assume is only that if the conditions were ideal, 

she would be able to read. Or, more generally: 

 

(GP’) “A has the ability to Φ” has to be interpreted in the following way: if conditions 

are ideal, then A is in a position to Φ. 

 

(GP’), to be sure, does not exclude that some person A is also able to Φ if the conditions 

are not ideal. It is important, however, that the very fact that sometimes there are 

external circumstances that have to prevail in order for us to be able to Φ does not count 

against the claim that we do in fact have the ability to Φ. The same way of reasoning 

applies, mutatis mutandis, to the case of knowledge. There is also at least one factor 

(namely truth) that is not under our control. This fact, however, is no reason suitable to 

support the thesis that it is nonsense to talk of an ability to have knowledge. 

 To be sure, I do not want to question the fact that it seems to be awkward to talk 

about the ability to have knowledge. I think, however, that this impression is misguided. 

The basic problem will be more obvious if we concentrate, if only for the moment, on 

the ability to have beliefs. This is something we often talk about; it doesn’t feel so 

awkward to talk of it. The ability to have beliefs seems to be an ability that is tightly 

connected with certain states of our brain. All this becomes more vivid when we 
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remember the real-world cases of persons who cannot believe anything, because of 

certain brain injuries. Some of these persons, we may assume, can only have thoughts 

that pop up in their minds, but they are in general unable to take any stance concerning 

these thoughts. In such a case, we can draw a direct analogy to people who have broken 

their legs and cannot walk anymore.237 What makes talk of the ability to have 

knowledge so awkward is our assumption that knowledge is not (just) produced by the 

proper working of certain areas of the brain.  

 That assumption is misleading. It is based, first of all, on the intuition which (GP’) 

argues against. And it is based, secondly, on the intuition that knowledge is not identical 

with a state of our brain. Although this intuition has a high prima facie plausibility, it is 

nevertheless misleading. In order to see this, let us assume for the sake of argument that 

a necessary condition for knowledge is to be in a position to support one’s belief with 

arguments. To be able to do this is arguably also an ability tightly connected with the 

state of our brain. To be sure, being in a certain brain state (i.e., being in the position to 

rely on some well-functioning cognitive processes) is here only one precondition for 

having reasons for the respective beliefs. If one does not have access to the relevant 

reasons because of some external facts, one will not end up with reasons for one’s 

beliefs. But this is a case that has to be interpreted in an analogous way to the one with 

the ability to cycle discussed above. If you cannot present reasons for your beliefs 

because you do not have access to the relevant data, this does not mean that you do not 

have the ability to argue. What you do not have is the respective input. Admittedly, 

knowledge is not just true belief for which we have reasons. As we saw in chapter 2.4, 

there is much more to be said, there are many more problems to be solved. This is not 

the place to develop an explanation of knowledge that solves all these problems. All I 

want to point out is that it is false to reject talk about the ability to have knowledge only 

because some of us may have the intuition that knowledge is not produced by some 

areas of the brain. 

                                                           
237  One may object that this is argued in a way much too hastily. What does it mean that Paul believes 

that Anne is out for dinner? According to one prominent account, it means that Paul is standing in the 
belief-relation to the proposition that Anne is out for dinner. Now, if we also assume that propositions 
are abstract, mind-independent entities – how reasonable is it then to assume that it is not awkward to 
speak as if there was an ability to have beliefs? I think that such a way of speaking is unproblematic at 
least insofar as there are cases, as described above, in which people are not able to have beliefs 
because of brain injuries. In these cases, at least one necessary condition for having a belief is not 
fulfilled, a condition that is reasoner-dependent. The very same kind of reasoning sounds quite 
awkward in the case of knowledge. Establishing this difference in naturalness of speaking is all I have 
to do in order to support my way of reasoning in the following. 
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 Much of what it makes a bit awkward to speak of the ability to have knowledge is, 

I believe, also due to the fact that epistemologists are normally interested in all 

conditions that have to be fulfilled in order for there to be knowledge. They are not 

interested in talking about only one condition, say, the ability to have beliefs. 

 Another point is that we are investigating cognitive abilities if for some reasons, 

some people do not have these abilities or if their abilities are limited in any way due to 

brain injuries. And this in turn is something most epistemologists are not interested in, 

because they do not try to answer the question of when people with impaired abilities 

know something, but of when normal human beings know.  

Be that as it may, I shall assume that it is prima facie legitimate and not in any 

obvious sense inconsistent to claim that we have the ability to have knowledge. Now, 

how should we theoretically approach this ability? Well, we have to investigate it 

against the background of evolution. 

 
5.5 The evolutionary argument 
In order to see why the ability to have knowledge is a suitable starting point for our 

considerations, we have to be aware of the reasons for which I rejected the way in which 

Boghossian, BonJour and Kitcher approach the a priori. Recall that, in the case of 

Boghossian’s and BonJour’s account of the a priori, it is not clear what the motivation 

for their respective accounts could be – apart from the fact that both authors try to 

revive a venerable philosophical concept on which most of us have already pronounced 

the death sentence. In the case of Kitcher, on the other hand, it is much more obvious 

how one might motivate his account – namely by proposing a naturalized epistemology. 

At the same time, one does not want to be forced to buy a full-fletched naturalism, in 

buying an account of the a priori. 

 I suggested that we should start neither with considerations about analyticity, nor 

about rational insights or naturalism. The starting point should be the assumption that 

we have the ability to have knowledge, and the question why we have that ability. It will 

be my claim that the ability to have knowledge is an evolutionary product.238 

                                                           
238  Some readers may wonder whether anyone ever doubted that it is such. Isn’t it kind of obvious that the 

ability in question is an evolutionary one? The assumption, say, that animals instantiate pre-stages of 
human cognitive process types seems to be common sense, today. Well, on the one side, I would be 
happy if this is indeed uncontroversial. On the other side, it may be a much more controversial 
assumption that we should answer the question what knowledge is by starting from the assumption 
that the ability to have knowledge is an evolutionary one.  
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 First of all, what do I refer to with the term “evolution”? According to the Oxford 

English Dictionary, evolution is the “process by which different kinds of living 

organism develop from earlier forms”. Accordingly, I will refer with “evolutionary 

feature” to features that have been developed over many generations of living 

organisms. That does not necessarily imply that the ability to have knowledge is an in 

any way advantageous evolutionary feature. It may also be that it comes with no 

evolutionary advantage at all.  

 However, I think that it is quite plausible to assume that the ability to have 

knowledge is evolutionarily advantageous. In order to see this, let us assume, for the 

sake of argument, that knowledge can be analyzed as true belief for which we can 

present convincing reasons. Now, going back in the history of mankind, it is not so far 

off to assume that the leader of a certain tribe was in a much better position if he could  

present arguments for his decisions than if he could not. If you can convince your tribe 

that it is advantageous to act in a certain way, they will be much more inclined to act in 

that way. That does not mean that you have to present valid arguments. You only have to 

be aware of the arguments that will convince your tribe. 

 Fair enough, one may remark. But what if we assume in the style of contemporary 

naturalists that knowledge is reliably produced true belief? It is hard to see how there 

could be any evolutionary difference between the ability to have true beliefs and the 

ability to have reliably produced true beliefs. This is perhaps more obvious when we 

consider beliefs again instead of the ability to have beliefs. Imagine that a person has the 

true belief that there is a hungry and aggressive tiger in front of her. It is quite obvious 

that this true belief is of evolutionary value; it will help her to act in a suitable way. 

Intuitively, knowledge is more valuable than mere true belief. Reliably produced true 

belief, however, seems to be equally valuable as true belief.  

 To be sure, there is a lively philosophical discussion about that intuitive difference 

in value between knowledge and reliably produced true belief. Let me just cite two 

champions of that debate in order to make clear what the basic idea is. Richard 

Swinburne points out: 

 

Now clearly it is a good thing that our beliefs satisfy the reliabilist requirement, for the fact that 
… they will probably be true. But, if a given belief of mine is true, I cannot see that it is any 
more worth having for satisfying the reliabilist requirement. So long as the belief is true, the fact 
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that the process which produced it usually produces true belief does not seem to make that belief 
any more worth having.239  
 

And Swinburne gets company in arguing thus by Linda Zagzebski, who recently 

provided the proponents of her position with a quite convincing example: the espresso 

machine. She claims that 

 

[t]he reliability of the source of a belief cannot explain the difference in value between 
knowledge and true belief. One reason it cannot do so is that reliability per se has no value or 
disvalue … The good of the product makes the reliability of the source that produced it good, 
but the reliability of the source does not then give the product an additional boost of value … If 
the espresso tastes good, it makes no difference if it comes from an unreliable machine … if the 
belief is true, it makes no difference if it comes from an unreliable belief-producing source.240  
 

Plausible as Zagzebski’s and Swinburne’s arguments seem to be on first sight, they also 

have an important weakness. They only look at one true belief, a belief we have right 

now, or once had in the past. They do not consider the question whether we will be in a 

position to gain true beliefs again, by instantiating the same cognitive processes. Alvin 

Goldman recently formulated that point as follows: 

 

If a good cup of espresso is produced by a reliable espresso machine, and this machine remains 
at one’s disposal, then the probability that one’s next cup of espresso will be good is greater than 
the probability that the next cup of espresso will be good given that the first cup was just luckily 
produced by an unreliable machine. If a reliable coffee machine produces good espresso for you 
today and remains at your disposal, it can normally produce a good espresso for you tomorrow 
… [T]he reliable production of a good cup of espresso does raise or enhance the probability of a 
subsequent good cup of espresso. This probability enhancement is a valuable property to 
have.241 
 

The way of reasoning Goldman presents here is used to support the thesis that a reliably 

produced true belief is more valuable than a true belief and that this can also be 

explained within a reliabilist framework. The basic argument he is rejecting goes as 

follows: 

 

(1) Working hypothesis: Knowledge is reliably produced true belief. 

(2) There is no difference in value between reliably produced true belief and mere true 

belief. 

(3) Knowledge is more valuable than mere true belief. 
                                                           

239  Swinburne (1999:58) 
240  Zagzebski (2003:13) 
241  Goldman (forthcoming:12) 
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Therefore: (1) is false. 

 

Goldman argues against (2). We have to be aware of the fact, however, that the term 

“value” in this little argument is ambiguous. On the one side, it may be a social value, 

the value we ascribe to knowledge in our society. On the other side, it may be an 

evolutionary value. I think that Zagzebski et al. appeal to our intuitions concerning 

social value while Goldman is relying on one which is quite similar to the evolutionary 

one. If this is true, then it is highly doubtful that both parties are considering the same 

phenomenon, are talking about the same things.  

Now, I do not want to go into the details of the respective debate here. What is 

more important for my argument is that Goldman’s point can be used in order to answer 

the question why reliably produced true beliefs are evolutionarily more valuable than 

merely true beliefs. One could argue that a reliably produced true belief is of greater 

evolutionary value than one that is true by pure luck, because a reliably produced true 

belief raises the probability of a subsequent true belief. If you have the true belief that 

there is a hungry and aggressive tiger in front of you, then this belief is more valuable if 

it has been produced by a reliable cognitive process than just by pure luck. The reliable 

cognitive process will enhance the probability that you will have more true beliefs about 

hungry and aggressive tigers in front of you, in the future. 

 Very well, one may say. But, first of all, from the fact that a reliably produced true 

belief is evolutionarily more valuable than one produced by a process that is unreliable, 

it does not follow that the ability to have reliably produced true beliefs is evolutionarily 

more valuable than the ability to have true beliefs. 

 Secondly, one may admit that I have convincingly argued for my thesis that it is 

legitimate also to speak of the ability to have knowledge; one may even concede that  

the ability to have reliably produced true beliefs is of greater evolutionary value than the 

ability to have mere true beliefs. Now what, one may wonder, is the motivation of such 

talk? Why should we investigate the ability to have knowledge in the first place?  

 Let me comment on both points in turn, starting with the first one. According to 

my suggestion made above, to have the ability to Φ means that in ideal conditions, one 

is in a position to Φ. Let us also assume that Φ’ing is evolutionarily valuable. In order to 

Φ, you have to have the ability to Φ. If it is evolutionarily valuable to have reliably 

produced true beliefs about the hungry and aggressive tiger in front of you, then the 
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ability to have this kind of belief is also valuable, because without the ability we would 

never have the evolutionarily valuable belief.   

 And what about the second objection, the question why we should investigate the 

ability to have knowledge at all (quite apart from the fact that it seems legitimate to talk 

about the ability to know)? Now, the reason for such an investigation is quite simple. We 

only have to think about the debates in the philosophy of mind. Look at the way we 

sometimes compare beings that seem to be able to instantiate conscious states and those 

who don’t. The goal of such an inquiry is to see which kinds of cognitive preconditions 

have to be fulfilled in order for there to be conscious states. Reasoning in such a way, 

we can differentiate between animal consciousness and human consciousness in order to 

recognize the common features (if there are any) and those only human beings seem to 

be able to instantiate. I do not want to presuppose that conscious states are in some way 

identical with neurological ones, far from it. What I want to claim is only that an 

investigation of the ability to have conscious states in the case of animals is surely a 

project that delivers interesting results, also for our theory of human consciousness. It is 

often by way of arguing that animals are not able to instantiate certain conscious states, 

that authors have recognized some of the most important features of human 

consciousness. Descartes remarked that there is no such thing as ‘animal 

consciousness’, precisely because animals do not reason or use language in the way 

human beings do. Thomas Nagel242 was famously confident that there are phenomenally 

conscious bat experiences. Nagel grounded this assumption on suggested similarities 

between human beings and bats. For some authors, these similarities can be found at the 

level of observable behavior; other authors refer to similarities in the neurological 

machinery. Be that as it may, to compare conscious states of human beings and animals 

in order to find out more about consciousness is a viable and often-chosen option in the 

philosophy of mind. All I am claiming is that a similar route in the debate about 

knowledge could deliver interesting results. It is at least worth a try. 

 So let me come back to the thesis that the ability to have knowledge is an 

evolutionary one. If indeed we have the ability to have knowledge and this ability is an 

evolutionary one, then it would be quite implausible to assume that it came into 

existence abruptly, from one second to the other. A much more plausible evolutionary 

hypothesis consists in thinking of the respective ability as something that evolved over 

generations and millennia. Then, however, the crucial question arises where exactly the 

                                                           
242  Nagel (1974) 
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respective ability was present for the first time, in the way we are acquainted with it 

today. When, in the history of mankind, are we entitled for the first time to ascribe the 

ability to have knowledge to a certain being? When the first Homo sapiens took his first 

breath?243 Well, if we were to assume that there was knowledge before Homo sapiens 

evolved, then we would have a reason to assume that animals can have knowledge, too. 

To be sure, many philosophers will consider such a way of reasoning as problematic. 

They are inclined to draw a clear line between human beings and animals, between 

human knowledge and the cognitive states animals instantiate. I think, however, that 

these worries are unjustified.  

 The far more realistic biological way of reasoning is to assume that there is a 

blurred transition between highly developed animals and the first Homo sapiens. To 

assume that with some kind of ‘plop’ knowing Homines sapientes came into existence, a 

species that was completely different from highly developed animals and that has also 

the sole right to knowledge doesn’t sound that plausible.  

 Remember the case of human and animal consciousness mentioned above. It is 

quite reasonable to assume that animals do have conscious states or at least states of 

something that can be called “proto-consciousness”. Proto-consciousness is not the kind 

of consciousness we notice in the case of human beings, but it is a pre-stage of that kind 

of consciousness. Analogously, we may assume that there is a pre-stage of human 

knowledge, namely animal knowledge. And in the same sense as it would be rather 

implausible to assume that consciousness set in from one second to the next, it is also 

implausible to postulate that something like that happened in the case of knowledge. 

The ability to have knowledge – this is the much more plausible thesis – is something 

that developed, long ago, over generations .  

 Now, if the ability to have knowledge is an ability we have, inter alia, because of 

the way we are, the way our brain functions, the way we are constituted, and if it is an 

ability that developed from animals’ ability to have proto-knowledge, then we can 

                                                           
243  One may object that this way of reasoning is plausible only if we also assume that there is one isolated 

ability to have knowledge. What if it is not one ability but a bundle of abilities that, if all instantiated, 
will enable the reasoner to have knowledge? In such a case, it would not make much sense to ask 
when exactly we were entitled to ascribe for the first time to some being the ability to have 
knowledge. It would not make much sense because there seems to be no definite point of time at 
which that very ability came into existence. 

  Prima facie plausible as this objection may be, I do not think that it is convincing. Even if we 
assume that there is not one, isolated, ability to have knowledge but a bundle of abilities which came 
into existence at different times; what is of importance is only the question when the when the bundle 
was complete. 
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surely also assume that animal (proto-)knowledge and human knowledge have 

something in common, that there is a feature both share. 

To be sure, this is certainly not a logically necessary conclusion. From the fact 

that the two abilities have a common origin it does not follow that the instantiated 

abilities, i.e., the state of having animal knowledge and that of having human 

knowledge, have anything in common. It is still quite plausible to assume that they have 

something in common. An example will make this point more convincing: I have the 

ability to sing. Anna Netrebko also has the ability to sing. Both abilities are, as I have to 

admit, completely different. While my ability to sing is like the one of a frog, 

Netrebko’s is such that many people pay a lot of money only to hear her sing. We 

nevertheless have something in common, because to have the ability to sing presupposes 

being in a certain physiological state.244 So I will presuppose, in the following, the truth 

of the claim that animal knowledge and human knowledge have something in common. 

We then have to answer the question what this feature is. 

 
5.6 The common feature 
When a person knows that she is hungry, she will also have the true belief that she is 

hungry. This is at least what philosophers have traditionally assumed245 and what the 

majority of philosophers today still claims to be true. Now, I think it is quite plausible to 

assume that in the case of animal knowledge there is also true belief.246 To be sure, 

some philosophers may claim that animals have only a kind of knowledge-how and no 

propositional knowledge.247 Accordingly, Colin McGinn points out: 

 

When we say that the mouse knows that the cat is behind the door, we do not imply that it 
believes that the cat is there; we imply only that the mouse’s senses have functioned to register 
the information that the cat is there. This seems to me an intuitively plausible account of our 
practice with such ascriptions, and it comports with the analysis of knowledge as a 
discriminative capacity.248  
 

                                                           
244  You must not, e.g., be dumb. Moreover, near ancestors of Homines sapientes, namely apes, cannot 

sing while birds can. It is highly interesting to ask why two species who evolved separately from each 
other both share a common ability. 

245  See chapter 2.3 of this book. 
246  Here one may argue that if a belief is understood as one’s having a certain relation to a proposition, it 

is awkward to assume that animals can be in such a relation to propositions. However, I am referring 
with ‘belief’ to nothing but a certain cognitive state – a kind of state some beings, because of their 
neurobiological structures, are in a position to obtain, others not. 

247  See chapter 2.1 for the distinction between knowledge-how and knowledge-that. 
248  McGinn (1984:32) 
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I think, however, that the prima facie plausibility of many of these assumptions depends 

on what the philosophers in question refer to with “animal”. Some of them may imagine 

dogs, other perhaps dolphins, and wonder, then, whether these creatures are able to have 

knowledge or not (or whether they seem to have animal knowledge or not). My 

extension of “animal” does also include the most direct ancestors of Homo sapiens.  

 Assume that we are considering a very close ancestor of the Homo sapiens; then 

we can reasonably assume that, on the one side, he surely does not have the ability to 

have the kind of knowledge Homines sapientes can have. It is some other kind of 

knowledge. At the same time, we can plausibly assume that he has the ability to have 

propositional knowledge.  

 As already mentioned above, I am inclined to claim so far that at least one 

common feature of the knowledge of Homo sapiens and the knowledge of close 

ancestors of them is having true beliefs. The question is, however, is this the common 

feature we are looking for and which will help us to explain human knowledge? I do not 

think so. Animals which are not highly developed may also have the ability to have true 

beliefs, but not the ability to have knowledge. If the ability to have true beliefs was the 

common feature we are looking for, that fact about more primitive animals would be 

hardly explicable. 

 Are there any other candidates for the role of a common feature? Human beings 

are obviously at least sometimes able to present reasons for their beliefs. It is, however, 

rather unlikely that all highly developed animals do also possess that ability. Even the 

claim that these animals would surely possess the ability in question only if they were 

competent language users, will not help. It seems to be exactly the feature that 

distinguishes highly developed animals from human beings: the fact that human beings 

are able to explicitly reflect upon their own beliefs and animals are not.  

Now, one may argue against my thesis that animals can have true beliefs by 

pointing out that it is hard to see how someone can have a belief without ever being in 

the position to present reasons for this belief. Musgrave makes that point in the 

following way: 

 

We ordinarily assume that animals can know things: ‘Puss knows that her dinner is in the 
fridge’, we say of the cat sniffing at the refrigerator door. Yet it can be argued that animals 
cannot possess propositional knowledge. The argument runs like this. We first claim that in 
order to believe any proposition, let alone to justify any proposition, it is necessary to possess a 
language in which that proposition and its justification can be stated. We next claim that animals 
do not possess languages which would enable them to formulate beliefs or their justifications. 
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From these two assumptions it follows that animals cannot possess any propositional knowledge 
or knowledge-that. If we accept this argument, and if we further accept that all knowledge is 
propositional knowledge, then we are committed to the view that animals possess no knowledge 
of any kind.249  

 

As Musgrave also admits, however, there are several ways to reject this argument. First 

of all, one may claim that propositional knowledge does not require language. Or else 

one may bite the bullet and admit that animals do in fact possess the required language 

skills.  

One has to bear in mind that Musgrave does not propose an in any way outlandish 

claim here. There are many philosophers who do maintain that it is awkward to speak of 

animals as beings that are able to have beliefs. At the same time, however, we will, 

taking Musgrave’s position, experience some difficulties in explaining the phenomenon 

of animals’ mind-reading – to put it mildly. Some recent research suggests that animals 

are at least sometimes in a position to imagine how other animals will act. Marc Hauser 

summarizes the respective research results as follows: 

 

First, there was a mountain of anecdotal evidence from wild and captive monkeys and apes 
showing that they are sensitive to where someone is looking; their sensitivity shows up in what 
biologists describe as tactical deception, the strategic manipulation of another’s access to 
information for some self-serving benefit. For example, low-ranking animals sneak copulations 
or pinch a piece of food when the dominant alpha isn’t looking. Though everyone acknowledges 
the need for caution when interpreting these single-observation cases, piling them up amounts to 
an impressive set of observations, raising the possibility that nonhuman primates deceive by 
taking into account what others can see and potentially know. Other work on ployers and jays 
suggested that these birds consider where someone is looking when they engage in concealment 
behavior, hiding their nest in the case of plovers and hiding a food stash in the case of jays. 
Second, several studies showed that monkeys and apes attend to where others are looking, and 
can use this information to pick out what someone is looking at. For example, if a chimpanzee 
enters a test room and sees a human experimenter staring up at the ceiling, he will immediately 
look up the same area; seeing nothing at all on the ceiling, he will then glance back at the 
experimenter to recheck the direction of gaze and then look up again.250 
 

Although, as Hauser maintains, we definitely have to interpret these research results 

with caution, it is completely unclear how we should explain the animals’ behavior just 

characterized when we deny that they are able to have beliefs. 

However, let that point pass. It would even be open to me happily to agree that the 

knowledge the direct predecessors of Homo sapiens did have was not of the same kind 

as we are able to instantiate today. Recall, I do not claim that the kind of knowledge 

                                                           
249  Musgrave (1993:7f.) 
250 Hauser (2006:337) 
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human beings are able to have is the same kind as animals’ knowledge. Consequently, I 

also do not have to claim that animals are in a position to have propositional knowledge. 

Direct ancestors of Homo sapiens may have had the ability to have some kind of pre-

propositional knowledge. All I claim is that if it was some pre-stage of our knowledge 

today, then it is plausible to assume that both kinds of knowledge have something in 

common.  

 Fair enough, one may reply. However, don’t we have to draw some lines? If we 

call all pre-stages of human knowledge “knowledge”, then do slugs also have the ability 

to have knowledge? Certainly not. Admittedly, it may be a fuzzy matter whether some 

animal can have beliefs or not. For getting my argument off the ground, I only have to 

assume that there are some highly developed animals that are in a position to have true 

beliefs.  

 So let me come back to that common feature. If the candidates discussed so far 

are all dead ends, it is perhaps reasonable to consider again the assumption that knowing 

animals as well as knowing human beings are both in a position to have true beliefs. 

Beliefs have several features according to which they can be categorized. Firstly, beliefs 

are caused by certain cognitive processes. Secondly, these cognitive processes have 

been initiated by some kind of data. Thirdly, the respective beliefs have certain contents.  

 Now, because we are looking for a common feature of both animal and human 

knowledge, such input and output information have to be ruled out as candidates for the 

common feature we are looking for. The cognitive environment in which human beings 

live and the one of animals (or even of the direct ancestors of Homo sapiens) are quite 

distinct. Similar considerations apply to the third possibility. Even if there are certain 

knowable contents which are contents of human knowledge as well as animal 

knowledge – there are still many contents that are seemingly only knowable by human 

beings. (You only have to think of, say, higher mathematics.) And these restrictions do 

not exist only because animals do not get in contact with certain informational contents. 

It is because of the fact that the human brain can compute certain kinds of complex data 

the animal brain cannot.  

 So, if the second and third possibility are both dead ends, only one possibility is 

left: the way in which these beliefs have been caused, the psychological processes. It 

seems that we are looking for a certain feature that is common to the cognitive processes 

that have caused the respective beliefs in cases both species also have knowledge. 
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 These considerations, together with the traditional assumption that knowledge is 

not some belief true only by chance, more or less straightforwardly lead to the 

assumption that the common feature we are looking for is the reliability of those 

cognitive processes which produce our respective beliefs.  

 To be sure, objections against such a way of reasoning are ready at hand. One may 

object, firstly, that I am presupposing the truth of some kind of reliabilist explanation of 

knowledge. Now, that was not my point. What I have proposed is merely an argument 

by elimination that goes as follows: 

 

(1) Animal knowledge and human knowledge have at least one common feature that is essential 

for knowledge. 

(2) There are several possible candidates: (i) truth of the beliefs, (ii) the input of the beliefs, 

(iii) the output of the beliefs, (iv) the ability to reflect on one’s own beliefs and (v) the reliable 

way in which those beliefs have been produced. 

(3) (i)–(iv) are candidates we can rule out. 

(4) What remains is candidate (v). By elimination, the common feature of human knowledge 

and animal knowledge is the reliable way their respective beliefs have been produced. 

 

One may object, secondly, that I am illegitimately presupposing that the processes in 

question can only have their reliability in common. So, I’m seemingly also 

presupposing that true beliefs gained by pure luck are in some way the opposite of 

beliefs gained by reliable cognitive processes.  

 To be sure, this is something I indeed presuppose and of which I think that it is 

quite obviously true. Let me explain. When we talk of beliefs that are true only by 

chance, then we usually assume that these beliefs also could have been false, in a nearby 

possible world. Consider Paul: He has to answer the question whether a certain complex 

mathematical theorem is true or false. Paul is no mathematician and he has no idea how 

to answer the respective question. Then Paul gets a blow on the head and suddenly, 

because of some miracle, he gets the true belief that the respective mathematical 

theorem is true. It is not very hard to recognize that Paul’s belief is true only by chance. 

Because it is a wonder of nature, in a nearby world Paul most probably would not get 

any belief about any mathematical theorems by getting a blow on the head. All he 
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presumably would have experienced would be a terrible headache. The opposite of a 

belief that is true only by luck is one that is caused in a way that makes its truth likely. 

And nothing else is what I maintain by claiming that we have to look at reliable 

processes. 

 One may object, thirdly, that I illegitimately assume that knowledge can be 

analysed as true belief plus factor x. What if knowledge is not analyzable in that way? 

What if an instance of knowledge is to be considered as a mental state? Timothy 

Williamson251 surely would have argued in such a way.  

 First of all, it would go beyond the scope of this book to discuss Williamson’s 

arguments in detail, let alone doing justice to them. Secondly, I have to admit that the 

evolutionary approach to the ability to have knowledge indeed presupposes that 

knowledge is some kind of true belief plus whatever is needed in order for there to be 

knowledge. In the light of the assumption that we have the ability to have knowledge, 

that this ability has somehow evolutionarily developed, and that there are presumably 

‘pre-stages’ of this ability found in highly developed animals, it would not make much 

sense to assume that knowledge is a not in any way analyzable mental state. We would 

have either to claim that animals can be in the same kind of mental state, too, or that 

they cannot or else that they are in a different kind of mental knowledge state, the one 

animals are in when they know something. The first assumption is hardly plausible 

because it ignores our intuition that animals, even highly developed ones, are not able to 

have exactly the same kind of knowledge as human beings. The second assumption also 

does not fit with the thesis that highly developed animals seem to be able to have at least 

some kind of knowledge. If the third assumption, which is in fact quite plausible, shall 

be the one of choice, then it would be interesting to know what the differences and 

perhaps the common features of both kinds of state are. If the states are, however, not 

analyzable, then it is not clear how we can explain in any satisfying way how the ability 

to be in the mental states human beings are in when knowing something has evolved 

from the ability to be in the mental states animals are in when knowing something. I 

admit that these considerations need not convince a proponent of Williamson’s account, 

and they also will not convince those readers who are still not persuaded by the 

evolutionary argument. At the same time, it seems to me that the conclusions we can 

draw from the evolutionary argument are worth being considered. First of all, they seem 

                                                           
251  Williamson argues for the thesis that knowledge is a mental state in his book Knowledge and Its 

Limits.  
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to be a suitable starting point for fulfilling the requirement of wide applicability as well 

as the actuality requirement. Secondly, if we assume that we have to look at true beliefs 

of human beings as well as of highly developed animals, this is presumably also a good 

starting point for fulfilling the openmindedness requirement.  

 So one may object, fourthly, that I have presupposed the truth of a naturalistic 

philosophical account in the first place. And if one presupposes the truth of such an 

account, then this also implies that a reliabilist explanation of knowledge has to be our 

account of choice. If we reject naturalism, however, then it is not clear why we should 

look at the psychological processes that have produced the respective beliefs, in order to 

explain knowledge. 

 As we will see in the following chapters, however, I certainly do not presuppose a 

classical naturalistic position in the way we would take it from Quine and his followers. 

In such a case, it would make not make much sense to write a book about a priori 

knowledge in the first place. It would be equally useful as writing a book about, say, 

unicorns. Both kinds of thing do not exist.  

 A slightly modified objection may be more powerful. One might argue that I 

presuppose some kind of naturalism insofar as I started my considerations with the 

evolutionary argument and not with something different, like, say, the Gettier cases, and 

an explanation that is able to deal with it. Now it is surely true that I give much weight 

to the evolutionary argument. However, this is not due to some specifically naturalistic 

background. As already mentioned above, I think that our envisaged explanation of a 

priori knowledge should be developed on the basis of the explanation of knowledge 

simpliciter we choose. Now it is at least prima facie plausible to assume that choosing a 

starting point like the evolutionary argument will increase the probability of ending up 

with an explanation of a priori knowledge that fulfils the openmindedness requirement 

as well as the requirement of wide applicability. It is because of these connections and 

requirements I give so much weight to the evolutionary argument. 

Be this as it may, at least one prominent contemporary philosopher – Hilary 

Kornblith – would accept the requirement of informativity, the openmindedness 

requirement and the requirement of wide applicability as well as the assumption that 

there is a kind of unreflective knowledge animals and human beings share, in order then 

to champion the thesis that knowledge has to be considered as a natural kind. In the light 

of such a way of reasoning the question arises whether I am also forced to assume that 

knowledge is a natural kind. Well, I do not think so. Let me explain. 
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5.7 Kornblith’s arguments for the thesis that knowledge is 
a natural kind 
According to a traditionally held assumption, philosophers, when engaging in 

epistemological considerations, do not investigate natural kinds but concepts. As Charlie 

Dunbar Broad points out: 

 

Philosophy claims to analyse the general concepts of substance and cause, e.g.; it does not claim 
to tell us about particular substances, like gold, or about particular laws of causation, as that 
aqua regia dissolves gold. Chemistry, on the other hand, tells us a great deal about the various 
kinds of substances in the world, and how changes in one cause changes in another. But it does 
not profess the general concepts of substance or causation, or to consider what right we have to 
assume that every event has a cause.  
 

And moreover,  

 

[i]t should now be clear why the method of philosophy is so different from that of the natural 
sciences. Experiments are not made, because they would be utterly useless. If you want to find 
out how one substance behaves in presence of another you naturally put the two together, vary 
the conditions, and note the results. But no experiment will clear up your ideas as to the 
meaning of cause in general or of substance in general.252 
 

The division of labour Broad postulates here could not be more clear-cut: philosophers 

investigate concepts, using a priori methods; empirical scientists investigate substances, 

using empirical methods. And Broad is surely not the only one thinking so. He gets 

prominent company with Ludwig Wittgenstein who famously remarked in his Tractatus 

logico-philosophicus: 

 

4.111 Philosophy is not one of the natural sciences. 
4.112 Philosophy aims at the logical clarification of thought. 
 

In the light of his naturalistic background, Hilary Kornblith rejects such claims. 

Moreover, he claims that knowledge is a natural kind and has to be investigated by 

empirical methods. This seems to be indeed a revolutionary thesis.253 Now, what does it 

mean that something is a natural kind? And how does Kornblith argue for his thesis? 

                                                           
252  Broad (1923:19) 
253  One has to bear in mind that Kornblith was not the first in rejecting conceptual analysis when it comes 

to knowledge. In the year 1984, Ruth Millikan introduced one of her papers with the words: “In this 
paper, I propose to describe knowledge in the same sort of spirit in which science has described, say, 
tuberculosis or acidity or genes.Whatever else it is, knowledge surely is a phenomenon in the world 
that we need to understand” (1984:316). 
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 In order to illustrate what natural kinds are it is useful to compare them with two 

other kinds of groupings: arbitrary and conventional ones. The members of arbitrary 

groupings, like Derek Jeter’s baseball, George W. Bush’s dog and Hillary Clinton’s 

house, as well as those of conventional groupings, like all citizens of New York City, do 

not belong to those groupings because of certain natural properties they have. In the 

case of arbitrary groupings, there are no shared fundamental properties, in the case of 

conventional groupings, the groupings reflect only our purposes. Contrast this with, say, 

gold or leopards. Our grouping of leopards reflects the fact that all leopards share 

certain natural properties, properties they have independently of any human thinking 

about leopards.254 

 So, Kornblith claims that we have to think about knowledge in a similar way as 

we think about leopards.255 How does he argue for this thesis, then? Most basically, his 

argument consists of two steps. In the first one, Kornblith remarks that in cognitive 

ethology, “[t]here is a large literature on animal cognition, and workers in this field 

typically speak of animals knowing a great many things. They see animal knowledge as 

a legitimate object of study, a phenomenon with a good deal of theoretical integrity to 

it”. To be sure, what Kornblith has to show is not only that there is some kind of animal 

“knowledge” which ethologists investigate. The more interesting question is whether 

this is also the kind of knowledge philosophers are traditionally interested in. Defending 

such an assumption is the second step of Kornblith’s argument: “I will … argue that this 

is indeed a philosophically interesting sort of knowledge, and I will also argue that 

human knowledge is not different in kind from the knowledge to be found in the rest of 

the animal world.”256  

 What I will not do here is, argue against Kornblith’s claim that ethologists do 

investigate animal knowledge. This is a route other authors have already taken.257 More 

important for my purposes are Kornblith’s arguments for the second point, namely his 

thesis that “human knowledge is not different in kind from the knowledge to be found in 

the rest of the animal world”. Kornblith anticipates the obvious objection that animal 

knowledge is different from human knowledge in at least one important respect: 

 

Reflection is … something that seems to distinguish human cognition from the cognition of 
other animals. While non-human animals … may certainly be credited with beliefs, and their 

                                                           
254  see also Harper (1999) 
255  cf. Kornblith (2002:29) 
256  ibid., 29f.; my emphasis 
257  see, e.g., Bermudez (2006) 
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beliefs may be responsive to features of the environment in important ways, non-human animals 
do not reflect on the character of their beliefs and the logical relations among them. … These 
kinds of considerations have led some philosophers to suggest that the cognitive states of non-
human animals are not fully deserving of the title ‘knowledge’ … Genuine knowledge requires a 
certain degree of self-conscious reflection, and this is something that only human beings may 
attain.258  
 

Here Kornblith also draws the reader’s attention to the fact that considerations like those 

just mentioned used to lead some philosophers to conclude that animals’ knowledge and 

human knowledge are fundamentally different. Human beings are not able to have 

animals’ knowledge and animals are not in a position to have human knowledge. 

Kornblith rejects this way of reasoning. He claims that 

 

[h]uman beings have the ability to reflect on their first-order beliefs, an ability which other 
animals, it seems, do not have. As I see it, the knowledge embodied in our first-order beliefs is 
of the very same kind as the knowledge which non-human animals have. More than that, our 
ability to reflect on first-order beliefs, while it gives us a degree of cognitive and behavioral 
sophistication which other animals lack, should not be seen as providing us with another kind of 
knowledge.259  
 

So, according to Kornblith, there is a kind of unreflective knowledge both animals and 

human beings have. In order for it to be plausible, such a way of reasoning would also 

have to presuppose that the reflective knowledge human beings can have is sufficiently 

independent of the unreflective one. Moreover, we have to assume that there is no kind 

of unreflective, basic, knowledge animals cannot have. (I’m talking about basic 

knowledge because it is clear that no animal is in a position to know, say, about the 

general theory of relativity.) Bermudez makes a point that is suited for arguing against 

both assumptions. According to Bermudez, not only is it the case that our ability to 

reflect is dependent on our linguistic abilities. It is also the case that logic is dependent 

on language. He asks us to 

 

[c]onsider a disjunctive thought ‘A or B’. What is it to be capable of entertaining such a 
thought? It is to be capable of understanding that a certain relation holds between two thoughts 
– the relation of their not being both false … [T]he disjunctive thought is not available to be 
thought by any creature that is not capable of thinking about how the truth-value of one thought 
might be related to the truth-value of another.260  
  

                                                           
258  Kornblith (2002:104) 
259  Kornblith (2006:4) 
260  Bermudez (2006:313–14) 
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This is problematic, insofar as reflection on our beliefs only reveals logical and 

probabilistic relations between beliefs that were there all along, as Bermudez points out. 

Accordingly, human beings as well as animals would have to be able to entertain such 

disjunctive thoughts at the unreflective level of animal knowledge. If entertaining such a 

thought, however, is dependent on our linguistic abilities, then animals surely cannot 

entertain it. But then human knowledge and animal knowledge are two fundamentally 

different kinds. 

 Kornblith’s rebuttal of Bermudez’ objection consists of two steps. In the first one, 

he claims that if we have to think of its truth-value in order to entertain the disjunctive 

thought, then entertaining this thought would require more than just having a language. 

Isn’t it the case that young children learn to use the English word ‘or’ long before they 

have the concept of a truth-value? Isn’t it obvious that they can entertain disjunctive 

thoughts long before they are able to acquire the remarkably sophisticated conceptual 

abilities Bermudez is demanding? If we admit this, and this is the second step of 

Kornblith’s argument, then we also have to admit that “[s]ensitivity to simple logical 

structure does not require having thoughts about logical structure”.261 I think that this 

way of rebutting Bermudez’ objection is a quite convincing one.  

 It is, at the same time, not my central concern here. Far more important are the 

following two questions: Firstly, do I also have to assume that knowledge is a natural 

kind? Secondly, is human knowledge not different from animal knowledge, in the end?  

 Let me answer these questions in turn. Firstly, there is a discrepancy between the 

way philosophers have traditionally thought about knowledge and the way Kornblith 

has to think about it. According to the traditional assumption, we do not only want to 

know what it means for human beings to have knowledge in the actual world, but also 

in other, merely possible worlds. Now, as Goldman points out, “[k]nowers could inhabit 

a variety of worlds with different nomological constraints”.262 Natural kinds, however, 

“are picked out within a possible world by nomological relationships that govern that 

world”. Therefore, “it cannot be demanded that knowers comprise a single, uniform 

natural kind”. 

 Besides, I have only claimed that knowledge should be understood along the lines 

of a reliabilist account. Neither my account nor the plausibility requirements discussed 

in sections 4.2 ff. in any way imply that knowledge has to be considered as natural kind. 

                                                           
261  Kornblith (2006:341) 
262  Goldman (2005:405) 
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Moreover, the assumption that knowledge is reliably produced true belief will not 

commit us also to the claim that those reliable process types are the same in all possible 

worlds. Indeed there may be other worlds where human brains are arranged in a 

completely different way and where their cognitive processes are of a completely 

different kind. They only have to be reliable.  

 These considerations are also apt to provide us with an answer to the second 

question mentioned above. Human knowledge and animal knowledge have the same 

basic constraints, namely to be reliably produced true beliefs. This does not mean that 

animals as well as human beings have to instantiate the same kind of cognitive 

processes. Far from it.  

 And what about the ability of human beings to reflect on their beliefs? I am 

inclined to give the following two answers: First of all, it is far from clear that animals 

are unable to reflect on their beliefs; the case of mind-reading described above suggests 

the opposite. Secondly, human beings are certainly in a much better position to reflect 

on their beliefs; they are much better at reflecting than animals. However, I claim that 

this is a contingent property; it is a contingent fact that qua human beings, in this world, 

we are most often in a position to reflect on our beliefs in such a good and easy way. It 

is a contingent fact because it depends on the cognitive processes that cause our beliefs 

and on how highly developed our brains are. It is perfectly imaginable that in another, 

perhaps quite remote, possible world, human beings are not capable of reflecting on 

their beliefs. And it seems also quite easy to explain why so many philosophers have 

thought that it is a necessary condition for human knowledge to be able to reflect on 

one’s own beliefs: every time they tried to reflect on their own beliefs, they succeeded! 

That does not entail, however, that all human beings in all possible worlds have to be 

able to reflect on their beliefs. And one should also be aware of the consequences that 

would follow if we conceptually relate human beings with the ability to reflect on their 

own beliefs. Newborns as well as mentally handicapped persons would not count as 

human beings, in that sense – definitely hard to swallow. 

To claim that the kind of unreflective knowledge in these other possible worlds is 

not genuine knowledge would also be unwarranted. If it is true that knowledge is 

reliably produced true belief, then this otherworldly knowledge is in the same sense 

knowledge as ours. I admit, however, that arguing in such a way would be also too hasty 

and unfair. It is a convincing story only insofar as we already assume that the reliabilist 

account of knowledge is a plausible one. It may be an account well motivated by the 
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evolutionary argument and, at the same time, incredibly implausible because of some 

quite decisive objections. And according to many philosophers, there is indeed no lack 

of objections against the reliabilist theory of knowledge. In the next section, I will go on 

with tackling at least some of them. 

 
6.  A reliabilist theory of knowledge 
6.1 The sixth thesis 
According to the informativity requirement, I have to say something about the standard 

objections against the explanation of knowledge I propose. And, as the sixth thesis of the 

Master Argument has already anticipated, there are several standard objections against 

the reliabilist account ready at hand: 

 

 
(5) The best way to do this[was?] is to start with the evolutionary argument. One 
consequence of taking the evolutionary argument seriously is to propose a reliabilist 
account of knowledge (chapter 5). 
Therefore: An explanation of a priori knowledge which fulfils the requirements of (1) 
and (3) is a reliabilist one. 
(6) A reliabilist account of knowledge, however, has to deal (at least) with the 
following three prima facie devastating standard objections: the Generality 
Problem, the Truetemp Cases and the Evil Demon Problem (chapter 6).  

 
 
 
So, what I have to do now is to consider these standard objections. Before I go on with 

this, however, I would like to anticipate a quite obvious objection. One may point out 

that the very fact that there are so many objections against reliabilism counts against my 

way of reasoning so far. Moreover, one may remark that the evolutionary argument 

cannot be a plausible starting point if it leads to such a controversial epistemological 

position. Because reliabilism is much too problematic, we also should give up the 

evolutionary argument.  

 I think that such a way of reasoning is too hasty. First of all, as an objection 

against reliabilism it is clearly not open to proponents of many contemporary 

epistemological accounts. Investigating analyticity or analyticity-based explanations is 

surely prone to the same kind of objection, to cite only one example. Indeed, several 

years ago many philosophers decided to give up the analytical explanation of a priori 

knowledge (or a priori justification), precisely because there seemed to be too many 
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hardly tractable objections. And it seems that there is no explanation of knowledge or a 

priori knowledge which does not have to deal with certain standard objections. If this is 

true, however, then the objection just sketched is not decisive against reliabilism. 

 Besides, and as we will see later more in detail, the most important and prima 

facie most powerful move in all these counterexamples is an appeal to intuition. And 

whether these intuitions can convince us is a different question.  
 

6.2 Simple Reliabilism 
As I have mentioned above, the reliabilist account has to deal with at least three 

standard objections. Before we come to these objections, however, we should first take a 

closer look at the reliabilist position and its basic theses.  

 Reliabilism is an externalist account that gains much of its initial plausibility by 

the weaknesses of the arguments with which one may try to support internalism. So, in 

order to understand the basic motivation of a reliabilist position, we first have to take a 

look at the differences between externalist and internalist positions in epistemology.  

 According to the basic internalist idea, whether a person knows or doesn’t (or 

whether she has justified beliefs or not) “are factors or states in some sense internal to 

that person”.263 To be sure, that raises the question in what way they have to be internal. 

As Alvin Plantinga remarks, “[t]he pH level of my blood is a condition internal to me, 

as is the size of my heart: but clearly these are not internal in the relevant way”. The 

relevant way in which these factors have to be internal is an epistemic one. The 

cognitive agent has to have access to them. So, according to knowledge internalists, a 

person who knows that p, must (a) also be aware of the knowledge basis or is (b) at least 

in a position to become aware of it by reflection.264 Option (a), to be sure, is an 

internalist position that is not very plausible. Often, we come to know that p and (at that 

time) also have access to the basis of this knowledge. Later on, however, we may not 

think of the knowledge basis anymore, and consequently have no actual access to it. To 

claim that in such a case we do not know anymore that p, would be absurd. For this 

reason, most internalists reject the version of internalism in question. 

 Option (b) is at least prima facie the much more plausible one. According to this, 

we are in a position to become aware of the knowledge basis, at least on reflection. 

Now, knowledge externalism is, basically, the denial of this version of knowledge 
                                                           

263  Plantinga (2003:5) 
264  I am speaking here of knowledge internalism, because there exists also an internalism concerning 

justification. 
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internalism. Knowledge externalists claim that it is not the case that we are always in 

the position to become aware of the knowledge basis, even on reflection. Or the other 

way round: sometimes we know that p and are nevertheless not in a position to become 

aware of the knowledge basis. This is so because the knowledge basis lies outside of the 

cognitive agent. 

 It is undeniable that internalism has been important for epistemology. As Joe Cruz 

and John Pollock remark: 

 

It cannot be denied that 20th-century epistemology has been primarily internalist … Internalist 
considerations have been accorded a special place in epistemology because of several related 
concerns: First, one of the projects that sometimes rides piggyback on an assessment of 
rationality has been to illuminate how one might improve the quality of one’s beliefs. If 
improvement is to be possible, however, it needs to be possible to determine which belief among 
many candidate beliefs is most justified … Second, epistemic concepts have been viewed as 
deontological in character. That is, it has seemed to many epistemologists that intellectual 
achievement is at least partly a matter of duty-fulfillment. Fulfilling a duty, however, seems to 
require that one be able to do the things that duty requires and to determine what one’s duties 
are. In order to secure the means to an intellectual duty, an epistemic agent will need to be able 
to reflect on her condition and on the resources she has available … Third, intellectual 
achievements have had some historical association with defeating the skeptic, and it has 
sometimes been suggested that the ability to answer the skeptic is a crucial component of 
epistemology.265  
  

Now, one does not have to accept the second and third thesis. First of all, it is not clear 

why every theory of knowledge has to be able to deal with the skeptics – indeed, today 

it is a widely held assumption that there is no such requirement. Second, it is certainly 

true that according to many epistemologists, in order to have knowledge, we have to 

fulfil certain intellectual duties. As I will argue in section 9.3, however, it is not clear 

whether there are any convincing arguments for such a position available.  

 For the time being, let me come back to externalism. As mentioned above, 

externalists claim that at least sometimes, we are not in the position to become aware of 

the basis of our knowledge. This is so because in those cases the factor that 

distinguishes true belief from knowledge is not accessible for the cognitive agent. What 

is this factor like, according to externalists? The basic idea of most externalist accounts 

is, as already mentioned in section 3.2, the following: whether or not the belief a person 

A has is completely justified or not (or whether or not A knows that p), depends on the 

way the belief has been caused or produced.266 If it has been produced by a reliable 

                                                           
265  Cruz, Pollock (2004:127) 
266 It is useful to distinguish between two kinds of reliabilist accounts: Proponents of the first claim that 

justification is necessary for knowledge and try to explain justification in that they refer to reliable 
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cognitive process, it is completely justified – no matter whether A is in a position to 

present reasons for her belief or not. Alvin Goldman maintained some twenty years ago 

in one of his most famous papers, ‘What is Justified Belief?’, that 

 

[w]e can gain insight into this problem by reviewing some faulty processes of belief-formation, 
i.e., processes whose belief-outputs would be classed as unjustified. Here are some examples: 
confused reasoning, wishful thinking, reliance on emotional attachment, mere hunch or 
guesswork, and hasty generalization. What do these faulty processes have in common? They 
share unreliability: they tend to produce error a large proportion of the time. By contrast, which 
species of belief-forming (or belief-sustaining) processes are intuitively justification-conferring? 
They include standard perceptual processes, remembering, good reasoning, and introspection. 
What these processes seem to have in common is reliability: the beliefs they produce are 
generally true. My positive proposal, then, is this. The justificational status of a belief is a 
function of the reliability of the process or processes that cause it, where (as first approximation) 
reliability consists in the tendency of a process to produce beliefs that are true rather than 
false.267  
 

It is worth noting that Goldman’s account does not require full reliability for 

justification, i.e., our justified beliefs do not have to be produced by completely reliable 

cognitive processes: 

 

Suppose Jones believes he has just seen a mountain-goat. Our assessment of the belief’s 
justifiedness is determined by whether he caught a brief glimpse of the creature at a great 
distance, or whether he had a good look at the thing only 30 yards away. His belief in the latter 
sort of case is (ceteris paribus) more justified than in the former sort of case. And, if his belief is 
true, we are more prepared to say he knows in the latter case than in the former. The difference 
between the two cases seems to be this. Visual beliefs formed from brief and hasty scanning, or 
where the perceptual object is a long distance off, tend to be wrong more often than visual 
beliefs formed from detailed and leisurely scanning, or where the object is in reasonable 
proximity. In short, the visual processes in the former category are less reliable than those in the 
latter category.268  
 

That cannot be the whole story, according to Goldman. You only have to remember the 

Gettier cases. There, too, the respective beliefs seem to be produced by reliable 

processes (logical reasoning). According to the reliabilist approach just sketched, there 

is nothing wrong with such beliefs, or so Goldman claims. According to our intuitions, 

however, there does seem to be something wrong. Many of us have the intuition that the 

Gettier subjects do not have knowledge. In order to be in a better position to deal with 

                                                                                                                                                                                                            
psychological processes. According to proponents of the second account, reliably produced beliefs are 
necessary for knowledge. Knowledge, however, does not require justification. Justification is here 
understood in the sense of a reason-giving activity and therefore rejected as a requirement for 
knowledge. 

267  Goldman (1979/1986:179) 
268  ibid., 166–67 
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such counterexamples, Goldman pursues a relevant-alternatives approach. The basic 

idea here is roughly that “a true belief fails to be knowledge if there are any alternative 

situations in which the proposition p would be false, but the process used would cause S 

to believe p anyway”. And this is so, because “[i]f there are such relevant alternatives, 

then the utilized process cannot discriminate the truth of p from them; so S does not 

know”.269 In the Gettier cases, the subjects did not exclude a relevant alternative and 

therefore do not have knowledge: 

 

Why doesn’t he know? S’s true belief is not knowledge because it is defeated by the following 
relevant alternative, which is compatible with all his evidence: Jones doesn’t own a Ford and 
Brown isn’t in Barcelona. This counterfactual situation is one that S cannot discriminate (with 
his evidence) from the actual state of affairs.270  
 

The relevant-alternatives approach also provides us with a way to deal with the 

following example: Imagine you are going for a walk in Midtown, Manhattan. 

Approaching 34th Street, you come to believe that someone has planted a tree in front of 

the Empire State Building. Now, you are right; there is a tree. At the same time, 

however, you do not know that the city officials have assembled many hundreds of tree 

façades in Manhattan in order to let the city appear in a more green and healthy light. In 

fact, the tree in front of the Empire State Building is the only real tree in the whole of 

Manhattan. So, do you really know that there is a tree in front of the Empire State 

Building?271 It seems not. The cognitive process that caused your respective belief may 

be usually highly reliable. In the situation just described, however, there are relevant 

alternatives in which you would have had the very same visual experience and in which 

the respective belief would have been false. You just cannot distinguish between a real-

tree situation and a façade-tree situation. 

 One may admit that this is a nice way of dealing with fake trees as well as Gettier 

examples, in order then, in the same breath, to point out that reliabilism opens the door 

to skepticism. What is a relevant alternative? At the moment, I am sitting at my desk, in 

front of me my computer and the keyboard. Now I am coming to believe that there is a 

computer keyboard in front of me. Do I also know this? Well, tricky question. Isn’t it 

true that there is a relevant alternative in which I would have the very same visual 

beliefs I now have but in which I would not be sitting in front of a computer keyboard? 

                                                           
269  Goldman (1986:46) 
270  ibid., 55 
271  This is obviously a version of Goldman’s barn-façade-country example. 
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Sure, there is an alternative situation in which I live in a demon world and the demon 

makes me believe that there is a computer keyboard although there is none. Goldman, 

however, rejects this case. According to him, it is no relevant alternative. 

I will not go into the details of the discussion about what are relevant alternatives 

and what are not – for two reasons: First of all, I have to restrict my considerations in 

order not to go beyond the scope of this book. Secondly: in the last chapter, when I will 

present my own explanation of a priori knowledge, I will briefly come back to that 

approach. 

 
6.3 Three standard objections 
In the following, I will discuss some standard objections against reliabilism. The first 

one (the Generality Problem) concerns the coherence of the reliabilist account. 

According to the second objection (the Truetemp Cases), reliably produced beliefs are 

not sufficient for knowledge, and proponents of the third one (the Evil-Demon Case) 

claim that they are also not necessary. 

  

6.3.1 The Generality Problem: Its Status 
Proponents of the reliabilist account usually talk of process types. Goldman remarks that 

“[o]n this interpretation, a process is a type as opposed to a token. This is fully 

appropriate, since it is only types that have such statistical properties as producing truth 

80% of the time; and it is precisely such statistical properties that determine the 

reliability of a process”.272 

 This way of reasoning is unproblematic only on first sight. Taking types of 

cognitive processes into their accounts, reliabilists should better also be in a position to 

explain what exactly a type of a cognitive process is, what they refer to with “process 

type”. The basic idea on which the Generality Problem is based is that we put ourselves 

at risk to characterize the respective types of processes either too narrowly or too 

broadly. Let me cite Richard Feldman, who was the first who drew the philosophical 

community’s attention to that point: 

 

[T]he specific process token that leads to any belief will always be an instance of many process 
types. For example, the process token leading to my current belief that it is sunny today is an 
instance of all the following types: the perceptual process, the visual process, processes that 
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occur on Wednesday, processes that lead to true beliefs, etc. Note that these process types are 
not equally reliable. Obviously, then, one of these types must be the one whose reliability is 
relevant to the assessment of my belief. Intuitively, it seems clear that the general reliability of 
processes that occur on Wednesday or processes that lead to true beliefs is not relevant to the 
assessment of my belief. 
  

And Feldman remarks that 

 

[i]n coming up with an account of relevant types, defenders of the reliability theory must be 
guided by the following point. If relevant types are characterized very narrowly then the 
relevant type for some or all process tokens will have only one instance … If that token leads to 
a false belief, then its relevant type is completely unreliable … the belief it produces is 
unjustified … This is plainly unacceptable … We can say that characterizing relevant types too 
narrowly leads to the “Single Case Problem.” A very broad account of relevant types of belief-
forming processes leads to what we may call “The No-Distinction Problem.” This arises when 
beliefs of obviously different epistemic status are produced by tokens that are of the same 
(broad) relevant type … The problem for defenders of the reliability theory, then, is to provide 
an account of relevant types that is broad enough to avoid the Single Case Problem but not so 
broad as to encounter the No-Distinction Problem. Let us call the problem of finding such an 
account “The Problem of Generality.”273 
 

Brought into the form of an argument, the basic idea of the Generality Problem can be 

thought of as follows: 

 

(1) Proponents of reliabilism refer in their explanation of knowledge to types of processes. 

(2) It is not clear how to characterize process types. If a process type has only one token, this 

process type is either 100% unreliable or 100% reliable (according to the truth-value of the 

belief produced). If it has too many tokens, beliefs with prima facie different epistemic status 

are justified to the same degree. 

(3) Both would be counterintuitive. 

(4) So long as reliabilists cannot explain what they refer to with “process type”, in a way that is 

not prone to the Generality Problem, the reliabilist position is not plausible. 

 

I have mentioned above that I consider the Generality Problem to be one of the standard 

objections against reliabilism raised during the last decades. This is no overestimation of 

the problem’s status. Indeed, one could even claim that it is the most important 

objection. As Beebe274 points out, there is no prominent introduction to epistemology 

that can do without a sketch of the Generality Problem. Besides, and surely more 

importantly, the Generality Problem is a problem of the coherence of the reliabilist 
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account. A proponent of the thesis that the Generality Problem seriously threatens the 

plausibility of reliabilism does not even need to consider the way reliabilism can deal 

with the most prominent counterexamples against theories of knowledge.  

 Moreover, the Generality Problem differs from the other two standard objections 

against reliabilism discussed in this book in that proponents of the Generality Problem 

do not have to appeal to the intuitions of the reader in as obvious a way as in the two 

other cases. Cruz and Pollock draw our attention to that difference, claiming that 

 

[w]e do not need to rely solely on intuitions about cases in order to criticize reliabilism. Belief 
externalism has been criticized in light of a very fundamental difficulty it faces. There seems to 
be no non-ad hoc way to circumscribe a cognitive process in order to assess its truth-aimedness. 
In the specific case of reliability, this has come to be known as the generality problem.275  
 

If it is true that proponents of reliabilism cannot deal with the Generality Problem, then 

reliabilism is a dead end anyway. This is also Conee’s and Feldman’s opinion: 

 

Process reliabilists must solve this generality problem. A solution identifies the type whose 
reliability determines whether a process token yields justification. This type is ‘the relevant 
type’ for that token. Thus, it is not the causally active process token that has to be sufficiently 
reliable, according to reliabilists. It is the relevant type of the process. We need to know what 
determines this sort of relevance. Without a specification of the relevant type, process 
reliabilism is radically incomplete. Only when a bearer of reliability has been identified does the 
theory have any implications about the justification of beliefs in particular cases. Philosophers 
often overlook this. They purport to determine whether or not a given belief is justified 
according to reliabilism using nothing more than one description of the process causing the 
belief. No such inference is acceptable. The theory must first be elaborated at least enough to 
imply exactly what process type has to be reliable in the case in question. A fully general 
reliabilist theory of justification has to do this for all cases in which there is a fact of the 
matter.276  
 

And according to the authors in question, the prospects of the reliabilist’s project of 

solving the Generality Problem are far from looking bright: 

 

Our thesis is that the prospects for a solution to the generality problem for process reliabilism 
are worse than bleak. We will investigate the merits of approaches exemplified by several recent 
proposals. There is no significant progress in any of these approaches, singly or in combination. 
The basic process reliabilist idea just does not pan out.277  
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What are the reasons for Conee’s and Feldman’s pessimism? With which arguments do 

they support their pessimistic stance concerning reliabilism? Because I claim, firstly, 

that we have to take standard objections of the proposed explanation of knowledge into 

account (in accordance with the informativity requirement) and, secondly, that 

reliabilism is the most natural way of approaching the topic of knowledge (at least if we 

follow the evolutionary argument), Conee’s and Feldman’s arguments are directly 

relevant to my own account. In order to see whether Conee’s and Feldman’s arguments 

are indeed reasonable, we have to take a closer look at them, in the next section. 

 

6.3.2 Conee’s and Feldman’s arguments – Appealing to 
common sense 
Playing advocati diaboli, Conee and Feldman argue that there are basically three places 

where one could look for solutions to the Generality Problem: common sense, science, 

and context. (I shall discuss here only their arguments concerning common sense and 

science.) Common sense, as the authors stress, seems to be the most likeliest place to 

find a solution to the Generality Problem. In order to see what common sense can tell us 

about process types, we should first take a look at the example Conee and Feldman use 

as a peg on which to hang their theses: 

 

Suppose that Smith has good vision and is familiar with the visible differences among common 
species of trees. Smith looks out a house window one sunny afternoon and sees a plainly visible 
nearby maple tree. She forms the belief that there is a maple tree near the house. Assuming 
everything else in the example is normal, this belief is justified and Smith knows that there is a 
maple tree near the house. Process reliabilist theories reach the right verdict about this case only 
if it is true that the process that caused Smith’s belief is reliable.278  
 

The problem now is how to adequately characterize a process type that, firstly, is 

reliable, and of which, secondly, the process that caused Smith’s belief is a token. Conee 

and Feldman point out that “there are far too many common sense types to provide a 

unique identification of the relevant type for each process token”.279 And indeed, there 

is prima facie no lack of plausible common-sense candidates for process types in 

Smith’s case: visual processes, perceptual processes, indoor processes, and so on. So, 

one and the same process token, as described in Conee’s and Feldman’s example above, 

can reasonably be related to a whole bunch of common-sense process types.  
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 The second problem with such more common-sense process types like visual or 

perceptual processes is that surely not all beliefs resulting from a token of such a type 

are equally well justified. If we want to explain our knowledge of the validity of Modus 

ponens, and explain that very knowledge by reference to the process type ‘inference’, 

then a belief we get by using some really controversial conclusion schemata would have 

to be regarded as equally well justified. Conee and Feldman conclude that “[s]imple 

common sense classifications are thus too broad to make the right epistemic distinctions 

among beliefs”.280 Both authors admit that there may be some reliabilist answers to that 

challenge. One response, the authors point out, would consist in classifying together 

processes that produce equally general beliefs. The respective proposal could be 

understood as follows. All of the following beliefs or thoughts, which have been caused 

by a visual process token, have the same level of generality and are therefore (according 

to the proposal) equally well justified: there is a German shepherd over there, this is a 

crocodile, this is an elm, this is a poodle, and so on. Such a proposal is problematic, 

however, because many of us are not equally well justified in believing that this is an 

elm, due to the fact that many of us are not very skilled in distinguishing an elm from a 

beech. For Conee and Feldman, this is enough to reject the respective reliabilist 

proposal.281  

 Another attempt to solve the Generality Problem with the help of common-sense 

categories would consist in distinguishing process types with respect to the identity of 

the contents of the beliefs the respective process tokens produce. Such a strategy would 

raise again the problem just mentioned: Let us assume that there are two beliefs with the 

content that there is a German shepherd over there. The first belief has been produced 

under excellent conditions (bright light, the epistemic subject is directly in front of the 

German shepherd) and the second one under rather bad conditions (it’s dark, the 

epistemic subject is far-sighted). According to the suggestion at hand, both beliefs have 

the same content, both have been produced by a process token of one and the same 

process type (because of the identity of content). According to reliabilism, both beliefs 

are equally well justified, have the same epistemic status. Such an account, or so Conee 

and Feldman argue, would ignore our intuitions that the first belief is epistemically 

much better justified than the second one.  
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 By rejecting these two reliabilist answers to the Generality Problem, they reject 

the thesis that we can solve the Generality Problem with the help of common sense. 

They go on by considering the question whether science will be of any help for the 

proponent of reliabilism. Before we get into the respective arguments, however, I will 

first shortly comment on the way these authors have rejected the solutions just 

presented. 

 One may object that there is way out, an additional common-sense way of 

answering the question about process types: we must look at the sense organs that have 

caused our respective beliefs. Accordingly, one may reason that beliefs which have been 

produced by the same kind of sense organ are equally well justified, where ‘same kind’ 

has to be understood not only in the sense of ‘all the beliefs we have’, thanks to the 

presence of one of our sense organs. We need to be more specific here and have to 

distinguish between beliefs that have been produced, e.g., by well-functioning eyes or 

by bad-functioning eyes. This is also part of a plausible common-sense way of 

characterizing reliable types of processes. No-one you meet on the street would claim 

that the belief about the German shepherd that has been generated by the eyes (and the 

brain) of a one-hundred-years-old woman who is, besides that, far-sighted, is a token of 

the same type as a respective belief that has been caused by the visual experiences of a 

twenty-year-old woman which excellently functioning eyes.  

 In order to avoid misunderstandings: the way our sense organs function does not 

only depend on them alone, but also on light conditions. I have just claimed that one 

pretty much common-sense way of thinking about process types would be to claim that 

beliefs that have been produced by the same kind of sense organ are equally well 

justified. ‘Kind of sense organ’ would now have to be specified in the following way: 

‘kind of sense organ with the same or very similar constraints’. So let me pin down my 

common-sense suggestion for a solution to the Generality Problem as follows: 

 

(V) Process tokens are instances of belief-forming process type P if they have been produced 
by the same kind of sense organ with the same or very similar constraints. Beliefs that have been 
produced by tokens of P are equally well justified. 
 

Now, objections against (V) are ready at hand. First of all, one may wonder how we 

should be able to explain, with (V), the justification of our belief that Modus ponens is a 

valid inference schema. (V) only explains perceptual beliefs, not a priori ones. – Fair 

enough: (V) is far too specific. So let me modify it in the following way: 
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(V*) Process tokens are instances of belief-forming process type P if the tokens have been 
produced by one and the same kind of human faculty with the same or very similar constraints. 
Beliefs that have been produced by tokens of P are equally well justified. 
 

One may object, secondly, that even if (V*) is now of a more general nature, it does not 

help very much. We only have to consider the belief that there is a German Shepherd, 

this belief being held either by a German Shepherd breeder or by someone who is able 

to distinguish a German Shepherd from a poodle but not, say, from a Golden Retriever. 

We would say that the breeder’s belief is much better justified. This is contrary to what 

(V*) claims: according to (V*), both epistemic subjects just mentioned would have to 

be equally well justified in their beliefs – because they both have excellent eyes, both 

are standing in the same distance to the German Shepherd, and in both situations, the 

lighting conditions have been exactly the same. What makes the difference between the 

two beliefs is the background knowledge of the shepherd breeder. So the respective 

human faculty and its constraints can’t be the pointer that helps us to solve the 

Generality Problem, one may argue. This is also a problem Conee and Feldman 

encounter, in discussing the question whether science could help us to solve the 

Generality Problem. Let me first present their arguments concerning the science option 

in order then to comment on the objection just presented. 

 

6.3.3 Science 
One possible solution of the Generality Problem which Conee and Feldman also discuss 

is William Alston’s.282 In ‘How to think about reliability’, Alston claims that he is going 

to “challenge the basic assumption … that there are no objective, psychological facts of 

the matter that pick out a unique type as the one of which a particular process is a 

token”.283 In order to understand Alston’s solution to the Generality Problem, we first 

have to look at the way he talks about functions.  

 In the case of beliefs, we have a certain input, a certain cognitive mechanism that 

is triggered by this input and an output the resulting process delivers. Now, according to 

Alston, “every belief formation involves the activation of a certain psychologically 

realized function”.284 This function determines “both what features of the input have a 
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bearing on the belief output and what bearing they have, i.e., how the content of the 

belief is determined by those features”. Alston calls what is constituted by a 

psychologically realized belief-formation function a mechanism. Let me illustrate his 

way of reasoning with his own example: 

 

Consider the formation of a visual perceptual belief that a maple tree is in front of one. The 
input will be visual “presentation” of a certain sort, one that involves the perceived object’s 
looking a certain way. The mechanism that is activated will take account of certain phenomenal 
features of the presentation, while others will play no role. Certain shape features, certain color 
features, the spatial distribution of variously colored regions, and contrasts with the surrounding 
field will be “picked up” by the mechanism, while others will be ignored. As for the latter, many 
details of the presentation could have been different without changing the content of the belief 
generated … Obviously, if the function were one that delivered a belief about size or finely 
discriminated bark texture, the features that are irrelevant to whether one believes merely that 
there is a maple tree in front of one would have been relevant.285  
 

How does Alston now try to solve the Generality Problem? Well, he claims that the 

function determines the relevant type, the belief-forming-process type whose reliability 

is crucial for judging the epistemic status of the respective belief.286 According to him, 

the type “is defined by the operative function, viz., belief formations that proceed in 

accordance with the function that is involved here”.287 Alston supports this claim by 

pointing out that the process type determined by the function reflects the actual 

dynamics of the process, what is “responsible for this belief with this content being 

formed on this basis”.288 

 Let us come back to Conee and Feldman. They remark that “[i]f [Alston’s 

account] provides a solution to the generality problem, it must be that there is only one 

actually operative ‘psychologically real’ type for each belief-forming process”.289 They 

admit that Alston’s account may limit the number of process types a bit, but also 

maintain that process tokens are still related to many different process types. In order to 

support this point, they use the following analogy: 

 

Suppose that a certain pot of water at sea level is brought to a boil. There occurred a certain 
sequence of concrete events leading to the boiling of the water. This sequence instantiates any 
number of types, all ‘physically real’. We can identify these types in terms of the functions that 
describe their final stage. At any given pressure, there is a function that maps water onto a 
certain temperature – its boiling point. This corresponds to the process ‘bringing water to a boil 
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at sea-level atmospheric pressure’. There is a broader type, ‘bringing water to a boil’. The 
function corresponding to this second type takes water and varying pressures as inputs, and 
yields a boiling point for water at each temperature. A still broader function takes as input triples 
of temperatures, pressures, and types of liquid and yields the boiling point for each. This 
corresponds to the type ‘bringing liquids to a boil’. The token process in our example is an 
instance of all these types. It is not the case that only one is ‘physically real’. All of them 
accurately characterize what occurred in the pot. Similarly, far too many functions are 
‘psychologically real’. They all correspond to natural psychological kinds.290 
 

Adapting this point, one may criticize (V*) in the following way: Why should we refer 

to human faculties and their constraints in order to individuate process types? This is 

only one way to do it, like the process of boiling water at sea-level atmospheric pressure 

can also be described as belonging to the process type ‘bringing water to a boil’. And 

this will bring back the point about epistemic justification. A belief caused by our visual 

experiences under excellent conditions may very well be justified. The process token 

which caused that belief can, however, also be related to the process type ‘human visual 

experience’ which is, in turn, surely not always reliable.  

 Alston’s suggestion takes the idea of maximal specificity into account. If we have 

to decide whether a process token belongs to process type A or B, we not only have to 

look at the basic psychological processes that have been instantiated, but also at the 

causally contributory features. The idea is that there are perhaps many different 

psychological process types that are real, in each process-token case, but only very few 

process types have exactly those causal features that have contributed in the case of the 

process token to the production of the respective belief: 

 

I assume that just one way of generalizing from this particular sensory-input–belief-output 
relationship reflects the actual psychological dynamics of the situation. When I look out of the 
window and form the belief that there is a maple tree there, there are, in the abstract, many 
functions that would yield a belief with that content from a visual presentation of that sort. The 
transition might be based on the leaf shape, the overall shape of the tree, the color of the leaves, 
the character of the bark, the size, etc., or some combination of such features. But I am 
assuming that in that case only one of these possibilities is realized. The mechanism that was 
operative embodied one of these ways of taking certain features of the concrete input rather than 
others as the ones that yield a belief with that content.291 
 

Indeed, Conee and Feldman admit that such a way of reasoning yields indeed a unique 

type for each process token”.292 At the same time, they maintain that a reliabilist account 

that does employ it would be ‘seriously defective’. Firstly, there are problems with our 
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beliefs in necessities. If one comes to believe a necessary truth, the process token that 

caused one’s belief belongs ipso facto to a type that is completely reliable. If we only 

look at the causally contributory features of the respective process types, we would have 

to ignore our intuition that in such cases, “it seems clear that […] the beliefs can have a 

level of justification that is other than the implied extreme”.293 

 The second problem Conee and Feldman draw our attention to is also one already 

mentioned above. Consider again the belief that there is a German Shepherd over there. 

Intuitively we will agree that the German Shepherd breeder is much better justified in 

believing this than people on the street who are not in the position to distinguish a 

poodle from a Golden Retriever. If we look, however, only at the causally contributory 

features of the processes in order to decide which types of processes they are related to, 

it might very well be that both (the breeder and the person on the street) are equally well 

justified in believing that there is a German Shepherd over there.  

 Both authors conclude that neither context nor science will help us to solve the 

Generality Problem. Because these are the main fields in which we can look for a 

solution, this seems to be a rather disastrous result for reliabilism. If reliabilists cannot 

come up with convincing answers to the problems raised above, then we do not even 

have to look at the more specific counterexamples against the reliabilist’s theory of 

knowledge. In the following, I will argue that there is another way out.  

 

6.3.4 The Generality Problem: A suggestion 
First, let us come back to my initial suggestion, (V*): 

 

(V*) Process tokens are instances of a certain belief-forming process type if the tokens have 
been produced by the same kind of human faculty with the same or very similar constraints. 
Beliefs that have been produced by tokens of the same process type are equally well justified. 
 

In order to deal with the breeder case, a proponent of (V*) could propose that the 

background knowledge the breeder has (and which people who are not breeders have 

not) is what we refer to with “constraints”, inter alia. Such a move, however, seems to 

be ad hoc. It is not clear why we should count the breeder’s background knowledge as a 

constraint of his sense organs, apart from the fact that it would be an answer to the 

Generality Problem. 
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 So let me make a second suggestion. What makes the Generality Problem so 

convincing is the following point: it is somehow counterintuitive to assume that two 

process tokens that have produced beliefs which seem to be of different justificational 

status should nevertheless be of the same justificational status because the process 

tokens are instances of one and the same process type. Now, I maintain that this idea is 

plausible only if we also assume that the justificational status is bequeathed in the same 

way and degree to the process tokens and the resulting beliefs. Only if we assume this, it 

follows that the two resulting beliefs have to be justified to the same degree – something 

that does not seem to be the case. 

 Consider the following alternative understanding of cognitive processes, caused 

beliefs and their respective justificational statuses: One should not understand the 

relation between process types and process tokens as an ‘all or nothing’ affair. Some 

process tokens are exemplary instances of process type A, but not of process type B. It 

is useful here to think of prototypes. Penguins are birds, but no prototypical ones, like, 

say, robins. What I want to reject is the thesis that all tokens of a certain process type, 

whether they be prototypical or atypical instances of that type, inherit its justificational 

status in exactly the same way. This seems to be simply false. Penguins are birds, but do 

not inherit all features of prototypical birds. In the same way, rather atypical tokens of a 

certain process type may not inherit the same degree of justificational power as other 

process tokens which are more exemplary. Depending on how exemplary (or 

prototypical) a certain process token is, the beliefs he causes are more or less justified.  

 One may wonder what makes a process token more and what makes it less 

typical. Well, consider again the case of two persons, one of them extremely short-

sighted and the other one with normal eye-sight, both seeing a German Shepherd on the 

pavement and thus coming to believe that there is a German Shepherd on the pavement. 

The short-sighted person’s belief, to be sure, is not justified to the same degree as the 

other person’s belief. This is so because in the short-sighted-person case, the process 

type does not confer justification in the same way as in the normal-sighted-person case. 

We do not have to assume that the tokens are of different process types. They are tokens 

of one and the same process type. In the short-sighted-person case, however, the process 

token is not exemplary for the respective process type. Therefore, neither does it confer 

the type’s full justification. 

 I do not want to claim that this is the end of the story; there are many further 

questions that need to be answered. All I want to point out is that with such an 
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understanding of process types, we are in a better position to deal with the Generality 

Problem. What I think we have to do is, reject the premise that a process type confers 

justification to each of its tokens in the same way, independent of their degree of 

typicality. If we assume that this is not the case and that it depends on the degree in 

question whether a belief is well justified or not, then also the No-Distinction Problem 

vanishes. Yes, it is true, one may argue, that process tokens can be related to many 

different process types, in the same way as penguins can be related to the group birds as 

well as to that of animals. And it is therefore also not astonishing that a belief caused by 

a process token that is less typical is also less justified. 

 One may reasonably ask what in the situation of the short-sighted-person case and 

the normal-sighted-person case is the prototypical process. In order to judge this we 

have to bear in mind that classification with the help of prototypes is always interest-

relative. Biologists classify penguins as birds because they take several features to be 

bird-constitutive and they have chosen these features for certain reasons. Similarly, 

when we look for a characterization of process types, we do this because our interest 

consists in making out process types the tokens of which often cause true beliefs. To 

look for such process types, however, makes sense only relative to the environment they 

have evolved in. In the case of two persons taking a walk and both seeing a German 

Shepherd on the pavement, the process type is ‘seeing entities in front of you’. Someone 

with normal eyesight, in good lighting conditions, may instantiate a quite prototypical 

token of this type of process. The 100-years-old grandma, extremely short-sighted, 

instantiates a rather atypical token of the respective type. Therefore her belief is not 

justified to a high degree.  

 For the moment, I will leave it at that. What is important for my way of reasoning 

in what comes next are the following two points: First, the reliabilist should not accept 

the thesis that the difference in degrees of justification of beliefs that have been 

produced by tokens of one and the same process type is problematic. It is problematic 

only at first sight. Secondly: what makes process tokens prototypical or atypical 

depends on the actual world. If we lived in a world where all people are born short-

sighted, someone with excellent eye-sight would not instantiate a prototypical process 

token. When I will present my own account of the a priori I will come back to this.  
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6.4 The Truetemp Cases 
While the Generality Problem attacks the basic assumptions of reliabilism, the Truetemp 

case is based on another way of reasoning. The basic idea is that there are subjects with 

reliably produced, true beliefs but no knowledge. If this is indeed the case, then there is 

something fundamentally wrong with the reliabilists’ explanation.  

 Mr. Truetemp entered the philosophical world thanks to Keith Lehrer, in his book 

Theory of Knowledge. Lehrer tells Truetemp’s story as follows: 

 

Suppose a person, whom we shall name Mr. Truetemp, undergoes brain surgery by an 
experimental surgeon who invents a small device which is both a very accurate thermometer and 
a computational device capable of generating thoughts. The device, call it a tempucomp, is 
implanted in Truetemp’s head so that the very tip of the device, no larger than the head of a pin, 
sits unnoticed on his scalp and acts as a sensor to transmit information about the temperature to 
the computational system in his brain. This device, in turn, sends a message to his brain causing 
him to think of the temperature recorded by the external sensor. Assume that the tempucomp is 
very reliable, and so his thoughts are correct temperature thoughts. All told, this is a reliable 
belief-forming process. Now imagine, finally, that he has no idea that the tempucomp has been 
inserted in his brain, is only slightly puzzled about why he thinks so obsessively about the 
temperature, but never checks a thermometer to determine whether these thoughts about the 
temperature are correct. He accepts them unreflectively, another effect of the tempucomp.294  
 

And Lehrer stresses: 

 

Does he know that [the temperature is 104 degrees]? Surely not. He has no idea whether he or 
his thoughts about the temperature are reliable. […] Yet, the sort of causal, nomological, 
statistical, or counterfactual relationships required by externalism may all be present.295  
 

Let me characterize the problem for simple reliabilism brought up by Lehrer as follows: 

We can think of cases in which all the reliabilist requirements for knowledge are 

fulfilled, but which are, according to our intuitions, not cases of knowledge. Therefore 

reliabilism is either radically incomplete or simply a misguided theory. This is, to be 

sure, a genuinely internalist way of arguing. 

 Admittedly, the intuition Lehrer appeals to here does indeed seem to be a strong 

one, and that very fact counts, at least prima facie, against reliabilism. It is surely reason 

enough to investigate the Truetemp case in more detail. Contemporary reliabilists have 

tended to take one of the following two options: either they reject the intended 

conclusion of the Truetemp case or they accept the conclusion and try to come up with 
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an improved reliabilist account. In the following, I will present and discuss these two 

options in turn. 

 

6.4.1 Rejecting Truetemp intuitions 
To reject out of hand the claim that the case described by Lehrer has intuitive force 

would not lead very far. This (as I will call it) brute intuition-rejecting stance is a dead 

end. This is not to ignore the fact that some philosophers indeed seem to have contrary 

intuitions concerning the Truetemp case. Because many, if not most, philosophers have 

accepted the Truetemp case as a decisive counterexample against reliabilism, it does not 

make much sense merely to claim that these are not the kind of intuitions ‘one has’.  

 A better way to argue against the Truetemp intuitions is to admit that the 

respective intuitions arise if we take the Truetemp case as Lehrer described it, in order 

then, in the same breath, to point out that these intuitions deceive us because the way the 

Truetemp story has been told is kind of deceiving. One may conclude that although 

there are some intuitions that prima facie count against reliabilism, these intuitions do 

only emerge on the grounds of a misleadingly described example. Intuitions that arise 

from such examples can hardly be used in order to argue against reliabilism. Such a way 

of reasoning would not reject intuitions concerning the Truetemp case as simply false, 

but as essentially misguided. Call the strategy that accepts the fact that there are such 

intuitions and at the same time rejects their relevance, the moderate intuition-rejecting 

stance. 

 A proponent of the moderate intuition-rejecting stance (at least when it comes to 

the Truetemp case) is James R. Beebe.296 He champions the thesis that if we were to tell 

Mr. Truetemp’s story in a more realistic fashion, the intuitions Lehrer appeals to would 

not be as clear and as strong as before (if there would still be such intuitions at all). 

Beebe’s main criticism consists in pointing out that the Truetemp case is misleadingly 

reported and only for that reason evokes the respective intuitions against reliabilism.297   

 In order to support this thesis, Beebe first considers real cases in which people 

acquired new perceptual faculties, and he also reports the way those people learned to 

deal with their new faculties. After that, he asks the reader to reconsider the Truetemp 

case, now in a more realistic fashion. He concludes that in the light of the more realistic 

                                                           
296  Beebe (2004b) 
297  Beebe is surely not original in arguing in such a way. Bernard Williams (1973:46–63; cf. also 

Sorensen 1992:29) illustrates the very same point by describing body-transfer thought experiments in 
two different ways, yielding differing intuitions.  
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scenario, we have the intuition that Mr. Truetemp is well justified in his beliefs about 

temperatures. At the same time, however, he hastens to admit that even if this is a 

successful way of undermining the Truetemp intuition, “this does not necessarily 

provide any reason for rejecting non-reliabilist theories of justification that have claimed 

some degree of confirmation from the Truetemp thought experiment. It does, however, 

show that “these theories need to look elsewhere for evidential support”.298 

 Let me present Beebe’s arguments more in detail. As mentioned above, Beebe 

presents several kinds of ‘real-world cases’ in which people get new perceptual 

faculties. In order to make his way of reasoning clear, it will suffice to sketch only two 

of these cases: First of all, there are people who recover from early blindness. Imagine a 

child who has been congenitally blind and who gets now, with the help of an operation, 

his eyesight. As Beebe points out, this is perhaps the most Truetemp-like real-world 

case. A very similar case is that of deaf persons who get a sound processor implanted in 

their cochlea. Such sound processors translate acoustic signals into electrical stimuli, 

which are then transmitted to an electrical array. The array in turn stimulates the 

respective auditory nerve fibers and the subject is able to hear.  

 Now, according to Lehrer’s Truetemp case, scientists only have to implant the 

device in Mr. Truetemp’s head, and more or less immediately after the operation, Mr. 

Truetemp gains reliably produced beliefs about the temperature in his surroundings. In 

reality, however, subjects who have just gained a new perceptual faculty do not form the 

respective perceptual beliefs at all.299 The crucial point is that although they now have 

the desired faculty, they cannot use it. Valvo, to whose work Beebe refers here, uses the 

analogy of a child who learns to walk.300 It has all the parts of the body you need in 

order to be able to walk. What it does not have is the knowledge how to walk. 

 Similarly in the case of subjects who receive new perceptual facilities. Someone 

who has just gotten his eyesight, first has to learn how to interpret the data she receives. 

She has to learn that such and such data means, say, that there is a red house over there. 

And as Beebe points out, subjects who get other kinds of perceptual faculties usually 

face the same kind of problems.301 The only thing they can do is exercise. Training 

means in such a case that they get feedback from persons with normal perceptual 

faculties. They have to be confronted with, say, red tomatoes; they have to answer the 

                                                           
298  Beebe (2004b:17) 
299  cf. Beebe (2004b:8) 
300  cf. Valvo (1971:4) 
301  cf. Beebe (2004b:11) 
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question which colour the entities in front of them have, and then they need to be told 

whether they were right or wrong. The very same process has to be reiterated with 

different objects time and again. And indeed, according to some studies, subjects who 

got a new perceptual faculty and underwent such a training performed much better after 

a few weeks than the members of the control group who did not thus exercise. All these 

data support the thesis that those subjects first have to reorganize some of their brain 

mechanisms in order to adjust to the new faculties. Such an adjustment is a feasible 

project, as Beebe points out, only if the respective neurons have the plasticity to respond 

and reorganize their behavior.302 

 Let me now come back to the Truetemp cases. According to the real-world cases 

described above, ordinary people would be unable to form the beliefs Mr. Truetemp is 

obviously able to form. The only reasonable conclusion is that the evil scientists have 

already made all the adjustments in his brain which normal people have to gain by 

weeks of training and feedback. Beebe modifies Mr. Truetemp’s fate in the following 

way: 

 

The mad cognitive scientists that kidnapped Truetemp and implanted the doxatemp in his head 
must have found a way to reorganize his neural circuitry to make him preadapted to his NPF 
[new perceptual faculties] and to endow him with all of the cognitive skills he needs to use the 
NPF.303 
 

And he asks the reader, 

  

[w]ho is more likely to have justified beliefs? An NPF subject who has been endowed with all of 
the reorganized neural circuitry and cognitive skills that are normally acquired during NPF 
development or an NPF subject who has not been so endowed? […] Does the Truetemp intuition 
still appear to be the correct verdict on the case?304 
 

Beebe reports that he has found that 

 

almost everyone with whom I have discussed these questions thinks that Truetemp’s beliefs 
would indeed be justified. Even if they found the Truetemp intuition initially attractive, they no 
longer accept it once they know the facts about NPF development.305 
 

                                                           
302  cf. ibid., 12 
303  ibid., 14 
304  ibid., 16 
305  ibid. 
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The problem with the Truetemp case is, according to Beebe, that it is essentially under-

described. It is very much like an experiment in which some possibly interfering factors 

have not been taken into account.  

 So far with Beebe’s arguments. The question is how far his arguments do reach; 

how powerful they are. First of all, one may point out that one still has the intuition in 

question. Merely digging in one’s heels, however, will not do the trick, to reject Beebe’s 

arguments. One would have to accept and explain the fact that there are many 

philosophers out there whose intuitions vary, in the way Beebe claimed, according to 

the modified characterization of the Truetemp case. 

 Secondly, one may argue that the essential difference between the Truetemp case 

and the real-world cases Beebe has drawn our attention to is that Mr. Truetemp got a 

faculty no other human being ever had. In the real-world cases, the subjects acquired 

faculties the majority of all human beings have.  

 I’m again not sure how convincing such an objection could be. I do not think that 

it makes a difference to the intuition some readers surely have, when imagining how Mr. 

Truetemp has to go through a long training in order finally to get tempucomp beliefs: 

that Mr. Truetemp has knowledge. 

 Another way of rejecting Beebe’s way of reasoning is the following: In the near 

future, scientists will develop devices that can be implanted under the scalp of persons 

and provide them with an additional perceptual faculty. It is true that today, these 

devices are such that the subjects operated on first have to learn how to interpret the 

respective signals that come out of their devices. It is certainly also true that today’s 

devices are such that the subject’s brain first has to reorganize many of its mechanisms 

in order to get get on with all the new data. In the future, however, we will have devices 

that do not require such a reorganization in order to function as perceptual faculties and 

to give the subject the ability to form the respective beliefs. So, one may be ready to 

admit that Lehrer’s story is an implausible one in the light of the current state of science. 

It is in no way logically, metaphysically or nomologically excluded that in the future, 

we will have devices that we can implant in the brain of, say, congenitally blind people, 

such that those people are more or less immediately able to form non-inferential visual 

beliefs. 

 Let me emphasize two points. Firstly, the problem is that there is always at least 

the possibility that some strange cognitive processes that are nevertheless reliable do 

produce beliefs that therefore have to be regarded as epistemically justified, according 
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to the reliabilist account. And even if these are only possible situations in the far future 

(because of the necessary scientific development, which will take several years), such 

possibilities prima facie count against the plausibility of the reliabilist account.  

 Secondly, Beebe has nevertheless made an important point. The question he 

implicitly stresses is: how accurate and how detailed do we have to describe our thought 

experiments in philosophy?306 And moreover: how reliable and how truth-conducive are 

these experiments?  

 It is important to note that Beebe is neither the only nor the first one who drew our 

attention to the fact that sometimes our intuitions vary, according to the way the 

respective thought experiment is described. Mark Johnston comments as follows on a 

thought experiment of Bernard Williams: 

 

Taken at face value, the intuition associated with the second presentation: that A would suffer 
pain in the A-body despite intervening psychological discontinuity of the most radical sort, 
threatens the dominant view. And on the face of it, the two intuitions taken together threaten the 
method of cases. For how can intuition be reliable if we can be got to react so differently to the 
very same case?307 
 

This is a question I will consider again later. For the moment, let us take a look at the 

second way to treat the Truetemp cases, namely to incorporate the intuitions in question 

into one’s own reliabilist account. 

 

6.4.2 Accepting Truetemp Intuitions  
Some of those philosophers who do not reject the Truetemp intuitions and who are, at 

the same time, not ready to give up the reliabilist framework accept the intuitions in 

question, in order then to come up with an improved version of the reliabilist account. I 

will call this the moderate intuition-accepting stance. (The brute intuition-accepting 

stance would consist in simply accepting the intuitions in question as evidence for the 

implausibility or falsehood of reliabilism, without trying to find out whether an 

improved version might be able to deal with the objections in question.) 

                                                           
306  You only have to ask yourself whether Mr. Trutemp, as you imagined him while reading about the 

case, is black or white. In my case, he was white. Now, the question whether the person under 
consideration is black or white may not be of importance when it comes to epistemological thought 
experiments. But what about moral ones? As Ha user (2006:213) remarks: “Millions of people claim 
that they are not racist or sexist or ageist. But when confronted with rapidly presented photos of faces 
and asked to judge whether the person is good or bad, people show strong biases against all of the out-
groups. … Many of these unconscious or implicit attitudes arise from prior statistical patterns of 
association; others arise from word of mouth, completely lacking in empirical support.” 

307  Johnston (1987:67); see also Sorensen (1992:29) 
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 Now, how to proceed on our way to such an improved version of reliabilism? We 

could consider one possible Truetemp-like case after the other in order then to exclude 

them individually, to modify the respective reliabilist explanation of knowledge case by 

case. Such a way of reasoning is disadvantageous because, firstly, the resulting 

explanation of justification (or knowledge) would be quite ad hoc and, secondly, it is not 

clear why we should exclude the process types involved in the respective cases from the 

realm of justification-giving processes. What we need, therefore, is a general principle 

which enables us to explain why those strange processes are not epistemically 

justifying. 

 An approach towards such a principle can be found in a relatively new variety of 

epistemology: virtue epistemology. The name-giver here is Ernest Sosa. In his 1980 

paper “Raft and Pyramid”, he crossbreeds epistemological questions with certain terms 

we know from the ethical discourse. Sosa writes: 

 

In what sense is the doctor attending Frau Hitler justified in performing an action that brings 
with it far less value than one of its accessible alternatives? According to one promising idea, 
the key is to be found in the rules that he embodies through stable dispositions. His action is the 
result of certain stable virtues, and there is no equally virtuous alternative disposition that, given 
his cognitive limitations, he might have embodied with equal or better total consequences, and 
that would have led him to infanticide in the circumstances. The important move for our purpose 
is the stratification of justification. Primary justification attaches to virtues and other 
dispositions, to stable dispositions to act, through their greater contribution of value when 
compared with alternatives. Secondary justification attaches to particular acts in virtue of their 
source in virtues or other such justified dispositions. The same strategy may also prove fruitful 
in epistemology. Here primary justification would apply to intellectual virtues, to stable 
dispositions for belief acquisition, through their greater contribution toward getting us to the 
truth. Secondary justification would then attach to particular beliefs in virtue of their source in 
intellectual virtues or other such justified dispositions.308 
 
So, according to Sosa, stable, successful dispositions for belief acquisition are 

intellectual virtues, unstable or strange dispositions intellectual vices. Besides, primary 

justification applies only to intellectual virtues of a person. And this means, inter alia, 

that if something is not an intellectual virtue of a person, it will also not justify the 

persons respective beliefs. Crucial for Sosa’s considerations is a person’s character .309 

In order to answer the question whether someone’s belief is justified or unjustified, we 

have to look at the intellectual character of a person and then see whether the respective 

reliable belief-causing process is one of the person’s intellectual virtues. Later on, Sosa 

remarks: 

                                                           
308  Sosa (1980:167–68) 
309  cf. also Greco (2000:176) 
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For example, it may be one’s faculty of sight operating in good light that generates one’s belief 
in the whiteness and roundness of a facing snowball. Is possession of such a faculty a “virtue”? 
Not in the narrow Aristotelian sense, of course, since it is no disposition to make deliberate 
choices. But there is a broader sense of “virtue,” still Greek, in which anything with a function – 
natural or artificial – does have virtues. The eye does, after all, have its virtues, and so does a 
knife. And if we include grasping the truth about one’s environment among the proper ends of a 
human being, then the faculty of sight would seem in a broad sense a virtue in human beings; 
and if grasping the truth is an intellectual matter then that virtue is also in a straightforward 
sense an intellectual virtue.310 
 

John Greco’s account of virtue epistemology is based on Sosa’s ideas. Greco proposes a 

so-called “agent reliabilism”, according to which 

 

knowledge is to be understood as true belief grounded in intellectual virtue, where an 
intellectual virtue is understood as a reliable cognitive ability or power. This approach is a 
version of reliabilism, since it understands knowledge as true belief produced by a reliable 
process. But the approach places a restriction on what sort of reliable process can give rise to 
knowledge. Namely, only those processes that are grounded in the abilities or powers of the 
believer do so. The position is appropriately labelled “agent reliabilism,” in that it makes the 
cognitive agent the seat of reliability.311 
 

He emphasizes that a plausible theory of knowledge not only takes into account reliable 

cognitive processes, but also epistemic responsibility. He points out that 

 

[a]gent reliabilism makes de facto reliability an important condition on knowledge. In this sense 
a belief counts as knowledge only if it is objectively well formed. But it would seem that 
knowledge has to be subjectively appropriate as well as objectively reliable. […] The issue of 
subjective appropriateness is often discussed in terms of epistemic justification. The question 
then becomes: How can agent reliabilism understand epistemic justification? The question 
threatens to turn into an objection. For our concept of knowledge does seem to involve a 
subjective requirement, and if agent reliabilism cannot account for this, then the view fails on 
that ground.312 
 

What does it mean to think or reason in an epistemically responsible way? According to 

Greco, I’m thinking epistemically responsibly when I’m motivated to believe the truth. 

When I’m motivated to believe the truth, I will not rely on, say, wishful thinking. Greco 

explains that according to his proposal, 

 

[w]e can understand subjective justification in terms of the knower’s dispositions to believe. 
More exactly, subjective justification can be understood in terms of the dispositions a person 

                                                           
310  Sosa (1980:271) 
311 Greco (2000:180) 
312 ibid. 
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manifests when she is thinking conscientiously – when she is trying to believe what is true as 
opposed to what is convenient, or comforting, or fashionable.313 
 

And what about Mr. Truetemp? The type of cognitive-process tokens that produced his 

computemp beliefs may be highly reliable. However, this is not enough, according to 

Greco’s version of virtue epistemology. Mr. Truetemp gets his tempucomp beliefs not 

because of a certain ability he has but because of this little device in his brain. Greco 

remarks that “it is the computemp that is responsible for Truetemp’s success, and in a 

way that makes the success not creditable to him”.  

 

6.4.3 Objections and Replies 
Plausible as this solution to the Truetemp case may be on first sight, it is not that clear 

what Greco refers to when he talks of abilities. What, one may wonder, is an ability that 

makes up one’s character? It is hard to explain in which sense Mr. Truetemp’s visual 

abilities differ from the tempucomp ability, without making ad hoc assumptions. 

Nevertheless, let us give it a try.  

 First, one may argue as follows. Referring to an objection already made above, 

one may argue that the tempucomp device is one that does not imitate a natural human 

‘module’; at least there are no other people who have (or ever had) such a device. Not 

so in the case of, say, our eyes. If the person in question gets an artificial eye implanted, 

then she will regain an ability other people have, too. Because tempucomp is not a 

natural human module (which other people would also have), the respective ability is 

not part of Mr. Truetemp’s cognitive character. 

 This can hardly be a convincing argument for the assumption that the tempucomp 

ability is not part of Mr. Truetemp’s cognitive character. Imagine someone who was 

born with a (well-functioning) third eye on the back of her head. She will have visual 

impressions no other person is in a position to have, and will also have the respective 

beliefs. Now, in this case we do not have the intuition that she does not know, when she 

has such a visual belief – although she has an ability no other person has. 

 One may suggest, secondly, that abilities which make up our cognitive character 

are something we have since birth. In the case just described, the person has her third-

eye-related visual ability since birth, and this is not so in the case of Mr. Truetemp and 

his tempucomp ability. – Again, I doubt that this can be the reason for claiming that Mr. 

                                                           
313  Greco (2000:190) 
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Truetemp’s tempucomp ability is not one that makes up his cognitive character. 

Consider the case of a person who is congenitally blind. One day, surgeons operate on 

her and give her eyesight. She will gain an ability she did not have since birth, an ability 

she never had before. We would, nevertheless, consider her eyesight as a genuine ability 

that makes up her cognitive character. 

 So one may claim, fourthly, that it is the fact that Mr. Truetemp does not have to 

do anything in order to get the tempucomp beliefs. They will be just delivered to him, 

they pop up in his mind. He has no conscious access to the inner life of the implanted 

device, he is not able to access the internal processes of tempucomp; he can only realize 

that he has a new tempucomp belief. This is why we think of tempucomp as of a device 

that is no stable disposition of his cognitive character. 

 Such a way of reasoning can be successful only if there are no real-world cases in 

which people have beliefs that are produced by faculties to which they have no 

conscious access and which nevertheless seem stable dispositions of their cognitive 

characters. And, needless to mention, there are many such cases. I open my eyes, see the 

blue sky and suddenly believe that there is a blue sky today. The basic schema is the 

same as in the Truetemp case. There are some incoming data (about the temperature or 

about the blue sky), a mechanism to process these data to which we have no conscious 

access, and then we have two resulting beliefs that pop up in our mind. I do not think 

that the two cases are in any way fundamentally different. And it makes no difference to 

claim that in the case of my visual belief, I certainly first have a thought about the blue 

sky in order then to have the respective belief. First of all, it is psychologically 

implausible to assume as a general rule that we first have to have the thought that p in 

order to believe that p. Secondly, and more importantly: Let us assume that tempucomp 

causes tempucomp thoughts instead of tempucomp belief. It is in a second step that Mr. 

Truetemp generates his respective belief, in the more ore less unreflective and 

immediate way as I formed my belief about the blue sky. Such a modified version of the 

Truetemp case would still cause the intuition that tempucomp is a device and that Mr. 

Truetemp does not have an ability. 

 (One may reformulate the same point by claiming that even in the case of visual 

beliefs, we can give reasons for those beliefs – something Mr. Truetemp is not in a 

position to do when it comes to tempucomp beliefs. What would someone who does not 

know anything about the ways human eyes and brains function answer when asked what 

reason he has that his belief about the blue sky is indeed true? He would presumably 
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answer something like, “Well, isn’t it obvious that the sky is blue?” And I guess that Mr. 

Truetemp could answer in the very same way when asked about his tempucomp beliefs.) 

 So one may modify the above-mentioned approach, in order then to remark, 

fifthly, that it is simply not Mr. Truetemp’s merit that he has the respective beliefs. There 

are no efforts he needs to make. Therefore, tempucomp is not part of his cognitive 

character. This is, to my mind, the central intuition to which the Truetemp case appeals. 

 It is also, however, quite unconvincing. It should be clear that the question 

whether tempucomp is a stable and reliable disposition of Mr. Truetemp’s character has 

to be considered independently of the subjectivity requirement. Greco first introduced 

the distinction between those dispositions that are part of a person’s cognitive character 

and those that aren’t. Only afterwards did he claim that SAR is too weak and that our 

concept of knowledge also has a subjective component. By claiming that it is not Mr. 

Truetemp’s merit that he has the respective beliefs we conflate the two assumptions 

made by Greco. The question whether tempucomp is a stable and reliable device, or a 

stable and reliable device belonging to the cognitive character of Mr. Truetemp, seems 

to depend, in some way, on the subjectivity requirement. It is therefore not clear how we 

should explain why tempucomp is not part of Mr. Truetemp’s cognitive character 

without presupposing the truth of the subjectivity requirement. 

 Greco proposes the subjectivity requirement by claiming that according to “our 

concept of knowledge” there has to be such a requirement. The knowing subject has to 

make some effort in order to get the true belief; he has to reflect and think 

conscientiously, always trying to believe what is true. It has to be her merit that she ends 

up believing something true and not something false. And admittedly, many 

philosophers seem to believe that knowledge cannot be understood independently of our 

concepts of duty and merit. Be that as it may: why are we justified in presupposing the 

truth of this intuition? Greco does not provide us with an answer. Indeed, he does not 

even discuss the claim in question. I will argue in the following that this is a mistake. 
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7. A third stance  
7.1 The seventh thesis 
The goal of this chapter is to characterize a third stance concerning intuitions. This is 

the seventh thesis of the Master Argument: 

 
(6) A reliabilist account of knowledge, however, has to deal (at least) with the following three 
prima facie devastating standard objections: the Generality Problem, the Truetemp Case and the 
Evil-Demon Problem (chapter 6).  
(7) There are two prominent ways to treat intuitions in philosophy, namely the intuition-
rejecting stance and the intuition-accepting stance. What we have to take, however, is the 
intuition-explaining stance. 

 
 
 
In the last chapters, I argued that the reliabilist explanation of knowledge, which seems 

to be the most natural response to the evolutionary argument, has to deal with several 

standard objections, at least if we take the informativity requirement seriously. I have 

presented two of the three standard objections (the Generality Problem and the 

Truetemp case) in order then to sketch, in each case, some prominent responses to these 

objections as well as their weaknesses. In the case of the Generality Problem, I have 

remarked that I’m not as pessimistic as Conee and Feldman when it comes to finding an 

answer to the Generality Problem. Concerning the Truetemp Case, I have pointed out 

that it is not clear why we should take the intuitive force of this argument for granted. 

Rejecting it in the way Beebe did as well as accepting it like Greco are both reactions 

that concede too much to the proponent of the Truetemp Case. Moreover, I have pointed 

out that there is a claim concerning duty and merit – a claim which seems to be a quite 

important factor for the overall plausibility of the Truetemp Case – and that the truth of 

this claim is anything but obvious. 

 As mentioned above, I think that neither the intuition-accepting stance nor the 

intuition-rejecting stance will be of real help here. What I am going to choose is the 

intuition-explaining stance. Before we come to this, we need to become aware of two 

different roles intuitions can play. 

 

7.2 Roles of intuitions: opening vs. argument-supporting 
Intuitions, as I see it, can take different roles in philosophical writing. On the one hand, 

there are intuition roles (‘IR’ for short) that can be called ‘opening’. Opening IR’s are 

roles that are very much like the roles of those experiences which sometimes draw 
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scientists’ attention to a certain phenomenon in the first place. Consider the following 

case: A scientist mixes two substances by chance. Mixing them, he observes an 

interesting chemical reaction and he is immediately interested in finding out more about 

the molecular structure of the resulting substance. And so he will go into his laboratory 

(if he is not already there) in order to design a suitable experimental environment and 

carry out his experiments. In an analogous way, we may consider opening IR’s as the 

roles intuitions have when drawing our attention to a certain phenomenon, or to a 

certain philosophical theory. Intuitions with opening roles are rather harmless because, 

at least prima facie, they do not bear any argumentative weight. It is their role to draw 

our attention to something, to a phenomenon, to let us look at a particular entity. In that 

sense, the appeal to intuition a philosopher uses in order to point out, say, why we have 

to consider the a priori in the first place (namely because we have the intuition that there 

is a priori knowledge), is quite harmless. These appeals to intuition are harmless, as long 

as the philosopher does not try to use them in order to argue for the thesis that there is in 

fact evidence, as long as they do not bear any major argumentative weight. 

There are, to be sure, also argument-supporting roles of intuitions. Here we have 

to be more careful. These appeals to intuitions are not harmless any more. They are 

often used not only to point out why we have focused on a certain phenomenon in the 

first place, but to argue for the thesis that a certain entity in fact exists, that a certain 

theory is plausible or not plausible, that a certain thesis is true or that it is false. 

Needless to say, the role which appeals to intuitions play in the Gettier case is the 

second one just mentioned, the argument-supporting role. When I will claim, in the 

following, that we have to take a different stance concerning intuitions, my focus will be 

on intuitions with the argument-supporting role. 

 
7.3 The intuition-rejecting and the intuition-accepting 
stance 
The appeal to intuitions (mostly in argument-supporting roles) is quite central to 

philosophical theorizing. Echoing George Bealer’s often-cited claim: 

 

Now at one time, many people accepted the doctrine that knowledge is justified true belief. But 
today we have good evidence to the contrary, namely, our intuitions that situations like those 
described in the Gettier literature are possible and that the relevant people in those situations 
would not know the things at issue. This and countless other examples show that, according to 
our standard justificatory procedure, intuitions are used as evidence (or as reasons). The 
evidential weight of intuitions is ubiquitous in philosophy; recall just a few examples: 
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Chisholm’s perceptual-relativity refutation of phenomenalism, Putnam’s perfect-pretender 
refutation of behaviorism, all the various twin-earth examples, Burge’s arthritis examples, 
multiple realizability, etc., etc.314 
 

Bealer’s thesis about the commonness of appeals to intuition in philosophy is 

undoubtedly true. Indeed, one may even claim that the most influential papers in 

analytic philosophy in the last 50 years were all based in one or another central way on 

appeals to intuitions. Philosophers appeal to intuitions because they think of intuitions 

as a kind of evidence or reason, as Bealer puts it. If a philosopher presents an 

explanation of knowledge and then members of his peer group argue that their 

philosophical intuitions tell them that the explanation in question is fundamentally 

wrong, then it will be hardly reasonable for him to ignore these intuitions. Since 

intuitions count as evidence, he will need to say something about these intuitions; he 

will have to deal with them in some way. 

 Concerning another objection against reliabilism, the Norman Case, Cruz and 

Pollock remark that “[i]n response, reliabilists either deny the intuition or generate 

ancillary principles to address it”.315 Thus, in the last chapter I presented two different 

ways of dealing with one of the most prominent counterexamples against reliabilism: 

the Truetemp Case. The first way of dealing with it was to point out that the intuitions 

we have concerning Mr. Truetemp are highly dependent on the way the counterexample 

is presented. In a second step, proponents of this way of reasoning argue that the 

Truetemp Case is therefore not a powerful instrument for rejecting reliabilism and that 

the opponents need to look for a more powerful one. The second way of dealing with 

the Truetemp Case is to admit that we have very strong intuitions concerning Mr. 

Truetemp (namely that his tempucomp beliefs cannot count as knowledge), in order 

then to incorporate these intuitions into the reliabilist account by modifying or (as the 

proponents of such an account will say) improving simple reliabilism.  

 Such an accepting stance on the one side and a rejecting stance on the other do 

also exist concerning the question whether we should rely on our philosophical 

intuitions more generally. As I have reported in section 3.4.5, experimental philosophers 

have tried to challenge the traditional way of doing philosophy and relying on intuitions, 

by pointing out that intuitions are not universal and that they vary with cultural and 

socio-economic background of the respective reasoner. In the light of their research 
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results, it may be quite obvious to some philosophers how we have to react: we must 

give up the appeal to intuitions in philosophy; we have to get out of our armchairs. Call 

this the informed intuition-rejecting stance. For some reasons, this does not seem to be 

an attractive stance to take. As I have pointed out above, intuitions are quite central to 

philosophical reasoning and it is hard to see how we should philosophize without them.  

 However, the second possible stance, namely the intuition-accepting stance, is not 

much more attractive, at least on first sight. There are two versions of this stance. The 

first version is one already mentioned above: the brute intuition-accepting stance. It 

rejects doubts concerning the truth of philosophical intuitions out of hand. Well, the 

proponent of such a stance says, all my colleagues I have asked do have the same 

intuition as I – so the intuition has to be true. The brute intuition-accepting stance is 

surely not a reasonable one and there are also only very few philosophers who propose 

it in print.  

 Things are different with the moderate intuition-accepting stance. There are many 

different instances of this version proposed by contemporary epistemologists; I will 

mention only the most popular one. Proponents of this stance admit that there is a 

disagreement between philosophers concerning certain intuitions. At the same time, they 

claim that although there is such a disagreement, it does not necessarily have to be 

substantial. We have to bear in mind, or so they argue, that the subjects who had to 

answer the questions posed by Weinberg et al. could only react in an affirmative or a 

negative way. The experimental philosophers did not exclude such tricky things as 

vagueness or ambiguity. So, if we were to exclude those from our common language, 

then, maybe, there would not be so much disagreement concerning intuitions 

anymore.316  

 To be sure, it is clearly possible that vagueness and ambiguity exist in the case of 

philosophical thought experiments. However, what has to be shown is whether it is a 

genuine way of solving the problem of prima facie corrupted intuitions, i.e., whether it 

is a way to deal with all their instances. You only need to consider the version of the 

Truetemp Case experimental philosophers have provided the students of Rutgers 

University with, in order to get doubts that there are any ambiguities or vague terms.  

 One may reasonably object that the term ‘knowledge’ could be considered as 

ambiguous. Some people mean this when talking about knowledge, others mean that. So 

                                                           
316  For such a way of reasoning, see Sosa (2007); quite the same point has already been made by Pollock 

and Cruz (1999:114) as well as by Jackson (1998:32). 
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it is also only natural that they have different intuitions concerning the Gettier examples. 

Again, there is no substantial disagreement.317 

 First of all, I doubt that the differences in intuitions really stem from different 

understandings of the word ‘knowledge’. Remember the way one usually introduces the 

Gettier examples to undergraduate students. First, one talks a few times about the JTB 

analysis, and most if not all students have the intuition that this analysis is true. Then 

one presents the Gettier examples and the students will (in East-Asian cultures: not) 

agree that there is something wrong with the JTB analysis. It is hard to believe that these 

students mean something different with ‘knowledge’, because they have all learned 

about the traditional analysis of knowledge in the same way. 

Secondly, and more importantly: even if we would accept that point, it would not 

help us to get back into our armchairs. Traditionally, we thought that many if not most 

philosophical intuitions are quite universal. Now, we have found out, after getting out of 

our armchairs, that confronted with one and the same thought experiment, philosophers 

have conflicting intuitions. Traditionally, we thought that if all philosophers have the 

same intuition concerning a certain question or topic then that is a good indicator of its 

truth. Moreover, we thought that by sitting in our armchairs, we could explicate our 

concepts of knowledge, of the good and of truth. Even if we admit that these are not the 

concepts all people possess, we would have claimed that they are the philosophers’ 

concepts (or the concepts of philosophers working in the analytic tradition). Now, the 

only thing we can presuppose in the light of experimental philosophy’s results is that we 

are explicating the concept of knowledge of a group of western philosophers of a certain 

socio-economic status and a certain philosophical training, working in the analytical 

tradition. This is discouraging. Why should we believe that this is the most reasonable 

or most plausible concept of knowledge? For reasons like these, I don’t think that the 

informed intuition-accepting stance is the option we should take. 

 
7.4 Why intuitions must not be considered as evidence 
At least the following is beyond controversy: philosophers do often rely on their 

intuitions and on appeals to intuitions in order to argue for their own philosophical 

accounts and against competing ones. This method is problematic at least for a 

metaphilosophical and for a practical reason: According to the metaphilosophical point, 
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it would be much more satisfying if we had good reasons for relying on intuitions, 

instead of reasons which are themselves disguised appeals to intuitions. Secondly, and 

more practically, we often experience clashes of intuitions: a certain counterexample 

causes the desired intuition p in person A and the (undesired) intuition non-p in person 

B. If there is no way to support the claim that we have to prefer the one intuition over 

the other, the discussion will come to an end. There won’t be anything more to say.318 

Both points are quite dissatisfying. What we have to do is to neither unreflectively rely 

on intuitions nor ignore them. This insight, to be sure, is not new. Marc Hauser recently 

made a related point concerning moral intuitions: 

 

The fact that we have such intuitions, and often can’t justify them by appealing to carefully 
articulated principles, in no way mandates that we should be slaves to them. Ignoring them is 
equally misguided.319 
 

As I will argue in the following, the intuition-explaining stance is designed to put things 

right. In order to do this, it presupposes a certain view about intuitions. It is the goal of 

this section to make this view explicit. 

 I claim that intuitions are useful for our philosophical work, but they must not be 

used as evidence. Intuitions are not direct insights into the necessary features of reality. 

They are cognitive states, produced and influenced by some more or less conscious 

beliefs or web of beliefs. Now, this claim is surely far from original. It is quite similar to 

the one known from ethics as reductionism. Gilbert Harman nicely describes this 

position as follows: 

 

Particular cases that are used to test a moral theory in this way do not have to be (and usually 
are not) actual cases. The moral philosopher who develops a normative theory by using the 
method of reflective equilibrium does “thought experiments”, not real experiments. Thought 

                                                           
318  One may object that the philosophical debate is more complex than this analysis suggests. And this is 

certainly true – one always has to remember that philosophers rely not only on intuitions but also on 
arguments. However, in the case of classical counterexamples against externalism, the above-given 
characterization does not seem so far off. Consider the way Pollock and Cruz (1999:113) describe the 
case of epistemic justification and internalist vs. externalist intuitions: “Several different kinds of 
problems can be generated for reliabilism. The simplest is that, intuitively, reliability has nothing to do 
with epistemic justification. We would certainly expect those cognitive processes producing justified 
beliefs to be reasonably reliable, because if they were not the human race would have vanished long 
ago, but it is not the reliability of the processes that is responsible for the justifiedness of the beliefs. 
The beliefs are justified just because the believer is ‘reasoning correctly’ … If one makes all the right 
epistemic moves, then one is justified regardless of whether her belief is false or nature conspires to 
make such reasoning unreliable. To us, this objection seems to have considerable intuitive force, but 
reliabilists deny the intuition.” 

319  Hauser (2006:109) 
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experiments are not confined to ethics, of course. They have been used in physics and other 
sciences in order to bring out the implications of a theory and to test the theory against a 
particular scientist’s sense of what ought to happen in certain circumstances. But scientific 
theories can often be tested against the world and not just against a particular scientist’s 
sensibility. … The issue I am concerned with is whether moral theories can be tested in this 
further way, against the world. … A moral philosopher who tries to find general principles to 
account for judgments about particular cases, hoping eventually to get principles and cases into 
“reflective equilibrium”, is studying commonsense ethics. The results of such a study are results 
in moral psychology.320  

 

The point Harman emphasizes here about ethics is that, according to reductionism, what 

the intuitions we have concerning certain thought experiments in ethics tell us, is 

something about our own moral attitudes. I generalize and somewhat modify this claim, 

holding that the intuitions that arise out of philosophical thought experiments only point 

to certain beliefs we have; they are the products of these beliefs. 

 According to the intuition-explaining stance, we are not allowed to take the truth 

of the contents of our philosophical intuitions for granted. We first have to make out the 

respective influencing beliefs in order then to argue for the truth of their contents. If we 

are able to find convincing arguments then we are also allowed to believe that the 

respective intuition is true. If not, then not. Intuitions are not to be understood as 

evidence in themselves, but rather as pointers to further beliefs we have. 

 Simple and straightforward as this proposal may be, it surely sounds highly 

controversial, if not absurd, to some of us. So let me discuss the main objections and 

questions in turn. 

 First of all, even if we accept my claim that intuitions are caused and influenced 

by beliefs, it is hard to see how there can be any arguments available that do not rely on 

intuitions. So, in the end, we have to rely on intuitions – even when applying the 

intuition-explaining stance. For example, we would at least have to rely on the intuition 

that the logic according to which we are reasoning is the most plausible one. Just as well 

we could also forget about the intuition-explaining stance. 

 Fair enough. It is surely true that some of the arguments for the beliefs that cause 

and influence our intuitions refer or appeal to intuitions, too. However, it is not the goal 

of the explaining stance to rule out intuitions once and forever. What we have to do is to 

make clear in which framework these intuitions arise and in relation to which other 

claims they are true. In order to illustrate this point, let me introduce the following 
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analogy. In science, we have certain measuring instruments like, say, the voltmeter. The 

voltmeter delivers certain results when added to an electric circuit. The number on the 

display of the voltmeter, however, will be meaningful to us only if we can interpret it. If 

we do not know what the voltmeter gauges, it will not help us to know that there is a “5” 

on the display. Moreover, the result that the electric circuit has a certain voltage is not 

true independently of any further assumptions. We have to presuppose the truth of 

certain electrical theories and, more basically, a certain physical theory. But then, 

consider Newton’s and Einstein’s physics. It is not that one theory is clearly true and 

one obviously false. One theory is perhaps more predictive than the other, or more 

adequate. Accordingly, it would be awkward to claim that the results of certain scientific 

measuring instruments are true simpliciter. They are considered as true, provided that, 

inter alia, the respective physical laws obtain, according to which these instruments 

have been built and according to which their results are interpreted. They are considered 

as true (or false) relative to a certain theoretical framework. 

 What a scientist has to do is to argue that the theory he actually proposes is the 

one that best fulfills certain constraints he imposes on every theory. He can happily 

agree that there is no definite way of deciding which of two competing scientific 

theories is true and which is false. All he has to do is to make clear to the scientific 

community why he is advocating the one theory and not the other. He does not need to 

argue for all theories or assumptions which his own theory has to refer to. For these 

things, we have a scientific community which usually divides the labour. 

 One last point: The empirical sciences seem to be like never-ending projects. 

Constantly, we discover new phenomena for which we then have to develop new 

theories. Or else we discover weaknesses of already established theories and are 

encouraged to look for improved ones. This is, again, not vicious. No one demands of 

one single scientist to solve all puzzles. 

 Now, back to philosophy! I claim that it is useful to think of intuitions as of the 

results of scientific measuring instruments.321 To be sure, this analogy is not perfect. 

While the way our beliefs influence the design of our measuring instruments, the way 

we design and build these instruments by taking into account some of our beliefs, is a 

conscious procedure, the way beliefs influence intuitions seems to be completely the 

opposite. Here, firstly the influencing beliefs are often unconscious and, secondly, the 
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beliefs influence the intuitions directly, not indirectly as in the case of the measuring 

instruments. 

 At the same time, I think that these differences are not decisive, at least for the 

point I am going to make here. What I want to draw the readers’ attention to is that in 

both cases, we have a kind of prima facie indicator for a certain phenomenon or entity. 

In both cases, the reliability of the indicator at hand cannot be taken at face value; we 

can judge its reliability only relative to certain beliefs or theories that have influenced 

the way the indicator in question came into existence. In both cases, we cannot 

completely eliminate those indicators, even if, considered in isolation, they do not 

constitute evidence. What we can do is to argue for the truth or adequacy of the 

influencing beliefs and theories. We cannot argue for all theories, because we are finite 

minds and, moreover, do not live forever. Because there is a kind of division of labour in 

science as well as in philosophy, however, this is no argument against the thesis that, 

one day, we will have solved all puzzles, we will have argued for all theories. This is at 

least a possible scenario.  

 According to a second objection against the intuition-explaining stance, in the 

case of philosophy there are no influencing beliefs for which we could argue.  

 Now, first of all, we have to distinguish the following two cases, namely the case 

in which there are no influencing beliefs at all, on the one side, and the case in which 

there are influencing beliefs for which we are unable to present any reasonable or half-

way convincing arguments, on the other side. If it is reasonable to assume that there are 

beliefs that influence our intuitions and if we are not in a position to argue for the truth 

of these beliefs, then we have to reject the intuitions in question; we are not allowed to 

rely on them in order to argue for our own philosophical account.  

 Secondly, in the light of the experimental results of Weinberg et al., it is plausible 

to assume that there are beliefs that influence our intuitions in philosophy.  

 One may reply that the first requirement just mentioned is much too strong. Do 

we now all have to shy away from rational intuitions the influencing beliefs of which we 

do not know or cannot support with arguments? That would imply that many if not most 

‘ordinary people’ are not allowed to believe their intuition that Modus ponens is a valid 

inference schema.  

 This is, to be sure, absurd. However, the reply is prima facie convincing only 

because it confuses two different standards we better keep apart. Let us take a look at 
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the empirical sciences. Here, we have epistemic standards different from those in 

everyday life. While it is reasonable in everyday life to rely on what you see, in science 

you have to make sure that your eyes are functioning reliably, that your visual 

impressions are not systematically deceiving, and so on. Moreover, scientists use 

devices like microscopes in order better to see and to hear. While it seems to be the most 

natural thing in the world that scientists use these instruments, it would be awkward to 

claim that all people have to use them. It would be awkward because most of us are 

simply not engaging in the kind of research for which they would need these 

instruments. What most people do, when it comes to science, is to rely on what other 

people (namely experts) tell them. I think the very same way of reasoning makes sense 

when it comes to philosophy. According to the traditional assumption, we, as 

philosophers, try to acquire a priori knowledge. Other people may also have a priori 

knowledge. That does not imply that in both groups the same methodological standards 

obtain – or even should obtain. The philosopher’s endeavour is one obviously distinct 

from everyday epistemic goals. First of all, it is much more important to have true 

intuitions. In philosophy, intuitions are often the only access we have to a certain topic 

or question. In everday life, there are multiple different ways of accessing the answers to 

more common questions. Secondly, the topics about which philosophers have intuitions 

are sometimes highly specialized. We have intuitions one does not encounter very often. 

In everyday life, one can become confident of one’s own ability to distinguish, say, red 

entities in the environment from green ones by doing it time and again. Not so in the 

case of some philosophical intuitions.  

 According to a third objection against the intuition-explaining stance, it is not 

clear in which sense arguments are better philosophical instruments than intuitions. 

Doesn’t my respective assumption (that they are better instruments) also rely on 

intuitions? If it does, it is certainly not that convincing.322 

 This objection is in some sense quite important. It is true that my assumption, 

according to which we should aspire for arguments instead of relying blindly on 

intuitions, is one that appeals to our intuitions, at least in some sense. And it is clear that 

this very assumption is also kind of self-defeating. Supporting the assumption with 

arguments, we seem to presuppose its truth; proposing it by a simple appeal to intuition 

is pragmatically self-refuting. I also think, however, that the question concerning the 

proper usage of rational intuitions is tightly connected with what is perhaps one of the 
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most fundamental metaphilosophical questions around: the question of how we should 

do philosophy. And admittedly, I do not think that here only one true answer exists. 

What I am presupposing is merely that philosophers do not want to give biased and 

corrupted answers to philosophical questions. If they want to eliminate bias, they cannot 

any longer rely in a blind and unreflective way on their intuitions. And this, I guess, is 

all I need in order to stick to the intuition-explaining stance. 

 One may object, fourthly, that there may be corruptions of rational intuitions that 

have not been caused by beliefs. Emotions could also influence our intuitions.323 In such 

a case, however, there is no way to reason for or against the corrupting factor. Besides, 

precisely because we do not know the details of the intuition-producing processes, we 

also cannot know whether emotions are reliability-advancing or not.  

 Very well. Here the kind of practical considerations already mentioned above 

certainly are decisive. What we want to do, when philosophizing, is to argue for a 

certain thesis or account. Our goal is to present these arguments in a fashion such that 

they are accessible also to other philosophers. If we then try to argue for one of our 

philosophical accounts by appealing to intuition – an intuition we did only have because 

we were in a certain emotional state – then other philosophers will not share this 

intuition unless they are in the same emotional state. And it cannot be one of the 

preconditions of philosophizing that one first has to transform one’s own emotions. 

 According to a fifth and last objection, it is not clear how we are supposed to find 

out what the influencing beliefs are. Even if we accept that our intuitions are the product 

of certain beliefs, how shall we know which beliefs they depend on?324 And moreover: 

even if we find out more about the influencing beliefs – how can we know that these 

beliefs are not also corrupted? 

 Let me answer these questions in turn. First, I think that there are two ways of 

learning more about those influencing beliefs. First of all, it is often very instructive to 

look at the other central theses that are championed within a certain debate. Sometimes 

there is a particular claim of which philosophers think that it is true and that it supports 

the thesis they want to argue for, independently of the intuition to which these 

philosophers also appeal. So, what they think is that this claim and the respective 

intuition yield two different ways of supporting a certain thesis. A closer examination 

sometimes reveals, then, that when the plausibility of the claim diminishes, we also do 
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324  Joachim Horvath emphasized this point in discussion. 



 

185 

not have the intuition in question anymore. But then it is much more plausible to assume 

that the claim (i.e., the respective belief) and the intuition are not two separate kinds of 

evidence; it is plausible to assume that the intuition is somehow influenced by the belief. 

 Accordingly, one first step to find out more about the influencing beliefs we are 

looking for is to consider the respective debate, looking for claims that seem to support 

the same claim as the intuition in question. A second step then consists in testing the 

influencing force of these beliefs. Here experimental philosophy may also be of great 

help. In much the same way as an electrical engineer needs to vary the experimental 

design in a systematical way in order to find out the corrupting factors, philosophers 

need to vary the design of their thought experiments. And applying that very method, 

they may also succeed in finding out whether some of the corrupting beliefs are 

themselves corrupted. 

 Now, I admit that this may seem to be an awkward as well as laborious procedure, 

in the eyes of most philosophers. I maintain, however, that it seems so awkward only 

because we are not used to think of philosophical intuitions as corrupted, as influenced 

by factors that have never come to our attention before. When we accepted, firstly, that 

at least some of our intuitions are corrupted in such a way and that, secondly, we can 

hardly do without intuitions, then the obvious conclusion is that we have to sort out the 

influencing factors. It may be that the way sketched so far is not the most suitable one to 

sort out these factors, but it is definitely one worth considering. And then, it is surely 

also a laborious procedure. Well-founded philosophical theories will be much harder to 

come by. At the same time, this is not a decisive objection against my account. I am sure 

that it is also not that easy to come up with the theory of, say, general relativity. 

 So, let me take stock. I have pointed out that there are currently two ways of 

treating philosophical intuitions: the intuition-accepting and the intuition-rejecting 

stance. I have argued on a more general level that there is a need for a third stance, the 

intuition-explaining stance. This brings us to the last and most important part of the 

Master Argument: 

 

 
(8) Taking the third stance, the three standard objections will lose their force 
(chapters 7–9). 
Therefore: a reliabilist explanation of a priori knowledge is well motivated (by the 
evolutionary argument), it can fulfil the requirements of (1) and (3), and the standard 
objections against reliabilism, properly considered, lose their argumentative force. It 
should be our explanation of choice. 
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My further way of arguing should be clear by now. I claim that we must apply the 

intuition-explaining stance to the standard objections against reliabilism. We have to 

answer the questions why we have the respective intuitions, considering the Truetemp 

case and (as I will argue) the New Evil-Demon Problem. Only if we understand why we 

have these intuitions will we be in a position to judge the argumentative force of the 

standard objections. 

  
 



 

   

Step 6: Reflexive A Priori
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8. A priori knowledge reconsidered 
Contemporary epistemologists normally pursue metaphilosophical questions concerning 

rational intuitions and their ordinary research concerning a plausible explanation of a 

priori knowledge as two separate projects. They are either philosophizing about 

plausible accounts of the a priori or engaging in an analysis of their own philosophical 

methods. The results of the metaphilosophical issues, however, are never applied to the 

methods used to explain a priori knowledge. This has unfortunate consequences. 

 In order to make my point a bit more vivid, imagine a group of empirical 

scientists who found out that our eyesight sometimes plays tricks on us. It is not clear 

yet in which situations this happens, but it seems to be undeniable that it happens quite 

often. Now there are, at the same time, scientists who try to explain the kind of beliefs 

we get by applying our eyesight. In order to investigate all the cognitive processes that 

occur when we open our eyes and see the things out there, they simply use their own 

eyes, they do not use any special instruments, and moreover: they completely ignore the 

results of the first group of scientists’ investigations. I think that this is an absurd 

situation and that most philosophers will agree with my diagnosis. One of the very first 

suggestions one is inclined to make here is simply the following: get in conversation 

with each other! The second group of scientists does not need to believe what the first 

group claims to have found out. But if there are enough data to support the claim that 

our visual faculties are sometimes systematically misguided, then they better change 

their way of investigating our cognitive processes and stop doing it with their bare eyes 

and without any mechanical devices. 

 I claim that the very same kind of reasoning has to be applied, mutatis mutandis, 

to philosophy and philosophers’ use of intuitions. To ignore the metaphilosophical 

issues would mean for epistemologists concerned with an explanation of a priori 

knowledge to play roulette. What we have to do is to think of philosophy and 

metaphilosophy in a very similar way as of physics and basic research in physics. This 

is the seventh (and last) requirement I impose on a plausible explanation of a priori 

knowledge; I’ll call it the reflexivity requirement. I use the term ‘reflexivity’ (which 

originally stems from social theory and means that the theories of a discipline should 

also be applied to that discipline itself) in a somehow modified and more restricted 

sense: according to my definition, a philosophical explanation is reflexive if it takes 

methodological considerations into account. Taking up Nozick’s claim, mentioned right 

at the beginning of this book, I claim that we have to take our metaphilosophical 
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knowledge concerning the reliability or unreliability of certain philosophical methods 

into account in order then to apply this knowledge when it comes to answering 

philosophical questions. ‘Reflexive’ is a term not restricted to particular explanations of 

a priori knowledge, but one that can be applied to every philosophical explanation that 

fulfils the reflexivity requirement.  

 

8.1 The eighth premise 
With these considerations in mind, it is time to fulfil the reflexivity requirement. First of 

all, let us take a look at the remaining steps of the Master Argument:  

 

 
(6) A reliabilist account of knowledge, however, has to deal (at least) with the following 
three prima facie devastating standard objections: the Generality Problem, the Truetemp 
Cases and the New Evil-Demon Problem (chapter 6).  
(7) There are two prominent ways to treat intuitions in philosophy, namely the intuition-
rejecting stance and the intuition-accepting stance. What we have to take, however, is 
the intuition-explaining stance.  
(8) Taking the third stance, the three standard objections will lose their force 
(chapter 7 and 8). 
Therefore: A reliabilist explanation of a priori knowledge is well motivated (by the 
evolutionary argument), it can fulfil the requirements of (1) and (3), and the standard 
objections against reliabilism, properly considered, lose their argumentative force. It 
should be our explanation of choice. 

 
 

 



 

   

8.2 The second and the third standard objection 
Let me briefly remind you of the second standard objection against reliabilism and let 

me also sketch the third objection. The Truetemp Case is about a person, Mr. Truetemp, 

who has gotten a mechanical device implemented, the tempucomp, and who now has 

100 % reliable beliefs about the temperature in his environment. These tempucomp 

beliefs just pop up in his head; the mechanical device produces them. This is a problem 

for reliabilism insofar as, on the one hand, Mr. Truetemp has beliefs which have been 

produced by a completely reliable process type and, on the other hand, he seems not to 

have knowledge. Here I remarked that our intuition about Mr. Truetemp seems to be 

influenced by our belief that in order to know that p, it has to be the reasoner’s merit 

that he believes truly; he needs to have fulfilled his epistemic duties. 

 The New Evil-Demon Problem, finally, is the one standard objection I did not 

already sketch above. This objection against reliabilism has been introduced by Keith 

Lehrer and Stewart Cohen.325 They ask us to imagine 

 

that, unknown to us, our cognitive processes, those involved in perception, memory and 
inference, are rendered unreliable by the actions of a powerful demon or malevolent scientist. It 
would follow on reliabilist views that under such conditions the beliefs generated by those 
processes would not be justified. This result is unacceptable. The truth of the demon hypothesis 
also entails that our experiences and our reasonings are just what they would be if our cognitive 
processes were reliable, and, therefore, that we would be just as well justified in believing what 
we do if the demon hypothesis were true as if it were false. 
 

The basic idea of this objection against reliabilism seems to be the following: According 

to reliabilism, in the demon world beliefs are unjustified. And this is, according to the 

proponents of the New Evil-Demon Problem, counterintuitive. Assuming that our 

experiences in the two worlds (the demon world and the normal world) are the same, 

our beliefs should be justified in both worlds. In a nutshell: reliability is not necessary 

for justification. We can think of cases in which we seem to have justified beliefs, but 

the processes that produced that beliefs are instances of process types which are 

unreliable. Here, too, one is appealing to the intuition that knowledge (or the 

justification of beliefs) has something to do with duty and merit. One is imagining a 

person who has all the experiences we have; a person who draws the same conclusions, 

comes to the same beliefs, because he has the same experiences as we have – such a 

person would act in an epistemically responsible way. He would be well justified in his 
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beliefs, according to reliabilism, if a certain feature of reality were different (namely if 

he did not live in a demon world). This feature of reality, however, is not such that the 

reasoner could bring it about by himself. So, according to the proposed moral, if we 

have done everything possible in order to achieve justification of our belief, and the 

duty claim is true, our counterparts in the demon world should also be justified. 

Now, how to deal with the Truetemp Case and the New Evil-Demon Problem in 

the light of the last chapter’s considerations? As mentioned above, in both cases the 

proponent of these standard objections appeals to the intuitions of the reader in order to 

support his point that reliabilism should not be our account of choice. What we have to 

do now is to take the intuition-explaining stance. 

 
8.3  The duty claim 
Philosophers only rarely think about their own systems of beliefs and intuitions and the 

ways their beliefs may influence their intuitions. This is understandable but unfortunate. 

It is understandable because some epistemologists today still think that philosophical 

intuitions provide us with direct insights into the necessary features of reality. Such a 

picture does not fit very well with the assumption that we have to deal with a web of 

beliefs and intuitions, and that many intuitions are influenced by beliefs. It is, at the 

same time, unfortunate, because these philosophers will not become aware of the many 

links between their beliefs and their intuitions. 

 What is decisive for the arguments against reliabilism is often not the intuition 

that, say, Mr. Truetemp does not seem to have knowledge. Far more important is the 

claim that epistemic irresponsibility is incompatible with knowledge. Mr. Truetemp is, 

in the end, only an example that is designed to illustrate this more general point. I 

anticipate the objection that these things are the other way round. Some philosophers 

may be inclined to claim that we did first consider all these counterexamples against 

reliabilism in order then to conclude that epistemic irresponsibility is incompatible with 

knowledge. However, this is psychologically rather implausible if we look at how the 

counterexamples have evolved. First a philosopher proposed a reliabilist explanation of 

knowledge, an explanation that is based on the general epistemic principle that we do 

not need to have access to the basis of our knowledge, on reflection. The 

counterexamples then evolved as a reaction to this kind of reliabilist explanation; they 

evolved because the proponents of these counterexamples disagree with the general 
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epistemic principle in question. So, it is plausible to assume that first there was a kind of 

discomfort with the general principle on which reliabilist explanations of knowledge are 

based, and only after that did the counterexamples evolve. Counterexamples in 

philosophy are designed to illustrate more general philosophical theses – a fact that 

makes the analogy between philosophy and science concerning background theories and 

measuring instruments even more convincing. 

 Let me come back to the claim on which the intuition concerning the Truetemp 

Case as well as the New Evil-Demon Problem seem to be based. It is the assumption 

that a reasoner A, in order to have the knowledge that p (or to have the justified belief 

that p), has to fulfil certain epistemic duties. For example, if A also has evidence for the 

truth of non-p, and she simply ignores this evidence, then she does not know that p (or 

justifiedly believe that p). Or, if A always believes whatever pops up in her mind, then 

she also does not have knowledge. She has an epistemic duty to look for true beliefs, not 

merely for arbitrary beliefs. It is important to see that these duties cannot be fulfilled by 

any other being than A, according to the assumption in question. That is, there is no way 

that some kind of super-being could fulfil our duties and we then simply believe 

whatever this super-being causes to pop up in our minds (without knowing that what 

pops up in our minds has been produced by a super-being which has fulfilled our 

epistemic duties). This would not be knowledge (or justified belief). That we have a true 

belief has to be our merit in order that we have knowledge, not someone else’s. So, the 

idea on which much of what motivates the internalist’s objections against the reliabilist 

account is based on is the one already sketched by Cruz and Pollock in a passage cited 

above. Recall that, according to these authors, “it has seemed to many epistemologists 

that intellectual achievement is at least partly a matter of duty-fulfillment”.326 Call this 

the duty claim.  

 Let me briefly come back to the two standard objections in order to make clear 

where the duty claim lingers in each case. In the Truetemp Case the idea is that Mr. 

Truetemp has completely reliably produced true beliefs, and that this is not his merit. 

Without the tempucomp facility, he would not be able to have all these true beliefs about 

the temperature in his environment. In the case of the New Evil-Demon Problem, the 

duty claim is applied in the opposite direction. The reasoning is the following: if the 

person in the demon world has fulfilled all her duties then her beliefs should also be 

justified.  

                                                           
326  Cruz, Pollock (2004:129) 
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 In both cases, the reliance on the duty claim is quite obvious. However, that does 

not tell us anything about the truth or falsity of this thesis. So we have to look for 

arguments. Playing advocatus diaboli, I will discuss some ways of defending the thesis 

in question, in the next section.  

 It is important here to bear in mind that the deontological component expressed by 

the duty claim does not only motivate the arguments against reliabilism, it is also the 

central motivation for internalism. Without it, internalism is essentially under-motivated, 

or even, as some authors claim,327 not motivated at all. So, even if you do not believe 

that our intuitions concerning the standard objections against reliabilism are influenced 

by our belief that the duty claim is true, you should be interested in how one can argue 

for the duty claim.  

 Before going on with considering the arguments in favour of the duty claim, I 

must anticipate two important objections. First of all, one may argue that it is not clear 

that the duty claim is presupposed by all philosophers who have the intuition that Mr. 

Truetemp does not have knowledge when he has the tempucomp beliefs. Echoing my 

own way of reasoning presented above, one may argue that it seems true to me, 

intuitively,  that the duty claim is so central to our Truetempian rejection of reliabilism. 

Why should we believe that this this objection is true?  

 Now, it is interesting to see that the duty claim is somehow related to a quite basic 

cheating-detection mechanism we all seem to have. In order to see what exactly this 

mechanism is we have to consider psychological experiments concerning our ability for 

logical reasoning. Peter Wason328 famously confronted subjects with a task formally 

equivalent to the following one: Look at the cards 

 

 

 

 

 

 

and be aware of the rule that if there is a vowel on one side of the card, then an even 

number is on the other side. The subjects had to decide which of these cards they would 

have to turn over in order to find out whether the rule is true or false. Now people are 

                                                           
327  see, e.g., Plantinga (1993a:29) 
328  Wason (1983) 
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surprisingly bad at answering this question. Needless to say, the solution to this problem 

is, A. We do not need to turn over the D-card because the rule doesn’t concern 

consonants. And neither do we have to turn over the card with a ‘3’ or ‘8’ on the visible 

side, because if we find that there is no vocal on the other side, this does not invalidate 

the rule.  

 The psychologists Leda Cosmides and John Tooby now took up the basic idea of 

Wason’s experiment and presented the following problem to their subjects: Imagine that 

you are the one who, in a bar, has to enforce the following rule: if someone is drinking a 

beer, she must be at least twenty-one years old. Cosmides and Tooby gave their subjects 

the following cards and asked them which cards they would have to turn over: 

 

 

 

 

 

Cosmides and Tooby found out that subjects are much better at solving the ‘real-world 

case’ just described than the more abstract one above. Their further research supported 

their claim that we are in much better able to solve problems involving social contracts 

than problems that do not. They concluded that we have evolved a kind of mechanism 

that helps us to identify cheaters in our environment. Cheaters, in the context of social 

contracts, are those who profit from belonging to a certain social group but do not meet 

the requirements or regulations of this group. In the case described above, we have to 

look for persons who benefit (drink beer), but do not meet the requirements of the social 

group they are members of (being at least twenty-one years old). Cosmides and Tooby 

also pointed out that this kind of cheater-detection mechanism is a part of our cognitive 

system that works unconsciously and automatically. 

 Consider again our intuition that Mr. Truetemp does not have knowledge although 

he has reliably produced true beliefs. The duty claim tells us that it is not Mr. 

Truetemp’s merit that he has all these true beliefs about temperature. If it is not his 

merit, he doesn’t meet the requirements which the social group he is a member of has 

imposed on having knowledge. The point here is quite simple: usually, human beings 

have to consult a thermometer before they develop the respective beliefs concerning the 

environmental temperature. Consider this as a requirement for knowledge concerning 

20 years Beer 24 years Coke 



 

195 

the environmental temperature. Mr. Truetemp does not fulfil this requirement, and he 

does not need to in order to have true beliefs about the environmental temperature. He is 

someone who benefits from the value we ascribe to knowledge, in our social group, 

without at the same time fulfilling the requirements all the other members of this group 

have to fulfil in order to have knowledge. That the cheater-detection mechanism takes 

over here is hardly surprising. The most obvious way to explain the alleged cheating of 

Mr. Truetemp is by means of the duty claim. Now, I do not want to claim that things 

have to go on in the way just described. All I am claiming is that if evolution has handed 

down to us such a cheater-detection mechanism, then it is plausible to assume that we 

are also inclined to propose the duty claim – simply because it explains so nicely our 

response to the cheater-detection mechanism in the Truetemp case. If it is true what 

Cosmides and Tooby claim concerning the cheater-detection mechanism, if it is true that 

this is a feature evolution has handed down to us, then this supports my thesis that the 

duty claim is central for our judgment concerning Mr. Truetemp. 

Be that as it may, let me come to a second objection against my treatment of the 

Truetemp Case. According to that objection, what motivates the Truetemp Case as well 

as the New Evil-Demon Problem is not only the duty claim but also our belief that 

knowledge and rationality are tightly connected. So, according to BonJour,  

 
a person may be highly irrational and irresponsible in accepting a belief, when judged in light of 
his own subjective conception of the situation, and may still turn out to be epistemically 
justified … His belief may be in fact reliable, even though he has no reason for thinking it is 
reliable – or even has good reason to think that it is not reliable. But such a person seems 
nonetheless to be thoroughly irresponsible from an epistemic standpoint in accepting such a 
belief and hence not in fact justified.329  
 

Taking up this line of reasoning, one may argue that even if there are no arguments 

available in support of the duty claim, the Truetemp Case as well as the New Evil-

Demon Problem do not lose their argumentative force.  

 Now, I am not going to reject this worry out of hand. First of all, however, I think 

that the arguments in support of the belief concerning epistemic responsibility and the 

ones in support of the duty claim are quite similar. That is, there is not such a big 

difference between the duty claim – namely that we are not allowed to simply believe 

whatever pops up in our minds, that having a true belief has to be our merit – and the 

claim concerning rationality mentioned above. 

                                                           
329  BonJour (1985:38) 
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 Secondly: Even if there is a belief concerning knowledge and rationality which 

influences our intuitions concerning the Truetemp Case as well as the New Evil-Demon 

Problem, and which is not addressed by the arguments in the following section, that 

does not undermine my Master Argument. It would only show that there are several 

different factors that influence our respective intuitionsm and that my arguments 

weaken both standard objections, but do not completely deprive them of their 

plausibility. 

Thirdly: I have never claimed to have detected the one and only influencing 

belief, in the form of the duty claim. That would be naive. I think, however, that this is 

indeed one of the main influencing beliefs. I also do not reject out of hand the position 

that it is hard to swallow that we may end up with completely irrational persons who 

nevertheless have knowledge, as the reliabilist claims. Indeed I admit that, at least prima 

facie, there is a tight connection between thinking rationally and knowing. I maintain, 

however, that it is not clear how to argue for the thesis that we have to acquire our 

beliefs rationally in order to have knowledge, without illegitimately presupposing an 

internalist account. I think that much of what makes the connotation of ‘irrationality’ so 

negative is the idea of having many false beliefs without recognizing that fact. It is not 

so much that we want to think reasonably and use valid inference schemata, as and end 

in itself. We want to think in such a way because it will help us to also think truly. If 

knowledge, however, is reliably produced true belief, then much of what makes 

plausible the basic assumption concerning rationality as a prerequisite for knowledge 

begins to vanish. 

 
8.4 Arguments in support of the duty claim 
So, let us take a look at the arguments in support of the duty claim. First of all, we could 

refer to tradition. According to this line of reasoning, we should not explain knowledge 

(or justification) in the way reliabilists do because knowledge has traditionally been 

explained in an internalist way. To be sure, we do not have to follow slavishly the ideas 

of Plato, Kant and our other philosophical ancestors, but we have to preserve the most 

basic feature of the concept of knowledge. Otherwise we would not talk any more about 

the same big questions and the same big problems, but about different ones. 
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 Now, first of all, and as already mentioned above, it is indeed true that central 

parts of the philosophical tradition have been distinctively internalist, at least from the 

time of Descartes and Locke on.330 In his Meditations, Descartes famously claimed that  

 

if I abstain from giving my judgement on any thing when I do not perceive it with sufficient 
clearness and distinctness, it is plain that I act rightly.331  
 

The deontological component of Descartes’ concept of justification is quite obvious. It 

is our duty not to affirm a proposition until we have perceived it with sufficient 

clearness and distinctness. Locke is even more explicit about that duty when he claims 

that 

 

[f]aith is nothing but a firm Assent of the Mind: which if it be regulated, as is our Duty, cannot 
be afforded to any thing, but upon good Reason; and so cannot be opposite to it. He that 
believes, without having any Reason for believing, may be in love with his own Fancies; but 
neither seeks Truth as he ought, nor pays the Obedience due to his Maker, who would have him 
use those discerning Faculties he has given him, to keep him out of Mistake and Error. He that 
does not this to the best of his Power, however he sometimes lights on Truth, is in the right but 
by chance …332 
 

It would be a fundamental misunderstanding, however, to claim that the whole 

philosophical tradition has been internalist. Far from it. Indeed, as Plantinga remarks, “it 

isn’t easy to find internalists in epistemology prior to Descartes”.333 The basic 

externalist idea goes back to Aristotle.334 So I really doubt that the argument referring to 

tradition will be of any help to support the duty claim.  

 Secondly, and perhaps needless to say, from the fact that some questions have 

been investigated by our ancestors it does not follow that we have to investigate the 

same questions in much the same way. Besides, it is not clear why we should not be 

                                                           
330  cf. Plantinga (1993a:13) 
331  Descartes (1985) 
332  One has to be aware of the fact that Locke is talking here about belief, not about knowledge. 

According to him, it is our duty to regulate our beliefs so that we believe only those propositions for 
which we have reasons. Knowledge is something different. In the case of knowledge, there is no 
possibility of doubt, as Locke points out: “Every one finds in himself, that he knows the Ideas he has; 
That he knows also, when any one is in his Understanding, and what it is; And that when more than 
one are there, he knows them distinctly and unconfusedly one from another. Which always being so 
… he can never be in doubt when any Idea is in his Mind, that it is there, and is that Idea which it is; 
and that two distinct Ideas, when they are in his Mind, are there, and are not one and the same Idea. 
So that all such Affirmations, and Negations, are made without any possibility of doubt, uncertainty, 
or hesitation, and must necessarily be assented to, as soon as understood; that is, as soon as we have, 
in our Minds, determined Ideas, which the Terms in the Proposition stand for” (IV, VII, §4). 

333  Plantinga (1993:184) 
334  (1951, 1999) 
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allowed to change some basic assumptions concerning the entities we philosophically 

investigate. To be sure, we would then do not talk anymore about the very same things 

as our ancestors did, but if we make clear to the philosophical community in which 

sense we depart from traditional definitions, I cannot see any problem in here. More to 

the point, one may also reply to someone who is referring to the tradition in order to 

argue against reliabilism and to support the duty claim, that it is hard to see why it is 

legitimate to give up the simple JTB model of knowledge in the light of the Gettier 

examples. This has been a quite fundamental challenge and we have had to revise our 

concept of knowledge in a fundamental way. So why is this a legitimate move here, but 

not in the case of reliabilism? 

 A second way of supporting the duty claim is by referring to moral responsibility. 

The basic idea is the following: A person can be praised or blamed for an action only if 

it was her free decision to act in this way and not in that way. Thus Aristotle famously 

proposed that we should only praise or blame people for acting in a certain way if the 

action was voluntary. And here the notion of merit comes into play. According to one 

interpretation of such a way of reasoning, it is appropriate to praise or blame people 

only if they merit it. These considerations can be applied to the case of knowledge in the 

following way: to say that some person A has knowledge means to praise A, to say that 

A does not know that p, means to blame A. So, we are allowed to say that A knows that 

p only if A merits it. 

 Quite apart from the fact that the cheater-detection mechanism rears its head here 

again, such a move is not enough to support the duty claim. What we would have to 

argue for is, why the merit mentioned above should be the epistemic kind the proponent 

of the duty claim is calling for. And even if this connection were more obvious we 

would have to argue for our assumption that we should ascribe knowledge only to those 

people who merit it. It is not in any way obvious what such an argument would look 

like. Besides, it is worth wondering what all this tells us about the nature of knowledge. 

What follows from the fact that I am entitled to claim that someone has knowledge with 

regard to the question whether he has knowledge or not? 

 A third way of supporting the duty claim is to point out that if we fulfil our 

epistemic duty it is more likely that our beliefs will be true. If I think and reflect long 

and hard enough before I believe a certain proposition, then it is more likely that what 

I’m going to believe is also true. This way of supporting the duty claim is obviously 

very much in the line of Descartes’ way of reasoning. Now, although one is inclined to 
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point out, with Levine, that “one’s ideas can be as clear and distinct as you like, and 

nevertheless not correspond to what is in fact possible”,335 I am not going to reject that 

argument out of hand. It may indeed be that reflection on our beliefs helps us sort out 

many of the false beliefs and increase the number of true beliefs. I do not think, 

however, that reflecting on one’s own beliefs is the only method available for improving 

one’s belief system. There is reason to assume that empirical (e.g., psychological) 

investigations will also help us to detect false beliefs by making us aware of the 

unreliability of certain belief-forming processes. You only have to remember the work 

of experimental philosophers. Therefore, despite its initial plausibility, this is not a 

convincing argument in support of the duty claim. 

 So far I have pointed out that it is by no means clear why the duty claim should be 

true. If the truth of this claim is indeed not clear and in no sense obvious, the initial 

plausibility of the Truetemp Case and the New Evil-Demon Problem will be radically 

diminished. Admittedly, the way I have argued against the two standard objections did 

in some sense turn the traditional way of arguing in analytic philosophy upside down. 

Traditionally, philosophers have considered counterexamples and their respective 

intuitions in order then to arrive at a certain general principle which should provide us 

with an explanation of the contents of these intuitions. That is, when philosophers had 

the intuition that Mr. Truetemp does not know, despite having all the tempucomp 

beliefs, then they tried to come up with a new theory of knowledge, a theory that can 

deal with the Truetemp Case. Intuitions are traditionally considered as evidence. 

 I have claimed that our intuitions concerning the Truetemp Case as well as the 

New Evil-Demon Problem are somehow influenced by a belief we already have, namely 

our belief that the duty claim is true. What we have to do is, not to rely blindly on 

intuitions in order then to find theories that are able to deal with the contents of our 

intuitions, but to start with the beliefs that seem to influence our intuitions in order to 

see whether there are any arguments in support of their truth.  

 One may be dissatisfied with this result. Moreover, one may claim that the only 

reason I can cite for such a move are the results of experimental philosophers’ 

investigations. Echoing Weinberg et al. (manuscript), one may remark that we still do 

not know very much about all the intuition-producing processes and the ways in which 

the beliefs we have can influence our intuitions. So long as we do not know all these 

processes and mechanisms, we are not allowed to change the status of intuitions.  

                                                           
335  Levine (1993:123) 
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 This reply is surely reasonable. It overlooks, however, that the intuition-

explaining stance presupposes only the truth of the most moderate conclusions we can 

draw from the results of the experimental philosophers’ investigations. It presupposes 

the truth of the thesis that, at least in some cases, it is reasonable to assume that our 

intuitions are influenced by other beliefs (or emotions, or physical states). If we accept 

this (and it is hard to see how we could reasonably reject it), then we are not able any 

more to conclude merely by appealing to more general claims about intuitions that a 

certain intuition we are actually referring to is not influenced in that way. We have to 

prove it in each case; we have to look for beliefs that could have influenced the intuition 

in question. 

 Besides, the very fact that philosophers have traditionally chosen either the 

intuition-rejecting or the intuition-accepting stance may also explain why philosophical 

progress is so slow. Moritz Schlick famously pointed out that 

 

[s]cience shows gradual development … It cannot be seriously doubted for an instant that we 
know very much more about nature, for example, than people living in former centuries knew. 
There is unquestionably some kind of advance shown in science, but if we are perfectly honest, 
a similar kind of advance cannot be discovered in philosophy. The same great issues are 
discussed nowadays that were discussed in the time of Plato.336  
 

C. D. Broad argued in a quite similar way when he drew our attention to the way an 

intelligent scientist would put his case against philosophy: 

 

He would say: “Philosophers discuss such subjects as the existence of God, the immortality of 
the soul, and the freedom of the will. They spin out of their minds fanciful theories, which can 
neither be supported nor refuted by experiment. No two philosophers agree, and no progress is 
made. Philosophers are still discussing with great heat the same questions that they discussed in 
Greece thousands of years ago. What a poor show does this make when compared with 
mathematics or any of the natural sciences! … Does this not very strongly suggest that 
Philosophy is either a mere playing with words, or that, if it has a genuine subject-matter, this is 
beyond the reach of human intelligence?337  
 

Indeed, I think to reason in such a way means to exaggerate. The situation of philosophy 

is not that bad (and surely was not that bad in the year 1923, when Broad wrote the 

passage above). There are many theses on which philosophers agree today. (Quite apart 

from the fact that a wide agreement does not in any way entail the truth of what people 

have agreed on.) And somehow also some progress has been achieved, at least in the 

                                                           
336  Schlick (1932:48) 
337  Broad (1923:12) 
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sense that many of the questions philosophers are concerned with today are much more 

explicit and detailed than the ones of the old Greeks. Moreover, we now know of many 

prima facie plausible but false answers to our questions. And this makes it more likely 

that the answers we will reach one day are true ones. As Broad nicely puts it, “a belief 

that has stood the criticisms of an acute and subtle thinker, like Berkeley, is much more 

likely to be true than a merely instinctive belief which has never been criticized by 

ourselves or anyone else”.338, 339 

 At the same time, there is also some truth in what Schlick and Broad say. 

Although our questions may be more informed today, philosophers nevertheless try to 

answer the same questions about, say, truth, knowledge, and the good, as their Greek 

predecessors.  

 To some philosophers, it seems undeniable that, at least as epistemologists, we 

have to say something about this slow progress.340 Now, it is no easy project to 

determine all the factors which are responsible for this lack of overall progress. One 

may wonder whether this situation is due to nature of the problems philosophy has to 

solve. Perhaps it is merely due to the fact that solutions to philosophical problems are 

much harder to come by precisely because they are essentially elusive.341 

 One could also argue that there is often no progress concerning a certain 

philosophical question or problem, not because of the nature of the question or problem, 

but because of the methods philosophers choose for solving their problems. Consider 

this in analogy to the empirical sciences. “What we can detect, or find in investigating 

nature”, Nicolas Rescher maintains, “always in some degree reflects the character of our 

technology of observation. What we can detect, or find, in nature is always something 

                                                           
338  Broad (1923:15)  
339  One may also point out that even if philosophers in the past have produced many false answers to our 

basic philosophical questions, that does not render invalid the fact that we have learned something 
from these answers. As Nozick confesses, “I believe increased understanding can be produced even by 
an explanation known to be false; seeing what in principle could give rise to a phenomenon 
illuminates some of its aspects by the way it latches onto these. Richard Feynman notes that the 
inverse square character of gravitation would follow if particles flew equally in all directions but were 
partially blocked by bodies, so fewer reached the earth sunward than from the other side …, so that 
each body was propelled toward the other by the hitting particles. Yet this potential explanation is 
known to be false; no effect is observed of the moving earth’s being slowed down by the larger 
number of particles hitting it in front. Still, even though false, this explanation produces some 
illumination and increased understanding” (Nozick 1981:11). 

340  cf. McGinn (1993:12) 
341  As C. J. Ducasse (1941:xvii) points out: “This question leads one in turn to ask why the success of 

philosophy in solving its problems has been so much less than that of science in respect to its 
particular sphere. The ultimate answer is perhaps that the task of philosophy is more elusive and more 
difficult than that of natural science.” 
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that depends on the mechanisms by which we search”.342 So, why do we not think in the 

same way about philosophical methods? Perhaps much of the apparent slowness of 

philosophical progress is due to the fact that philosophers have relied on their intuitions 

in an unreflective (and unreflexive!) way. Some claim that it is obvious that p, others 

claim that it is obvious that non-p. This is not a situation that will help us to accelerate 

progress in philosophy. To be sure, most philosophers have not exclusively relied on 

intuitions, they have also considered arguments. Intuitions have nevertheless been 

considered as evidence. And the arguments put forward did not support in any direct 

way our assumption that we are justified in relying on the intuitions in question; they 

have been designed for providing the respective philosophical thesis with additional 

support. 

 One may claim that because philosophers also put forward arguments in order to 

support their theses and accounts, they thereby also present evidence for their 

assumption that the respective intuitions are true. Simply because they have such 

convincing arguments for the thesis that p, they are also on the safe side in assuming 

that their intuition that p is also true. 

 Unfortunately, this is not the way philosophy goes. In many cases we do not have 

an “extra” access to the theses and examples our intuitions are about.343 Often we only 

have the intuition that there is something wrong with, say, reliabilism; we only have the 

intuition that Mr. Truetemp does not know, but we do not have independent theoretical 

access. We cannot explain why Mr. Truetemp does not seem to have knowledge.344 

Let me take stock. In this section, I tried to find convincing arguments that 

support the duty claim. And I did not succeed. This is no proof that there are no such 

arguments (and the reader has perhaps already some more in mind), but it seems to 

subtract much of the initial plausibility of the duty claim, and consequently also of our 

intuition concerning the Truetemp Case as well as the New Evil-Demon Problem. So it 

is time to come back to the topic of this book, finally. What we have found out by now 

is that a reliabilist explanation of a priori knowledge is well motivated and that some of 

the main standard objections against this explanation do not look that convincing 

anymore, after we applied the intuition-explaining stance. I also drew the reader’s 

                                                           
342  Rescher (2003:217) 
343  Robert Cummins (1998:117) famously drew our attention to this point. 
344  Remember that referring to a competing explanation of knowledge in order then to reject reliabilism is 

not the independent access we are looking for. One can surely propose an internalist explanation of 
knowledge in order then to point out that Mr. Truetemp’s beliefs do not fulfil the requirements of this 
explanation. However, in order to argue for the internalist account one will also appeal to intuitions. 
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attention to the requirements a plausible explanation of a priori knowledge would have 

to fulfil. What I need to do now is to present a reliabilist explanation of a priori 

knowledge that fulfils these requirements. 

 
8.5 The explanation and the requirements 
So let me then, finally, make a first proposal for what a priori knowledge is. Taking up 

the basic idea of simple reliabilism, we may say: 

 

(APK) A person S knows a priori that p if she truly believes that p, and her belief is a 
priori warranted. A belief is a priori warranted if 
(i) it was caused by a highly reliable process, which is 
(ii) independent of sense experience.  
 

Let me first shortly explain why I’m talking about warrant and not, say, about 

justification. With “warrant” I refer to the thing which, in Plantinga’s 

characterization,345 “distinguishes knowledge from mere true belief”. “Warrant” in such 

a sense has to be understood as a kind of placeholder. I agree with the traditional 

assumption that a true belief we have on the basis of mere luck is not knowledge. So, a 

warranted belief is a belief in the case of which, in Klein’s words, “it is not an accident 

… that it is both true and believed”.346 

 The problem with APK, however, is that there are counterexamples available. As 

Goldman347 remarks, memory beliefs and introspective beliefs do not seem to fit into 

this picture. Both are forms of non-perceptual warrant, neither is a priori – or so 

Goldman argues. At the same time, it would not be very informative merely to enlarge 

our list by claiming that a belief is a priori warranted if it has been produced by a 

process that neither relies on sense experience nor on beliefs resulting from 

introspection or memory. First of all, such a way of reasoning is ad hoc and it explains 

nothing. It does not explain why we exclude all these kinds of processes and why we are 

surely also inclined to reject clairvoyance from the range of possible a priori warrants. 

 There is a more plausible approach, one of which we can become aware when 

taking into account the reason why we were interested in a priori knowledge in the first 

place. When S knows a priori that p, and her belief has been produced by a reliable 

                                                           
345  Plantinga (1993b) 
346  Klein (1996:98) 
347  Goldman (1999:9) 
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process that is independent of experience, then this process would have produced the 

same belief in other possible worlds, where experiences are different. So: 

 

(APK*) A person S knows a priori that p if she truly believes that p and her belief is a 
priori warranted. A belief is a priori warranted if 
(i) it has been caused by a highly reliable process, which  
(ii) would produce the same belief in S in other possible worlds where S’s experiences 
are different. 
 
 
APK* excludes cases of memory and introspective beliefs insofar as S would not have 

these beliefs in other possible worlds where experiences are different. Admittedly, it is 

important to be clear here, in which sense exactly memory and introspective beliefs are 

excluded. One may argue that when I am considering the concept bachelor, I also need 

my memory (otherwise I would not remember what “bachelor” means). Besides, when 

considering this concept, I am not looking at the world; I am considering my own 

beliefs, and at least in that sense, my resulting beliefs concerning the concept bachelor 

will also be cases of introspective as well as memory beliefs. However, what is normally 

meant by “memory beliefs” and “introspective beliefs” is something different. A typical 

case of a memory belief is Paul’s belief that he met Anna yesterday. And an exemplary 

case of an introspective belief is Paul’s belief that he suffers from a headache. And these 

are beliefs Paul would not have in in some nearby possible worlds in which experiences 

are different. 

 Now, APK*, as the reader may have realized, does not demand complete 

reliability. And this, I think, is only reasonable. Imagine Paul. Paul likes to analyze 

concepts. He thinks about concepts like bachelor or conjunction in order then to come 

to beliefs like the one that bachelors are unmarried men. Indeed, Paul does nothing else, 

all day long, but analyze concepts. And for many years Paul only arrives at true beliefs 

by analyzing concepts (even if these beliefs may not be very interesting). Then, after ten 

years, he is still engaged in conceptual analysis and, one day, a process token of that 

process type causes a false belief. Now we would have to consider the process type in 

question as not completely reliable. And moreover, the beliefs Paul has assembled over 

the years could not be counted as a priori knowledge anymore. This would be absurd.  

 The second feature of APK* that may have attracted the reader’s attention is that 

APK* does not enclose a list of all the cognitive processes that are reliable in this sense. 

And indeed it does not need to. First of all, it is a matter of research what these 
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processes are. We should not stipulate just what processes intuitively seem to fit the 

picture. Secondly, it is well imaginable that the question sometimes has to be answered 

world-relative or even person-relative. Imagine a world in which people instantiate 

other kinds of cognitive processes because their brains are, say, more highly developed 

than ours. That some people are in a position to instantiate certain cognitive processes 

other people cannot is a phenomenon we already know from the actual world. Chess 

experts are in a position to ‘see’ the success of some opening strategies before they put 

their fingers on the first chess piece. This is a process only highly trained chess players 

can instantiate. Admittedly, the processes that cause our a priori warranted beliefs may 

be different. What I’d like to emphasize is only the point that, which processes human 

beings are able to instantiate is something that may differ from world to world. Because 

we are not looking for an account of a priori knowledge that is true only relative to the 

actual world, it is better not to specify the processes in question in APK*. 

 These considerations will also draw our attention to a further worry concerning 

APK*. It concerns the term ‘reliable’. Naively, one may assume that a process type is 

reliable when there is an objective probability of the respective produced belief’s being 

true. What we also have to take into account, however, is the environment. 

‘Environment’ here is to be understood as the environment in which the process that 

caused a certain belief took place. In order to illustrate this point, consider a Porsche. 

We may wonder whether it reliably starts after turning the key or whether this car is an 

unreliable starter. When we wonder whether a certain car is reliable, and when we 

evaluate its performance in order to answer the question about its reliability, then we are 

doing this with respect to the actual situation the car is in and its performance in similar 

worlds. So, when I am wondering whether the Porsche in front of me is a reliable car, 

then I’m thinking about its performance in the actual situation (as when I drive this car 

somewhere in Europe, where moderate temperatures prevail) and in similar ones (in a 

country where somewhat similar temperatures and weather conditions prevail).348  

 The case of the Porsche draws our attention to a second important point. It is not 

only that attributing reliability to an entity has to be relativized to the world of 

evaluation (i.e., the Porsche is reliable relative to a certain environment), it also only 

makes sense to attribute reliability to an entity relative to situations and environments it 

has been designed for. It would be rather absurd to take the Porsche back to the garage 

where one has purchased it, while complaining that it is not reliable under water, or on 

                                                           
348  This way of thinking about reliability is inspired by Mark Heller’s (1995) account. 
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the moon. When we say that a certain car is reliable, we always implicitly relativize that 

to the worlds it has been designed for. 

 To be sure, the first and the second point just mentioned are tightly related. 

Because my evaluation of the Porsche’s reliability is relativized to earth, and because 

the Porsche has been designed to perform reliably on earth, the car’s performance on the 

moon is not important for our purposes.  

 Let me illustrate the same point with another example. The process type “basic 

mathematical reasoning”, in the case of, say, Einstein, may be a perfectly reliable one – 

at least in a normal environment (i.e., a European one, with moderate temperatures). 

Now imagine Einstein on a trip to the Antarctic. He gets lost; his body is exposed to the 

sub-zero temperatures much too long. In order not to fall asleep (which is quite 

dangerous in that situation), Einstein solves simple arithmetical problems like adding up 

small numbers. He actually comes to believe that 7 plus 3 equals 10. Can we assume 

that this belief is warranted, only because the process of adding up small numbers is 

usually a highly reliable one and Einstein’s belief is true? Surely not. Einstein’s 

mathematical abilities and the respective cognitive processes are reliable only when 

applied in the environment they are designed for.  

 Now one may object that I did not make clear enough the different senses of 

‘reliable’. The car is not in the same sense reliable as a cognitive-process type. Fair 

enough. In the case of the Porsche, we are wondering whether this car is mechanically 

reliable; in the case of the process type, we are concerned with a kind of epistemic 

reliability. (In the following, I will indicate with a subscript “e” that I am referring to 

epistemic reliability.) Of what kind of reliability we are talking when ascribing it to a 

certain entity depends on the purposes for which the entity in question has been 

designed. Precisely because we know for which purposes a car has been designed, we 

would never think that the reliability ascribed is of an epistemic kind. 

 So let me come up with an improved version of APK*: 

 

(APK**) A person S knows a priori that p if she truly believes that p and her belief is a 
priori warranted. A belief is a priori warranted if 
(i) it has been caused by a process token of a highly reliablee process type, and 
(ii) a process of the same process type would produce the same belief in S, in other 
possible worlds where the experiences of S are different. 
A process type is highly reliablee, relative to a certain context of evaluation and the 
context it has been designed for, if the context of evaluation is identical with the context 
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it has been designed for and there is a high probability that tokens of this type cause true 
beliefs.349 
 

I’d like to emphasize that ‘design’ has to be understood in the sense of ‘evolutionary 

design’. Let me explain. It is not entirely, but also, due to evolution that human beings 

do instantiate the processes they do instantiate. It is evolutionarily valuable that our 

body reacts in the way it usually reacts when infected by the influenza virus. It is also 

evolutionarily valuable that our heart-beat goes up when we become scared – it helps us 

in running quickly away. Now, these are all processes which do not aim at truth. 

Moreover, they are not designed to. Nature did not provide us with the processes just 

described in order for us to get true beliefs. However, there are also processes we are 

able to instantiate that clearly aim at truth. It is of evolutionary value to have true beliefs 

about the hungry tiger in front of you. These are the process types that are designed to 

produce true beliefs, the processes I am referring to in APK**. 

 APK** has the nice side-effect that it enables us to deal with more bizarre cases 

like, say, clairvoyant beliefs. We can happily admit that there may be worlds in which 

clairvoyant beliefs count as knowledge. However, in our (actual) world, the respective 

process type is simply not designed for delivering truth. 

 Relativizing reliability in such a way may also help to understand what goes 

wrong in the Truetemp Case. Assuming that there is a set of evolutionarily created 

process types that all aim at truth, one may claim that the cognitive processes 

instantiated by the tempucomp are not tokens of one of these process types. Now, such a 

way of reasoning does not have to be decisive. One may wonder whether we should 

incorporate process types which are the results of those process types that are already 

included in the set. I do not want to decide this question here. It would be a point one 

would have to argue for at length. What I would like to indicate is only that one of the 

reasons why the Truetemp Case seems to be a standard objection against reliabilism 

may be the fact that we did not distinguish between the context of evaluation and the 

context the device has evolved in. 

 Let me also come back, at this point, to the way I have tried to solve the 

Generality Problem. According to this standard objection against reliabilism it is not 

clear how to characterize process types in a way that is neither too narrow nor too broad. 
                                                           

349  My talk of ‘environment‘ and ‘design‘ is obviously heavily influenced by the work of Alvin Plantinga 
(1993b) and Ruth Millikan (1984). However, it is only the basic idea I borrow from them. Plantinga as 
well as Millikan refer to the concept of a proper function in order to explain knowledge. Plantinga, 
moreover, explicitly rejects reliabilism. 
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In section 6.3.4, I suggested that our inclination to reject characterizations that lead to 

the subsumption of beliefs with prima facie different degrees of justification under the 

same process type is based on the misguided assumption that the process types bequeath 

justificational power on each process token in the very same way. However, this does 

not answer the question how we should characterize process types. The way I have 

characterized reliability will now be helpful when tackling the problem again. The first 

step is that we look at the context of evaluation. This will help us to determine which 

process tokens we are referring to when ascribing a priori knowledge. In a next step, we 

would have to find out whether there is a process type to which these process tokens 

belong and to which one could plausibly ascribe reliabilitye in the actual world as well 

as in a range of similar possible worlds. So, one plausible candidate for such a process 

type is the one of concept analyzing. In the actual world, this process type is designed 

for aiming at truth. It may very well be that there are possible worlds in which the 

conditions are such that due to some alterations in the brains of these worlds’ 

inhabitants, the process type of concept analyzing is not reliable. However, these are not 

the worlds which are relevant for deciding whether the process type in question is a 

reliable one, in the context it has been designed for. 

 Recall that this must not be confused with condition (i) of APK**. The point here 

is simply that in other possible worlds in which the neuronal structure of the reasoners is 

completely different, we would not refer to the same S anymore. 

One may admit this in order then to point out that my restriction to a certain 

environment seems to be in disharmony with the basic idea of a priori knowledge. Isn’t 

a priori knowledge the kind of knowledge that is independent of experience? So, why 

restrict it to certain environments? Such a way of reasoning, however, would mean to 

confuse possible and actual worlds. All I am claiming is that the actual situation we 

choose in order to evaluate the reliability of a process should be the one for which the 

process has been designed. This is so because we are interested in knowing whether 

certain processes are reliable or not in the world they are instantiated in. We can also 

imagine a possible world in which a demon influences these processes in such a way 

that we constantly get false beliefs. However, as far as we know, we do not live in such 

a world. 
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8.6 Does the explanation fulfil the requirements? 
There are surely many features of APK** one would like to discuss. One of the most 

pressing questions, however, is whether APK** fulfils the plausibility requirements. 

This question is so pressing because I rejected several prima facie plausible 

explanations of a priori knowledge by way of pointing out that they do not fulfil the 

requirements. So, as long as we do not know whether my account does fulfil them it 

does not make much sense to discuss it. First, we have to check on the requirements. 

 So, let me start with the two requirements that are obviously fulfilled: the 

requirement requirement and the motivation requirement. According to the requirement 

requirement, we first have to think about the requirements we impose on a plausible 

account of a priori knowledge before we start working on our own account. This is what 

I have done in chapter 4. According to the motivation requirement, we should make 

clear how our account is motivated – apart from the fact that it can deal with certain 

well-known problems. This requirement also incorporates the idea that more than one 

account of the a priori might fulfil all the requirements I impose on a plausible account 

of the a priori. I have presented a motivation of my own account by working out the 

evolutionary argument in section 5.4. 

 According to the requirement of wide applicability, a plausible explanation of a 

priori knowledge has to deal with all cases of a priori knowledge. Prima facie exemplary 

cases of a priori knowledge are: mathematical knowledge, some kinds of conceptual 

knowledge, logical knowledge. Now, it is a matter of research, whether the processes 

that cause our respective beliefs are of the kind specified by APK**. We need to 

investigate the respective cognitive processes. And at least on first sight, there is a good 

chance that quite a few of those processes that cause our mathematical, logical, and 

conceptual beliefs are also reliable in the sense of APK**.350 

                                                           
350  The ability to instantiate at least some of the processes just mentioned even seems to be innate. As 

Hauser (2006:256) makes clear: “As a species, we are born with two quantificational systems, innate 
machinery that enables infants to compute small numbers precisely and large numbers approximately. 
… To showcase how these different number system work, developmental psychologists … take 
advantage of an infant’s looking and boredom, to uncover the nature of his expectations and 
representations. For example, show a five-month-old baby an empty stage, place one doll on the stage, 
conceal it with a screen, add a second doll behind the screen, then remove the screen to reveal either 
one, two, or three dolls. If they properly computed the addition operation, and have in mind the two 
dolls sitting behind the screen, then an outcome of two is boring and expected, relative to an outcome 
of one or three, which should be jaw-dropping and unexpected. More concretely, infants should look 
longer at an outcome of one or three dolls than two dolls. And they do.” 
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 What about the informativity requirement? On the one hand, it is fulfilled, on the 

other hand, not completely. The basic idea of the informativity requirement is twofold: 

first of all, we are not allowed to appeal to mysterious entities in order to explain a 

priori knowledge, or to describe and characterize these entities in a way that is 

mysterious. Secondly, we must not ignore the already well-known objections against the 

account of the a priori at hand. It is this second part of the informativity requirement that 

is fulfilled by the account of a priori knowledge presented in this chapter. It is the first 

part of the informativity requirement which is, in the case of the reliabilist account, still 

in its infancy. What is yet lacking is a satisfying account of the processes that are 

involved in mathematical, logical and conceptual reasoning. As I have already 

mentioned several times, however, this seems to be a project that can be pursued in an 

interdisciplinary way. Psychologists may help us to find out more about these processes.  

 According to the actuality requirement, our primary focus should be the question 

whether there is a priori knowledge in the actual world, whether human beings with all 

their shortcomings are in a position to have a priori knowledge. APK** fulfils this 

requirement in two respects. First of all, and as already mentioned above, it is open to 

empirical research whether human beings are able to instantiate processes of the reliable 

types specified by APK**. Secondly, in fulfilling the reflexivity requirement, we are 

acknowledging and taking into account that our reasoning is also at least sometimes 

biased and corrupted. 

The openmindedness requirement, finally, says that our way of explaining a priori 

knowledge should be open to practitioners of other sciences. It should be open in two 

respects: First of all, we should not explain a priori knowledge by referring to intuitions 

only philosophers seem to be acquainted with. In the second respect, we should explain 

a priori knowledge in a way that is open to interdisciplinary research. Because APK** 

does not specify the kind of processes that are reliable in the requested sense, it is open 

to processes philosophers may not be acquainted with, but only, say, trained 

mathematicians. APK** fulfils the openmindedness requirement also in the second 

respect, because, as already mentioned above, the investigation of reliable psychological 

processes is open to interdisciplinary research. 
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8.7 Objections and replies 
Objections against APK*** and against my claim that APK*** fulfils the seven 

requirements are surely ready at hand. In the following, I will discuss them in turn. 

 First of all, one may argue that I have presupposed from the very first page of this 

book that the reliabilist account will be the one of choice, in order then to design the 

requirements accordingly. However, if this is true, it is in no way astonishing that the 

reliabilist account proposed fulfils these requirements. 

 On first sight, this objection may be quite convincing. Now, one has also to bear 

in mind that the requirement of wide applicability as well as the informativity 

requirement are quite basic standards we plausibly impose on every explanation. One 

has also to be aware of the fact that I have admitted a certain lack of informativity in the 

case of reliabilism. This is, however, a lack that can be filled out with the results of 

future psychological and neurophysiological research. And it can be filled out only 

because the explanation is in accord with the openmindedness requirement. In the case 

of meaning-based accounts like the one Boghossian proposes it is really hard to see how 

such an account could ever fulfil the requirement of wide applicability. So all I can find 

myself guilty of is to have assumed that these two requirements are true. And I don’t 

think that this means having presupposed too much, not least because I have also argued 

for both requirements. To be sure, much of my way of reasoning does also depend on 

the evolutionary argument and the assumption that what we have to start with is the 

ability to have knowledge. However, this argument is also developed on the grounds of 

the assumption that an explanation of a priori knowledge should be widely applicable. 

This assumption, as I have mentioned several times now, is one of high prima facie 

plausibility. If the reader finds my way of reasoning doubtful, then she has to argue 

against the way I have defended the informativity requirement and the requirement of 

wide applicability, not against the conclusions drawn from them. 

 In a similar way one may object, secondly, that one could also argue for different 

requirements in order to come to the same conclusion. So I am in no position to claim to 

have presented the most plausible account of the a priori, not to mention a true one. 

 Fair enough. And, to be sure, especially the openmindedness requirement is one 

also determined by my belief in the claim that philosophers should work 

interdisciplinarily. Other philosophers might find interdisciplinary work fruitless. 

However, it does not matter. In the end, only the arguments for the respective 
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requirements count. And if a philosopher thinks that an explanation of a priori 

knowledge does not need to be openminded, that it does not need to be widely 

applicable or informative – then I’m interested in his arguments. 

 A third more or less obvious reply goes as follows: Well, the way you treated the 

three standard objections is convincing. However, there are many more objections 

against reliabilism. What you cleared away is only the tip of the iceberg. 

 It would be kind of naive to dismiss this objection out of hand. There are indeed 

many further objections available. What I would have to do is to look, in each case, 

whether there is an essential appeal to intuitions, and if so, whether there are beliefs that 

influence these intuitions. I doubt that there are many more such influencing beliefs 

besides the ones I have discussed in this book. Be that as it may, the third objection is no 

fundamental threat for a proponent of my account. The proponent could point out that, 

indeed, there are many more objections and we have to investigate each one. In that 

sense, the essay at hand can only be a first step in the right direction. 

 One may object, fourthly, that applying my own standards I am not allowed to 

rely on a bare appeal to intuitions in arguing for the six requirements. However, did I 

really avoid relying on intuitions in that way? If not, then I have to look now for 

arguments which will replace this bare appeal to intuitions, and if I am unable to find 

such arguments I will have to give up the respective requirements – a situation that 

would surely be fatal for the whole project.  

 The only way to prove whether I have fulfilled my own requirements is to look 

again at the way I have argued for these requirements. Let me begin with my 

argumentative support of the requirement requirement. There I claimed that we should 

fulfil the requirement requirement mainly because of the following three reasons: 

possible bias, better communication, greater efficiency. And none of these points 

depends in any essential way on an appeal to intuition. That philosophers are also prone 

to bias when it comes to choosing one explanation over another is a phenomenon surely 

well known to the reader. When a philosopher has been successful in explaining 

phenomenon A with his theory T, then he will be much more inclined to apply this 

theory also to other phenomena than philosophers do who have not chosen T before.  

 There is also another way to recognize the possible bias of philosophers. In order 

to become a philosopher working at a university, one has to undergo a long-lasting, 

highly specialized training. And so it is reasonable to assume that at least some 
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philosophers can be regarded as experts. Experts, however, are especially prone to bias, 

as several psychological investigations show. Michelene T. H. Chi remarks: 

 

Bias is probably one of the most serious handicaps of experts, especially in the medical 
profession. … I found the experienced physicians to manifest serious biases. We presented 
several types of cases to specialists, such as hematologists, cardiologists, and infectious disease 
specialists. Some were hematology cases, and others were cardiology cases. We found that 
regardless of the type of specialized case, specialists tended to generate hypotheses that 
corresponded to their field of expertise: Cardiologists tended to generate more cardiology-type 
hypotheses, whether the case was one of blood disease or an infectious disease …351  
 

 The points about better communication and greater efficiency are also 

independent from appeals to intuition. Two philosophers who propose different 

explanations of a priori knowledge can surely discuss their respective explanations 

(pointing out the disadvantages of the competing explanation) in order to make clear 

why their own explanation of a priori knowledge is the better or more plausible one. In 

most cases, however, every explanation of a priori knowledge has some weaknesses and 

some strengths. In such a case, fulfilling the requirement requirement enlarges the 

argumentative grounds on which to decide which explanation is better and will lead to 

better communication. The promised greater efficiency, finally, is based on the well-

known principle that a trial-and-error strategy will take more time and effort than first 

thinking of the requirements the envisaged explanation has to fulfil in order then to 

come up with such an explanation. 

 So, what about the informativity requirement? Here, to be sure, I have appealed to 

intuition. I asked the reader, Is it not quite obvious that an uninformative explanation of 

a priori knowledge is no desirable one? So let us look for an argument that supports the 

informativity requirement. Two are ready at hand. The first one rests on a certain 

understanding of science and of scientific explanations. According to that, science has a 

certain goal. Qua scientists, we want, inter alia, to gather more data about the world. 

This is not an appeal to intuition but simply a conception of the goal of science. 

Accordingly, one may argue that it is also philosophy’s goal to gather more data about 

the world, and that an uninformative explanation of a priori knowledge would not fit 

very well with that goal. 

 To be sure, one may reasonably object that philosophy is not a science, or that it is 

at least a so far unsupported thesis to claim that it is one. Then we may argue in the 

                                                           
351  Chi (2006:27) 
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following way: Philosophy is the love of wisdom, or, less metaphorically, a knowledge-

seeking enterprise. If philosophers really want to know more about the world, then an 

uninformative explanation of a priori knowledge will not be desirable. 

 In the case of the requirement of wide applicability, I have again appealed to the 

intuitions of the reader. I claimed that it is quite obviously not the goal of our 

epistemological research to investigate an explanation of a priori knowledge that can 

deal only with very few prima facie exemplary cases of a priori knowledge. However, I 

also presented reasons. I argued, firstly, that an explanation of a priori knowledge which 

is designed to deal with a wide range of prima facie exemplary cases is in some way 

more efficient and, secondly, it reduces the number of explanations that need to be 

compatible with each other. One may reasonably object that these arguments are only 

convincing if we want to work efficiently and if we want to reduce the number of 

available theories of a priori knowledge. But this is again a way one can understand the 

goal of philosophy or epistemology, and these are hardly assumptions which I can 

discuss in detail here. 

 Five requirements remain: the requirement requirement, the motivation 

requirement, the openmindedness requirement, the actuality requirement, and the 

reflexivity requirement. In the case of the requirement requirement and the motivation 

requirement, I have mainly referred to the possible bias of philosophers and argued that 

we can try to avoid such bias when fulfilling the requirements in question. It is 

important also to see that these two requirements are not ones that have essentially 

determined what my account of a priori knowledge looks like in the end; they are 

merely methodological requirements. 

 In arguing for the plausibility of the actuality requirement, I appealed to the 

intuitions of the reader that it would be a bad thing if philosophical methods were quite 

unreliable without our ever noticing it. It would be a worse thing, however, to have 

evidence for the fact that philosophical methods are often unreliable and to ignore the 

need for an investigation and improvement of these very methods. These are intuitions 

supported by our assumptions concerning the goal of science mentioned above. 

 The openmindedness requirement appealed to the intuition that we have to take 

into account the research of the other sciences dealing with a priori knowledge. In the 

case of intuitions, this mainly means to cooperate with psychologists and – if need be – 

to temporarily adopt their methods. This intuition arises from the assumption that in 

order to explain a priori knowledge, we have to take into account all the relevant 
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information we have access to. It is quite hard to find arguments in support of this 

assumption that do not appeal to the obvious. It is one of the most basic assumptions of 

science that in order to answer a given question, we have to consider all of the relevant 

information. We often recognize in hindsight that in cases where we had false beliefs we 

also did not take into account all the relevant information. Because it is certainly a basic 

goal of philosophers to gather true beliefs, it is hard to see how we should suspend the 

openmindedness requirement without giving up our most basic understanding of 

philosophy. 

 Finally, the reflexivity requirement. Somehow, we are back at the point with 

which we began on the very first page of this book. It certainly depends again on the 

assumption that we have to consider all relevant information in science. It also depends 

on the assumption that we want to make sure that we do not produce highly biased and 

corrupted answers to our philosophical questions. At the same time, it is difficult to 

argue for the reflexivity requirement, because it seems to be so obviously true. That, to 

be sure, may be just another highly biased and corrupted belief, despite all the 

arguments one could put forward in order to support it. When you, dear reader, are 

thinking in such a way, you have to come up with reasons why my respective belief is 

biased, and moreover: you would have to draw my attention to the beliefs or emotions 

or whatever, by which the belief is influenced. Doing this, you would already have 

applied the intuition-explaining stance. And if you think that the intuition-explaining 

stance is a good thing (which you reasonably would have to do, when applying it) you 

also have to apply it not only to metaphilosophical but also to philosophical claims. And 

wham, you are back in the boat. The boat bearing all those who fulfil the reflexivity 

requirement. The boat with you and me. 
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