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Summary

Analyzing the relationships between variables, and forecasting macroeconomic time se-
ries belong to one of the main objectives in economic analysis. With the rapidly growing
amount of available information the task becomes more challenging, but at the same time
the opportunity arises to become more and more accurate in forecasting and disentangling
the true nature of the relationships between variables. The following thesis addresses se-
lected aspects of these challenges and proposes some solutions to them. The results of the
first chapter provide new insight into the relationship between stock returns and trading
volume, which may be useful for investors trading on the stock market. Chapters 2 and
3 are especially relevant for central banks, institutions, and companies, which rely on the
accuracy of macroeconomic forecasts in their daily business.

More specifically, the first chapter explores the nature of the relationship between stock
returns and trading volume, using a novel asymmetric vector autoregressive (VAR) ap-
proach. In the financial literature so far the stock return - trading volume relationship
was usually analyzed with the help of linear models. We show that this approach may
provide misleading results. We implement an asymmetric VAR model, which allows for
non-linearities in the analyzed relationship, but also leads to correct results, if the relation-
ship is linear. A major advantage of this approach is the possibility to obtain asymmetric
impulse-response functions, which enable to predict the changes to one variable after a
shock in another one.

The second and the third chapters focus on forecasting macroeconomic time series. Both
deal with the problem of a large number of potential predictors relative to the number of
available observations. The second chapter introduces the Bayesian adaptive elastic net as
a solution to this problem. This method modifies the Bayesian elastic net by allowing for
adaptive shrinkage of the model coefficients. Although adaptive elastic net was already
used in the literature in the frequentist framework, it has not been used so far in the
Bayesian approach. The method helps to make the most out of the available data with the
help of some prior information on the parameters of interest. As it can shrink the irrelevant
predictors more than the relevant ones, it may be especially useful in forecasting.
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In addition to the problem of the large number of predictors relative to the number of
observations, the third chapter investigates the case when the dependent variable exhibits
business cycle pattern, and is observed at a lower frequency than the explanatory variables.
The usual solutions to the problem of different variable frequencies are aggregation of the
higher frequency variables or interpolation of the lower frequency variable. The first
solution leads to unnecessary information loss, while the second one is characterized by
arbitrariness. The method introduced in this thesis uses the values of the higher frequency
variables, which are observed relatively often and reported with a relatively short lag,
directly in the model to predict values of a variable, which is observed rarely and reported
with a considerable lag. The challenge is to make the most out of the available information
in the predictors, but at the same time to avoid the parameter proliferation. To deal with
this challenge we propose a new Markov-switching MIDAS model with unrestricted lag
polynomial, which we use with factors extracted through principal component analysis.
The following paragraphs give a more detailed outline of each of the three chapters.

The first chapter, which is a joint work with Prof. Ralf Brüggemann, Prof. Markus Glaser
and Steffen Schaarschmidt, focuses on the nature of the relationship between stock returns
and trading volume. We investigate non-linearities in this relationship by using daily data
for 16 European countries in an asymmetric vector autoregressive (VAR) model, which
has not been used in this context before. In this framework, we test for asymmetries
and analyze the dynamic relationship using a simulation based procedure for comput-
ing asymmetric impulse response functions. It is a novel, flexible approach, which goes
beyond the linear models, usually used in the literature to investigate the stock-return re-
lationship. We find that stock returns have a significant influence on trading volume, but
there is no evidence for the influence of trading volume on returns. Our analysis indicates
that responses of trading volume to return shocks are non-linear and the sign of the re-
sponse depends on the absolute size of the shock. Thus, using linear VAR models may
lead to wrong conclusions concerning the return - volume relationship. We also find that
after stock markets go up (down), investors trade significantly more (less) in small and
mid cap stocks, which supports the evidence for the theories of overconfidence, market
participation, differences of opinion, and disposition effect.

In the second chapter I introduce the Bayesian adaptive elastic net, which allows for
adaptive shrinkage of the model coefficients. The method modifies the Bayesian elastic
net by letting the irrelevant predictors to be shrunk more than the relevant ones. Such
additional flexibility may lead to an improvement in the predictive power of the model. I
test the forecasting performance of the Bayesian adaptive elastic net against least absolute
shrinkage and selection operator (lasso) model, adaptive lasso and elastic net (all used in
a Bayesian framework) in a series of simulations, as well as in an empirical forecasting
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exercise for macroeconomic Euro area data. The results suggest that elastic net is the
best model among the four Bayesian methods considered, but adaptive elastic net also
performs well and is the second best Bayesian model. Adaptive lasso, on the other hand,
shows the worst forecasting performance. Lasso is generally better than adaptive lasso,
but worse than adaptive elastic net. The differences in the performance of these models
become especially large when the number of regressors grows considerably relative to the
number of available observations. The results point to the fact that the ridge regression
component in the elastic net is responsible for its improvement in forecasting performance
over lasso. The adaptive shrinkage in some of the models does not seem to play a major
role, and may even lead to a deterioration of the model forecasting performance.

The third chapter is a joint work with Fady Barsoum, and was published in International

Journal of Forecasting in 2015. In this chapter we investigate the in- and out-of-sample
performance of mixed-frequency models of the MIDAS class with switching regimes for
US macroeconomic data. For modeling mixed-frequency data with business cycle pat-
tern we introduce the Markov-switching MIDAS model with unrestricted lag polynomial
(MS-U-MIDAS). Usually models of the MIDAS class use lag polynomials of a specific
function which impose some structure on the weights of the regressors included in the
model. This may deteriorate the predictive power of the model if the imposed structure
differs from the data generating process. When the difference between the available data
frequencies is small and there is no risk of parameter proliferation, using an unrestricted
lag polynomial might not only simplify the model estimation, but also improve its fore-
casting performance. We allow the parameters of the MIDAS model with unrestricted lag
polynomial to change according to a Markov-switching scheme in order to account for
the business cycle pattern observed in many macroeconomic variables. Thus we combine
the unrestricted MIDAS with a Markov-switching approach and propose a new Markov-
switching MIDAS model with unrestricted lag polynomial (MS-U-MIDAS). We apply
this model to a large dataset with the help of factor analysis. Monte Carlo experiments
and an empirical forecasting comparison carried out for the US GDP growth show that
the models of the MS-U-MIDAS class exhibit similar or better nowcasting and forecasting
performance than their counterparts with restricted lag polynomials.



Zusammenfassung

Die Analyse der Zusammenhänge zwischen verschiedenen Variablen und Prognos-
tizierung der makroökonomischen Zeitreihen gehören zu den Hauptzielen der em-
pirischen volkswirtschaftlichen Analyse. Mit dem schnell wachsenden Umfang der ver-
fügbaren Daten werden diese Aufgaben immer komplizierter, aber gleichzeitig steigen
auch die Chancen, eine präzise Prognoseschätzung zu erstellen oder die Art der Zusam-
menhänge zwischen den Variablen genauer zu erforschen. Die folgende Dissertation be-
fasst sich mit ausgewählten Aspekten dieser Herausforderungen und schlägt einige Lö-
sungen vor. Das erste Kapitel ermöglicht einen neuen Einblick in die Zusammenhänge
zwischen Aktienrenditen und Handelsvolumina und kann für Investoren auf dem Ak-
tienmarkt nützlich sein. Kapitel 2 und 3 sind besonders für Zentralbanken, Institutionen
und Unternehmen relevant, die auf die Richtigkeit der makroökonomischen Prognosen
angewiesen sind.

Das erste Kapitel untersucht die Beschaffenheit der Zusammenhänge zwischen Aktien-
renditen und Handelsvolumina mit Hilfe eines asymmetrischen vektorautoregressiven
Modells, das noch nie im diesem Kontext verwendet wurde. Bisher wurden nämlich
in diesem Kontext oft lineare Modelle verwendet. Wir zeigen aber, dass dieser Ansatz zu
falschen Resultaten führen kann. Wir implementieren ein asymmetrisches vektorautore-
gressives Modell, das mögliche Nichtlinearität in dem Zusammenhang zwischen Aktien-
renditen und Handelsvolumina berücksichtigt, aber gleichzeitig flexibel genug ist, um
richtige Ergebnisse auch im Fall eines linearen Zusammenhangs zu liefern. Ein Großteil
dieses Kapitels befasst sich mit der asymmetrischen Impuls-Antwort-Analyse, die hilfre-
ich sein kann, um die Änderungen in einer Variable nach einem Schock in einem anderen
vorherzusagen.

Das zweite und das dritte Kapitel konzentrieren sich auf die Prognose makroökonomis-
cher Zeitreihen. Beide Kapitel befassen sich mit dem Fall, in dem die Anzahl der Prädik-
toren groß im Verhältnis zur Anzahl der verfügbaren Beobachtungen ist. Um dieses
Problem zu lösen, wird in dem zweiten Kapitel das Bayesianische adaptive elastische
Netz eingeführt. Diese Methode verbindet die Informationen in den vorhandenen Daten
mit den a priori bekannten Informationen über die Parameter des Modells. Auf diese
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Weise wird die Schätzung ermöglicht, auch wenn die Anzahl der Prädiktoren groß im
Verhältnis zur Anzahl der verfügbaren Beobachtungen ist. Außerdem modifiziert die
von mir eingeführte Methode das Bayesianische elastiche Netz, in dem es ein adaptives
„Shrinkage” der Koeffizienten des Modells ermöglicht. Dank dieser Flexibilität haben
die Koeffizienten der Variablen, die irrelevant für die Prognoseschätzung sind, grössere
Shrinkage-Parameter als die Koeffizienten der Variablen, die gute Prädiktoren für die ab-
hängige Variable sind. Das Bayesianische adaptive elastiche Netz kann also durch die
große Shrinkage-Flexibilität besonders vorteilhaft in Prognoseschätzung sein.

In dem dritten Kapitel wird der Fall untersucht, in dem es eine große Anzahl poten-
zieller Prädiktoren gibt, die mit einer höheren Frequenz als die abhängige Variable
beobachtet werden, und gleichzeitig die abhängige Variable ein Konjunkturzyklus-Muster
aufweist. Um das Problem verschiedener Frequenzen der Variablen zu lösen, werden in
der Forschung meistens Aggregation der Variablen mit höherer Frequenz oder Interpola-
tion der Variable mit niedrigerer Frequenz verwendet. Die erste Lösung verursacht aber
den Verlust nützlicher Information, während die zweite durch Willkürlichkeit geprägt
wird. Deswegen wird hier eine andere Lösung vorgeschlagen. Man verwendet direkt
in dem Modell die Variablen, die mit einer relativ kurzen Verzögerung veröffentlicht
werden, um die Variable zu prognostizieren, die seltener beobachtet wird. Die Heraus-
forderung besteht darin, bestmöglich die verfügbaren Informationen in den Prädiktoren zu
extrahieren, und gleichzeitig eine starke Zunahme der Zahl zu schätzender Parameter zu
vermeiden. Dies wird mit Hilfe einer Faktoranalyse und Mixed Data Sampling (MIDAS)
Regressionen erreicht. Die folgenden Abschnitte geben einen detaillierten Überblick über
alle drei Kapitel.

Das erste Kapitel ist eine Gemeinschaftsarbeit mit Prof. Ralf Brüggemann, Prof. Markus
Glaser und Steffen Schaarschmidt. In diesem Kapitel betrachten wir die Beschaffenheit
der Zusammenhänge zwischen Aktienrenditen und Handelsvolumina. Wir untersuchen
die mögliche Nichtlinearität dieser Beziehung mit einem asymmetrischen vektorautore-
gressiven Modell. Wir verwenden für diesen Zweck Tagesdaten für 16 europäische
Länder. In diesem Rahmen testen wir auf Asymmetrien und untersuchen den dynamis-
chen Zusammenhang zwischen Aktienrenditen und Handelsvolumina, in dem wir asym-
metrische Impuls-Antwort-Funktionen mit einem simulationsbasierten Verfahren berech-
nen. Dieser Ansatz ist neu in der Forschung der Zusammenhänge zwischen Aktienren-
diten und Handelsvolumina, und viel flexibler als die linearen Modelle, die oft in der
Literatur in diesem Kontext verwendet werden. Wir finden, dass die Aktienrenditen einen
signifikanten Einfluss auf das Handelsvolumen haben, aber es gibt keine Evidenz für den
Einfluss des Handelsvolumen auf die Renditen. Unsere Analyse zeigt, dass die Reak-
tion des Handelsvolumen auf einem Schock in Renditen nichtlinear ist, und dass das



Zusammenfassung 6

Zeichen dieser Reaktion von der absoluten Größe des Schocks in Renditen abhängt. Aus
diesem Grund kann eine Analyse der Zusammenhänge zwischen Aktienrenditen und Han-
delsvolumina mit linearen Modellen zu falschen Schlussfolgerungen führen. Außerdem
zeigt sich, dass im Falle steigender (fallender) Aktienmärkte, Investoren signifikant mehr
(weniger) mit Small und Mid Caps handeln, was die Theorien der Selbstüberschätzung,
Markt-Beteiligung, Meinungsverschiedenheiten und des Dispositionseffekts unterstützt.

In dem zweiten Kapitel wird das Bayesianische adaptive elastische Netz eingeführt. Diese
Methode modifiziert das Bayesianische elastische Netz, in dem es das adaptive „Shrink-
age” der Modell-Koeffizienten erlaubt. Die Prognosegüte des Bayesianischen elastischen
Netzes wird mit ähnlichen Bayesianischen Methoden wie Lasso (least absolute shrinkage
and selection operator), adaptives Lasso und elastisches Netz verglichen. Der Vergle-
ich wird mit Hilfe Simulationen und einer empirischen Analyse für makroökonomische
Daten der Eurozone ausgeführt. Die Ergebnisse zeigen, dass das elastische Netz das beste
Modell unter den vier betrachteten Bayes-Methoden ist, obwohl das adaptive elastische
Netz auch gut funktioniert und das zweitbeste Bayes-Modell ist. Adaptives Lasso, ander-
erseits, zeigt die schlechteste Prognoseleistung. Lasso ist in der Regel besser als adaptives
Lasso, aber schlechter als das adaptive elastische Netz. Die Unterschiede in der Prognose-
leistung dieser Modelle werden besonders groß, wenn die Anzahl der Regressoren im
Verhältnis zur Anzahl der verfügbaren Beobachtungen erheblich steigt. Die Ergebnisse
weisen darauf hin, dass die Ridge-Regressions-Komponente in dem elastischen Netz für
die Verbesserung dessen Prognosegüte gegenüber Lasso verantwortlich ist. Das adap-
tive „Shrinkage” der Koeffizienten in einigen Modellen scheint keine wichtige Rolle zu
spielen und kann sogar zu einer Verschlechterung der Prognosegüte führen.

Das dritte Kapitel ist eine Gemeinschaftsarbeit mit Fady Barsoum und wurde 2015
in International Journal of Forecasting veröffentlicht. Wir untersuchen die Prog-
nosegüte der MIDAS-Modell-Klasse mit Regime-Switching. Die Modelle werden für
US makroökonomische Daten verwendet. Zur Modellierung der Daten, die mit ver-
schiedenen Frequenzen beobachtet werden und gleichzeitig Konjunkturzyklus-Muster
aufweisen, wird ein Markov-Switching-MIDAS-Modell mit einem unbeschränkten Lag-
Polynom (MS-U-MIDAS) eingeführt. Gewöhnlich werden für die Modelle der MIDAS-
Klasse Lag-Polynome einer bestimmten funktionellen Form verwendet, die eine gewisse
Struktur auf den Gewichten der Regressoren in dem Modell erzwingen. Dies kann die
Prognoseleistung des Modells verschlechtern, wenn die vorgegebene Struktur sich von
dem wahren datengenerierenden Prozess unterscheidet. Wenn die Differenz zwischen den
Frequenzen der verfügbaren Daten klein ist, und die Anzahl der zu schätzenden Param-
eter moderat ist, kann die Verwendung des unbeschränkten Lag-Polynoms nicht nur die
Modellschätzung vereinfachen, sondern auch seine Prognosegüte verbessern. Wir lassen
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die Parameter des MIDAS-Modells mit einem unbeschränkten Lag-Polynom (U-MIDAS)
nach dem Markov-Switching-Prinzip variieren, um den möglichen Konjunkturzyklus-
Muster in vielen makroökonomischen Variablen zu berücksichtigen. Wir verbinden also
das U-MIDAS-Modell mit einem Markov-Switching-Ansatz und führen ein neues MS-
U-MIDAS-Modell ein. Wir wenden dieses Modell auf einen großen Datensatz mit Hilfe
der Faktoranalyse an. Monte-Carlo-Experimente und ein empirischer Prognosevergle-
ich für das Wachstum des Bruttoinlandsprodukts der USA zeigen, dass die Modelle der
MS-U-MIDAS-Klasse ähnliche oder bessere Prognoseleistung als die Modelle mit einem
beschränkten Lag-Polynom aufweisen.
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1.1 Introduction

The relationship between stock returns and trading volume reveals important insights into
the workings of financial markets and makes it possible to test and discriminate between a
number of competing theories for market participants’ behavior (see e.g. Moosa and Sil-
vapulle (2000) or Griffin, Nardari, and Stulz (2007)). Yet, the nature of the return-volume
relationship is still heavily debated, as the research results have not been unequivocal
regarding issues as whether the relationship is uni- or bidirectional, contemporaneous or
dynamic, whether there are some asymmetric effects, and whether the responses to shocks
depend on the size of the shock. The last two issues are in the focus of this paper, as their
presence implies non-linearity and requires non-standard modeling methods.
Many studies dealing with the dynamic interactions between returns and volume apply
linear vector autoregressive (VAR) models (see e.g. Lee and Rui (2002) or Statman, Thor-
ley, and Vorkink (2006)). This is quite surprising, as non-linearities in the form of asym-
metries are omnipresent in financial markets. Stock returns in general, and the returns of
some investment strategies in particular display skewness (see e.g. Daniel and Moskowitz
(2013)), correlations are stronger in downward moving markets (see e.g. Daigler and You
(2010)), and investors react differently to positive and negative returns in bull and bear
markets (see e.g. Kim and Nofsinger (2007), Chen (2012)).
Many researchers also point to asymmetric effects in the return-volume relationship (see
e.g. Karpoff (1987) or Chordia, Huh, and Subrahmanyam (2007)). It is important to note
here that there is no single definition of asymmetry in this context in the literature. Some
researchers understand asymmetry as the situation when the reaction of one variable is dif-
ferent in absolute terms, depending on whether the shock to another variable is negative or
positive. Thus, they concentrate on the strength of the reaction to the shock, depending on
the shock direction (see e.g. Moosa, Silvapulle, and Silvapulle (2003)). Other researchers
pay more attention to the nature of the relation between the variables. They interpret a
situation when trading volume is correlated positively with positive price changes and
negatively with negative price changes as asymmetry (see e.g. Karpoff (1987) or Chen
(2012)), whereas the strength of the reaction to a positive or a negative shock is not in the
center of their analysis.
We see asymmetry in the return-volume relationship in opposition to the conclusions that
can be drawn from a standard VAR model. A linear VAR per construction cannot capture
any non-linearities, so if there are asymmetric effects in the data, such a model will lead
to biased results. To avoid this potential bias in linear VAR models, we use an asymmet-
ric VAR that allows negative and positive shocks to have fundamentally different impact
on the analyzed variables. For this purpose we adapt the approach of Kilian and Vig-
fusson (2011) who show in a macroeconomic application that ignoring non-linearities,
resulting from asymmetries, causes inconsistency of the model coefficient estimates and
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subsequently of estimated impulse response functions (IRFs). The asymmetric VAR pro-
vides consistent estimates both in the case when the asymmetric effects are present and
when the data generating process is symmetric. Thus, when we obtain different results
with the asymmetric VAR than one could get with a linear VAR model, we conclude that
the asymmetric effects in our model are necessary and the relationship between trading
volume and stock returns can be described as asymmetric. In contrast to the models com-
monly used to tackle the problem of non-linearity, the asymmetric VAR does not require
sophisticated estimation techniques and can be estimated by ordinary least squares (OLS)
applied equation by equation.
In this paper, we focus on impulse response functions from asymmetric VARs to analyze
the return-trading volume relationship. Impulse responses for this model are computed
using a simulation-based method in the spirit of Koop, Pesaran, and Potter (1996), as the
standard impulse responses based on the moving average representation provide biased
results in the presence of non-linearities. In order to assess the statistical significance of
the reaction to a shock, we use a wild bootstrap approach to obtain confidence intervals
for the response functions. To the best of our knowledge, we are the first to fully examine
the non-linearities in the relationship of stock returns and trading volume with the help of
an asymmetric impulse response analysis.1 By analyzing the impulse responses, we are
able to shed light on the question whether non-linearities in the return-volume relationship
exist, and whether more sophisticated models than a linear VAR are needed to accurately
model this relationship.
In order to test for asymmetric effects in the return-volume relationship, we run two types
of Wald tests. First, we conduct Wald tests for the joint significance of model coeffi-
cients (slope-based test), which is a standard instrument in the literature. Second, we also
use a novel Wald test, based on impulse-response functions, to check for asymmetries,
following the approach of Kilian and Vigfusson (2011). These authors argue that slope-
based tests are useful for single equation models, but they become uninformative for a
dynamic, multi-equation system, as the coefficients themselves contain little information
about the dynamics of the impulse response functions and their potential asymmetric be-
havior. Thus, compared to the standard approach in the literature, the impulse-response
based asymmetry test may provide additional insights into our analysis.
Our empirical analysis provides a number of interesting results. For stock markets of
16 selected European countries the descriptive analysis and statistical inference based on
daily data yield strong evidence for non-linearities in the return-volume relationship. We
find that the size of the shock in returns has a crucial effect on the direction and magnitude
of the response in trading volume. We find that trading volume increases for medium and

1Griffin et al. (2007) used non-linear impulse responses for a threshold VAR in their robustness checks.
However, they only present a tiny portion of the results for this model, as they find the return-volume
relationship quite symmetric, and the focus of their paper is on a linear VAR.
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large (±1 and ±2 standard deviations) absolute return shocks, whereas it decreases for
small (±0.25 standard deviation) absolute shocks. For most countries we also find that
shocks are transitory and their effects vanish after a few trading days. Finally, we provide
some evidence for the overconfidence, market participation, differences of opinion, and
disposition effect theories, as volume in small and mid cap stocks significantly increases
(decreases) after stock markets go up (down), and this effect persists for at least 20 trading
days in contrast to the effect for large cap stocks, which vanishes much faster. All results
are robust with respect to a number of variations in the empirical model specification.
Our paper is related to a number of other studies dealing with non-linearities in the return-
trading volume context. According to Epps (1975), traders react more strongly to positive
than to negative returns. Wang (1994) finds a positive correlation between volume and
absolute price changes. Hiemstra and Jones (1994) address the problem of non-linearities
by applying non-linear Granger causality tests. They find strong evidence of bidirectional
non-linear causality relationship between daily stock returns and NYSE trading volume.
Moosa et al. (2003) consider oil futures markets and show that linear models can only de-
tect unidirectional causality (from returns to trading volume), whereas non-linear models
detect bidirectional causality. They also find evidence for asymmetry using a threshold
vector autoregressive model - negative price and volume changes have more influence
on each other than positive changes. Gerlach, Chen, Lin, and Huang (2006) find strong
evidence that returns and volatility are non-linear functions of trading volume.
Gebka and Wohar (2013) use quantile regression to show that both low and high returns
imply more trading volume. In a recent study, Chen (2012) applies a regime-switching
model and finds strong evidence for contemporaneous asymmetric effects in the return -
trading volume relationship, which depend on the state of the world (bull vs. bear market
regime). The author also shows that when linear models are used, results depend heav-
ily on the sample period and unequivocal conclusions cannot be drawn based on such
analysis.
Overall, there is some evidence in the literature that the relationship between stock returns
and trading volume is non-linear and asymmetric and thus, linear models might provide
misleading results. Compared to the existing literature, our analysis is based on a flexible
econometric framework, tailored to give more detailed insights into the nature of the
return-trading volume relationship.
The remainder of the paper is organized as follows. Section 1.2 introduces the asymmetric
VAR model. Section 1.3 contains the description of the data, while Section 1.4 provides
empirical results on asymmetry and the impulse response analysis. Section 1.5 presents a
number of robustness checks before Section 1.6 concludes.
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1.2 The Asymmetric Vector Autoregressive Model

We introduce an asymmetric vector autoregressive (asymmetric VAR) model that allows
for asymmetric effects of both trading volume on returns and of returns on trading volume.
For this purpose, we define a vector yt, which includes the stock returns rt and the growth
rate of the trading volume tvt, i.e. we set yt = (rt, tvt)

′. In what follows, a generalization
of a model used by Kilian and Vigfusson (2011) is employed. To be more precise, we use
structural models of the form

A0yt = c+

p∑
i=1

Aiyt−i +

p∑
i=0

Biy
+
t−i + εt, (1.1)

where yt is a K-dimensional vector of endogenous variables as defined above, c is a fixed
K×1 vector of intercepts,Ai,Bi are fixedK×K coefficient matrices and y+t = (r+t , tv

+
t )′

is defined to capture possible asymmetries. In particular, we define

r+t =

 rt

0

if rt > 0

else
and tv+

t =

 tvt

0

if tvt > 0

else
.

To identify the structural shocks and to avoid problems related to endogeneity in the
model, we use a recursive system, i.e. we use a lower triangular matrix A0:

A0 =

[
1 0

−a21,0 1

]
.

Furthermore, we impose

B0 =

[
0 0

b21,0 0

]
and Bi =

[
0 b12,i

b21,i 0

]
, i = 1, . . . , p.

This recursive structure ensures that εt = (ε1,t, ε2,t)
′ is a vector of contemporaneously

uncorrelated structural shocks with zero mean and non-singular diagonal covariance ma-
trix Σε. In addition, we assume that εt is serially uncorrelated. This structure implies that
shocks to stock returns ε1,t may have an immediate - within one day - effect on the trad-
ing volume, whereas the converse is not true. This assumption is justified by the efficient
market rationale - the revelation of information on financial market variables should not
contain any information on future stock returns. Moreover, given that the contempora-
neous effects of returns are included in the second equation of (1.1), the error terms ε1,t
and ε2,t are uncorrelated.2 Thus, given the structure on A0 and B0, the parameters of the
equations in (1.1) can be estimated consistently and efficiently by ordinary least squares

2This can be easily seen by noting that for Bi = 0, i = 1, . . . p, the system reduces to a standard
recursive VAR.
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(OLS) applied equation by equation (see Kilian and Vigfusson (2011) for a detailed dis-
cussion on asymmetric VARs). Moreover, note that the structure on the Bi, i = 1, . . . p

implies that there may be asymmetric spillovers from returns to trading volume and vice
versa. In addition, we assume an immediate asymmetric effect from returns to trading
volume.
In order to test whether the asymmetric effects are significant and thus necessary in the
model, we implement a suitable testing procedure. A standard choice in the existing liter-
ature that examines the interactions between returns and trading volume is the Wald test
based on slope coefficients. Following this approach, we test in the system (1.1) the null
hypothesis b12,i = 0 for i = 1, . . . , p and b21,i = 0 for i = 0, . . . , p, respectively. In other
words, we test whether the relevant slope coefficients are jointly significant (slope-based
Wald test). Under the null hypothesis the asymmetric effects are jointly insignificant and
the model reduces to a linear bivariate VAR for returns and trading volume.
In addition to the commonly used slope-based test, we apply an alternative test for asym-
metry, based on impulse response functions obtained from the VAR system in (1.1). Kil-
ian and Vigfusson (2011) argue that while slope-based tests are useful for single equation
models, they become uninformative for a dynamic, multi-equation system, as the coeffi-
cients themselves contain little information about the dynamics of the impulse response
functions and their potential asymmetric behavior. Thus, it is possible that the responses
to a shock are symmetric, even if the slope-based test hints to asymmetries. Moreover,
although slope-based tests can distinguish between effects from positive and negative
shocks, they do not discriminate between shocks of different size. This is a major draw-
back as there is some evidence that the response of trading volume depends on the size of
the shock in returns (see Griffin et al. (2007)). The impulse-response based Wald test is
thoroughly described later at the end of this section after the computation of asymmetric
IRFs has been explained.
Due to the presence of the asymmetric terms r+t−i and tv+

t−i, the standard approach of esti-
mating impulse responses based on the moving average representation3 leads to inconsis-
tent parameter estimates. This point is convincingly illustrated by Kilian and Vigfusson
(2011) and is especially relevant for the case of small and moderate shocks, which are
most common on the stock market, as the bias of the impulse response estimates obtained
by standard methods is then especially high. In contrast, a simulation based approach for
the equations in (1.1) provides consistent estimates for impulse responses, even if asym-
metries are present. Thus, we follow the approach in Kilian and Vigfusson (2011) to
obtain asymmetric impulse response function (IRF) estimates:

1. First we obtain parameter estimates for (1.1) using OLS equation by equation on
the whole sample of observations. These estimates will be used for the next steps
of the algorithm.

3See e.g. Breitung, Brüggemann, and Lütkepohl (2004).
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2. We take non-overlapping blocks of p consecutive values of rt and tvt, starting from
period 1 until T − p. Each of these blocks is called a history. Each history s, with
s = 1, ..., [T/p], is the starting point for calculating conditional impulse response
functions.

3. Given the history s, we simulate two time paths for rt+h and tvt+h for h =

0, 1, ..., H , where h is the time horizon for the impulse response function. We set
H = 20 in our analysis. When generating the first time path, for h = 0 we set ε1,0
to a prespecified value δ, where δ is the size of the shock for which the impulse re-
sponse function is calculated. The realizations of ε1,t+h for h = 1, ..., H are drawn
as random blocks of lengthH from the empirical distribution of the estimated resid-
ual ε̂1. The realizations of ε2,t+h for h = 0, ..., H are drawn as random blocks from
the empirical distribution of the estimated residual ε̂2. When generating the second
time path, all ε1,t+h and ε2,t+h for h = 0, ..., H are drawn as random blocks from
their respective empirical distributions.

4. We calculate the difference tvt+h(δ, s) − tvt+h(s) between the two time paths for
h = 0, ..., H , obtained for the shock scenario in step 3.

5. We make m = 500 repetitions of steps 3 and 4 and we average the difference
obtained in step 4 across the m repetitions to obtain the impulse response function
of tvt+h at horizon h = 0, 1, ..., H to a shock of size δ, conditional on history s.

6. The unconditional response function Itv(h, δ) is the mean of the conditional re-
sponses from step 5 across all histories s.

To account for estimation uncertainty around the estimated IRFs, we report bootstrap
confidence intervals. Given the difficulties in the analytical derivation of the intervals
and the strong GARCH effects in the residuals of our estimated models, we propose a
wild bootstrap procedure in the spirit of Goncalves and Kilian (2004) for calculating the
confidence intervals around the IRFs Itv(h, δ):

1. Based on the estimated residuals ε̂1,t and ε̂2,t of (1.1), we simulate new residuals
ε̃1,t = η1,t · ε̂1,t and ε̃2,t = η2,t · ε̂2,t with ηi,t

i.i.d.∼ N(0, 1), i = 1, 2. This step is done
for j = 500 simulations.

2. With the simulated residuals we generate j = 500 new paths of r̃jt and t̃v
j

t .

3. For each pair of simulated time series r̃jt and t̃v
j

t we follow steps 1 to 6 from the
IRF calculation algorithm described above.

We end up with j = 500 paths of the unconditional Ijtv(h, δ), of which we take the 2.5%-
and 97.5%-percentile as a lower and upper value of the confidence interval.
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Having obtained the responses of trading volume to return shocks we apply the impulse
response based Wald test for asymmetry.4 Under the null hypothesis of symmetry positive
and negative shocks of the same size are the exact opposite to each other. In other words
we test H0 : Itv(h, δ) = −Itv(h,−δ) for all h = 0, 1, ..., H . If the null hypothesis can
be rejected, the impulse responses to a negative and positive shock of the same absolute
size do not create a mirror-image effect, and thus are very different from the pattern that
is imposed by the linear VAR model. Such a result would therefore be in favor of the
asymmetric VAR.
In order to conduct the test, we first calculate the unconditional IRFs of trading volume to
stock returns for both positive and negative shocks of size δ, as described above. Then we
jointly test for the symmetry of impulse responses for all h, where h = 0, 1, ..., H . The
H×H variance-covariance matrix of Itv(h, δ) + Itv(h,−δ), necessary for the calculation
of the Wald test statistic, is estimated by the same bootstrap procedure that is used for the
calculation of the confidence intervals. Given the asymptotic normality of the parameter
estimators in (1.1) the test statistic has an asymptotic χ2 distribution with H + 1 degrees
of freedom.

1.3 Data

We use country-specific value-weighted indices, as well as indices constructed by aggre-
gating data for all analyzed countries (aggregated data). We use all available stocks for
16 selected European countries (Austria, Belgium, Denmark, Finland, France, Germany,
Greece, Ireland, Italy, the Netherlands, Norway, Portugal, Spain, Sweden, Switzerland
and the United Kingdom) and obtain their respective daily stock prices and trading vol-
ume.5 The data covers the period between January 1990 and July 2012 (5891 obser-
vations6) and is obtained from Thomson Reuters Datastream. We choose the countries
according to data availability and their importance in terms of market capitalization. We
focus only on daily data from European financial markets, as this helps us to avoid the
problem of nonsynchronous trading, which would complicate the analysis if data from
Asian or U.S. markets were also taken into account (see e.g. Glaser and Schaarschmidt
(2012)). Summary statistics for all considered countries are shown in Table 1.A.1 in Ap-
pendix 1.A.
We include delisted stocks until they disappear, in order to prevent a possible survivorship

4This test is taken from Kilian and Vigfusson (2011), p. 437.
5“All available stocks” means all major securities, which are equities. We set the option “Primary Quote”

to “Yes”. All other features are set to “Default”. For prices, we use the adjusted price (data type “P”). For
all countries except for Germany, we download daily trading volume (padded, data type “VP”), which is
common trading volume (data type “VO”), replaced by the value from the previous day, if the stock is not
traded for some reason at this particular day. In order to prevent a possible illiquidity bias, we conduct a
thorough stock price and stock volume screening (as described in the text).

6For Ireland and Spain the sample is shorter and has 3173 and 5848 observations respectively.
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Figure 1.3.1: Stock returns and trading volume (log level and growth rate) for aggregated
data

bias as indicated by Brown, Goetzmann, Ibbotson, and Ross (1992). In addition, we
apply a data screening procedure similar to Ince and Porter (2006). We sort out firms with
market capitalization smaller than 0.5 million EUR, absolute daily returns higher than
50% and stock prices smaller than 1 EUR.
We calculate stock returns by taking first differences of the log prices: rt = ln(pricet) −
ln(pricet−1), which is a standard approach in the literature. When it comes to trading
volume, different ways are proposed in the literature to handle its non-stationarity. Some
studies take first differences of the log trading volume (e.g. Chen (2012)), whereas others
use moving averages to detrend the time series (e.g. Griffin et al. (2007)). There are also
some authors who apply alternative detrending methods (see Statman et al. (2006)), such
as Hodrick and Prescott (1997) filtering. As there is no consensus about the appropriate
transformation, we decide to use first differences of the log trading volume, i.e. we con-
sider tvt = ln(volumet)− ln(volumet−1) in our analysis, which is in line with the results
of the unit root tests.7 We check the sensitivity of our results with respect to different

7We conduct an Augmented Dickey-Fuller and Kwiatkowski–Phillips–Schmidt–Shin (KPSS) tests (see
Dickey and Fuller (1979) and Kwiatkowski, Phillips, Schmidt, and Shin (1992)). In unreported results both
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detrending methods in Section 1.5.
Figure 1.3.1 provides typical plots of log returns, log trading volume, and first differences
of log trading volume from January 1990 to July 2012 for aggregated data.

1.4 Empirical Results

In this section we report results of the empirical analysis of the return-volume relation-
ship. Using impulse-response analysis and different types of Wald tests, we investigate
possible asymmetries in the return-volume relationship, and whether those asymmetries
depend on the absolute size of the shock in returns. We also find a link between our em-
pirical results and behavioral finance explanations such as the theories of overconfidence,
market participation, disposition effect, and differences of opinion. We start with some
descriptive evidence for asymmetries in Section 1.4.1 and provide inference on impulse
responses in Section 1.4.2. Then we analyze to what extent volume reaction depends on
the size of a return shock in Section 1.4.3, followed by some explanations for our results
in Section 1.4.4.

1.4.1 Slope-based Tests and Descriptive Evidence for Asymmetry

We first investigate the presence of asymmetric effects in the return equation via a Wald
slope-based test. For each country and for the aggregated data we estimate the asym-
metric VAR from equation (1.1), choosing the lag length p by the Schwarz information
criterion (see Schwarz (1978)). Then we test the null hypothesis H0 : b12,i = 0 for all
i = 1, ..., p, using autocorrelation and heteroscedasticity consistent covariance estimator
and robust standard errors of Newey and West (1987). Table 1.4.1 summarizes the results.
Instead of reporting all estimated coefficients of the models, we provide a concise sum-
mary of the sign and significance of the estimated asymmetry coefficients. The first line
of each country entry refers to the coefficients in Bi of the first VAR equation, i.e. b12,i.
Clearly, for all countries and for the aggregated data we observe that almost none of the
b12,i estimates is significantly different from zero (as indicated by the ‘·’). According to
the p-values for the Wald statistic of joint significance reported in the last column, we
cannot reject the null hypothesis on the 5% significance level for any country and the
aggregated data. Greece and Sweden are the only countries for which we reject the null
hypothesis at the 10% significance level (p-values of 0.0599 and 0.0975 respectively). We
also report estimates for a typical country (France) in Table 1.A.2 in Appendix 1.A.8 As
most coefficients relating trading volume to returns in the first equation are insignificant,
we do not find evidence that trading volume has any impact on returns. This confirms

tests show for all countries and for the aggregated data that the first differences of log stock prices and log
trading volume are stationary, whereas raw series or log trading volume are not.

8Detailed estimation results for other countries are available on request.
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Table 1.4.1: Slope-based asymmetry test

Country B0 B1 B2 B3 B4 B5 B6 B7 B8 B9 B10 p-values
Austria 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0.9766

+ 0 + 0 − 0 − 0 − 0 − 0 − 0 − 0 · 0 − 0 < 0.001

Belgium 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0.8831
+ 0 · 0 − 0 − 0 − 0 − 0 − 0 − 0 · 0 · 0 < 0.001

Denmark 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0.4147
+ 0 · 0 − 0 · 0 − 0 − 0 · 0 − 0 − 0 · 0 < 0.001

Finland 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0.3431
+ 0 · 0 − 0 · 0 − 0 − 0 − 0 − 0 − 0 − 0 < 0.001

France 0 0 0 · 0 · 0 · 0 · 0 · 0.2813
+ 0 · 0 − 0 − 0 − 0 − 0 < 0.001

Germany 0 0 0 · 0 · 0 − 0 · 0 · 0 · 0 · 0 · 0 · 0.4929
+ 0 + 0 · 0 − 0 − 0 − 0 − 0 − 0 − 0 · 0 < 0.001

Greece 0 0 0 − 0 · 0 − 0 · 0 · 0 · 0 · 0.0599
+ 0 + 0 − 0 − 0 − 0 − 0 − 0 − 0 < 0.001

Ireland 0 0 0 · 0 · 0 · 0 · 0.7408
+ 0 · 0 − 0 − 0 − 0 < 0.001

Italy 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0.9344
+ 0 + 0 − 0 − 0 − 0 − 0 − 0 − 0 · 0 · 0 − 0 < 0.001

Netherlands 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0.2018
+ 0 · 0 − 0 − 0 − 0 − 0 − 0 · 0 · 0 · 0 < 0.001

Norway 0 0 0 · 0 · 0 · 0 · 0.4446
+ 0 · 0 − 0 − 0 − 0 < 0.001

Portugal 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0.8146
+ 0 + 0 − 0 − 0 · 0 − 0 − 0 < 0.001

Spain 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0.2138
+ 0 + 0 · 0 − 0 − 0 − 0 − 0 − 0 − 0 − 0 < 0.001

Sweden 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 − 0.0975
+ 0 + 0 · 0 − 0 − 0 − 0 · 0 · 0 − 0 − 0 < 0.001

Switzerland 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 + 0.1808
+ 0 + 0 − 0 − 0 · 0 − 0 − 0 · 0 · 0 · 0 < 0.001

UK 0 0 0 · 0 · 0 · 0 · 0 − 0 · 0 · 0 · 0 · 0.1675
+ 0 · 0 · 0 − 0 − 0 − 0 − 0 · 0 · 0 − 0 < 0.001

Aggregated 0 0 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 · 0 + 0 · 0.5240
data + 0 · 0 · 0 − 0 · 0 − 0 · 0 · 0 + 0 · 0 · 0 < 0.001

Note: The table reports sign and significance of estimated parameters in asymmetric VAR of the form
(1.1). We report results for asymmetry parameters in Bi only. 0 denotes a restricted coefficient, + positive
significant, − negative significant, · not significant (at 5% significance level). For each country, the first
row denotes the coefficients of the return equation, the second row the coefficients of the trading volume
equation. The last column reports p-values of the slope-based Wald tests for asymmetry in equation (1.1).
For each country, the first row entry gives the p-value for the test of H0 : b12,i = 0 for i = 1, . . . p, while
the second row gives the p-value for the test of H0 : b21,i = 0 for i = 0, . . . p. All statistics are based on
HAC covariance estimators of Newey and West (1987). Sample: January 1990 - July 2012.
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the results of many previous papers and is consistent with the efficient market hypothesis,
according to which financial market variables - such as trading volume - cannot help to
forecast stock returns. Basing on the results of the Wald test and on previous research, we
decide not to include asymmetric effects in the first (return) equation for further analysis.
Looking at the estimation results for the second equation in (1.1) (see results for France in
Table 1.A.2) we infer that both past trading volume and past, as well as contemporaneous
returns, have an effect on trading volume, as the respective coefficients are highly signifi-
cant. Positive stock returns imply a positive instantaneous reaction of trading volume for
all countries and for the aggregated data (as the sums of coefficients a21,0 and b21,0 are
positive). On the other hand, negative return shocks also imply a positive instantaneous
reaction of trading volume for all countries and for the aggregated data (as coefficients
a21,0 are negative). We can also observe a similar pattern for the first lags of returns.
For the trading volume equation in (1.1) we investigate the presence of asymmetric effects,
i.e. we test whether positive return shocks affect trading volume in a different way than
negative return shocks. The asymmetry is indicated by the significance of b21,i (i =

0, 1, ..., p) coefficients. We conduct a Wald test of joint significance of all b21,i and find
that the H0 : b21,i = 0 for i = 0, 1, ..., p is rejected at the 1% significance level for
all countries and for the aggregated data. Hence, the slope-based test indicates strong
asymmetric effects in the direction from stock returns to trading volume.
To sum up, slope-based tests provide evidence for trading volume being affected in a
different way by stock returns, conditional on the sign of the shock. Thus, allowing
for asymmetric effects in the second equation of (1.1) (the trading volume equation) is
necessary. In compliance with the efficient market rationale we find no evidence for
trading volume affecting stock returns or for any asymmetries in this relationship. Based
on these results, we modify the model from Section 1.2 by imposing that b12,i = 0 for all
i = 1, 2, ..., p. In the following, we therefore proceed with a VAR as in (1.1) but using

A0 =

[
1 0

−a21,0 1

]
and Bi =

[
0 0

b21,i 0

]
, i = 1, . . . , p. (1.2)

While slope-based tests are useful to assess asymmetries in single equation models, they
are not as informative as impulse-response based tests in systems of equations. Even when
the relevant coefficients are significant and indicate asymmetries, the impulse response
functions may still be symmetric, so the extension of the standard VAR model into a non-
linear one may not be justified. In order to check whether there are differences between
the results obtained from the symmetric and asymmetric models, we run a linear VAR on
returns and volume and compare it to the asymmetric VAR. To ensure comparability, we
allow for contemporaneous effects of stock returns on trading volume in the linear VAR
and compute simulation-based impulse responses for both models. Thus, the linear VAR
we estimate corresponds to the model defined by equation (1.1) without the asymmetric



Chapter 1: The Stock Return - Trading Volume Relationship in European Countries 20

0 2 4 6 8 10 12 14 16 18 20
−0.03

−0.02

−0.01

0

0.01

0.02

0.03

0.04

 

 
shock=−1, no asymmetry
shock=1, no asymmetry
shock=−1, asymmetry
shock=1, asymmetry

Figure 1.4.1: Response of trading volume to±1 standard deviation shock to stock returns
over the period of 20 trading days, obtained from linear and asymmetric VAR models.
Results for aggregated data. Sample: January 1990 - July 2012.

components, i.e. by imposing Bi = 0 for all i. We compare impulse responses from the
asymmetric VAR with those obtained for the linear VAR in order to evaluate the relevance
of asymmetries. Figure 1.4.1 shows accumulated responses of trading volume growth
to shocks in returns of size ±1 standard deviation.9 The responses for the individual
countries look similar, so we refrain from showing them here.
For both models trading volume responds immediately to the shock in returns (at horizon
h = 0). This is due to the fact that we implicitly allow for instantaneous reactions of
volume to return shocks. However, the shape of responses differs substantially for both
models. In the linear VAR setting, a +1 standard deviation return shock implies a re-
sponse of about −0.01% of trading volume. Due to symmetry, a −1 standard deviation
shock implies an exact opposite reaction - trading volume increases by 0.01%. Looking
at the asymmetric VAR model, we find completely different results. A +1 standard devi-
ation return shock is followed by an immediate increase of trading volume of more than
0.02%, while a negative shock of the same size causes an even higher immediate reaction
of volume. For larger h, the response function of trading volume for both negative and
positive shock moves slowly towards zero. However, after about 5 trading days volume
increases again for a positive shock and decreases for a negative one. After about 20
trading days, volume reverts back to its initial pre-shock level, indicated by the response
functions approaching zero. These results point to asymmetry in the return-volume rela-
tionship. Thus, our findings contradict the results of Griffin et al. (2007), who use a linear
VAR in their main analysis after concluding that negative and positive return shocks have

9A return shock of 1 standard deviation corresponds to an increase in returns of about 1% for the aggre-
gated data, and from 0.81% to 1.86% for individual countries.
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a fairly symmetric impact on turnover.

1.4.2 Inference on Impulse Responses

To account for estimation uncertainty we have computed approximate 95% wild bootstrap
confidence intervals (as described in Section 1.2) for the asymmetric IRFs. Figure 1.4.2
shows the results for different shock sizes for the aggregated data. Figures 1.A.1 and
1.A.2 in Appendix 1.A present the results for ±1 standard deviation shock for all 16
analyzed countries. A brief look at the results confirms the findings from the previous
section, i.e. the IRFs for positive and negative shocks of the same absolute size do not
resemble a mirror-image, imposed per construction by a linear VAR. Thus, linear VARs
should not be used to model the return - volume relationship, as that would lead to wrong
conclusions about the nature of this relation.
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Figure 1.4.2: 95% bootstrap confidence intervals for responses of trading volume to
shocks in stock returns over the period of 20 trading days. Shock size in standard de-
viations. Results for aggregated data. Sample: January 1990 - July 2012.
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Looking specifically at the results for a ±1 standard deviation shock for aggregated data
(lower left hand panels of Figure 1.4.2), we observe that trading volume significantly
increases instantaneously after a positive/negative return shock by about 0.03%, and ap-
proaches zero after about twenty trading days. When individual countries are considered,
the pattern is very similar - trading volume rises instantaneously in reaction to a ±1 stan-
dard deviation shock in returns. However, in most cases the IRFs revert to zero after just
2-3 trading days. The size of the instantaneous reaction of trading volume for individual
countries ranges from about 0.01% to 0.1%. Although statistically significant, such a re-
action may seem small at first glance, but we think that it is not economically unimportant.
Firstly, bearing in mind that the average trading volume for our sample exceeds 5 million
EUR, a response of 0.03% as a reaction to a very moderate shock is in absolute terms
not negligible. Secondly, this kind of moderate shocks occur quite frequently in financial
markets and thus should not be underestimated.10 And thirdly, looking at the IRFs for
bigger shocks (±2 standard deviations) from the lower right hand panels of Figure 1.4.2,
one can see that the response of trading volume does not change linearly with the shock
size, but grows overproportionally when shock increases from 1 to 2 standard deviations.
Thus, for even bigger shocks the response of trading volume might be large.
Our results are in line with Chen (2012), who finds a positive correlation of returns and
trading volume in bull markets and a negative correlation in bear markets. Since in bull
markets positive returns dominate negative returns, results are comparable. However,
Chen (2012) applies Markov-switching models in his analysis, and thereby assumes two
different data generating processes for both regimes. We, on the other hand, rely on the
asymmetric VAR model that treats positive and negative returns differently, and is much
easier to estimate.

1.4.3 Asymmetry and Shock Size

Linear VARs per construction cannot capture any asymmetric effects present in the return-
volume relationship. In addition, a standard VAR imposes a linear relationship between
returns and volume with respect to the shock size. That means that e.g. a +2 standard
deviation shock causes a reaction in the response variable that is twice the size of a reac-
tion to a +1 standard deviation shock. This is a very limiting assumption, especially in
the light of the evidence that small (absolute) shocks have proportionally different effects
than large (absolute) shocks. For instance, Griffin et al. (2007) find that small positive
return shocks lead to a positive reaction of turnover, while small negative shocks lead to
a turnover decrease. However, they also find that large and medium absolute shocks tend
to increase the trading volume, irrespective of their sign. That points to non-linearities in
the return-turnover relation. Therefore, in this section we focus on the magnitude and di-

10On average about 78% of stock returns in our data are within the range of ±1 standard deviation.
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Table 1.4.2: Impulse-response based Wald tests for responses of trading volume

H0 : Itv(h, δ) + Itv(h,−δ) = 0 H0 : Itv(h, δ)− Itv(h,−δ) = 0
Shock Size 0.25 s.d. 0.5 s.d. 1 s.d. 2 s.d. 0.25 s.d. 0.5 s.d. 1 s.d. 2 s.d.

Austria <0.001 <0.001 <0.001 <0.001 0.9971 0.9908 0.9508 0.9699
Belgium <0.001 <0.001 <0.001 <0.001 >0.9999 >0.9999 0.9999 0.9999
Denmark <0.001 <0.001 <0.001 <0.001 0.8677 0.8678 0.9100 0.8558
Finland <0.001 <0.001 <0.001 <0.001 0.9956 0.9955 0.9866 0.9880
France <0.001 <0.001 <0.001 <0.001 0.9664 0.9470 0.9715 0.9757

Germany <0.001 <0.001 <0.001 <0.001 0.9994 0.9975 0.9966 0.9962
Greece <0.001 <0.001 <0.001 <0.001 0.1893 0.0375 0.0048 0.0014
Ireland <0.001 <0.001 0.0014 <0.001 0.9995 0.9996 0.9994 0.9988
Italy <0.001 <0.001 <0.001 <0.001 0.4318 0.3071 0.3083 0.3118

Netherlands <0.001 <0.001 <0.001 <0.001 0.9355 0.8937 0.8713 0.8546
Norway <0.001 <0.001 <0.001 <0.001 0.9967 0.9991 0.9987 0.9984
Portugal <0.001 <0.001 <0.001 <0.001 0.8335 0.6769 0.5712 0.5173

Spain <0.001 <0.001 <0.001 <0.001 >0.9999 0.9999 >0.9999 >0.9999
Sweden <0.001 <0.001 <0.001 <0.001 0.9750 0.9606 0.8857 0.8588

Switzerland <0.001 <0.001 <0.001 <0.001 0.9999 0.9999 0.9999 0.9999
UK <0.001 <0.001 <0.001 <0.001 0.8325 0.6313 0.7327 0.7276

Aggregated <0.001 <0.001 <0.001 <0.001 0.0064 0.0070 0.0061 0.0052
Note: We report p-values for Wald-type tests of the null hypotheses H0 : Itv(h, δ) + Itv(h,−δ) = 0 and
H0 : Itv(h, δ) − Itv(h,−δ) = 0 for all h = 0, 1, 2, ...,H (with H = 20). The variance-covariance matrix
of the vector sum of responses is estimated by bootstrap simulation with m = 500 replications. The test
statistic is asymptotically χ2

H+1-distributed. We report results for shock sizes of 0.25, 0.5, 1, and 2 standard
deviations. p-values below 0.1 are in boldface. Sample: January 1990 - July 2012.

rection of volume responses depending on the return shock size, as motivated by previous
research.
Figure 1.4.2 presents trading volume responses to return shocks of different sizes and
magnitudes (±0.25, ±0.5, ±1, ±2 standard deviations11) for the aggregated data. One
can notice that medium and large absolute shocks (±1 and ±2 standard deviations) result
in an instantaneous, significant increase in trading volume, whereas very small absolute
shocks (±0.25 standard deviations) result in a significant decrease in trading volume.
For ±0.5 standard deviation shocks, we only find a borderline significant reaction of
trading volume. Overall, the direction of the response of trading volume depends on the
magnitude, but not on the sign of the shock.
Furthermore, while a linear VAR model implies that volume reaction to stock return
shocks is proportional, e.g. a return increase of 2 standard deviations is twice the reac-
tion to a return increase of 1 standard deviation, the asymmetric VAR yields different
results. We find that e.g. for the aggregated data a return decrease of 2 standard deviations
leads to a four times higher reaction of trading volume (+0.12%) than a return decrease
of 1 standard deviation (+0.03%), which confirms the non-linearity of the return-volume
relationship. The results for individual countries are similar (in many cases the differ-
ences between the reactions to a ±1 and ±2 standard deviation shocks are even higher

11On average 95% of stock returns in our data are within the range of ±2 standard deviations, so in our
analysis we cover the most common shock scenarios.
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than for the aggregated data), and also point to strong non-linearities in the return-volume
relationship. These results can be seen in Figures 1.A.3 and 1.A.4 in Appendix 1.A.
To formally investigate the symmetry of the response functions obtained from the asym-
metric VAR for different shock sizes, we conduct an impulse-response based Wald test,
following the approach of Kilian and Vigfusson (2011). We test the null hypothesis that
Itv(h, δ) + Itv(h,−δ) = 0 for all h = 0, 1, 2, ..., H jointly, which implies that the re-
sponses create a mirror-image effect, just as in the case of a linear VAR model (see our
discussion in Section 1.2 for details).
Analyzing the effects of a shock in returns on trading volume, we find for the aggregated
data, as well as for all individual countries that, regardless of the shock size, symmetry
is rejected according to the impulse response based Wald test at the 1% significance level
(see left panel of Table 1.4.2). Thus, apart from graphical evidence we obtain evidence
for asymmetries from a formal statistical test, and confirm that the return-volume relation
should not be modelled via a linear VAR.
Inspecting Figure 1.4.2 for the aggregated data, as well as Figures 1.A.1 and 1.A.2 for
individual countries, one can notice that the impulse response functions of volume to pos-
itive and negative return shocks of the same absolute size are very similar. This supports
the result of Ying (1966), who claims a positive relationship between trading volume and
absolute stock price changes. Consequently, we test whether Itv(h, δ) and Itv(h,−δ) can
be seen as equal. If we find out that the differences between Itv(h, δ) and Itv(h,−δ) are
statistically insignificant, we could simply use absolute returns in further analysis. We
modify the impulse response based Wald test from Section 1.2 and test the null hypothe-
sis H0 : Itv(h, δ)− Itv(h,−δ) = 0 for all h = 0, 1, 2, ..., H jointly. The results of the test
are presented in the right panel of Table 1.4.2. For all countries (except for Greece) and
for all considered shock sizes the H0 cannot be rejected, pointing to the equality of IRFs
for negative and positive shocks of the same size. Thus, it seems that in most considered
cases one could use absolute returns for the analysis. However, for the aggregated data
the null hypothesis can be rejected at the 1% significance level, which means that in spite
of the apparent similarity of Itv(h, δ) and Itv(h,−δ), they cannot always be treated as
identical. Thus, one should be careful when using absolute returns in their research.
Our results are partly in line with the findings of Griffin et al. (2007) who also find some
non-linearities in the return-volume relationship with respect to the sign and magnitude
of shocks. However, Griffin et al. (2007) conclude that the return-volume relationship is
quite symmetric and thereby use a linear VAR model in their main analysis. We come
to a different conclusion. Both graphical evidence and the results of tests for asymme-
try clearly reject the hypothesis of symmetric responses of trading volume to a shock
in returns for all considered countries and shock magnitudes, and point to strong non-
linearities in the return-volume relationship. Thus, we find conclusive and significant
evidence against the use of a linear VAR for modeling of this relationship.
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1.4.4 Possible Explanations for Trading Volume Responses

The question of how our results relate to the theories on the behavior of financial market
participants is of utmost importance for the understanding of the mechanisms that drive
the return-volume dynamics and for the market participants themselves. Many theories
concentrate on the explanation of the behavior of private investors and are especially
relevant for assets that are mainly traded by these investors. A widely used criterion to
identify such assets is firm size. Small and middle cap stocks are mainly traded by private
investors, contrary to large stocks, which are mainly traded by institutional investors (see
e.g. Statman et al. (2006)). Sorting firms by size on a monthly basis, we obtain three
groups of firms according to their market capitalization - in the small cap group we have
the 30% smallest firms, in the large cap group we have the 30% largest firms, and we call
the remaining group the mid cap group. We calculate the asymmetric IRFs for each of
these groups separately.
The results for the trading volume responses to a ±1 standard deviation shock in returns
are shown in Figure 1.4.3 for the aggregated data. We find significant effects (for at least
20 trading days) of the return shocks on trading volume for mid and small cap firms,
whereas for large cap firms these effects are not significant at a number of medium re-
sponse horizons and in the long run. This is an interesting result, as it shows that there are
some fundamental differences between the behavior of private and institutional investors.
To explain these differences, we resort to some theories concerning the behavior of private
investors.
The first theory that can explain the IRFs we obtain from the asymmetric model for mid
and small caps is the theory of overconfidence (see e.g. Daniel, Hirschleifer, and Sub-
rahmanyam (1998), Odean (1998b), Gervais and Odean (2001), Statman et al. (2006) or
Glaser and Weber (2009)). The theory states that high market returns result in some in-
vestors being overconfident about the accuracy of their information about the market. The
investors falsely interpret their gains from trading as the result of their ability to pick up
the right portfolio. The consequence is that they underestimate the trading risk and thus
tend to trade more in the following periods and engage in more risky investments. This
implies, as Gervais and Odean (2001) state in their paper, that trading volume is higher
after positive market returns, and lower after negative market returns. We can confirm this
finding in our analysis for small and mid cap firms, where private investors are strongly
involved.
The second theory that can explain our results is the participation theory. Orosel (1998)
finds that market participation rises after an increase, and falls after a decrease in stock
market returns. After an increase in returns investors perceive market participation as
more profitable than it used to be (relative to participation costs), and new traders enter
the market. After a decrease the trend is opposite, which is reflected in our results for
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Figure 1.4.3: 95% bootstrap confidence intervals for response of trading volume to ±1
standard deviation shocks in stock returns over the period of 20 trading days. Results for
small, mid and large cap firms using aggregated data. Sample: January 1990 - July 2012.

small and mid cap firms.
The third theory that may drive our results is the differences of opinion hypothesis (see
e.g. Harris and Raviv (1993) or Kandel and Pearson (1995)). According to this theory in-
vestors are heterogeneous with respect to their prior beliefs about the market and/or their
interpretation of the public information about the market. High absolute returns may in-
crease the differences of opinion among the investors, and the higher these differences are,
the higher the trading volume (see e.g. Bamber, Barron, and Stober (1999) and Antweiler
and Frank (2004)). This statement can, however, only explain the results for large cap
firms, as in their case trading volume rises immediately after a big shock, regardless of its
sign. For small and mid cap firms the volume increases after a positive, but decreases after
a negative shock. Glaser and Weber (2009) argue that high differences of opinion result-
ing from a negative return shock do not necessarily lead to the trading volume increase of
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the same extent as a positive shock of the same size. This is related to the fact that neg-
ative returns go together with paper losses, which investors are unwilling to realize (see
e.g. Odean (1998a)). Another explanation for different results for mid and small cap firms
may be the fact that when differences of opinion grow, some private investors may behave
differently than institutional investors. Thus, when overall the trading volume grows for
the whole market after a negative shock (which is reflected by the results for large caps),
some groups of investors may trade less (the case of mid and small caps).
Finally, the disposition effect hypothesis may also explain part of our results (see Odean
(1998a)). According to this theory, private investors are more willing to hold stocks that
are in a loss position and sell stocks that perform well. As a result, trading volume de-
creases in bear periods with many negative returns, and increases in bull periods, when
private investors reach their individual break-even stock prices and gain on their invest-
ment position. This behavior is reflected by our results for mid and small cap firms.
It is very probable that the results we obtained are caused by a mixture of the above-
mentioned theories. Stock market investors are highly heterogeneous and one cannot
plausibly assume that only one behavioral pattern drives them all.

1.5 Robustness

1.5.1 Volatility

In our main analysis, we consider a bivariate asymmetric VAR model of stock returns
and trading volume. However, there is a branch of theoretical and empirical research that
relates volume to return volatility (see, e.g. Harris and Raviv (1993) and Shalen (1993)).
Thus, ignoring volatility in the analysis might lead to biased results on the relationship
between returns and volume. In order to control for volatility in our framework, we in-
clude contemporaneous and lagged return volatility obtained from a GARCH(1,1) model
for the respective returns. Thus, the enlarged VAR system may be written in the form of
the equation (1.1) by using yt = (rt, volat, tvt)

′ and y+t = r+t , and imposing a recursive
structure with

A0 =

 1 0 0

a21,0 1 0

a31,0 a32,0 1

 and Bi =

 0

b21,i

b31,i

 , i = 0, . . . , p. (1.3)

This particular ordering of the variables ensures that returns can have an immediate effect
on both trading volume and volatility, and also volatility may affect volume instanta-
neously.
Our results do not change qualitatively after controlling for volatility. However, the return
effects on trading volume are more persistent, as for most analyzed countries the accu-
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mulated volume responses converge to zero more slowly than in the case of the bivariate
VAR. We provide graphs of the IRFs from the trivariate asymmetric VAR model for all
countries in Figures 1.A.5 and 1.A.6 in Appendix 1.A.

1.5.2 Detrending Method

Different ways of dealing with the non-stationarity of trading volume are proposed in the
literature. In order to test the robustness of our results to these different methods, we
investigate the asymmetric impulse responses obtained for trading volume detrended in
various ways. Our first alternative detrending method is the moving average. We subtract
the average trading volume over the last q trading days12 from the actual trading volume,
as proposed and applied by Griffin et al. (2007). Our second detrending method is the
Hodrick-Prescott (HP) filter of Hodrick and Prescott (1997), which has been used in the
related literature for instance by Statman et al. (2006).13 For both alternative detrending
methods the impulse responses are similar to the ones obtained using first differences of
log trading volume. Thus we refrain from showing these results in the paper.

1.5.3 Weighting Method

Apart from weighting portfolios according to their market capitalization in order to con-
struct country indices for returns and trading volume, we use equally-weighted stock port-
folios. While the results for portfolios weighted according to market capitalization are
driven by large firms, the impulse responses for equally-weighted portfolios resemble the
graphs for mid and small cap stocks (see Figure 1.4.3). Due to this similarity we refrain
from showing the graphs here.

1.5.4 Data Frequency

As the next robustness check, we analyze weekly data for stock returns and trading vol-
ume.14 By doing so, we can not only check the robustness of our results to data frequency,
but also compare our findings directly to a study by Griffin et al. (2007), who use weekly
data in their main analysis.
For the weekly data analysis, for most countries, we can observe a very similar pattern as
for daily data: large shocks imply a positive and instantaneous trading volume reaction,
whereas small shocks imply an instantaneous trading volume decrease. For weekly data
we also observe asymmetric effects, which cannot be captured by standard VAR models.

12We use window length parameters q = {20, 50, 100, 200}.
13We use λ = 1.000.000 and λ = 1.600 · 904 as the smoothing parameters for daily data.
14For weekly frequencies we use the volume data type “VO” and the adjusted stock price data type “P”

for all countries.
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We report graphs for the weekly data analysis in Figures 1.A.7 and 1.A.8 in Appendix
1.A.
On average Griffin et al. (2007) find a positive relation of stock returns and trading volume
in their analysis. This implies that investors trade more when past returns are positive, and
less when past returns are negative. We cannot confirm these finding in our weekly data
analysis. We find that for most countries moderate or big absolute return shocks (±1 or
±2 standard deviations) result in an immediate increase in trading volume, whereas for
small absolute shocks (±0.25 standard deviation) in an immediate decrease of trading
volume. Thus, in contrast to the finding of Griffin et al. (2007), we find that there are
strong non-linearities in the return-volume relationship.

1.5.5 Winsorizing

It is a well known fact that the empirical distribution of daily stock returns exhibits fat
tails, which means that extreme negative or positive returns are more frequent than a
normal distribution would imply. One could thus argue that the relationship between
trading volume and stock returns is in fact linear for the majority of observations in the
sample, and that the non-linearity is driven only by extreme negative and positive returns.
To limit the influence of outliers, we winsorize the data (log differences in trading volume
and log returns) at the 10% level. This means that we set all values that are larger than the
95% quantile or smaller than the 5% quantile of the data distributions to the respective
quantile. By doing so, we make sure that our results are not driven by some extreme
values. Excluding extreme returns from the sample does not change our results. We
refrain from showing the relevant graphs here due to their similarity to the figures for the
whole sample.

1.6 Conclusion

In this paper we investigate the dynamic relationship between daily stock returns and
trading volume in 16 selected European countries. For this purpose we use an asymmet-
ric vector autoregressive (VAR) model. For this model we compute non-linear impulse
responses, using a simulation based procedure. We test for asymmetric effects via slope-
based and impulse-response based Wald tests. Contrary to the commonly used linear
VARs our framework allows the IRFs to change non-linearly with the sign and magnitude
of a shock. Thus, our analysis is based on a more flexible econometric framework, tailored
to give more detailed insights into the nature of the return-trading volume relationship.
Our analysis indicates that stock returns have a significant influence on trading volume,
but there is no evidence for the influence of trading volume on returns. We also find strong
evidence that the responses of trading volume to stock returns are asymmetric. From the
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impulse-response based Wald tests, we find that asymmetry is present regardless of the
size of the shock.
Furthermore, we conclude that the sign of the responses depends on the absolute size
of the shock. Trading volume increases for medium (±1 standard deviation) and large
(±2 standard deviations) return shocks, whereas it decreases in reaction to small (±0.25

standard deviation) shocks.
Looking at the results of the analysis for small, mid and large cap firms separately, we find
that a positive (negative) shock in returns results in a significant, positive (negative) and
long-lasting effect on trading volume for small and middle cap firms with a high share of
private investors. For large cap firms, however, this effect is less pronounced. We think
that this result provides supportive evidence for the theories of overconfidence, market
participation, differences of opinion, and disposition effect.
Overall, we find that the relationship between stock returns and trading volume is strongly
non-linear and asymmetric. Consequently, using linear VAR models to analyze this re-
lationship may be misleading. Thus, non-linear methods, such as the asymmetric VAR
proposed in this paper, should be used to deal with the problem.
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1.A Appendix

Table 1.A.1: Summary Statistics

Start Date Mean Std.Dev. Firm MCAP Volume # Firms MCAP
Austria 01:1990 -0.0041 1.15 653 285 76 49,965

Belgium 01:1990 0.0031 1.09 1,439 438 92 131,932
Denmark 01:1990 0.0127 0.81 452 478 210 95,023
Finland 01:1990 0.0068 1.86 1,374 8,056 79 108,951
France 01:1990 0.0053 1.19 1,891 2,132 491 928,030

Germany 01:1990 -0.0024 1.20 1,457 7,155 490 714,379
Greece 01:1990 -0.0185 1.72 355 454 178 63,227
Ireland 07:2000 -0.0181 1.48 3,189 1,793 20 64,148
Italy 01:1990 -0.0077 1.36 2,117 14,126 173 365,654

Netherlands 01:1990 0.0077 1.21 2,284 6,414 162 370,300
Norway 01:1990 0.0091 1.25 540 3,404 204 110,123
Portugal 01:1990 -0.0065 1.06 808 2,579 51 41,474

Spain 03:1990 0.0055 1.26 2,574 11,090 128 330,440
Sweden 01:1990 0.0086 1.37 576 4,065 385 221,457

Switzerland 01:1990 0.0217 0.97 2,419 3,473 221 535,245
UK 01:1990 0.0047 1.01 1,722 18,412 1,104 1,900,591

Note: Summary statistics for the dataset used in the analysis. Sample: January 1990 - July 2012. Data
source: Thomson Reuters Datastream. Average daily returns (Mean) and their respective standard deviation
(Std.Dev.) are denoted in percentage points, average firm size (Firm MCAP) and average total market
capitalization (MCAP) in millions, whereas average trading volume (Volume) in thousands of EUR.

Table 1.A.2: Estimated asymmetric VAR for returns rt and growth rate of trading volume
(tvt) for France

rt = − 0.000119
(0.00033)

+ 0.0334
(0.016)

rt−1 − 0.0280
(0.0245)

rt−2 − 0.0529
(0.0192)

rt−3 + 0.0333
(0.0218)

rt−4

− 0.0381
(0.0212)

rt−5 − 0.000731
(0.00068)

tvt−1 + 0.000337
(0.0007)

tvt−2 + 0.0012
(0.00083)

tvt−3

− 0.000105
(0.00073)

tvt−4 + 0.000733
(0.0007)

tvt−5 + 0.0019
(0.0012)

tv+t−1 + 0.000615
(0.0011)

tv+t−2

− 0.0013
(0.0012)

tv+t−3 + 0.0014
(0.0013)

tv+t−4 − 0.0012
(0.0012)

tv+t−5 + ε̂1t

tvt = − 0.0023
(0.0074)

− 10.174
(0.58)

rt − 0.451
(0.54)

rt−1 + 0.725
(0.54)

rt−2 + 2.5
(0.57)

rt−3 + 1.25
(0.54)

rt−4

+ 4.4
(0.63)

rt−5 − 0.526
(0.018)

tvt−1 − 0.4
(0.019)

tvt−2 − 0.341
(0.017)

tvt−3 − 0.24
(0.016)

tvt−4

− 0.0166
(0.014)

tvt−5 + 19.42
(1.1)

r+t − 0.106
(0.93)

r+t−1 − 2.71
(0.95)

r+t−2 − 4.21
(0.99)

r+t−3

− 2.9
(0.93)

r+t−4 − 8.59
(1.00)

r+t−5 + ε̂2t

Note: Table reports OLS estimates of asymmetric VAR in (1.1). HAC standard errors are in parentheses.
Sample: January 1990 - July 2012.
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Figure 1.A.1: 95% bootstrap confidence intervals for responses of trading volume to ±1
standard deviation shocks in stock returns over the period of 20 trading days. Results for
selected European countries. Sample: January 1990 - July 2012. Part 1.
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Figure 1.A.2: 95% bootstrap confidence intervals for responses of trading volume to ±1
standard deviation shocks in stock returns over the period of 20 trading days. Results for
selected European countries. Sample: January 1990 - July 2012. Part 2.
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Figure 1.A.3: Response of trading volume to shocks in stock returns of different size over
the period of 20 trading days. Results for selected European countries. Sample: January
1990 - July 2012. Part 1.



Chapter 1: Appendix 38

0 5 10 15 20

−0.05

0

0.05

0.1

0.15

0.2

Netherlands

 

 
shock=−2
shock=−1
shock=−0.5
shock=−0.25
shock=0.25
shock=0.5
shock=1
shock=2

0 5 10 15 20

−0.05

0

0.05

0.1

0.15

0.2

Norway

 

 
shock=−2
shock=−1
shock=−0.5
shock=−0.25
shock=0.25
shock=0.5
shock=1
shock=2

0 5 10 15 20

−0.05

0

0.05

0.1

0.15

0.2

Portugal

 

 
shock=−2
shock=−1
shock=−0.5
shock=−0.25
shock=0.25
shock=0.5
shock=1
shock=2

0 5 10 15 20

−0.05

0

0.05

0.1

0.15

0.2

Spain

 

 
shock=−2
shock=−1
shock=−0.5
shock=−0.25
shock=0.25
shock=0.5
shock=1
shock=2

0 5 10 15 20

−0.05

0

0.05

0.1

0.15

0.2

Sweden

 

 
shock=−2
shock=−1
shock=−0.5
shock=−0.25
shock=0.25
shock=0.5
shock=1
shock=2

0 5 10 15 20

−0.05

0

0.05

0.1

0.15

0.2

Switzerland

 

 
shock=−2
shock=−1
shock=−0.5
shock=−0.25
shock=0.25
shock=0.5
shock=1
shock=2

0 5 10 15 20

−0.05

0

0.05

0.1

0.15

0.2

UK

 

 
shock=−2
shock=−1
shock=−0.5
shock=−0.25
shock=0.25
shock=0.5
shock=1
shock=2

Figure 1.A.4: Response of trading volume to shocks in stock returns of different size over
the period of 20 trading days. Results for selected European countries. Sample: January
1990 - July 2012. Part 2.
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Figure 1.A.5: Response of trading volume to shocks in stock returns of different size
over the period of 20 trading days. Results from asymmetric VAR including volatility
(see eq. (1.3)) for selected European countries. Sample: January 1990 - July 2012. Part
1.
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Figure 1.A.6: Response of trading volume to shocks in stock returns of different size
over the period of 20 trading days. Results from asymmetric VAR including volatility
(see eq. (1.3)) for selected European countries. Sample: January 1990 - July 2012. Part
2.
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Figure 1.A.7: Response of trading volume to shocks in stock returns of different size
over the period of 20 trading days. Results from asymmetric VAR using weekly data for
selected European countries. Sample: January 1990 - July 2012. Part 1.
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Figure 1.A.8: Response of trading volume to shocks in stock returns of different size
over the period of 20 trading days. Results from asymmetric VAR using weekly data for
selected European countries. Sample: January 1990 - July 2012. Part 2.
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2.1 Introduction

With the growing amount of data, researchers face the challenge of making the best use
of the available information for prediction. Including all potential predictors in a model
is usually either infeasible or comes at a cost of great parameter estimation uncertainty.
Consequently, methods which help to select the relevant variables (see e.g. least absolute
shrinkage and selection operator - lasso - of Tibshirani (1996) or stochastic search variable
selection - SSVS - of George and McCulloch (1993, 1997)) or estimate large models
without loss of prediction accuracy (see e.g. factor models of Stock and Watson (2002) or
Mixed Data Sampling Regression of Ghysels, Santa-Clara, and Valkanov (2002)) gain a
lot of attention recently.
In this paper I introduce the Bayesian adaptive elastic net, which can be very helpful in
forecasting with large datasets. The method uses different shrinkage for different predic-
tors, ideally shrinking the irrelevant ones to zero. The Bayesian framework makes the
estimation and statistical inference straightforward and helps to efficiently use the infor-
mation from a large set of potential predictors in forecasting. The method is tested in terms
of forecasting performance in a series of simulations, as well as in an empirical exercise
for Euro area macroeconomic data.1 Its performance is compared to the performance of
similar Bayesian methods, such as Bayesian lasso, Bayesian adaptive lasso and Bayesian
elastic net, as well as to the performance of two models estimated in a frequentist way:
a simple autoregressive model and a factor model. Bayesian adaptive elastic net shows
good and robust performance against Bayesian lasso and adaptive lasso. It also performs
quite well in comparison to Bayesian elastic net, although it can never beat its counterpart
without adaptive shrinkage. Its performance against the two frequentist methods depends
on the sample and specification of the models.
Bayesian adaptive elastic net belongs to the lasso-type methods. Lasso was first intro-
duced in the frequentist framework by Tibshirani (1996). It imposes an L1-penalty on the
regression coefficients. As a result some of the coefficients are shrunk, while others are set
to zero, which ensures the parsimony of the model and reduces the parameter uncertainty.
Although lasso enables simultaneous shrinkage and variable selection, it has some serious
drawbacks. Zou and Hastie (2005) point to the fact that it cannot deal with the problem
of multicollinearity, which is often an issue in high-dimensional models. Lasso can also
provide unstable results, especially for large datasets. Fan and Li (2001) and Zou (2006)
show that lasso provides asymptotically biased results for large coefficients. It can also
be inconsistent for model selection (see Zou (2006)).
As an improvement to lasso, two new methods were introduced. The first one is the adap-
tive lasso of Zou (2006), which lets the lasso shrinkage parameter vary with different

1I gratefully acknowledge that this work was performed on the computational resource bwUniClus-
ter funded by the Ministry of Science, Research and Arts and the Universities of the State of Baden-
Württemberg, Germany, within the framework program bwHPC.
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coefficients. It has the oracle property, which means that when the shrinkage parameter is
properly chosen, it performs as well as if the true underlying model were known. How-
ever, it cannot deal with the multicollinearity problem, and, similar to lasso, it can also
provide unstable results.
The second method that improves over the lasso is the elastic net of Zou and Hastie (2005),
which combines lasso with ridge regression. It simultaneously performs variable selection
and shrinkage, but it handles the multicollinearity problem better than the standard lasso.
It also can be seen as a stabilized version of lasso.
Zou and Hastie (2005) test the forecasting performance of elastic net through a series
of simulation exercises and for prostate cancer data against such models as linear regres-
sions, estimated by ordinary least squares (OLS), ridge regressions, lasso and naive elastic
net. In the empirical comparison elastic net outperforms all the other methods in terms of
prediction accuracy and sparsity, although one should keep in mind that OLS, ridge re-
gression and naive elastic net per construction select all variables. The simulation results
show that elastic net dominates lasso in terms of prediction accuracy if multicollinearity
is present in the data. However, elastic net tends to select more variables than lasso due
to the grouping effect. Zou and Hastie (2005) also test the elastic net in gene selection
for the case when the number of explanatory variables p is much larger than the number
of observations T , and find out that it is the best method among different classification
methods used in the analysis.
The elastic net, although being an improvement over lasso, lacks the oracle property. Fan
and Peng (2004) and Zou and Zhang (2009) argue that when the dimension of the model
is high, the estimation method should not only deal with the problem of multicollinearity,
but it also should have the oracle property to ensure the optimal large sample performance
of the model. Thus, Zou and Zhang (2009) introduce adaptive elastic net, which is a
combination of adaptive lasso and elastic net. It has the oracle property and at the same
time it can handle the problem of multicollinearity. They show in a simulation experiment
that their method performs better in finite samples than other similar methods (lasso,
adaptive lasso, elastic net, smoothly clipped absolute deviation penalty - SCAD (see Fan
and Li (2001)). Although the oracle property is irrelevant for the Bayesian approach, one
may presume that the method which performs well in the frequentist framework due to
its flexibility in the degree of shrinkage for different coefficients, will also perform well
in the Bayesian framework.
Bayesian estimation also provides new methods for obtaining shrinkage parameters,
which are crucial in lasso-type methods. In the frequentist approach shrinkage param-
eters are usually chosen through cross-validation. Li and Lin (2010) point to the fact that
in the case of methods with two shrinkage parameters (like elastic net) this might result
in a double shrinkage problem. This is due to the fact that the cross-validation procedure
of the Least Angle Regression algorithm for elastic net (LARS-EN algorithm) of Zou
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and Hastie (2005), used for the elastic net estimation, chooses the shrinkage parameters
sequentially (looks for λ1 for a given λ2). In the Bayesian estimation both shrinkage pa-
rameters are chosen simultaneously, which helps to avoid the double shrinkage problem.
Finally, Bayesian estimation makes statistical inference straightforward, which can be an
advantage for some applications. In the Bayesian estimation, one obtains the posterior
distributions of the parameters of interest. Thus, one can construct the credible intervals
easily, whereas the calculation of the standard errors for lasso-type methods in the fre-
quentist framework can be very problematic (see e.g. Kyung, Gill, Ghosh, and Casella
(2010) for a discussion on the problem).
Park and Casella (2008) were the first to introduce lasso into the Bayesian framework.
They proposed Gibbs sampling for lasso with Laplace prior in a hierarchical model. The
drawback of the Bayesian lasso is that it cannot automatically do the variable selection.
However, it does shrink the parameters and it also provides Bayesian credible intervals
which can help with the variable selection. Park and Casella (2008) compare Bayesian
lasso to frequentist lasso and OLS regression for diabetes data, finding that Bayesian lasso
yields similar estimation results to the frequentist lasso, and at the same time provides
credible intervals, which are not available for frequentist lasso applied to a finite sample.
Leng, Tran, and Nott (2014) propose Bayesian adaptive lasso, which allows for different
amount of shrinkage for each coefficient. They use a simulation exercise and an empirical
analysis for body fat data and prostate cancer data in their paper. They find that the
Bayesian adaptive lasso performs better in terms of model selection and prediction than
the lasso and adaptive lasso applied in a frequentist framework.
Li and Lin (2010) introduce Bayesian elastic net and describe different ways to do vari-
able selection in a Bayesian approach (e.g. based on credible intervals). Their simulation
exercise and empirical analysis for diabetes and prostate cancer data show that Bayesian
elastic net performs comparably in prediction to its frequentist counterpart, but it is better
in variable selection. It performs slightly worse for simple models, but much better for
complicated models.
Kyung et al. (2010) investigate the performance of various Bayesian lasso-type estimators
against their frequentist counterparts. They consider fused lasso of Tibshirani, Saunders,
Rosset, Zhu, and Knight (2005), group lasso of Yuan and Lin (2006), elastic net of Zou
and Hastie (2005) and adaptive lasso by Zou (2006). They conduct their analysis for
prostate cancer data, birth weight data and data on state failures2 in Asia, as well as for
a series of simulation exercises. They find that the performance of Bayesian lasso-type
methods is comparable or in some cases better than their frequentist counterparts in terms
of prediction mean squared errors.
Most of the papers which introduce lasso-type methods come from the fields of biology

2Kyung et al. (2010) define a state failure as a case when the government stops to function effectively,
which often results in their collapse in violence and disarray.
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and chemistry. There are, however, also some implementations in the field of economics.
For example, Korobilis (2013) investigates within the Bayesian framework the forecasting
performance of lasso, fused lasso, elastic net and adaptive shrinkage with t-prior and
Jeffreys prior. In his analysis he uses 129 US macroeconomic variables with quarterly
frequency on a time span from 1959 to 2010, and compares different Bayesian shrinkage
techniques with factor models in forecasting. He shows that for some cases the Bayesian
models outperform factor models.
Mol, Giannone, and Reichlin (2008) also compare Bayesian methods with factor mod-
els in terms of forecasting for the US macroeconomic data and find that Bayesian lasso
provides comparable results to principal component analysis.
Gefang (2014) introduces Bayesian doubly adaptive elastic net for a VAR model and
compares its forecasting performance for US macroeconomic data with the performance
of lasso, adaptive lasso, elastic net and adaptive elastic net for Bayesian VARs. She finds
that the performance of the Bayesian doubly adaptive elastic net is comparable to the
other methods, as well as to the performance of VAR with Minnesota prior.
The approach in this paper is in some ways similar to the approach of Korobilis (2013),
who also uses lasso and elastic net to forecast macroeconomic variables in a Bayesian
framework. However, the methods I use are slightly different and include also Bayesian
adaptive lasso and Bayesian adaptive elastic net. Moreover, I use a different dataset in the
empirical exercise, as I apply the Bayesian methods to the Euro-area data. Finally, in my
paper I include Monte Carlo simulations to compare the Bayesian methods for different
true data generating processes (DGP), whereas Korobilis (2013) focuses on the empirical
application only.
The remainder of the paper is structured as follows: Section 2 presents the lasso-type
models, and introduces the Bayesian adaptive elastic net and its estimation. Section 3
describes the design and results of the simulation exercise. Section 4 presents the results
of the empirical forecasting analysis for Euro area data. Section 5 concludes.

2.2 Methodology

2.2.1 Lasso-type methods in the frequentist framework

In this paper I consider the following model:

y = µ1T +Xβ + ε, (2.1)

where y is the T × 1 vector of the dependent variable values, µ is the mean, X is the
T × p matrix of standardized predictors, and ε iid∼ NT (0, σ2IT ). Thus one can write:

y|µ,X,β, σ2 ∼ NT (µ1T +Xβ, σ2IT ).
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Lasso
Lasso was introduced in the frequentist framework by Tibshirani (1996) as a method
for variable selection and shrinkage. The main idea behind this method is to shrink the
coefficients of the irrelevant predictors to zero. This is achieved by imposing an L1-
penalty on the regression coefficients. The residual sum of squares is minimized under
the condition that the sum of the absolute values of the regression coefficients is smaller
than a specific value. As a result some of the coefficients are shrunk, while others are set
to zero. This ensures the parsimony of the model and reduces the parameter estimation
uncertainty. The lasso estimator for model in (2.1) can be expressed as follows:

β̂L = arg min
β

{
(y − µ1T −Xβ)′(y − µ1T −Xβ) + λ

p∑
j=1

|βj|

}
.

Estimation is done with the help of the LARS algorithm of Efron, Hastie, Johnstone, and
Tibshirani (2004) (see also Osborne, Presnell, and Turlach (2000) for earlier algorithms).
The parameter λ regulates the degree of shrinkage. In the lasso approach, the same λ is
used for different parameters βj , which is one of the limitations of this method, as it could
be beneficial if the irrelevant predictors were shrunk more than the relevant ones.
Zou and Hastie (2005) also point to other drawbacks of this method. When the number of
predictors p is larger than the number of observations T , lasso selects at most T variables
due to the nature of the convex optimization problem. It also does not deal well with
multicollinearity, which is often an issue when handling large datasets. If there is a group
of highly correlated variables in the dataset, lasso tends to select only one of them (without
caring which one, e.g. it can select a dummy), and ignores the rest. Tibshirani (1996)
also finds that when the number of observations is higher than the number of predictors,
and some variables are highly correlated, the ridge regression tends to outperform lasso
in prediction. Lasso may also provide unstable results, especially for high-dimensional
models. Fan and Li (2001) and Zou (2006) show that lasso provides asymptotically biased
results for large coefficients, so it does not have oracle properties. Zou (2006) also shows
that it can be inconsistent for model selection.
These drawbacks may deteriorate the performance of lasso in variable selection and pre-
diction, especially for large datasets. Therefore, some modifications of this method have
been proposed in the literature. Those relevant for my work are: adaptive lasso, elastic
net and adaptive elastic net, which is in the special focus of this paper.
Adaptive lasso
The adaptive lasso of Zou (2006) is a more flexible approach than lasso, as it allows the
shrinkage parameter to differ for different βj:

β̂AL = arg min
β

{
(y − µ1T −Xβ)′(y − µ1T −Xβ) +

p∑
j=1

λj|βj|

}
.
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Zou (2006) shows that adaptive lasso has the oracle property. However, it can be as
unstable as lasso, and it does not solve the problem of multicollinearity in large datasets.
Elastic net
Zou and Hastie (2005) introduce the elastic net, which combines the lasso approach with
a ridge regression of Hoerl and Kennard (1970). The elastic net estimator is given by:

β̂EN = arg min
β

{
(y − µ1T −Xβ)′(y − µ1T −Xβ) + λ1

p∑
j=1

|βj|+ λ2

p∑
j=1

β2
j

}
.

Ridge regression imposes an L2-penalty on the regression coefficients. It can provide
stable results and deal with multicollinearity, but as it keeps all variables in the model, it
cannot provide a sparse solution. The elastic net combines the advantages of lasso and
ridge regression. It simultaneously does variable selection and shrinkage, but it does not
have some of the drawbacks of lasso. When there is a group of highly correlated variables,
elastic net allows for the whole group to be selected, thus catching ‘all the big fish’ (the
grouping effect). It also provides more stable results and can be seen as a stabilized
version of lasso. Zou and Hastie (2005) propose a LARS-EN algorithm for elastic net
estimation, which is a modified version of the LARS algorithm for lasso.
Adaptive elastic net
The elastic net, although being an improvement over lasso, lacks the oracle property. Zou
and Zhang (2009) argue that when the dimension of the model is high, the estimation
method should not only deal with the problem of high correlation among some of the
predictors, but it also should have the oracle property. Thus, they introduce adaptive
elastic net, which allows the shrinkage parameter of the L1-penalty to differ for different
coefficients:

β̂AEN = arg min
β

{
(y − µ1T −Xβ)′(y − µ1T −Xβ) +

p∑
j=1

λ1,j|βj|+ λ2

p∑
j=1

β2
j

}
.

Adaptive elastic net improves over the earlier methods, as it has the oracle property of
the adaptive lasso, and at the same time deals with multicollinearity. Both characteristics
are especially important when dealing with large datasets. Although for the Bayesian ap-
proach, implemented in this paper, the oracle property is not especially important, allow-
ing for more flexibility in the degree of shrinkage may lead to better model performance
in forecasting.

2.2.2 Bayesian estimation of adaptive elastic net

The frequentist lasso-type methods face problems in providing reliable standard errors.
Bayesian estimation, on the other hand, makes statistical inference straightforward, as it
provides the posterior distribution of the parameters of interest. Apart from that, Bayesian
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estimation makes it easier to obtain the optimal degree of shrinkage, as one can put a
prior on the shrinkage parameters and include their conditional posterior distribution in
the Gibbs sampler. This makes the Bayesian lasso-type methods an attractive alternative
to their frequentist counterparts.
Tibshirani (1996) suggests that lasso estimates can be seen as posterior mode estimates
when the regression parameters have independent and identical Laplace priors. Motivated
by this suggestion Park and Casella (2008) use the Laplace prior on parameters β in their
Bayesian analysis. To ensure unimodality of the full posterior distribution they condition
this Laplace prior on σ2:

π(β|σ2) =

p∏
j=1

[
λ

2
√
σ2

exp

(
−λ
σ
|βj|
)]

.

Park and Casella (2008) point to the fact that conditioning on σ2 is important, because if
the unimodality of the full posterior distribution is not present, Gibbs sampler converges
more slowly. Moreover, in the case of multiple posterior modes the point estimates are
less meaningful, as summarizing a multi-mode posterior distribution with a single poste-
rior mean or median cannot properly reflect the properties of this distribution and conse-
quently of the parameter of interest.
The prior that Park and Casella (2008) use for σ2 is an inverse gamma conjugate prior
with the shape parameter a and scale parameter b:

π(σ2) ∝ (σ2)−a−1 exp

(
− b

σ2

)
.

It is easy to see that when a → 0 and b → 0, the inverse gamma prior approaches the
following limiting prior:

π(σ2) ∝ 1

σ2
. (2.2)

This is a non-informative, improper, scale-invariant prior, which maintains the conjugacy
property of the inverse gamma prior and leads to a proper posterior (see Park and Casella
(2008) and Kyung et al. (2010)). The prior (2.2) is used in my paper to implement all
Bayesian methods.
For the Bayesian elastic net Zou and Hastie (2005) suggest a prior on β that is a mixture
between Gaussian and Laplacian priors. They also condition this prior on σ2 to ensure
unimodality of the posterior distribution:

π(β|σ2) ∝
p∏
j=1

[
exp

(
−λ1
σ
|βj|
)

exp

(
− λ2

2σ2
β2
j

)]
.

Thus, for the adaptive elastic net which allows for different degree of shrinkage for dif-
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ferent coefficients, one can write the conditional prior on β as follows:

π(β|σ2) ∝
p∏
j=1

[
exp

(
−λ1,j

σ
|βj|
)

exp

(
− λ2

2σ2
β2
j

)]
. (2.3)

A standard practice in the literature (see e.g. Park and Casella (2008), Kyung et al. (2010))
is to implement Bayesian lasso methods with the help of the Gibbs sampler. It is, however,
computationally difficult to use Gibbs sampler directly with the prior (2.3), as the absolute
values |βj| in this prior would result in unknown full conditional posterior distributions.
Thus, Gibbs sampler usually exploits the property of the Laplace distribution, which can
be written as a scale mixture of a normal distribution with an exponential mixing density
(see Andrews and Mallows (1974)):

k

2
exp(−k|l|) =

∫ ∞
0

1√
2πs

exp

(
− l

2

2s

)
k2

2
exp

(
−k

2

2
s

)
ds. (2.4)

Setting s = τ 2j , k = λ1,j , and l = βj , we may transform (2.3) into the following:

π(β|σ2, τ 21 , ..., τ
2
p ) ∝

p∏
j=1

[
exp

(
− λ2

2σ2
β2
j

)
× A

]
,

where

A =

∫ ∞
0

1√
2πσ2τ 2j

exp

(
−

β2
j

2σ2τ 2j

)
λ21,j
2

exp

(
−
λ21,jτ

2
j

2

)
dτ 2j .

This gives the conditional prior on β for the adaptive elastic net, which is:

βj|σ2, τ 21 , ..., τ
2
p ∼ N

(
0,

σ2τ 2j
λ2τ 2j + 1

)
or written as a vector:

β|σ2, D ∼ Np(0p, σ
2D), where D = diag

{
τ 21

λ2τ 21 + 1
, ...,

τ 2p
λ2τ 2p + 1

}
.

The introduction of the hyperparameters τ 21 , ..., τ
2
p enables an easy implementation of the

Gibbs sampler, as through the transformation (2.4) a normal conditional prior on β is
obtained. However, the introduction of the hyperparameters τ 21 , ..., τ

2
p into the model

hierarchy has also consequences for the shrinkage of the β coefficients.3 Looking at
the prior covariance matrix D one can observe that the degree of shrinkage of the β
coefficients depends also on the hyperparameters τ 21 , ..., τ

2
p .

In the Bayesian approach there are two popular methods of obtaining the shrinkage pa-

3I thank Christoph Frey for drawing my attention to this point.
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rameters λ1,j for j = 1, ..., p and λ2. One may use the Empirical Bayes approach with
marginal maximum likelihood estimation (MLE) (see Casella (2001) or Atchade (2011)).
Alternatively one may treat the shrinkage parameters as random variables and include
them in the Gibbs sampler by imposing priors on them (see Park and Casella (2008)).
The advantage is the easy implementation of the Gibbs sampler. Also Kyung et al. (2010)
argue that using a Gibbs sampler is faster than the marginal MLE and the estimates they
obtain with both methods are very similar in all considered examples. In addition, the
choice of the hyperparameters of the priors for the degree of shrinkage should have in
theory a relatively small influence on inference, as these are the parameters which are
deeper in the hierarchy (see Lehmann and Casella (1998), p. 260). I choose to follow
this approach, because on the one hand it is a convenient way of obtaining the shrinkage
parameters, and on the other hand, it also helps to account for the uncertainty connected
to its selection, which affects the parameters of interest.
Following the literature (see e.g. Kyung et al. (2010), Park and Casella (2008), Gefang
(2014) or Korobilis (2013)) I set the exponential prior on τ 2j and the gamma priors on λ21,j
and λ2 as:

τ 21 , ..., τ
2
p ∼

p∏
j=1

[
λ21,j
2

exp

(
−
λ21,jτ

2
j

2

)]
, where τ 21 , ..., τ

2
p > 0

λ21,1, ..., λ
2
1,p ∼

p∏
j=1

[
δ
r1,j
1,j

Γ(r1,j)
(λ21,j)

r1,j−1 exp(−δ1,jλ21,j)

]

λ2 ∼
δr22

Γ(r2)
λr2−12 exp(−δ2λ2).

For the gamma priors put on the shrinkage parameters λ21,j and λ2 the hyperparameters
r1,j and r2 are the shape parameters, while δ1,j and δ2 are the inverse scale parameters.
For the parametrization of the gamma distribution used in this paper,4 smaller values
of the hyperparameters r1,j , r2, and δ1,j , δ2 lead to larger shrinkage of the coefficients
(parameters λ1,j and λ2 are larger).
To obtain the posterior distribution, one needs the likelihood function, which is given by:

L(µ,β, σ2) =
1

(2πσ2)T/2
exp

(
− 1

2σ2
(y − µ1T −Xβ)′(y − µ1T −Xβ)

)
.

To simplify the calculations one may integrate µ out. For this purpose, I set ỹ = y− ȳ1T ,
where ȳ is the average of the elements in y. As the columns of X are standardized, one

4The parametrization of the gamma distribution used in this paper is the following:

f(z; c, d) =
1

Γ(c)
zc−1dce−dz, with z ≥ 0, c > 0 and d > 0,

where Γ(c) = (c− 1)! is the gamma function.
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can write following Park and Casella (2008):

(y − µ1T −Xβ)′(y − µ1T −Xβ)

= (ỹ + ȳ1T − µ1T −Xβ)′(ỹ + ȳ1T − µ1T −Xβ)

= (ȳ1T − µ1T )′(ȳ1T − µ1T ) + (ỹ −Xβ)′(ỹ −Xβ)

= T (ȳ − µ)2 + (ỹ −Xβ)′(ỹ −Xβ).

Thus the the full conditional distribution of µ is N(ȳ, σ2/T ), and ỹ ∼ NT (Xβ, σ2IT ),
which gives the modified likelihood function:

L(β, σ2) =
1

(2πσ2)(T−1)/2
exp

(
− 1

2σ2
(ỹ −Xβ)′(ỹ −Xβ)

)
.

Combining the likelihood function with the prior information on the parameters, gives the
following full posterior distribution:

π(θ|ỹ,X) ∝ 1

(2πσ2)(T−1)/2
exp

(
− 1

2σ2
(ỹ −Xβ)′(ỹ −Xβ)

)
× 1√

(2π)p
∏p

j=1

(
σ2τ2j
λ2τ2j +1

) exp

(
− 1

2σ2
β′D−1β

)
× 1

σ2

×
p∏
j=1

[
λ21,j
2

exp

(
−
λ21,jτ

2
j

2

)]
×

p∏
j=1

[
δ
r1,j
1,j

Γ(r1,j)
(λ21,j)

r1,j−1 exp(−δ1,jλ21,j)

]

× δr22
Γ(r2)

λr2−12 exp(−δ2λ2),

where θ = {β, σ2, τ 21 , ..., τ
2
p , λ

2
1,1, ..., λ

2
1,p, λ2}.

As the full posterior distribution does not have a form of any known distribution, and is
quite complicated, it is not possible to draw directly from it. Instead a Gibbs sampler
is implemented, which draws random values from the distributions of β, σ2,

{
τ 2j
}p
j=1

,{
λ21,j
}p
j=1

and λ2, conditional on the current values of the rest of the parameters. The full
conditional posterior distributions for all the parameters of the model are given by:

β|σ2,
{
τ 2j
}p
j=1

,
{
λ21,j
}p
j=1

, λ2,X, ỹ ∼ Np

(
(X ′X +D−1)−1X ′ỹ, σ2(X ′X +D−1)−1

)
σ2
∣∣β,{τ 2j }pj=1

,
{
λ21,j
}p
j=1

, λ2,X, ỹ ∼ inv. gamma

(
T − 1 + p

2
,

1

2

(
(ỹ −Xβ)′(ỹ −Xβ) + β′D−1β

))
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1

τ 2j

∣∣∣∣β, σ2,
{
λ21,j
}p
j=1

, λ2,X, ỹ ∼ inverse Gaussian

(√
λ21,jσ

2

β2
j

, λ21,j

)
for j = 1, ..., p

λ21,j
∣∣β, σ2,

{
τ 2j
}p
j=1

, λ2,X, ỹ ∼ gamma
(
r1,j + 1,

τ 2j
2

+ δ1,j

)
for j = 1, ..., p

λ2|β, σ2,
{
τ 2j
}p
j=1

,
{
λ21,j
}p
j=1

,X, ỹ ∼ gamma

(
p

2
+ r2,

1

2σ2

p∑
j=1

β2
j + δ2

)
.

Drawing from the normal, inverse gamma and gamma distributions is straightforward
and can be easily implemented with most statistical programs. To sample from the in-
verse Gaussian distribution I use the method introduced by Michael, Schucany, and Haas
(1976).
The full conditional posterior distributions for lasso, adaptive lasso and elastic net can be
found in Appendix 2.A.

2.3 Simulation exercise

2.3.1 Simulation design

The data used in the simulations come from the following true data generating process
(DGP):

y = Xβ + σε,

where y is the T × 1 vector of the dependent variable values, X is the T × p matrix of
predictors, and εi

iid∼ N(0, 1) for i = 1, ..., T .
In each simulation set I use 500 Monte Carlo replications. The first four simulation sets
are based on the simulations carried out in the papers of Tibshirani (1996), Zou and Hastie
(2005) and Kyung et al. (2010). The fifth simulation set is based on the values estimated
from the data, used in the empirical analysis in this paper. In all simulation sets, datasets
of T = 100 are generated, where the first 70 observations are used for the in-sample
estimation, and the last 30 for forecasting. I describe the simulation sets in the following:

• Set 1: The number of predictors is p = 20. I set σ = 3 and β1 = 3, β2 = 1.5,
β5 = 2. The other parameters βj are set to zero. The pairwise correlation between
xi and xj is set to be corr(i, j) = 0.5|i−j|.

• Set 2: Here βj = 0.85 for all j = 1, ..., 20. Everything else is just as in Set 1.

• Set 3: The number of predictors is p = 40. I set σ = 15 and β = (0′,2′,0′,2′)′,
where 0 and 2 are vectors of length 10 and elements 0 and 2 respectively. The
pairwise correlation between xi and xj is set to be corr(i, j) = 0.5 for i 6= j.
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• Set 4: The number of predictors is p = 40. I set σ = 15 and βj = 3 for j = 1, ..., 15,
whereas βj = 0 for j = 16, ...40. The variablesX are generated as follows:

xj = Z1 + εxj , Z1 ∼ N(0, 1), j = 1, ..., 5

xj = Z2 + εxj , Z2 ∼ N(0, 1), j = 6, ..., 10

xj = Z3 + εxj , Z3 ∼ N(0, 1), j = 11, ..., 15

xj
iid∼ N(0, 1), j = 16, ..., 40,

where εxj
iid∼ N(0, 0.01) for j = 1, ..., 15.

In order to be able to test the capability of the models to deal with multicollinearity,
three groups of 5 highly correlated variables and 25 pure noise features are gener-
ated in this set.

• Set 5: This set is designed to imitate the correlation structure of the dataset used
in the empirical analysis in Section 2.4, so that the results obtained from simu-
lations and in the empirical exercise are comparable. I simulate datasets with 37
predictors. I include 2 lags of each predictor in the model, so that there are al-
together 74 regressors. The matrix X is constructed in such a way that the first
37 columns include the first lag of all predictors, and the next 37 columns in-
clude the second lag of all predictors. The coefficient matrix β is chosen arbitrary
and does not reflect the actual dependencies in the dataset from Section 2.4. I set
β = (0′10×1,2

′
10×1,0

′
10×1,2

′
10×1,0

′
10×1,1

′
10×1,0

′
10×1,1

′
4×1, )

′, where 0, 1 and 2 are
vectors with elements 0, 1 and 2 respectively. The variables X are generated as an
AR(1) process:

Xt,j = αj + ρj ·Xt−1,j + εt,j, j = 1, ..., 37,

where αj and ρj are AR(1) estimates for the variables in the empirical dataset, while
εj are drawn from a multivariate normal distribution with zero mean and covariance
matrix estimated from the empirical dataset.

Following Park and Casella (2008) I set the hyperparameters of the gamma priors for λ1,j
and λ2 in all simulation sets to r1,j = r2 = 1.0 and δ1,j = δ2 = 1.78 for all j = 1, ..., p.

2.3.2 Simulation results

The out-of-sample performance of the models is evaluated in terms of the Mean Squared
Error (MSE) and the log-score. MSE is defined as the average of the squared differences
between the predicted values of the dependent variable ŷt+h|t and the actually observed



Chapter 2: Forecasting with Bayesian Adaptive Elastic Net 56

Table 2.3.1: Out-of-sample Mean Squared Error of adaptive elastic net (AEN), elastic net
(EN) and adaptive lasso (AL) relative to MSE of lasso (L)

Simulation AEN vs. L EN vs. L AL vs. L
set p 25th 50th 75th 25th 50th 75th 25th 50th 75th

h=1
1 20 0.993 1.003 1.014 0.963 0.983 0.999 1.018 1.030 1.044
2 20 0.972 0.979 0.987 0.958 0.974 0.987 1.002 1.013 1.021
3 40 0.929 0.947 0.962 0.835 0.869 0.900 1.130 1.168 1.210
4 40 0.978 0.990 1.006 0.904 0.931 0.959 1.097 1.143 1.198
5 74 0.856 0.886 0.912 0.715 0.767 0.818 1.382 1.509 1.653

h=2
1 20 0.989 1.002 1.012 0.956 0.975 0.994 1.023 1.034 1.046
2 20 0.967 0.976 0.983 0.952 0.968 0.982 1.006 1.014 1.023
3 40 0.926 0.945 0.960 0.826 0.861 0.897 1.134 1.175 1.227
4 40 0.975 0.991 1.006 0.904 0.933 0.962 1.092 1.141 1.208
5 74 0.853 0.883 0.910 0.715 0.765 0.815 1.388 1.510 1.654

h=4
1 20 0.990 1.002 1.013 0.957 0.979 0.998 1.017 1.033 1.048
2 20 0.967 0.977 0.986 0.951 0.968 0.984 1.005 1.014 1.024
3 40 0.926 0.944 0.964 0.830 0.868 0.906 1.120 1.168 1.222
4 40 0.979 0.992 1.011 0.903 0.936 0.963 1.082 1.134 1.191
5 74 0.847 0.880 0.916 0.703 0.760 0.825 1.373 1.513 1.677

Note: The table presents the Bayesian estimation results of simulations for 500 Monte Carlo repli-
cations. For each replication data are generated according to one of the five simulation sets described
above. The Bayesian adaptive elastic net, elastic net, adaptive lasso and lasso are estimated and their
out-of-sample fit for forecasting horizons h = 1, 2 and 4 is measured by the Mean Squared Error. The
table presents the 25th, 50th and 75th percentiles of the ratio of the MSE of the adaptive elastic net, elastic
net and adaptive lasso to the MSE of lasso over all 500 simulated datasets. Values below/above 1 indicate a
better/worse out-of-sample performance of the model in comparison to lasso.

values of yt+h:

MSE =

∑T−h
t=τ (ŷt+h|t − yt+h)2

T − τ − h
,

where τ denotes the beginning of the evaluation period, and h is the forecasting horizon.
The second performance measure is based on the predictive likelihood. The predictive
likelihood is the predictive density for yt+h (conditional on the data available until t),
evaluated at the actually observed value of the dependent variable in time t+h. For every
Gibbs sampler iteration one can calculate the value of the predictive likelihood for the
given value of the model parameters. Then the mean predictive likelihood over all Gibbs
sampler iterations can be calculated. The log-score is the sum of the logarithms of the
mean predictive likelihood over all forecasting periods:

T−h∑
t=τ

log p(yt+h|yt, ..., y1),

where p(yt+h|yt, ..., y1) is the predictive density.
The results of the simulation exercise can be found in Tables 2.3.1 and 2.3.2. In terms
of the MSE the results of the simulations clearly show that adaptive lasso is the worst
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Table 2.3.2: Out-of-sample average log-scores of adaptive elastic net (AEN), elastic net
(EN), adaptive lasso (AL) and lasso (L)

Simulation Log-scores
set p AEN EN AL L

h=1
1 20 -79.408 -78.845 -80.478 -79.639
2 20 -79.371 -79.031 -80.524 -79.948
3 40 -130.571 -128.415 -136.978 -132.148
4 40 -129.632 -128.033 -134.111 -130.272
5 74 -84.459 -80.873 -106.245 -88.476

h=2
1 20 -76.852 -76.219 -78.071 -77.141
2 20 -77.006 -76.607 -78.301 -77.655
3 40 -126.081 -123.900 -132.507 -127.684
4 40 -125.643 -124.057 -130.199 -126.317
5 74 -82.134 -78.510 -103.625 -86.135

h=4
1 20 -71.603 -71.017 -72.716 -71.865
2 20 -71.683 -71.306 -72.880 -72.278
3 40 -117.492 -115.520 -123.361 -118.947
4 40 -117.028 -115.493 -121.019 -117.628
5 74 -76.332 -72.968 -96.729 -80.626

Note: The table presents the Bayesian estimation results of simulations for 500 Monte Carlo repli-
cations. For each replication data are generated according to one of the five simulation sets described
above. The Bayesian adaptive elastic net, elastic net, adaptive lasso and lasso are estimated and their
out-of-sample fit for forecasting horizons h = 1, 2 and 4 is evaluated. The table presents the average
log-scores of adaptive elastic net, elastic net, adaptive lasso and standard lasso over all 500 simulated data
sets. The higher the value, the better performance of the model.

performing model, while elastic net is the best one among the tested models. Looking at
the median of the MSEs for all 500 replications, one can see that for all forecasting hori-
zons h = 1, 2 and 4, adaptive lasso is dominated by lasso, elastic net and adaptive elastic
net. Elastic net, on the other hand, dominates the other three models for all considered
cases. Adaptive elastic net also shows good performance, beating lasso in all but the first
simulation set.
One also observes that the differences in the performance of all four models are relatively
small for sets 1 and 2. In other words, for the case when there are few predictors rela-
tive to the number of observations available for estimation the methods tend to perform
equally well. When the number of predictors grows (with constant number of available
observations), the differences in the performance of single models become considerably
larger. This suggests that while all four models perform quite similarly when the consid-
ered case is relatively easy in terms of estimation, the adaptive elastic net and especially
elastic net show better forecasting performance than lasso and adaptive lasso in the more
challenging case (i.e. when the number of predictors grows considerably).
The results of the forecasting exercise in terms of MSE are confirmed for the log-scores,
although the differences in the performance of the models are less pronounced than in
the case of MSEs. Adaptive lasso is again outperformed by all three other models for all
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considered simulation sets, whereas elastic net is the best performing model among the
considered ones. However, the differences in the performance of the models are small
in terms of log-scores for sets 1 and 2. When the number of predictors grows, these
differences become more pronounced.
To summarize the simulation results, one may conclude that adding the ridge regression
part to lasso improves the forecasting performance of the model, especially when the
number of regressors is high relative to the number of available observations. However,
allowing for different shrinkage parameters λ1 for different coefficients does not improve
the results in comparison to the corresponding model without the adaptive shrinkage.
Adaptive lasso performs worse than lasso, and adaptive elastic net performs worse than
elastic net for all considered simulations sets. This might be due to the fact that through
the introduction of the hyperparameters τ1, ..., τp into the Bayesian framework for all the
lasso-type models, some kind of adaptive shrinkage is already introduced automatically
for the parameters β through the prior covariance matrix D, even if the parameter λ1
does not vary for different coefficients. Thus, introducing additional adaptive shrinkage
through varying λ1 might not be necessary, and might even lead to a deterioration of the
model performance. All in all, it seems that the ridge regression part in the elastic net and
adaptive elastic net is more important for the improvement of the results than the adaptive
shrinkage.

2.4 Empirical analysis

2.4.1 Data and the description of the forecasting exercise

For the empirical analysis, I use data from the Area-wide Model (AWM) database,5 which
is in use e.g. at the European Central Bank (ECB). The data cover the period from 1970Q1
to 2013Q4 (176 quarters) and include aggregated macroeconomic information on the Euro
area, e.g. on GDP, consumption, investment, interest rates, unemployment and prices.
Although there are 46 variables in the dataset, only 37 are reported for the whole time
period and only these are used in the following analysis.
I divide the available sample into the in-sample part from 1970Q1 to 2005Q4 (144 quar-
ters) and out-of-sample part from 2006Q1 to 2013Q4 (32 quarters), for which the fore-
casting performance evaluation is done. For the forecasting exercise I use 8 series as
dependent variables: the real gross domestic product - GDP (YER), private consumption
(PCR), exports (XTR), imports (MTR), commodity prices (COMPR), long-term inter-
est rate (LTN), labor productivity (LPROD) and investment (ITR).6 When one of these

5The AWM data, as well as the details of the aggregation of different time series and the method of
updating historical data can be found at the following website: http://www.eabcn.org/area-wide-model.

6The acronyms for the dependent variables come from the AWM database.
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variables is used as the dependent variable, all the other 36 variables are considered as
potential predictors. As in reality the values of the predictors are rarely available for the
period for which the forecasts are made, I do not include contemporaneous values of the
explanatory variables in the regression. Instead, I include 2 lags of every explanatory
variable in the model, so for each regression I get 72 potential regressors. This num-
ber is still considerably smaller than the available number of observations for estimation
(144 quarters). To make the exercise more challenging and to investigate whether the
Bayesian elastic net and Bayesian adaptive elastic net perform better than Bayesian lasso
and Bayesian adaptive lasso, especially in the case when p > T (which is often claimed
in the frequentist literature, see e.g. Zou and Zhang (2009)), I repeat the whole exercise
for a shorter sample, starting from 1990Q1. This leaves 64 in-sample observations for
the shorter sample case, which is less than the number of predictors (72). For both sam-
ples I calculate recursive direct h-step ahead forecasts for different forecasting horizons:
h = 1, 2 and 4.
All the time series chosen for further analysis are transformed either by taking first differ-
ences of the series, first differences of the logarithms of the series or second differences of
the logarithms of the series. The detailed description of the variables used in the analysis
and the information on their transformation can be found in Table 2.A.1 in Appendix 2.A.
The explanatory variables are standardized (with mean zero and variance one), which is
a standard practice in the lasso literature. The reason is that different predictors are usu-
ally reported in different units, and thus there can be huge differences in their variances.
These, however, do not necessarily correspond to the amount of information the predic-
tors contain for predicting the dependent variable. The dependent variable is demeaned
before the estimation, as µ is not of interest in this paper.
The parameter estimates in every Bayesian regression are means from 10,000 iterations
of the Gibbs sampler after 1000 burn-in iterations. For each parameter draw I compute 10
forecasts, so that I get 100,000 draws from the predictive density of each of the dependent
variables. According to Korobilis (2013) this can help to reduce the sampling error of the
predictive density.
The four Bayesian methods (lasso, adaptive lasso, elastic net and adaptive elastic net)
are compared to a simple AR(2) model and to a factor model with four factors, extracted
through principal component analysis (see e.g. Stock and Watson (2002), Forni, Hallin,
Lippi, and Reichlin (2005) and Bai and Ng (2002)). Just as in the simulation exercise
I set the hyperparameters of the gamma prior for λ1,j and λ2 to r1,j = r2 = 1.0 and
δ1,j = δ2 = 1.78 for all j = 1, ..., p.
The benchmark specification of the Bayesian methods for the long (from 1970Q1) and
the short (from 1990Q1) sample is modified by allowing for different shrinkage for higher
lags of the predictors (see Section 2.4.2.2), as well as by including autoregressive terms
in the model (Section 2.4.2.3).
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Table 2.4.1: Out-of-sample Mean squared errors and log-scores of adaptive elastic net
(AEN), elastic net (EN), adaptive lasso (AL) and lasso (L). Sample: 1970Q1 - 2013Q4.

MSE Log-score
AEN EN AL AR(2) 4 fac. AEN EN AL L

YER
h = 1 0.991 0.950 1.104 0.955 0.945 -36.746 -35.320 -41.322 -37.792
h = 2 1.004 0.976 1.071 1.019 0.995 -36.006 -35.198 -40.171 -37.275
h = 4 1.016 0.988 1.073 1.008 1.013 -36.281 -35.007 -39.412 -36.652
PCR
h = 1 0.983 0.937 1.170 0.817 1.587 -18.018 -17.934 -19.415 -18.066
h = 2 0.970 0.913 1.198 0.772 1.496 -18.134 -17.876 -19.997 -18.296
h = 4 0.978 0.947 1.185 0.792 1.584 -17.239 -17.184 -18.598 -17.262
XTR
h = 1 0.993 0.985 1.064 1.265 1.022 -72.932 -72.637 -74.160 -73.018
h = 2 0.994 1.001 1.043 1.313 1.029 -73.205 -72.853 -74.010 -71.895
h = 4 1.000 0.993 1.082 1.245 1.006 -71.167 -71.162 -73.474 -71.204
MTR
h = 1 0.973 0.919 1.115 1.221 1.102 -62.790 -61.683 -65.256 -63.341
h = 2 0.967 0.926 1.081 1.212 1.100 -62.087 -61.184 -64.339 -62.801
h = 4 0.967 0.914 1.136 1.158 1.088 -60.452 -59.186 -63.415 -61.172

COMPR
h = 1 0.979 0.977 1.128 0.924 1.071 -131.610 -130.965 -136.408 -132.227
h = 2 0.979 0.978 1.140 0.914 1.070 -127.989 -127.416 -132.563 -128.626
h = 4 0.991 0.994 1.109 0.978 1.080 -121.277 -121.288 -124.680 -122.028
LTN
h = 1 0.986 0.932 1.101 0.679 0.828 -162.241 -161.184 -164.485 -162.608
h = 2 0.985 0.920 1.145 0.664 0.850 -158.195 -156.893 -160.893 -158.487
h = 4 0.983 0.909 1.170 0.609 0.814 -148.806 -147.377 -151.766 -149.181

LPROD
h = 1 0.996 0.949 1.112 0.918 0.980 -28.955 -27.733 -32.164 -29.297
h = 2 1.005 0.971 1.075 0.981 1.044 -28.542 -27.574 -30.772 -28.907
h = 4 1.018 0.983 1.074 0.985 1.065 -28.367 -27.764 -30.794 -28.899
ITR
h = 1 0.981 0.929 1.092 1.022 0.925 -64.743 -62.565 -68.477 -65.427
h = 2 0.984 0.946 1.073 1.054 0.958 -63.846 -62.163 -67.802 -64.646
h = 4 0.989 0.949 1.066 1.062 0.984 -60.697 -58.860 -63.543 -60.778

Note: The table presents the values of the log-scores, as well as the ratio of the MSE of the adaptive
elastic net, elastic net and adaptive lasso to the MSE of lasso for 32 forecast periods. Values of the MSE
below/above 1 indicate a better/worse out-of-sample performance of model in comparison to lasso. The
dependent variables are: YER, PCR, XTR, MTR, COMPR, LTN, LPROD and ITR. The original sample
is divided into the in-sample period between 1970Q1 and 2005Q4 (144 quarters) and the out-of-sample
period between 2006Q1 and 2013Q4 (32 quarters). For the out-of-sample period the forecasts are calculated
recursively. The forecasting horizons are h = 1, 2 and 4.

2.4.2 Results of the forecasting exercise

2.4.2.1 The benchmark specification

The results of the forecasting exercise can be found in Table 2.4.1 for the long sample
(from 1970Q1) and Table 2.4.2 for the short sample (from 1990Q1). They fully confirm
the results of the simulation exercise. Among the Bayesian methods, both in terms of
MSE and log-score, the adaptive lasso turns out to be the worst, whereas elastic net is the
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Table 2.4.2: Out-of-sample Mean squared errors and log-scores of adaptive elastic net
(AEN), elastic net (EN), adaptive lasso (AL) and lasso (L). Sample: 1990Q1 - 2013Q4.

MSE Log-score
AEN EN AL AR(2) 4 fac. AEN EN AL L

YER
h = 1 0.935 0.873 1.240 0.842 0.751 -49.830 -43.804 -84.965 -59.189
h = 2 0.913 0.828 1.319 0.821 0.716 -48.367 -42.860 -89.235 -56.403
h = 4 0.880 0.795 1.457 0.759 0.653 -49.957 -43.674 -105.750 -60.872
PCR
h = 1 0.777 0.569 1.749 0.363 0.576 -24.239 -20.292 -45.574 -29.234
h = 2 0.788 0.585 1.699 0.391 0.585 -23.880 -19.928 -42.169 -28.522
h = 4 0.769 0.543 1.674 0.324 0.485 -24.595 -20.139 -43.297 -29.126
XTR
h = 1 0.884 0.779 1.295 0.753 0.675 -88.522 -80.170 -126.675 -98.676
h = 2 0.879 0.775 1.331 0.721 0.651 -89.460 -80.223 -127.761 -100.934
h = 4 0.879 0.770 1.269 0.714 0.623 -91.790 -79.566 -134.202 -109.082
MTR
h = 1 0.910 0.789 1.394 0.981 0.660 -72.350 -66.931 -91.866 -76.702
h = 2 0.911 0.789 1.370 0.922 0.583 -74.299 -68.642 -95.186 -79.224
h = 4 0.931 0.818 1.289 0.945 0.605 -68.782 -63.759 -83.692 -72.884

COMPR
h = 1 0.866 0.775 1.589 0.601 0.850 -139.148 -134.630 -166.660 -143.014
h = 2 0.867 0.782 1.605 0.585 0.865 -133.416 -130.948 -159.527 -137.157
h = 4 0.875 0.768 1.614 0.668 0.817 -126.935 -123.506 -152.091 -131.896
LTN
h = 1 0.883 0.763 1.734 0.560 0.723 -161.679 -159.257 -180.982 -164.208
h = 2 0.908 0.790 1.591 0.516 0.751 -158.522 -156.171 -174.731 -160.877
h = 4 0.901 0.765 1.703 0.504 0.743 -146.687 -144.355 -164.843 -148.829

LPROD
h = 1 0.920 0.835 1.317 0.784 0.722 -40.861 -34.588 -82.511 -49.240
h = 2 0.885 0.784 1.370 0.769 0.703 -39.968 -34.155 -83.251 -48.666
h = 4 0.852 0.752 1.512 0.705 0.614 -42.918 -35.467 -94.071 -53.132
ITR
h = 1 0.884 0.787 1.511 1.008 0.733 -68.345 -63.174 -97.348 -73.666
h = 2 0.870 0.764 1.584 1.018 0.694 -68.407 -62.626 -102.050 -74.422
h = 4 0.838 0.729 1.813 0.974 0.649 -65.129 -59.201 -103.702 -72.051

Note: The table presents the values of the log-scores, as well as the ratio of the MSE of the adaptive
elastic net, elastic net and adaptive lasso to the MSE of lasso for 32 forecast periods. Values of the MSE
below/above 1 indicate a better/worse out-of-sample performance of model in comparison to lasso. The
dependent variables are: YER, PCR, XTR, MTR, COMPR, LTN, LPROD and ITR. The original sample is
divided into the in-sample period between 1990Q1 and 2005Q4 (64 quarters) and the out-of-sample period
between 2006Q1 and 2013Q4 (32 quarters). For the out-of-sample period the forecasts are calculated
recursively. The forecasting horizons are h = 1, 2 and 4.

best performing model for all considered dependent variables. The differences between
the performance of the models grow considerably when the sample gets smaller (short
sample) and the exercise becomes more challenging in terms of estimation. While for
the long sample all four Bayesian methods perform quite similarly, for the short sample
the domination of the elastic net becomes very pronounced. Also the adaptive elastic net
performs much better than lasso and adaptive lasso. The performance of the adaptive
lasso in comparison to the elastic net becomes extremely poor for the short sample.
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Compared to a simple AR(2) model and a factor model with 4 factors the Bayesian meth-
ods do not show especially good performance. For the long sample the AR(2) model
outperforms all considered Bayesian methods for private consumption and long-term in-
terest rate. For commodity prices and labor productivity it performs comparably to the
elastic net. For the rest of variables it is outperformed by lasso, elastic net and adaptive
elastic net. For exports also for adaptive lasso. The factor model outperforms the consid-
ered Bayesian methods only for long-term interest rate, and it performs comparably for
GDP and investment. For the rest of the variables it is outperformed by lasso, elastic net
and adaptive elastic net. In the case of private consumption also by adaptive lasso.
The situation changes when the short sample is considered. The performance of the AR(2)
and the factor model improves a lot in comparison to lasso or adaptive lasso. These
Bayesian methods are practically dominated by the two frequentist models for all ana-
lyzed variables and all forecasting horizons. A similar result is seen in the case of adaptive
elastic net, although not for all variables, and the differences in the performance between
this model and AR(2) or factor model are much smaller than in the case of lasso or adap-
tive lasso. Only elastic net is comparable to the AR(2) and the factor model.

2.4.2.2 More shrinkage on higher lags

One can presume that higher lags are less relevant for prediction and should be shrunk
more than the low lags. Therefore, in this section the benchmark case hyperparameters of
the gamma prior for λ1,j are used for the first lag of all explanatory variables: r1,j = 1 and
δ1,j = 1.78 for all j = 1, ..., p

2
, whereas for the second lag, the hyperparameters are set to

r1,j = 0.01 and δ1,j = 0.01 for all j = p
2

+ 1, ..., p. As different degree of shrinkage is
only allowed in adaptive lasso and adaptive elastic net, only these two methods are used
in this section. Both methods are compared to the same benchmark as in Section 2.4.2.1.
The results of the exercise with larger shrinkage for higher lags can be found in Table
2.4.3 for the long sample and Table 2.4.4 for the short sample.
The comparison to the results of Section 2.4.2.1 shows that there are no considerable
differences between the two specifications for the long sample, neither in terms of MSE
nor in terms of log-score. For the short sample, some improvement in forecasting perfor-
mance can be seen both for adaptive lasso and adaptive elastic net, when higher lags are
allowed to be shrunk more. This can be observed for all considered variables, although
for some of them the improvement is very small. All in all, it seems that shrinking higher
lags more can improve the performance of the models with adaptive shrinkage in the short
sample case, but the improvement for most variables is rather small.
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Table 2.4.3: Out-of-sample Mean squared errors and log-scores of adaptive elastic net
(AEN), elastic net (EN), adaptive lasso (AL) and lasso (L). Higher lags are shrunk more.
Sample: 1970Q1 - 2013Q4.

MSE Log-score
AEN AL AEN AL

YER
h = 1 0.988 1.075 -36.705 -40.615
h = 2 1.007 1.063 -36.453 -39.864
h = 4 1.021 1.045 -36.144 -38.437
PCR
h = 1 0.938 1.063 -17.704 -18.479
h = 2 0.923 1.066 -17.767 -18.828
h = 4 0.944 1.067 -16.969 -17.712
XTR
h = 1 1.023 1.077 -73.308 -74.771
h = 2 1.031 1.068 -73.590 -74.659
h = 4 1.033 1.074 -71.812 -72.562
MTR
h = 1 0.983 1.137 -62.937 -65.613
h = 2 0.985 1.122 -62.387 -64.718
h = 4 0.973 1.126 -60.410 -63.846

COMPR
h = 1 0.989 1.088 -131.504 -134.839
h = 2 0.988 1.093 -127.975 -131.445
h = 4 1.006 1.069 -121.772 -123.685
LTN
h = 1 0.950 1.044 -161.708 -163.765
h = 2 0.942 1.058 -157.475 -159.857
h = 4 0.929 1.059 -147.902 -150.524

LPROD
h = 1 0.986 1.084 -28.680 -31.601
h = 2 1.004 1.062 -28.453 -30.605
h = 4 1.015 1.049 -28.324 -30.099
ITR
h = 1 0.967 1.069 -64.051 -67.707
h = 2 0.978 1.055 -63.355 -66.444
h = 4 0.987 1.050 -60.217 -63.113

Note: The table presents the values of the log-scores, as well as the ratio of the MSE of the adaptive
elastic net, elastic net and adaptive lasso to the MSE of lasso for 32 forecast periods. Values of the MSE
below/above 1 indicate a better/worse out-of-sample performance of model in comparison to lasso. The
dependent variables are: YER, PCR, XTR, MTR, COMPR, LTN, LPROD and ITR. The original sample is
divided into the in-sample period between 1970Q1 and 2005Q4 (144 quarters) and the out-of-sample period
between 2006Q1 and 2013Q4 (32 quarters). Different shrinkage is applied to higher lags of explanatory
variables. The hyperparameters of the gamma prior for λ1,j for the first lag of all explanatory variables are
set to r1,j = 1 and δ1,j = 1.78 for all j = 1, ..., p2 , whereas for the second lag, the hyperparameters are
set to r1,j = 0.01 and δ1,j = 0.01 for all j = p

2 + 1, ..., p. For the out-of-sample period the forecasts are
calculated recursively. The forecasting horizons are h = 1, 2 and 4.

2.4.2.3 Autoregressive terms included

In the forecasting literature adding autoregressive terms to the model is often reported to
improve its out-of-sample performance considerably. Therefore, I also include autore-
gressive terms in the models considered in this paper. For the four analyzed Bayesian
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Table 2.4.4: Out-of-sample Mean squared errors and log-scores of adaptive elastic net
(AEN), elastic net (EN), adaptive lasso (AL) and lasso (L). Higher lags are shrunk more.
Sample: 1990Q1 - 2013Q4.

MSE Log-score
AEN AL AEN AL

YER
h = 1 0.912 1.207 -46.716 -79.933
h = 2 0.865 1.272 -45.134 -84.507
h = 4 0.831 1.352 -46.183 -93.394
PCR
h = 1 0.674 1.510 -22.237 -39.812
h = 2 0.682 1.444 -21.731 -37.331
h = 4 0.649 1.470 -22.048 -36.438
XTR
h = 1 0.846 1.253 -84.978 -126.338
h = 2 0.832 1.305 -85.416 -137.756
h = 4 0.832 1.285 -85.545 -166.218
MTR
h = 1 0.875 1.268 -70.281 -85.716
h = 2 0.879 1.260 -72.600 -88.752
h = 4 0.902 1.207 -67.305 -79.283

COMPR
h = 1 0.814 1.392 -134.501 -148.789
h = 2 0.814 1.417 -130.759 -147.262
h = 4 0.826 1.396 -125.314 -139.269
LTN
h = 1 0.816 1.559 -160.463 -174.465
h = 2 0.841 1.454 -157.366 -169.882
h = 4 0.816 1.583 -145.353 -160.197

LPROD
h = 1 0.868 1.208 -37.217 -71.240
h = 2 0.815 1.252 -37.114 -71.480
h = 4 0.779 1.353 -38.456 -80.757
ITR
h = 1 0.857 1.448 -66.078 -94.443
h = 2 0.834 1.579 -65.880 -104.390
h = 4 0.798 1.695 -62.290 -107.645

Note: The table presents the values of the log-scores, as well as the ratio of the MSE of the adaptive
elastic net, elastic net and adaptive lasso to the MSE of lasso for 32 forecast periods. Values of the MSE
below/above 1 indicate a better/worse out-of-sample performance of model in comparison to lasso. The
dependent variables are: YER, PCR, XTR, MTR, COMPR, LTN, LPROD and ITR. The original sample is
divided into the in-sample period between 1990Q1 and 2005Q4 (144 quarters) and the out-of-sample period
between 2006Q1 and 2013Q4 (32 quarters). Different shrinkage is applied to higher lags of explanatory
variables. The hyperparameters of the gamma prior for λ1,j for the first lag of all explanatory variables are
set to r1,j = 1 and δ1,j = 1.78 for all j = 1, ..., p2 , whereas for the second lag, the hyperparameters are
set to r1,j = 0.01 and δ1,j = 0.01 for all j = p

2 + 1, ..., p. For the out-of-sample period the forecasts are
calculated recursively. The forecasting horizons are h = 1, 2 and 4.

methods q = 2 autoregressive lags are included in the model, but autoregressive terms
(two lags of the dependent variable) are also added to the factor model, such that the
comparison between all considered models is fair. The degree of shrinkage for the coef-
ficients of the autoregressive terms in the Bayesian models is the same as the degree of
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Table 2.4.5: Out-of-sample Mean squared errors and log-scores of adaptive elastic net
(AEN), elastic net (EN), adaptive lasso (AL) and lasso (L). Models with autoregressive
terms. Sample: 1970Q1 - 2013Q4.

MSE Log-score
AEN EN AL AR(2) 4 fac. AEN EN AL L

YER
h = 1 0.993 0.958 1.113 0.959 0.943 -36.673 -35.168 -41.014 -37.762
h = 2 1.001 0.973 1.070 1.017 0.986 -36.264 -35.069 -40.020 -37.122
h = 4 1.013 0.985 1.071 1.006 0.997 -35.938 -34.884 -39.490 -36.488
PCR
h = 1 0.876 0.803 1.232 0.838 0.992 -15.322 -15.165 -18.550 -15.889
h = 2 0.898 0.825 1.205 0.851 1.010 -15.316 -15.098 -18.067 -15.795
h = 4 0.897 0.850 1.205 0.905 1.099 -14.252 -14.272 -16.759 -14.604
XTR
h = 1 0.998 0.990 1.062 1.242 1.036 -73.485 -73.260 -75.152 -73.835
h = 2 0.995 0.999 1.032 1.278 1.048 -73.637 -73.664 -73.993 -73.923
h = 4 0.998 0.995 1.067 1.221 1.033 -70.614 -71.518 -73.770 -71.776
MTR
h = 1 0.970 0.920 1.105 1.199 1.088 -63.190 -62.090 -65.849 -63.980
h = 2 0.969 0.926 1.077 1.196 1.090 -62.741 -61.399 -64.979 -63.267
h = 4 0.974 0.918 1.120 1.150 1.084 -60.768 -59.382 -63.570 -61.553

COMPR
h = 1 0.981 0.960 1.145 0.944 1.085 -131.394 -130.245 -136.389 -131.700
h = 2 0.982 0.959 1.156 0.933 1.087 -127.543 -126.634 -132.623 -127.791
h = 4 0.988 0.977 1.121 0.993 1.094 -121.016 -120.301 -124.681 -121.739
LTN
h = 1 0.983 0.941 1.059 0.738 0.818 -162.409 -161.283 -164.544 -162.859
h = 2 0.980 0.930 1.084 0.720 0.814 -158.632 -157.240 -161.254 -159.112
h = 4 0.984 0.926 1.084 0.710 0.807 -148.072 -146.627 -150.517 -148.566

LPROD
h = 1 0.997 0.954 1.118 0.922 0.924 -28.788 -27.759 -32.236 -29.256
h = 2 1.005 0.968 1.077 0.980 0.966 -28.728 -27.558 -30.948 -28.723
h = 4 1.017 0.983 1.079 0.987 0.980 -28.250 -27.395 -30.519 -28.465
ITR
h = 1 0.984 0.956 1.069 1.070 0.962 -63.814 -62.299 -67.055 -64.448
h = 2 0.994 0.970 1.045 1.102 1.001 -63.255 -61.740 -65.897 -63.437
h = 4 0.996 0.976 1.034 1.106 1.029 -59.566 -58.600 -62.127 -60.334

Note: The table presents the values of the log scores, as well as the ratio of the MSE of the adaptive
elastic net, elastic net and adaptive lasso to the MSE of lasso for 32 forecast periods. Values of the MSE
below/above 1 indicate a better/worse out-of-sample performance of model in comparison to lasso. The
dependent variables are: YER, PCR, XTR, MTR, COMPR, LTN, LPROD and ITR. The original sample is
divided into the in-sample period between 1970Q1 and 2005Q4 (144 quarters) and the out-of-sample period
between 2006Q1 and 2013Q4 (32 quarters). 2 lags of the dependent variable are included in all the models.
For the out-of-sample period the forecasts are calculated recursively. The forecasting horizons are h = 1, 2
and 4.

shrinkage for the rest of the explanatory variables, that is r1,j = 1 and δ1,j = 1.78 for all
j = 1, ..., p + q. However, in contrast to the rest of the explanatory variables, the autore-
gressive terms are not standardized but only demeaned to match the dependent variable.
The results of the forecasting exercise for all models with autoregressive terms can be
found in Table 2.4.5 for the long sample and Table 2.4.6 for the short sample.
For the long sample the elastic net turns out to have the best out-of-sample performance
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Table 2.4.6: Out-of-sample Mean squared errors and log-scores of adaptive elastic net
(AEN), elastic net (EN), adaptive lasso (AL) and lasso (L). Models with autoregressive
terms. Sample: 1990Q1 - 2013Q4.

MSE Log-score
AEN EN AL AR(2) 4 fac. AEN EN AL L

YER
h = 1 0.934 0.875 1.252 0.842 0.763 -49.794 -43.561 -83.188 -56.072
h = 2 0.907 0.819 1.317 0.814 0.724 -47.377 -42.407 -90.160 -55.286
h = 4 0.879 0.791 1.454 0.756 0.657 -49.352 -43.751 -101.943 -61.262
PCR
h = 1 0.968 0.768 1.447 0.585 0.589 -19.980 -17.392 -38.941 -21.680
h = 2 0.971 0.774 1.512 0.618 0.630 -19.380 -16.962 -37.935 -20.364
h = 4 0.994 0.748 1.567 0.538 0.518 -20.017 -17.207 -43.012 -21.029
XTR
h = 1 0.893 0.790 1.258 0.775 0.717 -88.040 -80.330 -127.869 -100.483
h = 2 0.876 0.773 1.311 0.734 0.669 -90.510 -81.465 -127.703 -98.350
h = 4 0.875 0.769 1.275 0.729 0.646 -90.570 -80.032 -137.322 -104.648
MTR
h = 1 0.915 0.809 1.408 1.021 0.694 -71.560 -67.020 -90.545 -76.026
h = 2 0.912 0.804 1.389 0.958 0.608 -73.576 -68.226 -94.618 -78.313
h = 4 0.927 0.832 1.294 0.969 0.625 -68.234 -64.079 -83.356 -72.267

COMPR
h = 1 0.852 0.733 1.649 0.621 0.872 -136.925 -133.252 -168.029 -143.595
h = 2 0.843 0.722 1.669 0.602 0.879 -133.080 -128.687 -160.381 -137.028
h = 4 0.860 0.727 1.656 0.676 0.816 -126.828 -122.618 -153.504 -132.573
LTN
h = 1 0.865 0.761 1.622 0.595 0.671 -164.985 -161.597 -192.671 -169.904
h = 2 0.873 0.763 1.460 0.556 0.649 -162.581 -158.729 -186.503 -167.594
h = 4 0.867 0.764 1.619 0.668 0.727 -145.782 -143.290 -169.039 -149.656

LPROD
h = 1 0.914 0.834 1.313 0.781 0.729 -40.366 -34.384 -82.759 -49.375
h = 2 0.874 0.777 1.366 0.760 0.682 -39.497 -34.133 -78.605 -48.598
h = 4 0.846 0.747 1.514 0.702 0.606 -41.932 -36.082 -103.572 -53.659
ITR
h = 1 0.877 0.782 1.563 0.987 0.697 -68.844 -63.555 -97.218 -74.165
h = 2 0.867 0.757 1.619 0.995 0.666 -68.492 -62.852 -102.695 -74.502
h = 4 0.835 0.724 1.856 0.946 0.607 -65.477 -59.712 -103.579 -72.145

Note: The table presents the values of the log scores, as well as the ratio of the MSE of the adaptive
elastic net, elastic net and adaptive lasso to the MSE of lasso for 32 forecast periods. Values of the MSE
below/above 1 indicate a better/worse out-of-sample performance of model in comparison to lasso. The
dependent variables are: YER, PCR, XTR, MTR, COMPR, LTN, LPROD and ITR. The original sample is
divided into the in-sample period between 1990Q1 and 2005Q4 (64 quarters) and the out-of-sample period
between 2006Q1 and 2013Q4 (32 quarters). 2 lags of the dependent variable are included in all the models.
For the out-of-sample period the forecasts are calculated recursively. The forecasting horizons are h = 1, 2
and 4.

in terms of MSE among the four Bayesian models, the adaptive lasso, on the other hand,
shows the worst performance among all considered Bayesian methods. However, the dif-
ferences between these four models are quite small for all considered dependent variables.
Both frequentist models included in the analysis, the AR(2) and the factor model, show
quite good performance. For some variables (private consumption and long-term inter-
est rate) the AR(2) model shows considerably better performance than the best Bayesian
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method - elastic net. For exports, imports and investment, however, it shows consider-
ably worse performance than elastic net, adaptive elastic net and even lasso. The factor
model, on the other hand, shows good performance for the long-term interest rate. For
other variables, its performance is comparable or worse than the performance of elastic
net, and for exports, imports and commodity prices even worse than adaptive elastic net
and lasso. The results of the comparison between the four Bayesian methods in terms of
MSE are confirmed also for the log-scores.
For the short sample, just as in the benchmark case from Section 2.4.2.1, the differences
between all considered models grow considerably. In terms of MSE the adaptive lasso
performs much worse than all other analyzed models. Adaptive elastic net dominates
the performance of lasso, and elastic net dominates the rest of the Bayesian methods for
all considered variables. However, also AR(2) and the factor model perform very well.
The AR(2) considerably beats elastic net for some of the variables (private consumption,
commodity prices, long-term interest rates and labor productivity). The factor model out-
performs elastic net for almost all variables (GDP, private consumption, exports, imports,
long-term interest rate, labor productivity and investment). Thus, it seems that in the
more challenging case (short sample) the considered Bayesian methods cannot outper-
form the standard frequentist techniques, such as AR(2) and the factor model. For the
less challenging case (long sample) the comparison is more in favor of the best among the
Bayesian models (elastic net), at least for some of the considered variables.

2.4.3 Robustness checks

The empirical analysis from Section 2.4.2.1 was repeated for all Bayesian models for a
few other specifications of the hyperparameters of the gamma priors for λ1,j and λ2.7 The
hyperparameters used in the robustness checks are the following ones:

(a) r1,j = r2 = 0.01 and δ1,j = δ2 = 0.01

(b) r1,j = r2 = 0.1 and δ1,j = δ2 = 0.1

(c) r1,j = r2 = 1 and δ1,j = δ2 = 0.1

(d) r1,j = r2 = 1 and δ1,j = δ2 = 3

(e) r1,j = r2 = 3 and δ1,j = δ2 = 1

for all j = 1, ..., p. The results for hyperparameters in (d) and (e) are very similar to the
results obtained for the benchmark specification. When the degree of shrinkage becomes
large (hyperparameters in (a), (b), and (c)) the results for the short sample are still similar
to the results for the benchmark case, but adaptive elastic net tends to be slightly better

7The results of the robustness checks are available on request.
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than elastic net. Both methods are still better than lasso and much better than adaptive
lasso. For the long sample the differences between all four Bayesian methods become
quite small, but adaptive elastic net and lasso show the best forecasting performance.
Thus, for moderate degree of shrinkage the results of the empirical exercise are robust to
the specifications of the hyperparameters of the gamma priors for λ1,j and λ2. For large
degree of shrinkage the adaptive elastic net in many cases outperforms the elastic net in
forecasting. However, imposing very high degree of shrinkage on the β coefficients is rea-
sonable only when one can assume that the predictors have very little predictive power in
relation to the dependent variable, and thus can be shrunk very strongly. However, when
one assumes that at least some of the explanatory variables can help to forecast the de-
pendent variable, a moderate degree of shrinkage seems more reasonable. Consequently,
the whole analysis in this paper is carried out for moderate degree of shrinkage.

2.5 Conclusion

In this paper I introduce adaptive elastic net in a Bayesian framework. Then I test its
forecasting performance against Bayesian lasso, Bayesian adaptive lasso and Bayesian
elastic net in a series of simulations, as well as in an empirical exercise for Euro area data.
In the empirical comparison I also include two frequentist models, a simple AR model
and a factor model.
The results of the simulations, as well as of the empirical exercise suggest that elastic net is
the best model among the four Bayesian methods considered in the paper. Adaptive elastic
net is the second best Bayesian method, while adaptive lasso shows the worst forecasting
performance. Lasso is generally better than adaptive lasso, but worse than adaptive elastic
net. The differences in the forecasting performance of these models become especially
pronounced when the number of regressors grows considerably relative to the number of
available observations. This suggests that the ridge regression component in the elastic net
model is mainly responsible for its improvement in forecasting performance over lasso.
Allowing for different shrinkage parameters λ1 for different coefficients does not seem
to play a major role, and may even lead to a considerable deterioration of the forecasting
performance, as in the case of the adaptive lasso.
Surprisingly, the two selected standard methods, an AR and a factor model, show very
good performance in comparison to the Bayesian lasso-type of methods. For some speci-
fications (long sample) elastic net, adaptive elastic net and even lasso show better forecast-
ing performance than the frequentist models for most considered variables. However, for
the short sample case (especially when autoregressive terms are included in all models)
the AR and the factor model beat the Bayesian methods for most analyzed variables.
All in all, the Bayesian adaptive elastic net shows very good forecasting performance in
comparison to the Bayesian lasso and adaptive lasso. It also performs well in comparison
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to the Bayesian elastic net, although it is never better than its counterpart without the
adaptive shrinkage. Thus, in some applications the Bayesian adaptive elastic net might be
an interesting alternative to the Bayesian elastic net and other lasso-type methods.
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2.A Appendix

Below one can find the prior distributions and the full conditional posterior distributions
for all the parameters in the model, estimated by Bayesian lasso, Bayesian adaptive lasso
and Bayesian elastic net. For all three methods a non-informative, scale-invariant prior on
σ2 is used, which takes the following form: π(σ2) ∝ 1

σ2 .
Lasso
Prior distributions:

β|σ2, τ 21 , ..., τ
2
p ∼ Np(0, σ

2V ), where V = diag
{
τ 21 , ...τ

2
p

}
τ 2j ∼ exponential

(
λ2

2

)
for j = 1, ..., p

λ2 ∼ gamma(r, δ)

Full conditional posterior distributions:

β|σ2,
{
τ 2j
}p
j=1

, λ,X, ỹ ∼ Np

(
(X ′X + V −1)−1X ′ỹ, σ2(X ′X + V −1)−1

)
σ2
∣∣β,{τ 2j }pj=1

, λ,X, ỹ ∼ inv. gamma

(
T − 1 + p

2
,

1

2

(
(ỹ −Xβ)′(ỹ −Xβ) + β′V −1β

))
1

τ 2j

∣∣∣∣β, σ2, λ,X, ỹ ∼ inverse Gaussian

(√
λ2σ2

β2
j

, λ2

)
for j = 1, ..., p

λ2
∣∣β, σ2,

{
τ 2j
}p
j=1

,X, ỹ ∼ gamma

(
p+ r,

1

2

p∑
j=1

τ 2j + δ

)
Adaptive lasso
Prior distributions:

β|σ2, τ 21 , ..., τ
2
p ∼ Np(0, σ

2V ), where V = diag
{
τ 21 , ...τ

2
p

}
τ 2j ∼ exponential

(
λ2j
2

)
for j = 1, ..., p

λ2j ∼ gamma(rj, δj) for j = 1, ..., p

Full conditional posterior distributions:

β|σ2,
{
τ 2j
}p
j=1

,
{
λ2j
}p
j=1

,X, ỹ ∼ Np

(
(X ′X + V −1)−1X ′ỹ, σ2(X ′X + V −1)−1

)
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σ2
∣∣β,{τ 2j }pj=1

,
{
λ2j
}p
j=1

,X, ỹ ∼ inv. gamma

(
T − 1 + p

2
,

1

2

(
(ỹ −Xβ)′(ỹ −Xβ) + β′V −1β

))
1

τ 2j

∣∣∣∣β, σ2,
{
λ2j
}p
j=1

,X, ỹ ∼ inverse Gaussian

(√
λ2jσ

2

β2
j

, λ2j

)
for j = 1, ..., p

λ2j
∣∣β, σ2,

{
τ 2j
}p
j=1

,X, ỹ ∼ gamma
(
rj + 1,

τ 2j
2

+ δj

)
for j = 1, ..., p

Elastic net
Prior distributions:

β|σ2, τ 21 , ..., τ
2
p ∼ Np(0, σ

2D)

τ 2j ∼ exponential
(
λ21
2

)
for j = 1, ..., p

λ21 ∼ gamma(r1, δ1)

λ22 ∼ gamma(r2, δ2)

Full conditional posterior distributions:

β|σ2,
{
τ 2j
}p
j=1

, λ1, λ2,X, ỹ ∼ Np

(
(X ′X +D−1)−1X ′ỹ, σ2(X ′X +D−1)−1

)
σ2
∣∣β,{τ 2j }pj=1

, λ1, λ2,X, ỹ ∼ inv. gamma

(
T − 1 + p

2
,

1

2

(
(ỹ −Xβ)′(ỹ −Xβ) + β′D−1β

))
1

τ 2j
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λ21σ
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, λ21

)
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{
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(
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2
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τ 2j + δ1

)

λ2|β, σ2,
{
τ 2j
}p
j=1

, λ1,X, ỹ ∼ gamma

(
p

2
+ r2,

1

2σ2

p∑
j=1

β2
j + δ2
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Table 2.A.1: Data used in the empirical exercise for the Euro area

No. Data code Data description Transformation code
1 COMPR Commodity Prices (in USD) 5
2 EEN Effective exchange rate 5
3 GCD Government Consumption Deflator 6
4 GCR Government Consumption (Real) 6
5 GON Gross Operating Surplus (Nominal) 6
6 HICP Overall HICP (Non-seasonally adjusted) 6
7 ITD Gross Investment Deflator 6
8 ITR Gross Investment (Real) 5
9 LEN Employees (persons) 5

10 LFN Labor Force (persons) 5
11 LNN Total Employment (persons) 5
12 LPROD Labor Productivity (YER/LNN) 5
13 LTN Long-Term Interest Rate (Nominal) 2
14 MTD Imports of Goods and Services Deflator 6
15 MTR Imports of Goods and Services (Real) 5
16 PCD Consumption Deflator 6
17 PCOMU Non-oil commodity prices (in USD) 5
18 PCR Private Consumption (Real) 6
19 POILU Oil prices (in USD) 5
20 SAX Household’s savings ratio 2
21 STN Short-Term Interest Rate (Nominal) 2
22 TIN Indirect Taxes (net of subsidies) 6
23 ULC Unit Labor Costs (WIN/YER) 6
24 UNN Number of Unemployed 5
25 URX Unemployment rate (as a percentage of labor force) 2
26 WIN Compensation to Employees 6
27 WRN Wage per head 6
28 XTD Exports of Goods and Services Deflator 6
29 XTR Exports of Goods and Services (Real) 5
30 YED Gross Domestic Product Deflator 6
31 YER Gross Domestic Product (Real) 5
32 YFD Gross Domestic Product at Factor Costs Deflator 6
33 YFN Gross Domestic Product at Factor Costs (WIN + GON) 6
34 YIN Gross Domestic Product, Income Side 6
35 YWD World Gross Domestic Product Deflator 6
36 YWR World Gross Domestic Product (Real) 5
37 YWRX World Demand, Composite Indicator 5

Note: The above data come from the Area Wide Model (AWM) dataset, available at the following
website: http://www.eabcn.org/area-wide-model.
The variables have been transformed to achieve stationarity. The transformations together with their codes
are:
2 - data transformed by taking first differences
5 - data transformed by taking first differences of logarithms
6 - data transformed by taking second differences of logarithms
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3.1 Introduction

Forecasting GDP growth is important for the decision making process both on the central
administrative level (central bank, government) and for the industry. Due to the difficul-
ties in the measurement of GDP, it is published with a delay of a couple of months and
repeatedly revised. This creates an obstacle for the policy makers and market participants
who need to be ahead of or at least quickly adjust to the changes in the economy. Thus,
reliable predictions are badly needed, but most of the existing forecasting models do not
perform satisfactorily. This might be due to the fact that these models often ignore the
non-linearities in the data (e.g. business cycle patterns) and/or fail to explore the informa-
tional content of the data published more frequently or with a shorter lag than the GDP.
In addition, many models fail to make use of the informational content of large datasets
due to the problem of parameter proliferation.
Many approaches fail to account for the fact that macroeconomic variables often behave
differently in different phases of the business cycle. Thus, a model with constant pa-
rameters might not reflect the present situation well, yet alone be useful for forecasting.
Furthermore, most models cannot include time series of different frequencies within the
same regression. Instead, they require the data to be transformed (through aggregation
or interpolation), so that left- and right-hand side variables are of the same frequency.
That, however, might lead to loss of information. In addition, many models are not
suitable to deal with large datasets, which forces the forecaster to limit the number of
explanatory variables and ignore useful information from other potential regressors. Fi-
nally, in most models it is not possible to include the most recent observations of the
higher-frequency variable when the corresponding data on the dependent variable is not
yet available. Thus, these models cannot be used for nowcasting. This is a major draw-
back, as higher-frequency variables are useful indicators of the current state of the econ-
omy. They are also published relatively often and with a small delay, which makes them
potentially very useful in forecasting lower-frequency variables, such as GDP growth.
Some approaches can be used to solve the above-mentioned problems. Among these are
regime-switching models, introduced by Hamilton (1989), Mixed Data Sampling Regres-
sions (MIDAS), recently developed by Ghysels, Santa-Clara, and Valkanov (2002), and
dynamic factor analysis (see e.g. Stock and Watson (2002a)). Regime-switching models
allow the parameters of the model to change according to the current state of the econ-
omy (e.g. different parameters for the expansion and recession periods), and accounting
for business cycle patterns in macroeconomic variables might improve the forecasting
performance of the model. MIDAS models, on the other hand, can include time series of
different frequencies in the same regression without transforming them through aggrega-
tion or interpolation. They are also very useful in nowcasting (MIDAS with leads), as they
can make use of the observations of higher-frequency variables even if the data on lower-
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frequency variables for the corresponding period is not available yet.1 Finally, dynamic
factor analysis helps to exploit the informational content of large datasets by summariz-
ing the variation of the observed variables by just a few unobserved factors. Thus, using a
single factor that explains a large part of the dataset variation, instead of a single observed
variable, may capture more information from the available dataset and ensure parsimony
of the model.
A vast literature is available on Markov-switching models, usually in the context of mod-
eling business cycle patterns of macroeconomic data. Anas, Billio, Ferrara, and Duca
(2007) explore multivariate Markov-switching models for analyzing the relationship be-
tween the phases of the business cycle in the United States and Euro zone. Krolzig (2000)
investigates the forecasting performance of the multivariate Markov-switching processes
through Monte Carlo experiments and an empirical application for the United States busi-
ness cycle. Also Clements and Krolzig (1998) study the forecasting performance of
Markov-switching models through Monte Carlo simulations and an empirical study for
the US GNP. Lahiri and Wang (1994) use the Markov-switching framework to predict the
turning points in the US business cycle. Frömmel, MacDonald, and Menkhoff (2005),
Cheung and Erlandsson (2005), and Engel (1994) apply Markov-switching models to ex-
plain and predict the fluctuations in exchange rates, whereas Pagliacci and Barraez (2010),
Evans and Wachtel (1993), and Simon (1996) use the Markov-switching framework to
analyze the past dynamics of inflation in Venezuela, the United States and Australia re-
spectively.
MIDAS models, recently introduced to the literature, have already found a number of
interesting applications in both macroeconomics and finance. Kuzin, Marcellino, and
Schumacher (2011) investigate the performance of the MIDAS model for nowcasting and
forecasting GDP in the Euro area in comparison to a mixed-frequency VAR (with missing
values of the lower frequency variables interpolated by Kalman filter). They conclude
that both approaches seem to be complementary, as MIDAS performs better for short
forecast horizons, whereas mixed-frequency VAR for longer ones. A similar study is
performed by Marcellino and Schumacher (2010), who investigate factor MIDAS models
versus state space factor models in forecasting German GDP. They find that factor MIDAS
models usually outperform their state-space counterparts in forecasting and that the most
parsimonious MIDAS regression performs best overall.
Bai, Ghysels, and Wright (2013) investigate MIDAS regressions versus state space mod-
els through Monte Carlo simulations and an empirical exercise on predicting the GDP
growth of the United States. They conclude that both approaches are comparable in
terms of forecasting performance. Clements and Galvão (2008, 2009) use MIDAS re-
gressions of monthly and quarterly data for forecasting the GDP growth of the United

1This feature makes MIDAS models also useful for dealing with ragged-edge data (out of the scope of
this paper).
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States and obtain promising results, especially for MIDAS with leads. Andreou, Ghysels,
and Kourtellos (2013) test the suitability of using MIDAS factor models with leads for
forecasting quarterly GDP growth of the United States with a large dataset of daily finan-
cial and quarterly macroeconomic indicators. They find relatively good performance of
those kind of models, especially in the crisis periods. Barsoum (2011) carries out a sim-
ilar analysis for the United Kingdom, comparing MIDAS and factor-augmented MIDAS
(both with and without leads) with a bunch of benchmark models. He obtains mixed re-
sults on the performance of MIDAS models in general, but promising results for MIDAS
with leads.
Although useful, Markov-switching and MIDAS models can only address one problem
at a time: either the issue of business cycle patterns or the difference in frequencies of
the data. Therefore, Guérin and Marcellino (2013) combine both approaches, introducing
a Markov-switching Mixed Data Sampling model (MS-MIDAS).2 They assess its fore-
casting performance through Monte Carlo simulations and carry out empirical studies
on forecasting GDP growth of the United States and the United Kingdom, showing that
MS-MIDAS is a useful approach. In their version of the model Guérin and Marcellino
(2013) use the so-called restricted lag polynomial, which is based on a specific function
(e.g. exponential function). Depending on this function, a particular structure is imposed
on the weights of the regressors in the model. This prevents parameter proliferation, but
at the same time restricts the values that those weights can take. Although quite flexible,
this approach might not fully reflect the data generating process, possibly deteriorating
the forecasting performance of the model. Foroni, Marcellino, and Schumacher (2015)
compare the forecasting performance of MIDAS with U-MIDAS (a MIDAS model with
unrestricted lag polynomial weights) by means of Monte Carlo simulations. They show
that for small differences in frequencies of the analyzed variables the U-MIDAS performs
better than restricted MIDAS for most of the examined cases. For the rest of the cases
the models perform comparably both in-sample and out-of-sample. For most macroeco-
nomic applications quarterly and monthly data are used, so the difference in frequencies
of the variables is small and parameter proliferation is not a serious problem. Thus, the
unrestricted version of MIDAS might be very useful for forecasting such variables as
GDP growth. Since accounting for business cycle pattern in macroeconomic data might
improve the forecasting performance of the model, we extend the U-MIDAS approach
by incorporating it into a Markov-switching framework in order to allow for changes in
parameters according to the business cycle state of the economy. Thus, we combine the
MS-MIDAS of Guérin and Marcellino (2013), and U-MIDAS of Foroni et al. (2015),
proposing a Markov-switching Mixed Data Sampling model with unrestricted lag poly-
nomial (MS-U-MIDAS).

2More recently Bessec and Bouabdallah (2013) use a factor-augmented MS-MIDAS model in forecast-
ing.
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We evaluate the usefulness of the MS-U-MIDAS model by a Monte Carlo study and an
empirical forecasting comparison. We first investigate the qualities of the MS-U-MIDAS
with autoregressive dynamics (MS-U-MIDAS-AR) through Monte Carlo experiments.
For different data generating processes (DGPs) we compare the in-sample and out-of-
sample performance of the MS-U-MIDAS-AR model to its restricted counterparts (MS-
MIDAS-AR and MS-ADL-MIDAS) in terms of Root Mean Squared Error (RMSE) and
Quadratic Probability Score (QPS). For the in-sample analysis in terms of both the RMSE
and QPS we find that MS-U-MIDAS-AR performs on average better than its counterparts.
For the out-of-sample analysis all three models perform comparably in terms of RMSE,
although MS-U-MIDAS-AR beats MS-MIDAS-AR in the case when the simulated data
are highly persistent, which is a result consistent with the findings of Foroni et al. (2015).
In terms of predicting the true regime, however, the MS-U-MIDAS-AR performs on av-
erage better than its restricted counterparts.
In our empirical forecast comparison, we apply the MS-U-MIDAS model to forecast GDP
growth of the United States using a large dataset of monthly macroeconomic and finan-
cial indicators. To reduce the dimension of the data and at the same time efficiently use
the available information, we extract factors from the dataset using principal component
analysis (PCA). These factors are then used as regressors for forecasting the GDP growth.
First, we investigate the in-sample properties of the MS-U-MIDAS model. Then the out-
of-sample forecasting performance of the MS-U-MIDAS class of models is compared
with the performance of a wide range of models of Markov-switching and MIDAS type,
as well as benchmark models such as the random walk (RW), autoregressive (AR) and
(autoregressive) distributed lag models ((A)DL). As already mentioned, the construction
of the MIDAS-class of models makes it easy to include data of higher frequencies, even
if the corresponding data of lower frequency is not available. Thus one can use these
models for nowcasting by including data on monthly variables corresponding to the quar-
ter for which the forecast of a lower frequency variable (such as GDP growth) is made.
That quality makes these models a very useful forecasting tool for policy makers and we
explore this feature in our analysis, using models with leads whenever it is possible. We
find that in most analyzed cases the forecasting performance of the MS-U-MIDAS class
of models is comparable or better than that of their restricted counterparts, which is prob-
ably due to the fact that the former model does not impose any structure on the weights
of the regressors and thus has more flexibility in adjusting to the true data generating
process.
The paper is structured as follows. Section 2 presents the class of MIDAS models used
in the analysis. Section 3 describes the design and results of Monte Carlo simulations.
In Section 4 we apply the MS-U-MIDAS model for predicting the US GDP growth and
present the results of our forecasting comparison. Section 5 concludes.
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3.2 Forecasting Models

3.2.1 The MIDAS model

The MIDAS model has been recently introduced to the literature by Ghysels et al. (2002).
The basic version of the MIDAS regression used to obtain an h−step ahead forecast can
be written using the notation based on Clements and Galvão (2008):

yQt = β0 + β1B(L1/m;θ)xMt−h + εt, (3.1)

where B(L1/m;θ) =
∑K

k=1 b(k;θ)L(k−1)/m is the sum of weights assigned to K lags
of the independent variable (the lag polynomial). b(k;θ) is the kth weight of the K-lag
polynomial, shaped by a certain function of θ parameters (as e.g. exponential function
described below). L denotes the lag operator such that Ls/mxMt−h = xMt−h−s/m. t is the
time index for the lower frequency variable y, whereas m is the time index for the higher
frequency variable x. Q describes variables observed on a quarterly and M on a monthly
basis.
MIDAS models are useful for nowcasting, as they allow for the inclusion of available
data of higher-frequency when the corresponding observations of the lower-frequency
variable are yet unknown. In this case one can include the most recent observations of the
explanatory variable in the lag polynomial of equation (3.1).
There are a couple of different lag polynomials used in MIDAS regressions (e.g. Beta
and Almon lag polynomials). We focus on the most commonly used function for the
lag polynomial in MIDAS models - the exponential function. The so-called Exponential
Almon lag polynomial parametrizes b(k;θ) according to the following scheme:

b(k;θ) =
exp(θ1k + θ2k

2 + ...+ θQk
Q)∑K

k=1 exp(θ1k + θ2k2 + ...+ θQkQ)
. (3.2)

This specification ensures that the lag coefficients are positive and sum up to one, which
is the necessary condition for the identification of the parameters of the model. The
parameter estimation is done by non-linear least squares method. Empirical applications
are usually based on two parameters of the above-described function, thus θ = (θ1, θ2)

′,
which simplifies the model, but still ensures flexibility in the specification of the shape
of the polynomial. A wide variety of shapes of lag coefficients can be obtained, ranging
from equal weights for all lags, through weights declining at a given pace, to weights
forming a hump shape.
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3.2.2 Unrestricted MIDAS

In some cases the shape of the lag polynomial determined by e.g. the function (3.2) may
not reflect the underlying data generating process well. Therefore a model without re-
strictions on the weights of the lag polynomial was introduced by Foroni et al. (2015) and
denoted as the unrestricted MIDAS (U-MIDAS):

yQt = β0 +
J−1∑
j=0

βj+1x
M
t−h−j/m + εt.

The notation is consistent with equation (3.1).
What distinguishes the above regression from equation (3.1) is the fact that no structure
is imposed on the shape of the weights of the lag polynomial. That means that all J + 1

parameters of this model need to be estimated, whereas in the case of the restricted MI-
DAS model the number of the parameters to be estimated is by construction limited to
four: β0, β1, θ1 and θ1. However, when the difference in frequencies of the analyzed data
is small, as is the case in many macroeconomic applications, the issue of parameter pro-
liferation due to the use of the U-MIDAS model is not especially problematic. In a series
of Monte Carlo experiments Foroni et al. (2015) show that the U-MIDAS model performs
comparably or better than the restricted MIDAS both in-sample and out-of-sample, when
the difference in frequencies between the dependent and independent variable is small
(e.g. quarterly versus monthly data). In addition, the U-MIDAS model can be estimated
by ordinary least squares, which simplifies the estimation in comparison to the MIDAS
model. The drawback of the U-MIDAS is that its performance declines dramatically due
to parameter proliferation, when the difference in frequencies between the variables in the
model is large. Thus this approach is not suitable for all kinds of analyses. However, for
many macroeconomic applications the use of functional lag polynomials in MIDAS does
not seem to be necessary and using the U-MIDAS model instead may be beneficial.

3.2.3 Markov-switching U-MIDAS

Macroeconomic data often exhibit a business cycle pattern. Therefore, it is reasonable
to assume that the parameters of the model change according to the business cycle phase
of the economy. One possible way to account for this data behavior is the use of the
Markov-switching model of Hamilton (1989). The parameters of this model depend on
the current economic regime (e.g. parameters differ in the recession and expansion phase).
Guérin and Marcellino (2013) combined Markov-switching approach with the MIDAS
framework and introduced Markov-switching MIDAS regression (MS-MIDAS):

yQt = β0(St) + β1(St)B(L1/m;θ)xMt−h + εt(St),
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where εt|St ∼ NID(0, σ2(St)), that is, the error terms are normally and identically dis-
tributed with mean zero and variance σ2(St), which varies with changing states of the
world. St = {1, ..., R} denotes different states of the world (regimes) present in the
data generating process. The MS-MIDAS model is in a way similar to equation (3.1).
However, St in the brackets indicates the parameters that change according to different
regimes. In the above regression the intercept β0, the slope parameter β1 and the variance
of the error term σ2(St) are allowed to change.
The probability of transition from the current regime a to regime b is defined as follows:

pab = Pr(St+1 = b|St = a).

All possible transition probabilities form a matrix P with probabilities of staying in the
same regime in the next period at the diagonal, and the probabilities of switching to an-
other state in the next period below and above the diagonal. E.g. for two regimes a and
b:

P =

(
paa pab

pba pbb

)
. (3.3)

pab is the probability of switching from state a to state b in the next period, pba the proba-
bility of changing from regime b to a in the following period, whereas paa and pbb are the
probabilities of staying in the same regime in the next period. The sums of probabilities
in each row add up to one. Thus, in the case of two regimes it is sufficient to determine
e.g. paa and pbb to obtain the whole matrix. We assume that the transition probabilities stay
constant over time, which is a standard approach in the Markov-switching applications.
As explained above, MIDAS models with lag polynomials restricted by some specific
function might not be flexible enough to reflect the true data generating process well. That
applies also to the Markov-switching version of the model that was introduced by Guérin
and Marcellino (2013). As Foroni et al. (2015) found that using the unrestricted version of
the model might improve its forecasting performance, we incorporate the unrestricted lag
polynomial into the Markov-switching framework and introduce the unrestricted Markov-
switching MIDAS model (MS-U-MIDAS):

yQt = β0(St) +
J−1∑
j=0

βj+1(St)x
M
t−h−j/m + εt(St).

To account for the business cycle pattern of the data, the parameters of the above equation,
that is, the intercept β0, the slope parameters βj+1 and the variance of the error term σ2

ε

can change according to different regimes. Note that while in the MS-MIDAS of Guérin
and Marcellino (2013) the parameters θ stay fixed at their estimated values, all the param-
eters in the MS-U-MIDAS may switch, giving the latter model more flexibility. With the
help of information criteria one can decide on the number of regimes present in the data
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generating process and on the parameters that are allowed to switch. One can e.g. take
into consideration a model with all the above-mentioned parameters switching or consider
a model with e.g. only the intercept and/or the variance of the error term switching. Thus,
the above presented model offers great flexibility in modeling the available data and may
be very useful for forecasting purposes.
All variations of the Markov-switching models presented in this paper, are estimated by
the Maximum-Likelihood method. Thus, an assumption about the normality of the error
terms is required. Following the procedure described by Hamilton (1994) we maximize
the following log-likelihood function:

L =
T∑
t=1

log f(yQt |Ωt−1),

where f(yQt |Ωt−1) denotes the density of yQt conditional on Ωt−1 - the information given
up to time t− 1. The conditional density f(yQt |Ωt−1) can be rewritten as:

f(yQt |Ωt−1) =
R∑
i=1

P (St = i|Ωt−1)f(yQt |St = i,Ωt−1).

The maximization of the log-likelihood function is carried out with the help of the Expec-
tation Maximization algorithm, as described in Hamilton (1994). We use MATLAB for
all computations.3

3.2.4 MIDAS models with autoregressive dynamics

Many empirical studies show that adding an autoregressive term to a model significantly
improves its forecasting performance. Therefore, we also include autoregressive dynam-
ics in the models considered in this paper.
Andreou et al. (2013) introduce autoregressive dynamics into the MIDAS regression in a
straightforward way, calling their model an ADL-MIDAS:

yQt = β0 +

p−1∑
i=0

λi+1y
Q
t−d−i + β1B(L1/m;θ)xMt−h + εt. (3.4)

When h is an integer, d = h, but when some information on the regressors is available for
the quarter for which the forecast is calculated, e.g. when h = 1/3 (data on two months
within the quarter is available), then d = 1.

3We gratefully acknowledge the help of Pierre Guérin who provided us with his GAUSS code for the
MS-MIDAS estimation as a robustness check for our code. For the estimation of MS-U-MIDAS class of
models we modified the Toolbox for Markov-switching models of Perlin (2011), available at the website:
http://www.mathworks.com/matlabcentral/fileexchange/authors/21596.
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Clements and Galvão (2008) propose a different solution, introducing the autoregressive
term into the MIDAS model as a common factor, so that the response of y to x remains
non-seasonal. Their model is called MIDAS-AR:

yQt = β0 + λyQt−d + β1B(L1/m;θ)(1− λLd)xMt−h + εt. (3.5)

The introduction of the autoregressive dynamics into the U-MIDAS model (U-MIDAS-
AR) is straightforward and the model is given by:

yQt = β0 +

p−1∑
i=0

λi+1y
Q
t−d−i +

J−1∑
j=0

βj+1x
M
t−h−j/m + εt.

The Markov-switching versions of MIDAS-AR, ADL-MIDAS and U-MIDAS-AR used
for h-step ahead forecasts are given by:

MS-MIDAS-AR: yQt = β0(St)+λy
Q
t−d+β1(St)B(L1/m;θ)(1−λLd)xMt−h+εt(St), (3.6)

MS-ADL-MIDAS: yQt = β0(St) +

p−1∑
i=0

λi+1y
Q
t−d−i + β1(St)B(L1/m;θ)xMt−h + εt(St),

(3.7)
and

MS-U-MIDAS-AR: yQt = β0(St) +

p−1∑
i=0

λi+1y
Q
t−d−i +

J−1∑
j=0

βj+1(St)x
M
t−h−j/m + εt(St).

(3.8)

3.3 Monte Carlo Experiment

We investigate the in-sample fit and forecasting performance of MS-U-MIDAS with au-
toregressive dynamics through Monte Carlo experiments for different data generating pro-
cesses (DGPs). The first DGP is an extended version of the process used by Foroni et al.
(2015), and is given as a bivariate Markov-switching VAR(1):(

yt

xt

)
=

(
ρ δl(St)

δh ρ

)(
yt−1

xt−1

)
+

(
ey,t(St)

ex,t(St)

)
. (3.9)

We assume a business cycle pattern in the DGP by allowing some of the parameters of the
above-described model to switch between regimes. In our simulations we allow for two
regimes. We assume that yt depends on xt, but yt has no influence on xt. Thus we set the
parameter δh to zero.
For the sake of comparison, we use similar set of possible parameter values as Foroni
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et al. (2015). We run the simulations for various values of the parameter ρ to account for
different possible degrees of persistence of yt and xt : ρ = {0.1; 0.5; 0.9}. We assume
that the degree of persistence of the variables stays constant across regimes, which is an
assumption consistent with the models presented in Section 2.4. Unlike ρ, the parameter
δl, determining how strong xt influences yt, can take different values for different regimes:
δl(St = 1) = {0.1; 0.5} and δl(St = 2) = 1. The error terms also change their charac-
teristics across the regimes. We assume that ey,t and ex,t are independently and normally
distributed with mean zero. Their variances switch between regimes and are chosen in
such a way that the unconditional variance of yt equals 1 in the first and 2 in the second
regime. Similarly, we also consider a bivariate MS-VAR(4) as a DGP. The exact details
are shown in equation (3.11) in Appendix 3.A.
The second DGP we consider for the out-of-sample analysis is an autoregressive
Markov-switching MIDAS process (MS-MIDAS-AR) given by equation (3.6). The high-
frequency variable xt is generated according to equation (3.10). We use 6 lags of the
high-frequency variable in the DGP. We also use an exponential Almon lag polynomial
specified in (3.2) with θ = (θ1, θ2)

′. We account for two regimes and allow the intercept
β0, the slope parameter β1 and the variance of the error term σ2 to switch between the
regimes. The parameters θ and the autoregressive parameter λ stay constant across the
regimes. We make the experiment for two different sets of parameters, whose exact val-
ues are given in Table 3.3.5. The parameter values are chosen according to Foroni et al.
(2015) and the estimation results for our dataset.
For both DGPs we assume two different possible matrices of transition probabilities. For
the first case p11 = 0.95 and p22 = 0.85, whereas for the second case p11 = p22 = 0.95.
The high probabilities of staying in the same regime in the next period reflect the high
persistence of the business cycle regimes observed in reality. As for both DGPs we only
allow for two regimes, the above-described probabilities fully specify the matrix P given
in (3.3).
We compare the in-sample and forecasting performance of the MS-U-MIDAS-AR relative
to MS-MIDAS-AR and MS-ADL-MIDAS in order to see which of them performs better
for the different DGPs. In all simulations we account for the start-up effect, that is, we
delete the first 100 simulated values of the variables yt and xt. During estimation the
Akaike criterion (AIC) is used to determine the lag order at each simulation. Up to 6 lags
of the high frequency variable are used for the estimation.

3.3.1 In-sample analysis

Our main focus is the out-of-sample performance of the MS-U-MIDAS model. Thus for
the in-sample analysis we only consider the first DGP, that is a bivariate Markov-switching
VAR (MS-VAR). We generate 600 observations of yt and xt, following (3.9). This can
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Table 3.3.1: In-sample Root Mean Squared Error of MS-U-MIDAS-AR relative to MS-
MIDAS-AR and MS-ADL-MIDAS (DGP is a bivariate MS-VAR(1) with two regimes)

RMSE (25th, 50th and 75th percentiles)
transition MS-U-MIDAS-AR MS-U-MIDAS-AR

δl probabilities vs. MS-MIDAS-AR vs. MS-ADL-MIDAS
ρ St = 1 St = 2 p11 p22 25th 50th 75th 25th 50th 75th

0.1 0.1 1 0.95 0.85 0.95 0.98 1.01 0.97 0.99 1.00
0.1 0.5 1 0.95 0.85 0.95 0.98 1.01 0.97 0.99 1.00
0.5 0.1 1 0.95 0.85 0.95 0.98 1.01 0.96 0.98 1.00
0.5 0.5 1 0.95 0.85 0.93 0.96 0.99 0.94 0.96 0.99
0.9 0.1 1 0.95 0.85 0.79 0.85 0.91 0.96 1.00 1.04
0.9 0.5 1 0.95 0.85 0.43 0.50 0.55 0.95 0.99 1.02
0.1 0.1 1 0.95 0.95 0.96 0.99 1.01 0.97 0.99 1.00
0.1 0.5 1 0.95 0.95 0.95 0.98 1.01 0.97 0.99 1.00
0.5 0.1 1 0.95 0.95 0.94 0.97 1.00 0.93 0.96 0.98
0.5 0.5 1 0.95 0.95 0.92 0.96 0.99 0.90 0.93 0.96
0.9 0.1 1 0.95 0.95 0.71 0.78 0.85 0.95 0.99 1.02
0.9 0.5 1 0.95 0.95 0.37 0.44 0.51 0.90 0.98 1.04

Note: The table presents the summary of the results of 1000 Monte Carlo simulations. For each replication 600 observa-
tions of a higher-frequency variable xt and 200 observations of a lower-frequency variable yt are generated according to a bivariate
MS-VAR(1) model with two regimes. Then the MS-U-MIDAS-AR, MS-MIDAS-AR and MS-ADL-MIDAS models are estimated
and their in-sample fit is measured by Root Mean Squared Error. The table presents the 25th, 50th and 75th percentiles of the ratio
of the RMSE of the MS-U-MIDAS-AR to the RMSE of MS-MIDAS-AR and MS-ADL-MIDAS over all 1000 simulations. Values
below/above 1 indicate a better/worse in-sample performance of the MS-U-MIDAS-AR model in comparison to the MS-MIDAS-AR
or MS-ADL-MIDAS model. The analysis is done for different transition probabilities between the two regimes and for different
values of the parameters of the MS-VAR model (see equation (3.9)).

be thought of as using 600 monthly observations. Then we assume that yt is observed
only every third period, which corresponds to observing yt on a quarterly basis. Thus,
we obtain 200 low-frequency observations. Then for each replication we estimate MS-U-
MIDAS-AR, MS-MIDAS-AR and MS-ADL-MIDAS, and investigate the in-sample fit of
these models by means of Root Mean Squared Error (RMSE) and Quadratic Probability
Score (QPS). RMSE is defined as a square root of the average squared differences between
the estimated values of the dependent variable ŷt and the actually observed values of yt:

RMSE =

√∑T
t=τ (ŷt − yt)2
T − τ + 1

,

where τ denotes the beginning of the evaluation period.
Quadratic Probability Score is a measure of the accuracy of regime prediction and is
defined as follows:

QPS =
2 ·
∑T

t=τ (P (St = 1)− St)2

T − τ + 1
,

where St is a dummy variable taking the value of 1 for the first regime and 0 for the second
regime, and P (St = 1) is the predicted probability of being in the first regime in period t.
For the in-sample analysis τ = 1.
We replicate the above-described process 1000 times and obtain results that can be found
in Tables 3.3.1 and 3.3.2. The tables show the 25th, 50th, 75th percentiles of the ratio of
RMSE/QPS of MS-U-MIDAS-AR to the RMSE/QPS of MS-MIDAS-AR or MS-ADL-
MIDAS, calculated over 1000 simulations to provide an overview of the distribution of
the results for all replications. The ratio values below/above 1 mean that MS-U-MIDAS-
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Table 3.3.2: In-sample Quadratic Probability Score of MS-U-MIDAS-AR relative to MS-
MIDAS-AR and MS-ADL-MIDAS (DGP is a bivariate MS-VAR(1) with two regimes)

QPS (25th, 50th and 75th percentiles)
transition MS-U-MIDAS-AR MS-U-MIDAS-AR

δl probabilities vs. MS-MIDAS-AR vs. MS-ADL-MIDAS
ρ St = 1 St = 2 p11 p22 25th 50th 75th 25th 50th 75th

0.1 0.1 1 0.95 0.85 0.97 1.00 1.08 0.98 1.00 1.03
0.1 0.5 1 0.95 0.85 0.97 1.01 1.06 0.98 1.00 1.03
0.5 0.1 1 0.95 0.85 0.93 1.00 1.09 0.95 1.00 1.06
0.5 0.5 1 0.95 0.85 0.91 0.97 1.06 0.93 0.98 1.05
0.9 0.1 1 0.95 0.85 0.23 0.94 1.02 0.90 0.99 1.04
0.9 0.5 1 0.95 0.85 0.88 1.00 1.00 1.00 1.00 1.03
0.1 0.1 1 0.95 0.95 0.97 1.01 1.04 0.98 1.00 1.02
0.1 0.5 1 0.95 0.95 0.97 1.00 1.03 0.98 1.00 1.03
0.5 0.1 1 0.95 0.95 0.89 0.98 1.04 0.95 0.98 1.03
0.5 0.5 1 0.95 0.95 0.87 0.95 1.00 0.92 0.98 1.02
0.9 0.1 1 0.95 0.95 0.11 0.73 1.00 0.88 1.00 1.00
0.9 0.5 1 0.95 0.95 0.16 0.98 1.06 0.85 1.00 1.08

Note: The table presents the summary of the results of 1000 Monte Carlo simulations. For each replication 600 observa-
tions of a higher-frequency variable xt and 200 observations of a lower-frequency variable yt are generated according to a bivariate
MS-VAR(1) model with two regimes. Then the MS-U-MIDAS-AR, MS-MIDAS-AR and MS-ADL-MIDAS models are estimated
and their accuracy in predicting regimes is measured by Quadratic Probability Score. The table presents the 25th, 50th and 75th
percentiles of the ratio of the QPS of the MS-U-MIDAS-AR to the QPS of MS-MIDAS-AR and MS-ADL-MIDAS over all 1000
simulations. Values below/above 1 indicate a better/worse in-sample performance of the MS-U-MIDAS-AR model in comparison to
the MS-MIDAS-AR or MS-ADL-MIDAS model. The analysis is done for different transition probabilities between the two regimes
and for different values of the parameters of the MS-VAR model (see equation (3.9)).

AR performs better/worse than MS-MIDAS-AR or MS-ADL-MIDAS in terms of the
in-sample performance.
Simulations carried out for different sets of parameters, according to which the DGP was
generated, show that in terms of the median of the RMSE the MS-U-MIDAS-AR out-
performs the MS-MIDAS-AR in all considered cases, and in all but one case it performs
better than the MS-ADL-MIDAS model as well. However, in most cases the differences
between the models are small. The only exception are the cases when ρ = 0.9. Then
the MS-U-MIDAS-AR model outperforms the MS-MIDAS-AR considerably. However,
no big difference is reported between the MS-U-MIDAS-AR and MS-ADL-MIDAS in
those cases. This reveals that the MS-U-MIDAS-AR and MS-ADL-MIDAS show bet-
ter in-sample performance than the MS-MIDAS-AR model when the persistence of the
variable yt is high and the analyzed case is close to the unit root.
In terms of the QPS the in-sample performance of the MS-U-MIDAS-AR is comparable
to the MS-ADL-MIDAS, while better than MS-MIDAS-AR in most considered cases.

3.3.2 Out-of-sample analysis

For the study of the out-of-sample performance of the MS-U-MIDAS-AR model ver-
sus MS-MIDAS-AR and MS-ADL-MIDAS, we generate additional 30 out-of-sample
low-frequency observations from a specific DGP. In other words, we consider 200 low-
frequency observations for the in-sample estimation and 30 for forecasting evaluation.
Then we compare the forecasting performance of MS-U-MIDAS-AR relative to MS-
MIDAS-AR and MS-ADL-MIDAS for one-step ahead forecasts by means of the RMSE
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Table 3.3.3: Out-of-sample Root Mean Squared Error of MS-U-MIDAS-AR relative
to MS-MIDAS-AR and MS-ADL-MIDAS (DGP is a bivariate MS-VAR(1) with two
regimes)

RMSE (25th, 50th and 75th percentiles)
transition MS-U-MIDAS-AR MS-U-MIDAS-AR

δl probabilities vs. MS-MIDAS-AR vs. MS-ADL-MIDAS
ρ St = 1 St = 2 p11 p22 25th 50th 75th 25th 50th 75th

0.1 0.1 1 0.95 0.85 0.98 1.03 1.09 0.99 1.01 1.04
0.1 0.5 1 0.95 0.85 0.98 1.03 1.10 0.99 1.01 1.04
0.5 0.1 1 0.95 0.85 0.97 1.03 1.09 0.97 1.03 1.12
0.5 0.5 1 0.95 0.85 0.93 1.00 1.08 0.99 1.06 1.17
0.9 0.1 1 0.95 0.85 0.76 0.90 1.03 0.88 0.99 1.11
0.9 0.5 1 0.95 0.85 0.47 0.56 0.67 0.88 1.01 1.16
0.1 0.1 1 0.95 0.95 0.98 1.03 1.10 0.99 1.00 1.03
0.1 0.5 1 0.95 0.95 0.98 1.04 1.10 0.99 1.00 1.02
0.5 0.1 1 0.95 0.95 0.94 1.01 1.09 0.98 1.04 1.12
0.5 0.5 1 0.95 0.95 0.92 1.00 1.08 0.99 1.06 1.14
0.9 0.1 1 0.95 0.95 0.63 0.79 0.98 0.84 1.01 1.21
0.9 0.5 1 0.95 0.95 0.42 0.51 0.63 0.90 1.06 1.28

Note: The table presents the summary of the results of 1000 Monte Carlo simulations. For each replication 600 observa-
tions of a higher-frequency variable xt and 200 observations of a lower-frequency variable yt are generated for the in-sample
period, whereas 30 lower-frequency (90 higher-frequency) observations are generated for the out-of-sample evaluation according
to a bivariate MS-VAR(1) model with two regimes. Then the MS-U-MIDAS-AR, MS-MIDAS-AR and MS-ADL-MIDAS models
are estimated and their out-of-sample performance is measured by Root Mean Squared Error. The table presents the 25th, 50th and
75th percentiles of the ratio of the RMSE of the MS-U-MIDAS-AR to the RMSE of MS-MIDAS-AR and MS-ADL-MIDAS over
all 1000 simulations. Values below/above 1 indicate a better/worse out-of-sample performance of the MS-U-MIDAS-AR model in
comparison to the MS-MIDAS-AR or MS-ADL-MIDAS model. The analysis is done for different transition probabilities between
the two regimes and for different values of the parameters of the MS-VAR model (see equation (3.9)).

and QPS. We replicate the procedure 1000 times for two different DGPs that were de-
scribed in the earlier sections.

3.3.2.1 DGP generated as a two-regime MS-VAR

The first out-of-sample experiment is carried out for the DGP generated as a MS-VAR(1)
(see equation (3.9)) according to the procedure described above. The results of the
forecasting evaluation of the MS-U-MIDAS-AR model versus MS-MIDAS-AR and MS-
ADL-MIDAS can be found in Tables 3.3.3 and 3.3.4. For different combinations of the
parameters of the DGP, the tables contain the 25th, 50th and 75th percentiles of the ratio
of the RMSE/QPS of MS-U-MIDAS-AR relative to the RMSE/QPS of MS-MIDAS-AR
and to the RMSE/QPS of MS-ADL-MIDAS, calculated over all 1000 replications. Values
below/above 1 indicate that MS-U-MIDAS-AR performs better/worse than MS-MIDAS-
AR or MS-ADL-MIDAS in the out-of-sample analysis.
When the true DGP is MS-VAR(1), there is no clear winner of the out-of-sample com-
parison. Looking at the median of the results for the RMSE, the MS-U-MIDAS-AR
performs clearly better than the MS-MIDAS-AR for the cases when the persistence of
the low-frequency variable is high (ρ = 0.9), and thus when more information relevant
for the future can be exploited from the past data. This confirms the results of the in-
sample analysis. However, for other cases, the MS-U-MIDAS performs comparably or
slightly worse than the MS-MIDAS-AR and the MS-ADL-MIDAS. On the other hand,
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Table 3.3.4: Out-of-sample Quadratic Probability Score of MS-U-MIDAS-AR relative
to MS-MIDAS-AR and MS-ADL-MIDAS (DGP is a bivariate MS-VAR(1) with two
regimes)

QPS (25th, 50th and 75th percentiles)
transition MS-U-MIDAS-AR MS-U-MIDAS-AR

δl probabilities vs. MS-MIDAS-AR vs. MS-ADL-MIDAS
ρ St = 1 St = 2 p11 p22 25th 50th 75th 25th 50th 75th

0.1 0.1 1 0.95 0.85 0.87 1.00 1.14 0.97 1.00 1.07
0.1 0.5 1 0.95 0.85 0.82 0.98 1.12 0.96 1.00 1.06
0.5 0.1 1 0.95 0.85 0.79 1.04 1.78 0.66 0.97 1.30
0.5 0.5 1 0.95 0.85 0.61 0.95 1.36 0.54 0.91 1.34
0.9 0.1 1 0.95 0.85 0.79 0.99 1.25 0.71 1.00 1.32
0.9 0.5 1 0.95 0.85 0.78 0.99 1.17 0.69 1.00 1.37
0.1 0.1 1 0.95 0.95 0.84 0.97 1.10 0.97 1.00 1.03
0.1 0.5 1 0.95 0.95 0.80 0.95 1.07 0.97 1.00 1.03
0.5 0.1 1 0.95 0.95 0.62 0.97 1.06 0.66 0.98 1.06
0.5 0.5 1 0.95 0.95 0.54 0.93 1.03 0.52 0.96 1.05
0.9 0.1 1 0.95 0.95 0.67 0.94 1.20 0.71 1.01 1.39
0.9 0.5 1 0.95 0.95 0.71 0.96 1.20 0.76 1.01 1.41

Note: The table presents the summary of the results of 1000 Monte Carlo simulations. For each replication 600 observa-
tions of a higher-frequency variable xt and 200 observations of a lower-frequency variable yt are generated for the in-sample
period, whereas 30 lower-frequency (90 higher-frequency) observations are generated for the out-of-sample evaluation according to
a bivariate MS-VAR(1) model with two regimes. Then the MS-U-MIDAS-AR, MS-MIDAS-AR and MS-ADL-MIDAS models are
estimated and their accuracy in predicting regimes is measured by Quadratic Probability Score. The table presents the 25th, 50th
and 75th percentiles of the ratio of the QPS of the MS-U-MIDAS-AR to the QPS of MS-MIDAS-AR and MS-ADL-MIDAS over
all 1000 simulations. Values below/above 1 indicate a better/worse out-of-sample performance of the MS-U-MIDAS-AR model in
comparison to the MS-MIDAS-AR or MS-ADL-MIDAS model. The analysis is done for different transition probabilities between
the two regimes and for different values of the parameters of the MS-VAR model (see equation (3.9)).

looking at the QPS, we can observe that MS-U-MIDAS outperforms the MS-MIDAS-AR
in predicting the true regime in almost all cases. It also performs at least as well as the
MS-ADL-MIDAS model.
As a robustness check, we repeat the out-of-sample comparison for the case when the true
DGP is MS-VAR(4), thus allowing for more dynamics. The results of this exercise can be
found in Tables 3.A.3 and 3.A.4 in Appendix 3.A. In terms of the RMSE the performance
of the MS-U-MIDAS-AR deteriorates slightly relative to the MS-MIDAS-AR and MS-
ADL-MIDAS. One possible explanation of this deterioration is that AIC suggests large
number of lags, and since the unrestricted model is less parsimonious, its forecasting
performance becomes worse. However, in terms of predicting the regime changes, the
MS-U-MIDAS-AR still performs on average better than both the MS-MIDAS-AR and
MS-ADL-MIDAS.

3.3.2.2 DGP generated as a two-regime MS-MIDAS-AR

In order to investigate the out-of-sample performance of MS-U-MIDAS-AR versus MS-
MIDAS-AR and MS-ADL-MIDAS in the case when MS-MIDAS-AR is the true DGP,
we generate data according to the MS-MIDAS-AR model with an exponential Almon lag
(with 6 lags of the higher-frequency variable4) and two regimes (see equation (3.6)). The

4We also carried out the exercise for 3 lags of the higher-frequency variable, but the results were similar
to the ones presented here, so we refrain from including them in the paper.
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Table 3.3.5: Choice of the parameters for the Monte Carlo simulations (DGP is a MS-
MIDAS-AR with two regimes)

set regime β0 θ1 θ2 β1 λ σ2

1 St = 1 -1 2 · 10−1 3 · 10−2 0.6 0.2 1
St = 2 1 2 · 10−1 3 · 10−2 0.2 0.2 0.67

2 St = 1 -0.5 0.7 -0.5 0.8 0.3 1
St = 2 0.5 0.7 -0.5 0.1 0.3 0.67

higher frequency variable xt is generated from the following AR(1) process:5

xt = 0.025 + 0.9 · xt−1 + εt, where εt ∼ N(0, 1) (3.10)

We allow the intercept β0, the slope parameter β1 and the variance of the error term σ2

to switch. We consider two possible sets of parameters for the DGP. The details of this
parametrization can be found in Table 3.3.5. The transition probabilities remain the same
as for the first DGP.
The evaluation of the out-of-sample performance of the models is done in terms of fore-
casting accuracy and the ability to predict regimes. Thus, we consider the 25th, 50th and
75th percentiles of the ratio of the RMSE of MS-U-MIDAS-AR relative to the RMSE of
MS-MIDAS-AR and the RMSE of MS-ADL-MIDAS, calculated over 1000 replications
(Table 3.3.6). We also calculate the Quadratic Probability Score of the MS-U-MIDAS-
AR relative to the QPS of the MS-MIDAS-AR and MS-ADL-MIDAS models (Table
3.3.7). For both tables values below/above 1 indicate that MS-U-MIDAS-AR performs
better/worse than MS-MIDAS-AR or MS-ADL-MIDAS.
Looking at the median of the results, for most considered combinations of parameters
the MS-U-MIDAS-AR model is slightly outperformed both by the MS-MIDAS-AR and
MS-ADL-MIDAS in terms of forecasting accuracy. However, in predicting regimes the
MS-U-MIDAS-AR model outperforms its both counterparts for all considered parameter
combinations. Therefore, it seems that even in the case when MS-MIDAS-AR is favored
(as this is the true DGP), MS-U-MIDAS-AR outperforms its restricted counterparts in
regime prediction.

5We also conducted the exercise for different degree of persistence of variable xt, namely for ρ = 0.3,
but the results were similar to the ones presented here, so we refrain from including them in the paper.
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Table 3.3.6: Out-of-sample Root Mean Squared Error of MS-U-MIDAS-AR relative to
MS-MIDAS-AR and MS-ADL-MIDAS (DGP is a MS-MIDAS-AR with two regimes)

transition MS-U-MIDAS-AR MS-U-MIDAS-AR
probabilities vs. MS-MIDAS-AR vs. MS-ADL-MIDAS

set p11 p22 25th 50th 75th 25th 50th 75th

1 0.95 0.85 0.97 1.03 1.09 0.96 1.00 1.05
1 0.95 0.95 0.96 1.02 1.08 0.95 1.00 1.05
2 0.95 0.85 0.98 1.04 1.11 0.98 1.03 1.09
2 0.95 0.95 0.98 1.03 1.09 0.98 1.02 1.07

Note: The table presents the summary of the results of 1000 Monte Carlo simulations. For each replication 600 observa-
tions of a higher-frequency variable xt and 200 observations of a lower-frequency variable yt are generated for the in-sample
period, whereas 30 lower-frequency (90 higher-frequency) observations are generated for the out-of-sample evaluation according
to a MS-MIDAS-AR model with two regimes. Then the MS-U-MIDAS-AR, MS-MIDAS-AR and MS-ADL-MIDAS models are
estimated and their out-of-sample performance is measured by Root Mean Squared Error. The table presents the 25th, 50th and 75th
percentiles of the ratio of the RMSE of the MS-U-MIDAS-AR to the RMSE of MS-MIDAS-AR or MS-ADL-MIDAS, calculated
over all 1000 simulations. Values below/above 1 indicate a better/worse out-of-sample performance of the MS-U-MIDAS-AR model
in comparison with its restricted counterpart. The analysis is done for different transition probabilities between the two regimes and
for different values of the parameters of the data generating process (see equation (3.6) and Table 3.3.5).

Table 3.3.7: Out-of-sample Quadratic Probability Score of MS-U-MIDAS-AR relative to
MS-MIDAS-AR and MS-ADL-MIDAS (DGP is a MS-MIDAS-AR with two regimes)

transition MS-U-MIDAS-AR MS-U-MIDAS-AR
probabilities vs. MS-MIDAS-AR vs. MS-ADL-MIDAS

set p11 p22 25th 50th 75th 25th 50th 75th

1 0.95 0.85 0.69 0.96 1.08 0.63 0.95 1.08
1 0.95 0.95 0.63 0.98 1.09 0.71 0.99 1.10
2 0.95 0.85 0.73 0.97 1.14 0.68 0.94 1.12
2 0.95 0.95 0.76 0.98 1.09 0.76 0.98 1.09

Note: The table presents the summary of the results of 1000 Monte Carlo simulations. For each replication 600 observa-
tions of a higher-frequency variable xt and 200 observations of a lower-frequency variable yt are generated for the in-sample
period, whereas 30 lower-frequency (90 higher-frequency) observations are generated for the out-of-sample evaluation according
to a MS-MIDAS-AR model with two regimes. Then the MS-U-MIDAS-AR, MS-MIDAS-AR and MS-ADL-MIDAS models
are estimated and their out-of-sample performance in predicting regimes is measured by Quadratic Probability Score. The table
presents the 25th, 50th and 75th percentiles of the ratio of the QPS of the MS-U-MIDAS-AR to the QPS of MS-MIDAS-AR and
MS-ADL-MIDAS, calculated over all 1000 simulations. Values below/above 1 indicate a better/worse out-of-sample performance of
the MS-U-MIDAS-AR model in comparison with its restricted counterpart. The analysis is done for different transition probabilities
between the two regimes and for different values of the parameters of the data generating process (see equation (3.6) and Table 3.3.5).

3.4 Forecasting GDP growth of the United States

In our empirical study we investigate the in- and out-of-sample performance of the class of
MS-U-MIDAS models in forecasting quarterly GDP growth of the United States with the
help of monthly macroeconomic and financial variables. For horizons h =

{
1
3
, 2
3
, 1, 2, 4

}
(fractions denote the cases of nowcasting) we compare the forecasting performance of
the MS-U-MIDAS(-AR) models with the corresponding models of the MS-MIDAS(-
AR) and MS-ADL-MIDAS class. In addition, for one-, two- and four-step-ahead fore-
casts we include further Markov-switching models in the comparison: Markov-Switching
Distributed Lag model (MS-DL) and Markov-Switching Autoregressive Distributed Lag
model (MS-ADL). The MS-DL and MS-ADL models are equivalent to MS-MIDAS
and MS-ADL-MIDAS correspondingly with all lags of the explanatory variable equally
weighted. Thus, it is reasonable to compare these models with MS-MIDAS regressions
in order to see whether the use of models with estimated lag polynomial weights is nec-
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essary. However, a major drawback of the distributed lag class of models is that they do
not allow for leads, and thus they cannot use the available data on monthly regressors for
the quarter for which the forecast is calculated. That is why, these models cannot be used
for nowcasting.
In our comparison we also include benchmark models without Markov-switching, in par-
ticular random walk and AR(2) model, U-MIDAS and MIDAS (with and without au-
toregressive dynamics), Distributed Lag model (DL) and Autoregressive Distributed Lag
model (ADL). These constant-parameter models are restricted versions of the models with
Markov-switching, so it is reasonable to use them for the sake of comparison of the model
performance. An overview of the models we use in the analysis can be found in Table
3.A.1 in Appendix 3.A.
The first part of the empirical study concentrates on the description and the introductory
analysis of the dataset, as well as on the extraction of factors from the data. Further parts
include the analysis of the in-sample fit of the MS-U-MIDAS-AR model and its forecast-
ing performance (in terms of the RMSE and QPS) in comparison to a wide spectrum of
other models mentioned above.

3.4.1 Data

For the empirical exercise on forecasting quarterly GDP growth of the United States, we
use a set of 156 monthly macroeconomic and financial variables, yielding information on
i.a.: industrial production, employment, inflation, federal debt, bank assets, interest rates,
government bonds, stock prices and some macroeconomic leading indicators. This data
comes from Datastream. The data on output covers the period from 1959:Q1 to 2011:Q3
(211 quarters). The monthly data covers the period from June 1958 to September 2011.
The information on the business cycles in the United States comes from the National
Bureau of Economic Research6 and is used to assess the performance of the model in
predicting regime changes in the economy.
The dataset we use in our analysis is qualitatively similar to other forecasting studies
on the US GDP growth (e.g. Giannone and Small (2008)), but includes fewer variables
(156 compared to 200 variables in the cited paper). This is due to the fact that Markov-
switching models involve the estimation of a large number of parameters. Thus, the use
of such models requires a long sample, which means that fewer variables are available
throughout the analyzed period in comparison with some other studies. Although in our
sample we include a wide spectrum of macroeconomic and financial variables, our data
selection is limited by the availability of time series.
The data we use is a final vintage, balanced dataset, collected in September 2012. Thus
we do not account for data revisions and publication lags of the monthly variables. As

6Data available at: http://www.nber.org/cycles/cyclesmain.html
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the dataset we use includes more than 150 variables, this would simply complicate the
analysis to a great extent. Besides, we do not know the exact publication pattern for all
the variables we use in the analysis. We also do not want to create any kind of artificial
pattern, especially when we cannot realistically assume that this pattern remains stable
over the whole period we consider in our analysis. However, as a robustness check we
repeat the forecasting exercise for real-time data on the GDP growth.7 The results of this
real-time analysis can be found in Appendix 3.A (Tables 3.A.10 - 3.A.13).
We carried out Augmented Dickey-Fuller and Philips-Perron unit root tests for all time
series included in our data set to investigate their order of integration. Based on the
results we transformed the data to ensure stationarity. Depending on the characteristics
and behavior of the data we either used first/second differences or first/second differences
of logarithms of the time series to stationarize them. The GDP growth was calculated as:
100(ln(GDPt) − ln(GDPt−1)). The details of the transformation for specific variables
and the exact description of all time series used in the analysis can be found in Table 3.A.2
in Appendix 3.A.

3.4.2 Extracting factors from the dataset

MIDAS models are usually applied within a univariate framework, that is, only one ex-
plaining variable is included in the model. That ensures parsimony and simplifies the
estimation, but does not seem to be an optimal solution, as it is difficult to pick up a sin-
gle variable that summarizes the overall economic situation accurately and preserves the
same level of relevance for the economic activity over a long time period. A reasonable
approach should explore the informational content of a wide range of available macroeco-
nomic and financial time series, which only as a whole, not as single variables, can reflect
the current state of the economy. However, the inclusion of many regressors in the model
results in parameter proliferation and therefore is very problematic. A possible solution to
that issue is the use of factor analysis. There is a vast literature available on techniques of
factor extraction, e.g. Forni, Hallin, Lippi, and Reichlin (2000, 2005), Bai and Ng (2002),
Stock and Watson (2002a) or Bai (2003). It is assumed that an N -dimensional set of ex-
planatory variables Xt can be represented by a few common latent factors Ft, which are
then used as regressors in the main analysis:

Xt = ∆Ft + et,

where et is a vector of idiosyncratic disturbances, and ∆ is the loading matrix.
The main idea behind factor analysis is to transform the available dataset in such a way
that a substantial part of the variation of the observed variables can be explained by just

7The real-time data on the GDP comes from the website: http://www.philadelphiafed.org/research-and-
data/real-time-center/real-time-data/data-files/ROUTPUT/
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a few unobserved factors. Thus, using a single factor that explains a large part of the
variation, instead of a single observed variable, may capture more information from the
available dataset and ensure the parsimony of the model. However, as useful as this
method is, one should use it with some caution. Factor analysis is a purely statistical way
of summarizing the variation of the dataset in an efficient way in order to reduce the di-
mension of the system. The factors which explain the biggest part of the overall variation
in the dataset, are not always the best predictors of the dependent variable. Consequently,
the choice of factors may play a crucial role in the analysis and the forecasting perfor-
mance of the model might heavily depend on it. To achieve good forecasting results and
at the same time maintain parsimony of the model, one may use forecast combinations of
single-factor regressions. We follow this approach in further parts of the paper.
Following the above-described way of reducing the dimension of the dataset, we use
principal component analysis to extract factors from our set of monthly macroeconomic
and financial variables for the United States. For the introductory analysis, we extract
factors using the whole available sample of the monthly data, that is, from June 1958
to September 2011. However, for further analysis of the forecasting performance of the
models, we first extract factors for the in-sample period only and then for the out-of-
sample period factors are extracted recursively, that is, they are updated with each forecast
calculation. For the whole sample we find that the first factor explains about 10% of the
variation of the dataset, whereas the first five factors together account for about 27% of
the variation. These numbers might not sound impressive, but they are not uncommon
for large datasets which include a wide spectrum of different variables (see e.g. Stock and
Watson (2002b)). Figure 3.A.1 in Appendix 3.A illustrates graphically the percentage of
the whole variation of the dataset, explained by the first ten factors.
The choice of the optimal number of factors for further analysis is not a trivial issue. We
follow the approach of Bai and Ng (2002), who treat the selection of the number of factors
as a problem of optimizing the trade-off between the goodness-of-fit of the model and its
parsimony. We apply the first and the second criterion proposed by these authors and find
that both criteria consistently point to four and five factors respectively. Thus, considering
five factors for further analysis seems to be a reasonable approach. One can make use
of the informational content of each of these factors by considering them together as
regressors within one model or by combining forecasts obtained through models which
use them as single explanatory variables. To avoid parameter proliferation we focus on
the latter option and in further parts of the paper we investigate the forecasting accuracy
of the single-factor models, as well as their combinations.
It turns out that factor 1 loads mainly on variables such as industrial production, industrial
confidence indicator, leading macroeconomic indicators and manufacturers’ survey data.
Factor 2 loads mainly on interest rates, bond yields and stock market indices. Factor 3
loads mainly on inflation data (CPI, PPI, oil price index), whereas factor 4 on bond yields,



Chapter 3: Forecasting Using Mixed-Frequency Models With Switching Regimes 95

industrial production and number of working hours. Finally, factor 5 loads on stock prices,
employment and manufacturers’ survey data. Further analysis shows how useful each of
these factors is in forecasting GDP growth and to what extent the forecasting performance
of the tested models can be enhanced by combining the forecasts obtained from single
factors. The graphical representation of the five factors together with the GDP growth can
be found in Figure 3.A.2 in Appendix 3.A.

3.4.3 Further issues concerning the MS-MIDAS class of models

An issue of utmost importance for the models of Markov-switching type is the choice of
the optimal number of regimes and the determination of the parameters that are allowed to
switch in the model. For the model specification we use the Akaike (AIC) and Bayesian
(BIC) Information Criteria. We test the cases when the number of regimes equals two (re-
cession and expansion) and three (recession, stable growth and rapid expansion). How-
ever, the information criteria do not deliver unanimous results on the optimal number
of regimes. AIC points towards three regimes (three regimes were also used in a similar
study for the US GDP by Guérin and Marcellino (2013), although that result was obtained
through BIC), whereas BIC, which penalizes the growth of the number of parameters in
the model more strongly, points towards a model with two regimes. Thus, for the sake of
robustness we present results for models with two and three regimes. In addition, we find
it important to see how the performance of the MS-U-MIDAS model changes in compar-
ison with its restricted counterpart in the case when the number of parameters grows (two
versus three regimes).
Furthermore, with the help of AIC and BIC we investigate models that allow for a switch
only in the intercept β0, in the intercept β0 and variance of the error term σ2, as well as in
the intercept β0, variance σ2 and slope parameter β1 (the coefficient of the autoregressive
term λ and the parameters of the lag polynomial θ do not switch between regimes). Both
criteria favor models with all parameters switching. As the volatility of the analyzed time
series of GDP growth changes over time, and increases especially dramatically during the
crisis periods, we do not think it is reasonable to consider a model without a switch in the
variance of the error term and this case is not examined further in our paper. However,
we do consider the other cases, that is, for the sake of completeness we investigate the
performance of models with a switch in intercept and variance only, as well as with all
the parameters allowed to switch between the regimes.
We also use the above-mentioned information criteria to determine the optimal number of
lags of the explanatory variables included in the analyzed models, setting the maximum
number of autoregressive lags to 4 (four quarters can be taken into account) and the maxi-
mum number of lags of the other explanatory variables to 6 (six for the monthly data, that
is the information from the last two quarters can be included) in order to avoid parameter



Chapter 3: Forecasting Using Mixed-Frequency Models With Switching Regimes 96

proliferation. In most cases the information criteria opt for a different number of lags, but
we find hardly any differences between the performance of the models estimated accord-
ing to AIC or BIC. In the paper we only present results for the number of lags chosen
according to AIC, as this criterion tends to overestimate the optimal number of lags and
thus creates a potentially more difficult test for the unrestricted class of MIDAS models,
which are more prone to parameter proliferation than their restricted counterparts.

3.4.4 In-sample fit of the MS-U-MIDAS model

In this paper we consider many different models with a lot of parameters, so it is difficult
to present the estimation results for all of them. Generally, for regime-switching models,
one can observe that the parameters differ between the states of the world - small intercept
β0 and high variance σ2 indicate a recession, whereas high intercept β0 and low variance
σ2 point to expansion. A useful feature of Markov-switching models is that, apart from
the estimated parameters and fitted values of the dependent variable, one can also obtain
the probabilities of being in a specific regime in a given point in time. Thus, one can
calculate the probabilities of being in a period of recession and expansion. As this fea-
ture is particularly important for the policy makers and gives the opportunity to show the
in-sample performance of the model in a graphical way, we present the smoothed prob-
abilities of being in a specific regime in relation to the actual crisis periods (taken from
NBER database).
We consider the performance of the five factors taken for further analysis and present the
results for the MS-U-MIDAS model with two and three regimes (with intercept, slope and
variance of the error term switching). For the case of two regimes all of the five factors
perform quite well in detecting the recent periods of crisis (after 1990). However, most
of them (especially factors 1, 4 and 5) face substantial problems in matching the earlier
recessions, which is mainly due to the fact that the overall volatility of the series before
1990 is considerably higher than after 1990. Factor 2, on the other hand, seems to match
the crisis periods before 1990 especially well, whereas the spike representing the dot-com
bubble from 2000-2001 is in its case not so conspicuous (see Figure 3.4.1). This points to
the fact that some of the factors (factor 2 and 3) perform better in matching the recessions
before 1990, while others excel in detecting the more recent crises. This might be an
argument in favor of using multiple factors within the same model or combining results
obtained from single-factor regressions.
The unsatisfactory performance of the model in identifying recessionary periods before
1990 could also be a point in favor of a model with three regimes. Due to higher parameter
flexibility such a model might be able to deal with the change in volatility of the GDP
growth of the United States across the analyzed period better than the model with two
regimes.
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Figure 3.4.1: Smoothed probabilities (dark line) of a crisis (left) and expansion (right),
calculated for the period from 1959:Q1 to 2011:Q3 for the MS-U-MIDAS model with
two regimes (all parameters allowed to switch). The probabilities are compared with the
actual recessionary periods according to NBER (bars).
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Figure 3.4.2: Smoothed probabilities (dark line) of a crisis (left), stable growth (middle)
and expansion (right), calculated for the period from 1959:Q1 to 2011:Q3 for the MS-U-
MIDAS model with three regimes (all parameters allowed to switch). The probabilities
are compared with the actual recessionary periods according to NBER (bars).
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The estimation of the MS-U-MIDAS model with three regimes and all parameters switch-
ing yields slightly better in-sample results for the period before 1990 in comparison to the
model with two regimes (see Figure 3.4.2), although the results for factors 1,4 and 5 are
still not satisfactory for this time period. The recent recessions are again matched more
accurately. However, a relative in-sample performance improvement for some factors in
the case of three regimes does not guarantee that models with three regimes will per-
form better than those with two regimes in the out-of-sample analysis, which is the main
purpose of this work.

3.4.5 Out-of-sample performance of the MS-U-MIDAS model

In order to investigate the forecasting performance of the MS-U-MIDAS model, we divide
our original sample into two parts: the time between 1959:Q1 and 1999:Q4 is considered
the in-sample period (160 quarters), whereas the time from 2000:Q1 to 2011:Q3 (47 quar-
ters) is used for the forecasting exercise. The choice of the in- and out-of-sample periods
is arbitrary. However, the in-sample period should be long enough to ensure precise
parameter estimation, whereas the out-of-sample period, which encompasses both some
expansion and recession periods, is chosen to be long enough to help to reliably assess
the forecasting performance of the model. For the exercise presented here we use final-
vintage data, but we also repeat the analysis for the real-time dataset for the US GDP. The
results of this exercise for horizons

{
h = 1

3
, 2
3
, 1
}

can be found in Appendix 3.A (Tables
3.A.10 - 3.A.13), and overall they are comparable to the results for the final vintage data.
We calculate forecasts recursively for horizons

{
h = 1

3
, 2
3
, 1, 2, 4

}
. We also extract factors

from the explanatory dataset in a recursive way. For nowcasting the horizon is defined as a
fraction and the forecasts are calculated using leads, that is, in the MIDAS class of models
we include monthly observations from the quarter for which the forecast is calculated.
The forecasting exercise is carried out not only for the MS-U-MIDAS class of models,
but also for a wide range of other models: MS-MIDAS(-AR) models, MS-ADL-MIDAS
model, Markov-switching Distributed Lag model (MS-DL), Markov-switching Autore-
gressive Distributed Lag model (MS-ADL), and some models without Markov-switching:
MIDAS and U-MIDAS (with and without autoregressive dynamics), Distributed Lag
model (DL), Autoregressive Distributed Lag model (ADL), AR(2) and random walk
(RW). In the case of models that do not allow for mixed frequency, it is not possible
to use leads. That is why, these models are only included in the comparison for horizons
h = {1, 2, 4}, but not for nowcasting.
The forecasts are first calculated separately for models that use each of the five single fac-
tors considered in the analysis. Then those forecasts are combined according to five dif-
ferent schemes in order to enhance the forecasting performance of the single factors. We
first consider the mean (Mean) and median (Med.) of the forecasts from all single-factor
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models. Further we use a scheme, proposed by Stock and Watson (2004), that assigns
weights to single-factor forecasts according to their Squared Discounted Mean Forecast
Error (S.D.E.), thus accounting for past forecasting performance of the model and at the
same time giving more weight to more recent observations. The forecast weights wit in
this method are calculated as follows:

wit =
m−1it∑n
j=1m

−1
jt

, where mit =
t−h∑
s=τ

δt−h−s(ys+h − ŷi,s+h|s)2.

δ denotes the discount factor, which in our analysis is equal to 0.9, h is the forecast hori-
zon, y the actual and ŷ the estimated GDP growth, n the number of forecasts combined, t
is the time index and i is the index denoting the forecast of i-th model considered for the
combination.
Finally, we also consider a forecast combination scheme which trims the recently worst
model - we take account for the last quarter (Tr.(1)) and the last four quarters (Tr.(4)).
The forecasts obtained through the above-described combination methods are then com-
pared in terms of RMSE and QPS. We also compare the forecasting performance of the
combination schemes with the performance of single-factor models. The results of such
exercise for different forecasting horizons can be found in Tables 3.A.5 - 3.A.9 in Ap-
pendix 3.A. To save space, in the main part of the paper in Table 3.4.1 we present results
for different forecasting horizons, but only for one forecast combination scheme (Mean).
The RMSEs are presented relative to the benchmark model, which is an AR(2). Values
below/above 1 indicate better/worse performance of the specific model in comparison to
AR(2). We also present the out-of-sample results for the QPS in Table 3.4.2. A concise
summary of all the results from Tables 3.A.5 - 3.A.9 from Appendix 3.A can be found in
Table 3.4.3.
There is no clear pattern which could help us to rank the factors in terms of their fore-
casting suitability. However, it seems that especially factor 1, and factors 3 and 5 to a less
extent, perform decently in forecasting GDP growth for some of the considered cases,
whereas factor 2 deals with the task considerably worse. This might seem surprising, as
factor 2 performs very well in detecting periods of recession in the in-sample analysis. A
reason for such situation might be the fact that factor 2 loads mainly on financial variables,
which are helpful in detecting the periods of financial crises, but are no longer particu-
larly useful in forecasting GDP growth during periods of stable growth. That results in
an overall unsatisfactory forecasting performance. On the other hand, factor 1 and, to
a less extent, factors 3, 4 and 5 load on macroeconomic variables, which prevents them
from being very accurate in detecting financial crises, but adds to their relatively good
performance in forecasting GDP growth.
In general, our results confirm the findings of many forecasting exercises, which conclude
that combining forecasts gives more robust and in many cases also better results than
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Table 3.4.1: Root Mean Squared Errors relative to AR(2) model. Final vintage data used.
Number of lags in the models chosen according to AIC.

Model Switch h=1/3 h=2/3 h=1 h=2 h=4
Benchmarks
RW — X X 1.11 1.09 1.23
AR(2) — 1.00 1.00 1.00
2 regimes
MS-U-MIDAS I,V 0.93∗ 0.93 1.04 1.06 1.00
MS-U-MIDAS I,S,V 0.91∗ 0.96 1.04 1.04 0.96
MS-U-MIDAS-AR I,V 0.83∗∗∗ 0.83∗∗ 0.90 0.96 0.98
MS-U-MIDAS-AR I,S,V 0.83∗∗∗ 0.81∗∗∗ 0.93 0.97 0.98
MS-MIDAS I,V 0.89∗∗ 0.91 1.04 1.06 1.00
MS-MIDAS I,S,V 0.86∗∗ 0.90∗ 1.05 1.05 1.00
MS-MIDAS-AR I,V 0.87∗∗∗ 0.86∗ 0.94 0.96 0.97
MS-MIDAS-AR I,S,V 0.85∗∗∗ 0.85∗∗∗ 0.94 0.97 0.99
MS-ADL-MIDAS I,V 0.81∗∗∗ 0.84∗∗∗ 0.92 0.97 1.01
MS-ADL-MIDAS I,S,V 0.79∗∗∗ 0.83∗∗∗ 0.96 1.00 1.02
MS-ADL I,V X X 0.93 0.96 0.97
MS-ADL I,S,V 0.93 0.96 0.96
MS-DL I,V X X 1.05 1.05 0.99
MS-DL I,S,V 1.02 1.05 0.96
3 regimes
MS-U-MIDAS I,V 0.92∗ 0.91 0.97 1.01 0.94
MS-U-MIDAS I,S,V 0.85∗∗ 0.92∗∗ 0.97 0.99 0.95
MS-U-MIDAS-AR I,V 0.80∗∗∗ 0.87∗ 0.94 0.95 0.95
MS-U-MIDAS-AR I,S,V 0.83∗∗∗ 0.81∗∗∗ 0.95 0.97 0.97
MS-MIDAS I,V 0.90∗∗ 0.90∗∗ 0.97 1.01 0.96
MS-MIDAS I,S,V 0.89∗∗ 0.86∗∗ 0.96 1.00 0.96
MS-MIDAS-AR I,V 0.84∗∗∗ 0.87∗∗ 0.94 0.98 0.95
MS-MIDAS-AR I,S,V 0.83∗∗∗ 0.84∗∗ 0.92 0.99 0.94
MS-ADL-MIDAS I,V 0.77∗∗∗ 0.85∗∗∗ 0.91 0.97 0.99
MS-ADL-MIDAS I,S,V 0.84∗∗ 0.85∗∗∗ 0.94 0.98 1.00
MS-ADL I,V X X 0.93 0.98 0.96
MS-ADL I,S,V 0.93 0.97 0.94
MS-DL I,V X X 1.00 1.00 0.95
MS-DL I,S,V 0.98 0.96 0.94
Models without Markov-switching
U-MIDAS — 0.93∗ 0.95 1.04 1.05 1.01
U-MIDAS-AR — 0.82∗∗∗ 0.85∗∗∗ 0.92∗∗∗ 0.97 1.00
MIDAS — 0.85∗∗ 0.91 1.02 1.07 1.01
MIDAS-AR — 0.82∗∗∗ 0.85∗∗∗ 0.94∗∗∗ 0.98 0.99
ADL-MIDAS — 0.79∗∗∗ 0.84∗∗∗ 0.92 0.97 1.01
DL — X X 1.00 0.97 1.08
ADL — 0.94∗∗∗ 0.98 0.98

Note: *** - significant at 1% level, ** - at 5% level, * - at 10% level (significance of the forecast-
ing performance relative to the random walk model was investigated with the help of Diebold-Mariano
test).
Column ”Switch” gives information on the parameters that are allowed to switch in the model: I-intercept
β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample RMSEs for the models compared in this paper. The original sample
is divided into the in-sample period between 1959:Q1 and 1999:Q4 (160 quarters) and the out-of-sample
period between 2000:Q1 and 2011:Q3 (47 quarters). For the out-of-sample period the forecasts are
calculated recursively. In order to evaluate the forecasting performance of the models we calculate the
RMSE for each model for the whole out-of-sample period. The RMSEs are calculated for the forecast
combination scheme that involves taking the mean of the forecasts from single factor models.
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Table 3.4.2: Quadratic Probability Scores calculated for filtered probabilities of the crisis
regime for the out-of-sample period. Final vintage data is used.

Model Switch h=1/3 h=2/3 h=1
2 regimes
MS-U-MIDAS I,V 0.360∗∗ 0.345∗ 0.392
MS-U-MIDAS I,S,V 0.314∗∗ 0.442 0.505
MS-U-MIDAS-AR I,V 0.295∗∗∗ 0.381∗∗ 0.450
MS-U-MIDAS-AR I,S,V 0.381∗∗ 0.324∗∗∗ 0.383
MS-MIDAS I,V 0.345∗∗ 0.391 0.443
MS-MIDAS I,S,V 0.372 0.503 0.528
MS-MIDAS-AR I,V 0.331∗∗∗ 0.388∗∗ 0.437
MS-MIDAS-AR I,S,V 0.332 0.479 0.514
MS-ADL-MIDAS I,V 0.405∗∗ 0.410∗∗ 0.452
MS-ADL-MIDAS I,S,V 0.368∗∗ 0.271∗∗∗ 0.490
MS-ADL I,V X X 0.497
MS-ADL I,S,V 0.473
MS-DL I,V X X 0.441
MS-DL I,S,V 0.481
3 regimes
MS-U-MIDAS I,V 0.261∗∗∗ 0.297∗∗∗ 0.296∗∗∗

MS-U-MIDAS I,S,V 0.316∗∗ 0.297∗∗∗ 0.276∗∗∗

MS-U-MIDAS-AR I,V 0.353∗ 0.342∗∗ 0.308∗∗∗

MS-U-MIDAS-AR I,S,V 0.320∗∗ 0.344∗ 0.335∗∗

MS-MIDAS I,V 0.349∗ 0.290∗∗∗ 0.305∗∗

MS-MIDAS I,S,V 0.342∗ 0.295∗∗∗ 0.279∗∗∗

MS-MIDAS-AR I,V 0.327∗∗ 0.319∗∗ 0.312∗∗

MS-MIDAS-AR I,S,V 0.301∗∗∗ 0.285∗∗∗ 0.327∗∗

MS-ADL-MIDAS I,V 0.354∗ 0.337∗∗ 0.341∗

MS-ADL-MIDAS I,S,V 0.300∗∗ 0.352∗ 0.316∗∗

MS-ADL I,V X X 0.355∗

MS-ADL I,S,V 0.349∗

MS-DL I,V X X 0.264∗∗∗

MS-DL I,S,V 0.306∗∗

Note: *** - significant at 1% level, ** - at 5% level, * - at 10% level (significance of the regime
predicting performance relative to the MS-ADL model with 2 regimes was investigated with the help of
Diebold-Mariano test).
Column ”Switch” gives information on the parameters that are allowed to switch in the model: I-intercept
β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample QPS for the models compared in this paper. The original sample is
divided into the in-sample period between 1959:Q1 and 1999:Q4 (160 quarters) and the out-of-sample pe-
riod between 2000:Q1 and 2011:Q3 (47 quarters). For the out-of-sample period the predicted probabilities
of the crisis regime are calculated recursively for each single factor model. These probability forecasts are
then combined by taking the mean of the single forecasts. The combined probability forecasts are then
compared with the actual recessionary periods according to NBER.

using forecasts of single-variable models (Timmermann (2006)). Forecast combinations
do not only usually display more forecasting accuracy, but also show more reliability than
the individual forecasts. For most analyzed models the out-of-sample performance of
individual forecasts depends heavily on the single factor used for forecasting. Thus, the
same model may display very good or very poor performance depending on which of the
five factors is used for forecasting. Moreover, the differences in the average performance
of the five combination schemes (Mean, Med., S.D.E., Tr.(1) and Tr.(4)) are small for
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Table 3.4.3: Summary of the results

Model h=1/3 h=2/3 h=1 h=2 h=4
in terms of RMSE
MS-U-MIDAS 0.0 0.0 0.0 0.0 47.2
MS-U-MIDAS-AR 25.0 66.6 66.7 41.7 5.6
MS-MIDAS 0.0 0.0 0.0 0.0 0.0
MS-MIDAS-AR 0.0 16.7 0.0 25.0 47.2
MS-ADL-MIDAS 75.0 16.7 33.3 33.3 0.0
in terms of QPS
MS-U-MIDAS 66.7 16.7 50.0
MS-U-MIDAS-AR 33.3 16.7 8.3
MS-MIDAS 0.0 33.3 25.0
MS-MIDAS-AR 0.0 0.0 16.7
MS-ADL-MIDAS 0.0 33.3 0.0

Note: The table contains the summary of the results from Tables 3.A.5 - 3.A.9 in Appendix 3.A. It
shows the proportion of times (in %) when a specific type of model is better than the other models. The
comparison is done in terms of the RMSE and QPS, and includes the specifications for single factor
models, as well as for forecast combination made by taking the mean of the single forecasts. The models
considered in the comparison are the models that are the main scope of this paper: MS-U-MIDAS(-AR),
MS-MIDAS(-AR) and MS-ADL-MIDAS. The models with all parameters switching (I,V,S) and the
models without the slope parameters switching (I,V) are considered as one type of model and classified
together.

each of the considered regressions.
It is worth noting that in some cases models without Markov-switching perform surpris-
ingly well after combining the forecasts from different factors. However, if we take a
closer look at their performance in forecasting using single factors, we can observe that
they perform worse compared to their Markov-switching counterparts. So in many cases
models without Markov-switching parameters gain slightly more from forecast combina-
tion than the class of Markov-switching models that we consider in this paper. In several
cases, the performance of the Markov-switching models after combining the forecasts for
different factors is worse than for the best performing factor. On the other hand, in most
of the cases, the forecasting performance of the models without Markov-switching pa-
rameters after forecast combination is better than the best performing factor. Therefore,
when comparing the forecasting performance of the models, one should not only focus on
the combined forecasts, but also consider the forecasting accuracy of the single factors.
The overall results show that the MS-U-MIDAS-AR models perform especially good
in terms of the RMSE for horizons h = 2/3 and h = 1 (they are better than other
models in more than 60% of the considered cases). Only for h = 1/3 the MS-ADL-
MIDAS model shows better performance than the MS-U-MIDAS-AR, and for h = 4

the MS-U-MIDAS model beats its counterpart with autoregressive dynamics. The MS-
MIDAS(-AR) types of models are clearly beaten by both the MS-U-MIDAS(-AR) and
MS-ADL-MIDAS. However, one has to admit that in most cases the differences are rather
small and statistically insignificant. In fact, the results of equal predictive accuracy test
(Diebold-Mariano test), conducted against the benchmark model, show that both in terms
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of forecasting performance, as well as in the case of regime predicting performance, most
results are insignificant for horizons h = 2 and h = 4. For shorter horizons h =

{
1
3
, 2
3
, 1
}

most of the results are highly significant. That points to the fact that the MIDAS type of
models are especially useful for nowcasting.
In terms of the QPS the MS-U-MIDAS model performs well, especially for horizons
h = 1/3 and h = 1. For horizon h = 2/3 the performance of MS-U-MIDAS(-AR),
MS-MIDAS and MS-ADL-MIDAS is comparable. Although adding autoregressive dy-
namics is very important in improving the forecasting accuracy in terms of RMSE for all
considered models and all forecasting horizons, this is not the case when the interest is
in forecasting the true regime. The forecasting results for QPS show that in most of the
cases adding autoregressive dynamics leads to deterioration of the regime predicting abil-
ity of the models. It is also worth noting that in most of the cases models with 3 regimes
outperform their equivalents with 2 regimes in predicting the true regime, whereas the
forecasting accuracy in terms of RMSE is robust to the choice of the number of regimes.

3.5 Conclusion

The class of MIDAS models opens new possibilities for researchers to use the available
data of different frequencies in forecasting and deal with the problem of different publica-
tion lags of many macroeconomic variables. The Markov-switching MIDAS additionally
offers the possibility of modeling the business cycle pattern present in many macroeco-
nomic time series. However, one of the issues still open for research on MIDAS is the
optimal choice of the shape of weights in the lag polynomial used in this class of mod-
els. In most applications this choice is restricted by a specific function shaping the lag
polynomial and thus might not fully reflect the true data generating process.
In this paper we investigate the usefulness of factor MIDAS models with unrestricted
lag polynomial and Markov-switching component for modeling large datasets. We show
that it can be implemented with good results for forecasting tasks, when the difference
between the frequencies of the analyzed variables is small (e.g. quarterly - monthly data).
We compare the MS-U-MIDAS(-AR), MS-MIDAS(-AR) and MS-ADL-MIDAS through
Monte Carlo simulations for different DGPs and through an empirical forecasting exercise
for the GDP growth of the United States. In both cases, the MS-U-MIDAS class of models
performs comparably or better than its restricted counterparts. This makes the unrestricted
Markov-switching MIDAS a useful alternative to the restricted MS-MIDAS model for
many macroeconomic applications, especially when the difference in frequencies is small.
Furthermore, we show that using forecast combinations of models with different factors
often provides better results than using forecasts from single factor models. To sum up, the
methods presented and applied in this paper help to make better use of the informational
content of the available datasets and thus, in many cases, obtain better forecasts for the
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variables of interest.
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3.A Appendix

Table 3.A.1: Regression models used in the analysis

Models without Markov-switching
RW yQt = β0 + yQt−1 + εt

AR(p) yQt = β0 +
∑p

i=1 λiy
Q
t−i + εt

ADL(p,q) yQt = β0 +
∑p

i=1 λiy
Q
t−i +

∑q
j=1 βjx

Q
t−j + εt

ADL-MIDAS yQt = β0 +
∑p−1

i=0 λi+1y
Q
t−1−i + β1B(L1/m;θ)xMt−1 + εt

MIDAS yQt = β0 + β1B(L1/m;θ)xMt−h + εt

MIDAS-AR yQt = β0 + λyQt−d + β1B(L1/m;θ)(1− λLd)xMt−h + εt

U-MIDAS yQt = β0 +
∑J−1

j=0 βj+1x
M
t−h−j/m + εt

U-MIDAS-AR yQt = β0 +
∑p−1

i=0 λi+1y
Q
t−d−i +

∑J−1
j=0 βj+1x

M
t−h−j/m + εt

Markov-switching Models
MS-U-MIDAS (I,V) yQt = β0(St) +

∑J−1
j=0 βj+1x

M
t−h−j/m + εt(St)

MS-U-MIDAS (I,V,S) yQt = β0(St) +
∑J−1

j=0 βj+1(St)x
M
t−h−j/m + εt(St)

MS-U-MIDAS-AR (I,V) yQt = β0(St) +
∑p−1

i=0 λi+1y
Q
t−d−i +

∑J−1
j=0 βj+1x

M
t−h−j/m + εt(St)

MS-U-MIDAS-AR (I,V,S) yQt = β0(St) +
∑p−1

i=0 λi+1y
Q
t−d−i +

∑J−1
j=0 βj+1(St)x

M
t−h−j/m + εt(St)

MS-MIDAS (I,V) yQt = β0(St) + β1B(L1/m;θ)xMt−h + εt(St)

MS-MIDAS (I,V,S) yQt = β0(St) + β1(St)B(L1/m;θ)xMt−h + εt(St)

MS-MIDAS-AR (I,V) yQt = β0(St) + λyQt−d + β1B(L1/m;θ)(1− λLd)xMt−h + εt(St)

MS-MIDAS-AR (I,V,S) yQt = β0(St) + λyQt−d + β1(St)B(L1/m;θ)(1− λLd)xMt−h + εt(St)

MS-ADL-MIDAS (I,V) yQt = β0(St) +
∑p−1

i=0 λi+1y
Q
t−d−i + β1B(L1/m;θ)xMt−h + εt(St)

MS-ADL-MIDAS (I,V,S) yQt = β0(St) +
∑p−1

i=0 λi+1y
Q
t−d−i + β1(St)B(L1/m;θ)xMt−h + εt(St)

MS-DL(q) (I,V) yQt = β0(St) +
∑q

j=1 βjx
Q
t−j + εt(St)

MS-DL(q) (I,V,S) yQt = β0(St) +
∑q

j=1 βj(St)x
Q
t−j + εt(St)

MS-ADL(p,q) (I,V) yQt = β0(St) +
∑p

i=1 λiy
Q
t−i +

∑q
j=1 βjx

Q
t−j + εt(St)

MS-ADL(p,q) (I,V,S) yQt = β0(St) +
∑p

i=1 λiy
Q
t−i +

∑q
j=1 βj(St)x

Q
t−j + εt(St)

Note: Q-quarterly data; M-monthly data; St = {1, ..., R} and St-regime in period t; I-switch in
the intercept; V-switch in the variance of the error term; S-switch in the slope.
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Table 3.A.2: Data used in the empirical exercise for the United States

No. Data description Transf. code
REAL GROSS DOMESTIC PRODUCT 5

1 AVERAGE DURATION OF UNEMPLOYMENT (WEEKS) 5
2 AVERAGE PRIME RATE CHARGED BY BANKS 2
3 AVERAGE WEEKLY INITIAL CLAIMS - UNEMPLOYMENT INSURANCE 5
4 AVG HOURLY REAL EARNINGS - CONSTRUCTION 6
5 AVG HOURLY REAL EARNINGS - GOODS-PRODUCING 5
6 AVG HOURLY REAL EARNINGS - MANUFACTURING 5
7 AVG HOURLY REAL EARNINGS - NATURAL RESOURCES & MINING 5
8 AVG OVERTIME HOURS - DURABLE GOODS 5
9 AVG OVERTIME HOURS - MANUFACTURING 5
10 AVG OVERTIME HOURS - NONDURABLE GOODS 5
11 AVG WKLY HOURS - CONSTRUCTION 5
12 AVG WKLY HOURS - DURABLE GOODS 5
13 AVG WKLY HOURS - GOODS-PRODUCING 5
14 AVG WKLY HOURS - MANUFACTURING 5
15 AVG WKLY HOURS - NATURAL RESOURCES & MINING 5
16 AVG WKLY HOURS - NONDURABLE GOODS 5
17 AVG WKLY HOURS - NONMETALLIC MINERAL PRODUCTS 5
18 CHANGE IN EMPLMT. - NONFARM INDUSTRIES 1
19 CHANGE IN PRIVATE EMPLOYMENT - NONFARM INDUSTRIES 1
20 CHICAGO PRCHSG MNGR DIFFUSION INDEX: ORDERS BACKLOG - SMALLER 5
21 CHICAGO PRCHSG MNGR DIFFUSION INDEX: SUPPLIER DELIVERIES - SAME 5
22 CHICAGO PRCHSG MNGR DIFFUSION INDEX: SUPPLIER DELIVERIES, FASTER 2
23 CHICAGO PRCHSG MNGR DIFFUSION INDEX: SUPPLIER DELIVERIES, SLOWER 2
24 CHICAGO PURCHASING MANAGER DIFFUSION INDEX - BACKLOG 5
25 CHICAGO PURCHASING MANAGER DIFFUSION INDEX - DELIVERIES 5
26 CHICAGO PURCHASING MANAGER DIFFUSION INDEX - EMPLOYMENT 5
27 CHICAGO PURCHASING MANAGER DIFFUSION INDEX - INVENTORIES 5
28 CHICAGO PURCHASING MANAGER DIFFUSION INDEX - PRICES PAID 5
29 CHICAGO PURCHASING MANAGER DIFFUSION INDEX - PRODUCTION 5
30 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: EMPLOYMENT - FEWER 5
31 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: EMPLOYMENT - MORE 2
32 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: EMPLOYMENT - SAME 5
33 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: INVENTORIES - LARGER 5
34 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: INVENTORIES - SAME 5
35 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: PRICES PAID - HIGHER 5
36 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: PRICES PAID - LOWER 2
37 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: PRICES PAID - SAME 2
38 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: PRODUCTION - HIGHER 5
39 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: PRODUCTION - LOWER 5
40 CHICAGO PURCHASING MANAGER DIFFUSION INDEX: PRODUCTION - SAME 5
41 CHICAGO PURCHASING MANAGER: BUYING POLICY - 16-30 DAYS 5
42 CHICAGO PURCHASING MANAGER: BUYING POLICY - 31-60 DAYS 5
43 CHICAGO PURCHASING MANAGER: BUYING POLICY - AVERAGE DAYS 5
44 CHICAGO PURCHASING MANAGER: BUYING POLICY - MORE THAN 60 DAYS 5
45 CHICAGO PURCHASING MNGR DIFFUSION INDEX: INVENTORIES - SMALLER 5
46 CHICAGO PURCHASING MNGR DIFFUSION INDEX: ORDERS BACKLOG - LARGER 5
47 CHICAGO PURCHASING MNGR DIFFUSION INDEX: ORDERS BACKLOG - SAME 5
48 CIVILIAN UNEMPLOYMENT RATE 2
49 COML BANK ASSETS - COMMERCIAL & INDL LOANS 1
50 COMMERCIAL BANK ASSETS - BANK CREDIT 2
51 COMMERCIAL BANK ASSETS - CONSUMER LOANS 2
52 COMMERCIAL BANK ASSETS - LOANS & LEASES IN BANK CREDIT 6
53 COMMERCIAL BANK ASSETS - OTHER LOANS & LEASES 1
54 COMMERCIAL BANK ASSETS - OTHER SECURITIES 2

Continued on Next Page . . .
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Table 3.A.2: Data used in the empirical exercise for the US. – Continued
No. Data description Transf. code
55 COMMERCIAL BANK ASSETS - REAL ESTATE LOANS 2
56 COMMERCIAL BANK ASSETS - SECURITIES IN BANK CREDIT 5
57 COMMERCIAL BANK ASSETS - US GOVERNMENT SECURITIES 5
58 COMMERCIAL BANK LIABILITIES - OTHER 2
59 COMMERCIAL BANK RESIDUAL (ASSETS LESS LIABILITIES) 3
60 CONSUMER CONFIDENCE - EXPECTATIONS 5
61 CONSUMER CREDIT OUTSTANDING 6
62 CONSUMER CREDIT: TOTAL PERCENT CHANGE 2
63 CONSUMER INSTALLMENT CREDIT NET CHANGE 3
64 CORPORATE BOND YIELD - MOODY’S AAA SEASONED ISSUES 2
65 CORPORATE BOND YIELD - MOODY’S BAA SEASONED ISSUES 2
66 CPI - ALL ITEMS LESS FOOD & ENERGY (CORE) 6
67 CPI - ALL URBAN: ALL ITEMS 6
68 CPI ENERGY 5
69 CPI: PURCHASING POWER OF THE CONSUMER DOLLAR 6
70 CRB SPOT INDEX (1967=100) 5
71 CRB SPOT INDEX FATS & OILS 5
72 CRB SPOT INDEX FOODSTUFFS 5
73 CRB SPOT INDEX LIVESTOCK 5
74 CRB SPOT INDEX METALS 5
75 CRB SPOT INDEX RAW INDUSTRIALS 5
76 CRB SPOT INDEX TEXTILES 5
77 DOW JONES INDUSTRIALS 5
78 ECONOMIC CYCLE RESEARCH INSTITUTE LEADING INDEX 5
79 EURO TO US $ 5
80 EXPORTS 5
81 FEDERAL DEBT - MARKETABLE SEC. TREASURY BILLS 5
82 FEDERAL DEBT - MARKETABLE SEC. TREASURY BONDS 6
83 FEDERAL DEBT - MARKETABLE SEC. TREASURY NOTES 6
84 GOLD HOLDINGS 5
85 GOODS AND SERVICES BALANCE ON A BALANCE OF PAYMENTS BASIS 2
86 GOVERNMENT BENCHMARK BOND - REAL - 10Y YIELD 2
87 HOURLY WAGES 6
88 IMPORTS - PETROLEUM PRODUCTS - CRUDE OIL 6
89 IMPORTS 5
90 INDUSTRIAL PRODUCTION 5
91 INDUSTRIAL PRODUCTION - TOTAL INDEX 5
92 INTERNATIONAL RESERVES 5
93 ISM MANUFACTURERS SURVEY RESULTS: EMPLOYMENT - HIGHER 5
94 ISM MANUFACTURERS SURVEY RESULTS: EMPLOYMENT - LOWER 5
95 ISM MANUFACTURERS SURVEY RESULTS: EMPLOYMENT - SAME 5
96 ISM MANUFACTURERS SURVEY RESULTS: INVENTORIES - HIGHER 5
97 ISM MANUFACTURERS SURVEY RESULTS: INVENTORIES - LOWER 5
98 ISM MANUFACTURERS SURVEY RESULTS: INVENTORIES - SAME 5
99 ISM MANUFACTURERS SURVEY RESULTS: NEW ORDERS - BETTER 5

100 ISM MANUFACTURERS SURVEY RESULTS: NEW ORDERS - SAME 5
101 ISM MANUFACTURERS SURVEY RESULTS: NEW ORDERS - WORSE 5
102 ISM MANUFACTURERS SURVEY RESULTS: PRICES PAID - HIGHER 5
103 ISM MANUFACTURERS SURVEY RESULTS: PRICES PAID - LOWER 2
104 ISM MANUFACTURERS SURVEY RESULTS: PRICES PAID - SAME 5
105 ISM MANUFACTURERS SURVEY RESULTS: PRODUCTION - BETTER 5
106 ISM MANUFACTURERS SURVEY RESULTS: PRODUCTION - SAME 5
107 ISM MANUFACTURERS SURVEY RESULTS: PRODUCTION - WORSE 5
108 ISM MANUFACTURERS SURVEY: EMPLOYMENT INDEX 5
109 ISM MANUFACTURERS SURVEY: INVENTORIES INDEX 5
110 ISM MANUFACTURERS SURVEY: NEW ORDERS INDEX 5
111 ISM MANUFACTURERS SURVEY: PRICES PAID INDEX 5

Continued on Next Page . . .
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Table 3.A.2: Data used in the empirical exercise for the US. – Continued
No. Data description Transf. code
112 ISM MANUFACTURERS SURVEY: PRODUCTION INDEX 5
113 ISM MANUFACTURERS SURVEY: SUPPLIER DELIVERY INDEX 5
114 ISM MANUFACTURERS SVY RESULTS: EMPLOYMENT - NET 1
115 ISM MANUFACTURERS SVY RESULTS: NEW ORDERS - NET 1
116 ISM MANUFACTURERS SVY RESULTS: PRICES - NET 2
117 ISM MANUFACTURERS SVY RESULTS: PRODUCTION - NET 1
118 ISM PURCHASING MANAGERS INDEX 5
119 LEADING INDEX - COPPER INDUSTRY 5
120 LEADING INDEX - METAL PRICES 5
121 LEADING INDEX - PRIMARY METALS 5
122 LEADING INDEX - STEEL INDUSTRY 5
123 LEADING INDEX - VENDOR PERFORMANCE, SLOWER DELIVERIES 5
124 MFG - INDUSTRIAL CONFIDENCE INDICATOR 5
125 MONEY MARKET RATE ( FEDERAL FUNDS ) 2
126 NEW PRIVATE HOUSING UNITS STARTED 5
127 NIKKEI 225 STOCK AVERAGE 5
128 PPI - FINISHED GOODS 6
129 PRODUCER PRICE INDEX - CAPITAL EQUIPMENT 6
130 PRODUCER PRICE INDEX - CRUDE MATERIALS 5
131 PRODUCER PRICE INDEX - FINISHED CONSUMER GOODS 6
132 PRODUCER PRICE INDEX - INTERMEDIATE MATERIALS 6
133 S&P/TSX COMPOSITE INDEX 5
134 SDR TO US $ 5
135 STANDARD & POOR’S INDEX OF 500 COMMON STOCKS 5
136 STOCK PRICES - US 5
137 STOCK PRICES - CANADA 5
138 STOCK PRICES - FEDERAL REPUBLIC OF GERMANY 5
139 STOCK PRICES - FRANCE 5
140 STOCK PRICES - ITALY 5
141 STOCK PRICES - JAPAN 5
142 STOCK PRICES - UNITED KINGDOM 5
143 TOPIX 5
144 TOTAL RETAIL TRADE 5
145 TOTAL TREASURY SECURITIES OUTSTANDING (PUBLIC DEBT) 6
146 TREASURY YIELD ADJUSTED TO CONSTANT MATURITY - 1 YEAR 2
147 TREASURY YIELD ADJUSTED TO CONSTANT MATURITY - 10 YEAR 2
148 TREASURY YIELD ADJUSTED TO CONSTANT MATURITY - 3 YEAR 2
149 TREASURY YIELD ADJUSTED TO CONSTANT MATURITY - 5 YEAR 2
150 UK TO US $ 5
151 UNITED STATES GOLD RESERVES 5
152 US FED FUNDS EFF RATE 2
153 US STATE & LOCAL BOND MIDDLE RATE 2
154 US T-BILL SEC MARKET 3 MONTH 2
155 WORKERS ON INVOLUNTARY PARTTIME - ALL INDUSTRIES 5
156 WTI CRUDE OIL SPOT PRICE 5

Note: The above-described data are taken from Datastream.
Transformation codes used for stationarizing the data:
1 - stationary data, no transformation needed
2 - data stationarized by taking first differences
3 - data stationarized by taking second differences
5 - data stationarized by taking first differences of logarithms
6 - data stationarized by taking second differences of logarithms
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MS-VAR(4) model with two regimes, used as data generating process in Monte Carlo
simulations (see Tables 3.A.3 and 3.A.4 for results):(

yt

xt

)
=

(
ρi δi(St)

0(1×4) ρi

)
Z +

(
ey,t(St)

ex,t(St)

)
, (3.11)

where Z =



yt−1

yt−2

yt−3

yt−4

xt−1

xt−2

xt−3

xt−4


, whereas ρi and δi(St) for i = {1, 2, 3} are defined as follows:
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Table 3.A.3: Out-of-sample Root Mean Squared Error of MS-U-MIDAS-AR relative
to MS-MIDAS-AR and MS-ADL-MIDAS (DGP is a bivariate MS-VAR(4) with two
regimes)

RMSE (25th, 50th and 75th percentiles)
transition MS-U-MIDAS-AR MS-U-MIDAS-AR

δi probabilities vs. MS-MIDAS-AR vs. MS-ADL-MIDAS
ρi St = 1 St = 2 p11 p22 25th 50th 75th 25th 50th 75th

ρ1 δ1 δ3 0.95 0.85 1.00 1.08 1.17 0.98 1.05 1.13
ρ1 δ2 δ3 0.95 0.85 1.01 1.09 1.20 0.99 1.06 1.15
ρ2 δ1 δ3 0.95 0.85 1.00 1.09 1.20 0.98 1.07 1.18
ρ2 δ2 δ3 0.95 0.85 1.01 1.10 1.23 0.99 1.08 1.19
ρ3 δ1 δ3 0.95 0.85 0.92 1.03 1.16 0.92 1.01 1.11
ρ3 δ2 δ3 0.95 0.85 0.90 1.04 1.19 0.92 1.02 1.13
ρ1 δ1 δ3 0.95 0.95 1.00 1.07 1.15 0.98 1.04 1.11
ρ1 δ2 δ3 0.95 0.95 1.01 1.08 1.16 0.99 1.04 1.12
ρ2 δ1 δ3 0.95 0.95 0.97 1.08 1.18 0.96 1.05 1.14
ρ2 δ2 δ3 0.95 0.95 0.99 1.10 1.22 0.96 1.06 1.17
ρ3 δ1 δ3 0.95 0.95 0.90 1.04 1.21 0.91 1.02 1.13
ρ3 δ2 δ3 0.95 0.95 0.90 1.06 1.27 0.92 1.03 1.16

Table 3.A.4: Out-of-sample Quadratic Probability Score of MS-U-MIDAS-AR relative
to MS-MIDAS-AR and MS-ADL-MIDAS (DGP is a bivariate MS-VAR(4) with two
regimes)

QPS (25th, 50th and 75th percentiles)
transition MS-U-MIDAS-AR MS-U-MIDAS-AR

δi probabilities vs. MS-MIDAS-AR vs. MS-ADL-MIDAS
ρi St = 1 St = 2 p11 p22 25th 50th 75th 25th 50th 75th

ρ1 δ1 δ3 0.95 0.85 0.80 1.09 1.87 0.62 0.98 1.43
ρ1 δ2 δ3 0.95 0.85 0.74 1.04 1.69 0.56 0.95 1.38
ρ2 δ1 δ3 0.95 0.85 0.55 0.92 1.30 0.55 0.92 1.34
ρ2 δ2 δ3 0.95 0.85 0.52 0.89 1.28 0.58 0.97 1.54
ρ3 δ1 δ3 0.95 0.85 0.74 1.00 1.27 0.72 1.02 1.60
ρ3 δ2 δ3 0.95 0.85 0.72 1.00 1.24 0.68 1.02 1.63
ρ1 δ1 δ3 0.95 0.95 0.82 1.00 1.25 0.73 0.98 1.12
ρ1 δ2 δ3 0.95 0.95 0.80 1.00 1.27 0.64 0.97 1.12
ρ2 δ1 δ3 0.95 0.95 0.52 0.90 1.26 0.51 0.89 1.33
ρ2 δ2 δ3 0.95 0.95 0.58 0.93 1.33 0.48 0.84 1.34
ρ3 δ1 δ3 0.95 0.95 0.79 1.00 1.33 0.80 1.04 1.41
ρ3 δ2 δ3 0.95 0.95 0.77 1.00 1.33 0.83 1.04 1.41

Note: The above tables (3.A.3 and 3.A.4) present the summary of results for 1000 Monte Carlo simulations. For each repli-
cation 600 observations of a higher-frequency variable xt and 200 observations of a lower-frequency variable yt are generated for
the in-sample period, whereas 30 lower-frequency (90 higher-frequency) observations are generated for the out-of-sample evaluation
according to a bivariate MS-VAR(4) model with two regimes. Then the MS-U-MIDAS-AR, MS-MIDAS-AR and MS-ADL-MIDAS
models are estimated and their out-of-sample performance is measured by Root Mean Squared Error (Table 3.A.3) and Quadratic
Probability Score (Table 3.A.4). The tables present the 25th, 50th and 75th percentiles of the ratio of the RMSE and QPS of
the MS-U-MIDAS-AR to the RMSE and QPS of MS-MIDAS-AR and MS-ADL-MIDAS, calculated over all 1000 simulations.
Values below/above 1 indicate a better/worse out-of-sample performance of the MS-U-MIDAS-AR model in comparison to the
MS-MIDAS-AR or MS-ADL-MIDAS model. The analysis is done for different transition probabilities between the two regimes and
for different values of the parameters of the MS-VAR model (see equation (3.11)).
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Figure 3.A.1: Variation of the monthly dataset explained by the first ten factors
Note: The bars show the percentage of overall variation of the dataset explained by each of the first ten factors obtained by principal
component analysis. The line shows the cumulated percentage of explained variation for the first ten factors. The maximum number
of factors is equal to the dimension of the dataset, which is 156.
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Figure 3.A.2: GDP growth of the United States and the first five factors extracted from
the monthly database by principal component analysis
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Figure 3.A.3: MS-U-MIDAS-AR, MS-MIDAS-AR and MS-ADL-MIDAS forecasts for
factor 1 and horizon 2

3
, plotted against the actual GDP growth (in %). All models allow

for 3 regimes and switching of the intercept, slope parameters and variance of the error
term.
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Table 3.A.5: Root Mean Squared Errors relative to AR(2) model. Forecast horizon h = 1
3
.

Final vintage data is used. Number of lags in the models chosen according to AIC.

Benchmarks RMSE
RW 1.11
AR(2) 1.00
Model Switch Fac.1 Fac.2 Fac.3 Fac.4 Fac.5 Mean Med. S.D.E. Tr.(1) Tr.(4)
2 regimes
MS-U-MIDAS I,V 0.95 1.35 0.94 1.18 0.93 0.93 0.93 0.91 0.88 0.89
MS-U-MIDAS I,S,V 1.03 1.62 1.14 1.19 0.95 0.91 0.87 0.89 0.89 0.86
MS-U-MIDAS-AR I,V 0.82 1.14 0.79 1.07 0.89 0.83 0.87 0.81 0.79 0.81
MS-U-MIDAS-AR I,S,V 0.79 1.22 0.92 1.07 0.91 0.83 0.81 0.83 0.79 0.83
MS-MIDAS I,V 0.88 1.21 0.91 1.17 0.92 0.89 0.88 0.87 0.85 0.85
MS-MIDAS I,S,V 0.96 1.23 1.09 1.13 0.89 0.86 0.88 0.84 0.83 0.81
MS-MIDAS-AR I,V 0.87 1.06 0.84 1.08 0.93 0.87 0.90 0.86 0.85 0.84
MS-MIDAS-AR I,S,V 0.89 1.17 0.91 1.07 0.89 0.85 0.83 0.83 0.83 0.82
MS-ADL-MIDAS I,V 0.79 0.99 0.81 1.00 0.91 0.81 0.86 0.81 0.79 0.80
MS-ADL-MIDAS I,V,S 0.89 0.98 0.84 1.01 0.87 0.79 0.79 0.80 0.79 0.80
3 regimes
MS-U-MIDAS I,V 0.91 1.39 0.87 1.09 0.95 0.92 0.92 0.89 0.89 0.88
MS-U-MIDAS I,S,V 0.94 1.50 0.96 1.21 0.98 0.85 0.86 0.81 0.84 0.80
MS-U-MIDAS-AR I,V 0.85 1.00 0.77 1.13 1.02 0.80 0.88 0.77 0.82 0.80
MS-U-MIDAS-AR I,S,V 0.81 1.21 0.98 1.16 0.88 0.83 0.80 0.82 0.80 0.81
MS-MIDAS I,V 0.85 1.15 1.13 1.12 0.94 0.90 0.96 0.87 0.87 0.87
MS-MIDAS I,S,V 0.90 1.11 1.17 1.12 0.94 0.89 0.96 0.90 0.89 0.87
MS-MIDAS-AR I,V 0.84 1.06 0.83 1.05 0.90 0.84 0.88 0.84 0.82 0.79
MS-MIDAS-AR I,S,V 0.93 1.02 0.88 1.06 0.98 0.83 0.86 0.82 0.85 0.82
MS-ADL-MIDAS I,V 0.84 0.95 0.78 1.00 0.86 0.77 0.74 0.78 0.77 0.78
MS-ADL-MIDAS I,S,V 0.81 1.00 0.92 0.92 0.95 0.84 0.90 0.84 0.82 0.82
Models without Markov-switching
U-MIDAS — 0.95 1.49 1.10 1.17 0.91 0.93 0.92 0.89 0.87 0.85
U-MIDAS-AR — 0.90 1.24 0.89 1.06 0.90 0.82 0.83 0.81 0.79 0.79
MIDAS — 0.93 1.23 1.12 1.09 0.91 0.85 0.85 0.85 0.87 0.81
MIDAS-AR — 0.93 1.10 0.90 1.06 0.89 0.82 0.84 0.81 0.80 0.78
ADL-MIDAS — 0.87 1.04 0.91 1.01 0.89 0.79 0.82 0.79 0.77 0.76

Note: Column ”Switch” gives information on the parameters that are allowed to switch in the
model: I-intercept β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample RMSEs for different models compared in this paper. Final vintage
data are used for all variables. The original sample is divided into the in-sample period between 1959:Q1
and 1999:Q4 (160 quarters) and the out-of-sample period between 2000:Q1 and 2011:Q3 (47 quarters).
For the out-of-sample period forecasts are calculated recursively for forecast horizon h = 1

3 . In order
to evaluate the forecasting performance of the models we calculate the RMSE for each model for the
whole out-of-sample period. The RMSEs are calculated for the cases when only a forecast from a single
factor is taken into account (columns 3-8), as well as for different forecast combination schemes (in this
case the forecasts from single-factor-models are combined). The forecast combination schemes include:
simple averaging (Mean), median (Med.), forecasts weighted according to Squared Discounted Mean
Forecast Error (S.D.E.) and forecast combinations which trim the recently worst model - when last period
is considered (Tr.(1)) and when the last four quarters are considered (Tr.(4)). Numbers in italics indicate
the best performing model within a class of models without Markov-switching, with two regimes or with
three regimes.
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Table 3.A.6: Root Mean Squared Errors relative to AR(2) model. Forecast horizon h = 2
3
.

Final vintage data is used. Number of lags in the models chosen according to AIC.

Benchmarks RMSE
RW 1.11
AR(2) 1.00
Model Switch Fac.1 Fac.2 Fac.3 Fac.4 Fac.5 Mean Med. S.D.E. Tr.(1) Tr.(4)
2 regimes
MS-U-MIDAS I,V 0.95 1.24 0.95 1.16 0.87 0.93 0.92 0.92 0.91 0.89
MS-U-MIDAS I,S,V 0.92 1.35 1.14 1.24 0.88 0.96 0.90 0.94 0.92 0.91
MS-U-MIDAS-AR I,V 0.89 1.05 0.80 0.97 0.88 0.83 0.86 0.83 0.80 0.82
MS-U-MIDAS-AR I,S,V 0.80 1.12 0.94 1.00 0.86 0.81 0.78 0.81 0.81 0.81
MS-MIDAS I,V 0.94 1.21 0.95 1.14 0.87 0.91 0.92 0.90 0.89 0.88
MS-MIDAS I,S,V 0.91 1.27 0.90 1.20 0.87 0.90 0.90 0.87 0.85 0.85
MS-MIDAS-AR I,V 0.95 1.07 0.80 1.03 0.90 0.86 0.89 0.84 0.84 0.83
MS-MIDAS-AR I,S,V 0.92 1.11 0.79 1.11 0.87 0.85 0.84 0.82 0.82 0.81
MS-ADL-MIDAS I,V 0.88 1.00 0.80 1.01 0.91 0.84 0.88 0.84 0.81 0.82
MS-ADL-MIDAS I,S,V 0.94 0.99 0.81 1.07 0.91 0.83 0.82 0.82 0.80 0.80
3 regimes
MS-U-MIDAS I,V 0.94 1.12 0.91 1.12 0.89 0.91 0.89 0.90 0.88 0.88
MS-U-MIDAS I,S,V 1.07 1.21 1.01 1.21 0.98 0.92 0.91 0.92 0.92 0.90
MS-U-MIDAS-AR I,V 0.91 1.21 0.81 1.07 0.90 0.87 0.88 0.85 0.83 0.86
MS-U-MIDAS-AR I,S,V 0.88 1.07 1.01 1.10 0.84 0.81 0.82 0.81 0.78 0.78
MS-MIDAS I,V 0.93 1.08 0.91 1.06 0.93 0.90 0.90 0.89 0.88 0.88
MS-MIDAS I,S,V 0.93 1.09 0.88 1.12 0.94 0.86 0.89 0.85 0.85 0.85
MS-MIDAS-AR I,V 0.92 1.02 0.91 1.03 0.91 0.87 0.91 0.87 0.86 0.85
MS-MIDAS-AR I,S,V 0.98 1.10 0.80 1.09 0.86 0.84 0.84 0.81 0.81 0.82
MS-ADL-MIDAS I,V 0.89 1.00 0.85 1.01 0.98 0.85 0.90 0.85 0.83 0.83
MS-ADL-MIDAS I,S,V 0.94 0.99 0.87 1.09 0.93 0.85 0.86 0.85 0.85 0.85
Models without Markov-switching
U-MIDAS — 0.99 1.32 1.07 1.17 0.86 0.95 0.95 0.94 0.90 0.90
U-MIDAS-AR — 0.94 1.13 0.91 1.03 0.85 0.85 0.84 0.84 0.82 0.82
MIDAS — 1.00 1.23 1.06 1.16 0.87 0.91 0.90 0.91 0.87 0.86
MIDAS-AR — 1.00 1.09 0.84 1.06 0.85 0.85 0.85 0.83 0.81 0.81
ADL-MIDAS — 0.95 1.06 0.85 1.00 0.89 0.84 0.86 0.83 0.80 0.79

Note: Column ”Switch” gives information on the parameters that are allowed to switch in the
model: I-intercept β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample RMSEs for different models compared in this paper. Final vintage
data are used for all variables. The original sample is divided into the in-sample period between 1959:Q1
and 1999:Q4 (160 quarters) and the out-of-sample period between 2000:Q1 and 2011:Q3 (47 quarters).
For the out-of-sample period forecasts are calculated recursively for forecast horizon h = 2

3 . In order
to evaluate the forecasting performance of the models we calculate the RMSE for each model for the
whole out-of-sample period. The RMSEs are calculated for the cases when only a forecast from a single
factor is taken into account (columns 3-8), as well as for different forecast combination schemes (in this
case the forecasts from single-factor-models are combined). The forecast combination schemes include:
simple averaging (Mean), median (Med.), forecasts weighted according to Squared Discounted Mean
Forecast Error (S.D.E.) and forecast combinations which trim the recently worst model - when last period
is considered (Tr.(1)) and when the last four quarters are considered (Tr.(4)). Numbers in italics indicate
the best performing model within a class of models without Markov-switching, with two regimes or with
three regimes.
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Table 3.A.7: Root Mean Squared Errors relative to AR(2) model. Forecast horizon h = 1.
Final vintage data is used. Number of lags in the models chosen according to AIC.

Benchmarks RMSE
RW 1.11
AR(2) 1.00
Model Switch Fac.1 Fac.2 Fac.3 Fac.4 Fac.5 Mean Med. S.D.E. Tr.(1) Tr.(4)
2 regimes
MS-U-MIDAS I,V 0.97 1.24 1.09 1.17 1.07 1.04 1.02 1.03 1.03 1.03
MS-U-MIDAS I,S,V 0.97 1.32 1.24 1.22 1.01 1.04 1.02 1.02 1.02 1.01
MS-U-MIDAS-AR I,V 0.88 1.01 0.89 0.99 0.95 0.90 0.90 0.90 0.88 0.91
MS-U-MIDAS-AR I,S,V 0.95 1.02 1.01 1.03 1.02 0.93 0.95 0.93 0.93 0.92
MS-MIDAS I,V 0.98 1.19 1.10 1.18 1.05 1.04 1.05 1.03 1.04 1.03
MS-MIDAS I,S,V 0.99 1.24 1.44 1.21 1.01 1.05 1.06 1.04 1.03 1.03
MS-MIDAS-AR I,V 0.93 1.06 0.91 1.03 0.99 0.94 0.97 0.93 0.93 0.93
MS-MIDAS-AR I,S,V 0.97 1.11 0.97 1.11 0.99 0.94 0.91 0.94 0.94 0.93
MS-ADL-MIDAS I,V 0.90 0.98 0.86 1.03 0.98 0.92 0.95 0.91 0.91 0.91
MS-ADL-MIDAS I,S,V 1.01 0.99 1.04 1.09 1.04 0.96 0.96 0.96 0.97 0.95
MS-DL I,V 1.03 1.19 1.34 1.14 1.04 1.05 1.08 1.06 1.03 1.03
MS-DL I,S,V 1.03 1.18 1.65 1.15 1.01 1.02 1.01 1.07 1.02 1.02
MS-ADL I,V 0.92 0.94 1.07 0.97 0.97 0.93 0.94 0.93 0.94 0.92
MS-ADL I,S,V 0.92 0.94 1.30 0.98 0.96 0.93 0.93 0.93 0.94 0.94
3 regimes
MS-U-MIDAS I,V 0.94 1.06 1.01 1.12 1.01 0.97 1.00 0.97 0.98 0.97
MS-U-MIDAS I,S,V 1.10 1.17 1.35 1.16 1.05 0.97 1.06 0.95 0.94 0.94
MS-U-MIDAS-AR I,V 0.89 1.08 1.04 1.04 0.96 0.94 0.90 0.94 0.97 0.95
MS-U-MIDAS-AR I,S,V 1.10 1.10 1.56 1.31 1.02 0.95 1.00 0.95 0.98 0.98
MS-MIDAS I,V 0.94 1.06 0.99 1.09 1.07 0.97 1.02 0.96 0.96 0.97
MS-MIDAS I,S,V 0.96 1.12 0.94 1.18 1.00 0.96 0.97 0.95 0.94 0.94
MS-MIDAS-AR I,V 0.95 1.02 0.94 1.04 1.00 0.94 0.98 0.94 0.94 0.94
MS-MIDAS-AR I,S,V 0.96 1.06 0.93 1.06 0.96 0.92 0.91 0.92 0.93 0.90
MS-ADL-MIDAS I,V 0.92 0.97 0.91 1.07 1.00 0.91 0.96 0.90 0.94 0.89
MS-ADL-MIDAS I,S,V 0.98 1.18 1.07 1.04 0.97 0.94 0.94 0.94 0.96 0.96
MS-DL I,V 0.95 1.03 1.11 1.08 1.04 1.00 1.02 0.99 0.99 0.98
MS-DL I,S,V 1.00 1.10 1.63 1.02 0.99 0.98 0.98 1.01 0.98 0.98
MS-ADL I,V 0.93 0.93 1.16 0.97 0.97 0.93 0.92 0.93 0.94 0.92
MS-ADL I,S,V 0.96 0.98 1.22 1.05 0.94 0.93 0.95 0.93 0.95 0.94
Models without Markov-switching
U-MIDAS — 1.02 1.30 1.19 1.18 1.03 1.04 1.05 1.02 1.02 1.02
U-MIDAS-AR — 0.96 1.07 0.95 1.02 0.97 0.92 0.90 0.91 0.90 0.92
MIDAS — 1.02 1.23 1.21 1.15 1.04 1.02 1.00 1.01 1.00 1.00
MIDAS-AR — 1.01 1.09 0.95 1.05 0.98 0.94 0.93 0.93 0.93 0.93
ADL-MIDAS — 0.96 1.02 0.92 1.03 1.00 0.92 0.91 0.91 0.89 0.91
DL — 1.12 1.55 1.01 1.11 1.00 1.00 0.96 0.96 0.93 0.97
ADL — 0.97 1.01 1.09 1.00 1.00 0.94 0.96 0.94 0.93 0.93

Note: Column ”Switch” gives information on the parameters that are allowed to switch in the
model: I-intercept β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample RMSEs for different models compared in this paper. Final vintage
data are used for all variables. The original sample is divided into the in-sample period between 1959:Q1
and 1999:Q4 (160 quarters) and the out-of-sample period between 2000:Q1 and 2011:Q3 (47 quarters).
For the out-of-sample period forecasts are calculated recursively for forecast horizon h = 1. In order
to evaluate the forecasting performance of the models we calculate the RMSE for each model for the
whole out-of-sample period. The RMSEs are calculated for the cases when only a forecast from a single
factor is taken into account (columns 3-8), as well as for different forecast combination schemes (in this
case the forecasts from single-factor-models are combined). The forecast combination schemes include:
simple averaging (Mean), median (Med.), forecasts weighted according to Squared Discounted Mean
Forecast Error (S.D.E.) and forecast combinations which trim the recently worst model - when last period
is considered (Tr.(1)) and when the last four quarters are considered (Tr.(4)). Numbers in italics indicate
the best performing model within a class of models without Markov-switching, with two regimes or with
three regimes.
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Table 3.A.8: Root Mean Squared Errors relative to AR(2) model. Forecast horizon h = 2.
Final vintage data is used. Number of lags in the models chosen according to AIC.

Benchmarks RMSE
RW 1.09
AR(2) 1.00
Model Switch Fac.1 Fac.2 Fac.3 Fac.4 Fac.5 Mean Med. S.D.E. Tr.(1) Tr.(4)
2 regimes
MS-U-MIDAS I,V 1.07 1.10 1.08 1.11 1.06 1.06 1.07 1.06 1.06 1.05
MS-U-MIDAS I,S,V 1.04 1.16 1.12 1.11 1.02 1.04 1.05 1.05 1.05 1.03
MS-U-MIDAS-AR I,V 1.00 0.98 0.97 1.00 0.96 0.96 0.97 0.96 0.98 0.97
MS-U-MIDAS-AR I,S,V 1.00 1.02 1.01 1.01 0.96 0.97 0.98 0.96 0.97 0.97
MS-MIDAS I,V 1.05 1.10 1.08 1.11 1.06 1.06 1.08 1.07 1.06 1.05
MS-MIDAS I,S,V 1.03 1.18 1.13 1.12 1.03 1.05 1.07 1.06 1.06 1.04
MS-MIDAS-AR I,V 0.98 0.98 0.97 1.01 0.96 0.96 0.97 0.96 0.97 0.97
MS-MIDAS-AR I,S,V 0.99 1.00 0.99 1.01 0.96 0.97 0.98 0.97 0.97 0.98
MS-ADL-MIDAS I,V 0.99 1.00 0.96 1.00 0.98 0.97 0.97 0.97 0.98 0.98
MS-ADL-MIDAS I,S,V 1.00 1.06 0.99 1.07 1.03 1.00 0.99 1.00 1.02 1.00
MS-DL I,V 1.04 1.09 1.09 1.13 1.03 1.05 1.06 1.05 1.04 1.03
MS-DL I,S,V 1.05 1.17 1.25 1.15 1.02 1.05 1.05 1.06 1.05 1.03
MS-ADL I,V 0.98 0.98 0.97 0.99 0.98 0.96 0.97 0.96 0.96 0.96
MS-ADL I,S,V 0.98 1.02 1.11 1.03 0.97 0.96 0.98 0.97 0.96 0.97
3 regimes
MS-U-MIDAS I,V 1.04 1.02 1.00 1.02 1.03 1.01 1.02 1.01 1.02 1.01
MS-U-MIDAS I,S,V 1.02 1.03 1.04 1.05 1.00 0.99 1.00 0.98 0.98 0.98
MS-U-MIDAS-AR I,V 1.00 0.98 0.98 0.97 0.96 0.95 0.96 0.96 0.96 0.97
MS-U-MIDAS-AR I,S,V 0.98 1.00 1.01 1.18 0.95 0.97 0.98 0.96 0.95 0.94
MS-MIDAS I,V 1.00 1.06 1.01 1.00 1.06 1.01 1.02 1.01 1.02 1.00
MS-MIDAS I,S,V 0.99 1.04 1.06 1.06 1.02 1.00 1.01 1.00 1.00 1.00
MS-MIDAS-AR I,V 0.98 0.97 1.03 1.02 1.01 0.98 0.99 0.98 0.98 0.98
MS-MIDAS-AR I,S,V 0.99 1.08 0.98 1.03 0.97 0.99 0.99 0.99 1.00 0.99
MS-ADL-MIDAS I,V 0.99 0.98 1.01 0.95 1.02 0.97 0.99 0.97 0.97 0.98
MS-ADL-MIDAS I,S,V 1.02 1.04 0.97 1.04 1.04 0.98 1.00 0.98 0.98 0.97
MS-DL I,V 0.98 1.01 1.02 1.05 1.02 1.00 1.00 1.00 0.99 1.00
MS-DL I,S,V 0.96 1.05 1.10 1.08 0.96 0.96 0.97 0.98 0.95 0.95
MS-ADL I,V 1.00 0.97 0.99 1.06 0.95 0.98 0.98 0.97 0.98 0.97
MS-ADL I,S,V 1.00 1.04 1.07 1.03 0.98 0.97 0.98 0.98 0.98 0.98
Models without Markov-switching
U-MIDAS — 1.09 1.14 1.12 1.10 1.03 1.05 1.06 1.06 1.06 1.06
U-MIDAS-AR — 1.03 0.99 1.01 0.99 0.97 0.97 0.98 0.97 0.98 0.97
MIDAS — 1.06 1.15 1.12 1.15 1.07 1.07 1.07 1.07 1.07 1.06
MIDAS-AR — 1.01 1.03 1.01 1.02 1.00 0.98 1.00 0.99 0.99 0.99
ADL-MIDAS — 1.02 1.02 1.01 0.98 1.00 0.97 0.98 0.97 0.98 0.98
DL — 1.16 1.32 1.04 1.13 1.09 0.97 0.98 0.97 0.95 1.00
ADL — 0.99 1.00 0.98 1.03 0.98 0.98 0.99 0.97 0.98 0.96

Note: Column ”Switch” gives information on the parameters that are allowed to switch in the
model: I-intercept β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample RMSEs for different models compared in this paper. Final vintage
data are used for all variables. The original sample is divided into the in-sample period between 1959:Q1
and 1999:Q4 (160 quarters) and the out-of-sample period between 2000:Q1 and 2011:Q3 (47 quarters).
For the out-of-sample period forecasts are calculated recursively for forecast horizon h = 2. In order
to evaluate the forecasting performance of the models we calculate the RMSE for each model for the
whole out-of-sample period. The RMSEs are calculated for the cases when only a forecast from a single
factor is taken into account (columns 3-8), as well as for different forecast combination schemes (in this
case the forecasts from single-factor-models are combined). The forecast combination schemes include:
simple averaging (Mean), median (Med.), forecasts weighted according to Squared Discounted Mean
Forecast Error (S.D.E.) and forecast combinations which trim the recently worst model - when last period
is considered (Tr.(1)) and when the last four quarters are considered (Tr.(4)). Numbers in italics indicate
the best performing model within a class of models without Markov-switching, with two regimes or with
three regimes.
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Table 3.A.9: Root Mean Squared Errors relative to AR(2) model. Forecast horizon h = 4.
Final vintage data is used. Number of lags in the models chosen according to AIC.

Benchmarks RMSE
RW 1.23
AR(2) 1.00
Model Switch Fac.1 Fac.2 Fac.3 Fac.4 Fac.5 Mean Med. S.D.E. Tr.(1) Tr.(4)
2 regimes
MS-U-MIDAS I,V 1.04 1.05 0.99 0.99 1.02 1.00 1.02 1.00 1.01 1.00
MS-U-MIDAS I,S,V 1.00 0.99 1.03 0.98 1.01 0.96 0.99 0.96 0.97 0.97
MS-U-MIDAS-AR I,V 0.98 1.02 0.97 0.98 1.00 0.98 0.98 0.98 0.98 0.98
MS-U-MIDAS-AR I,S,V 1.00 1.04 1.03 1.00 1.01 0.98 1.00 0.98 0.99 0.97
MS-MIDAS I,V 1.06 1.03 0.97 0.99 1.02 1.00 1.01 1.00 1.00 1.00
MS-MIDAS I,S,V 1.03 1.04 1.06 1.00 1.02 1.00 1.00 1.00 1.00 1.01
MS-MIDAS-AR I,V 1.01 0.99 0.97 0.97 0.99 0.97 0.98 0.97 0.97 0.98
MS-MIDAS-AR I,S,V 1.04 1.03 1.00 0.97 0.99 0.99 0.99 0.99 0.99 0.99
MS-ADL-MIDAS I,V 1.04 1.04 0.96 1.04 1.02 1.01 1.01 1.01 1.00 1.01
MS-ADL-MIDAS I,S,V 1.03 1.04 1.03 1.09 1.04 1.02 1.01 1.02 1.02 1.03
MS-DL I,V 1.03 1.01 0.99 1.01 1.00 0.99 1.00 0.99 1.00 1.00
MS-DL I,S,V 1.00 1.01 1.04 0.95 1.01 0.96 0.99 0.96 0.97 0.97
MS-ADL I,V 1.01 0.99 0.97 0.96 1.00 0.97 0.98 0.97 0.98 0.98
MS-ADL I,S,V 1.01 1.00 1.02 0.95 1.00 0.96 0.98 0.95 0.96 0.96
3 regimes
MS-U-MIDAS I,V 0.96 0.95 0.94 0.94 0.97 0.94 0.95 0.94 0.95 0.95
MS-U-MIDAS I,S,V 1.00 1.02 0.97 0.98 0.95 0.95 0.97 0.96 0.97 0.96
MS-U-MIDAS-AR I,V 0.96 0.97 0.96 0.95 0.98 0.95 0.97 0.95 0.96 0.95
MS-U-MIDAS-AR I,S,V 1.07 1.02 0.95 1.03 0.99 0.97 0.99 0.98 0.99 0.98
MS-MIDAS I,V 0.99 0.98 0.96 0.95 0.98 0.96 0.96 0.96 0.96 0.97
MS-MIDAS I,S,V 0.98 1.00 0.97 0.99 1.02 0.96 0.97 0.96 0.97 0.98
MS-MIDAS-AR I,V 0.97 0.97 0.95 0.92 0.97 0.95 0.95 0.95 0.95 0.95
MS-MIDAS-AR I,S,V 0.96 0.99 0.93 0.96 1.00 0.94 0.96 0.94 0.95 0.94
MS-ADL-MIDAS I,V 1.00 1.00 1.00 1.03 1.03 0.99 0.99 0.99 1.00 0.99
MS-ADL-MIDAS I,S,V 1.00 1.01 1.02 1.07 1.03 1.00 0.99 1.00 1.02 1.01
MS-DL I,V 0.95 0.95 0.93 0.97 0.96 0.95 0.95 0.95 0.94 0.94
MS-DL I,S,V 0.98 1.00 0.92 0.93 0.96 0.94 0.97 0.93 0.94 0.94
MS-ADL I,V 0.98 0.95 0.95 0.98 0.98 0.96 0.95 0.96 0.96 0.96
MS-ADL I,S,V 0.99 0.97 0.91 0.92 1.01 0.94 0.95 0.93 0.94 0.94
Models without Markov-switching
U-MIDAS — 1.06 1.09 1.04 0.99 1.02 1.01 1.02 1.00 1.01 1.00
U-MIDAS-AR — 1.07 1.08 1.01 0.98 1.00 1.00 1.02 1.00 1.01 1.00
MIDAS — 1.07 1.07 1.03 1.00 1.03 1.01 1.03 1.01 1.00 1.01
MIDAS-AR — 1.04 1.06 1.01 0.98 0.97 0.99 1.00 0.99 0.99 0.98
ADL-MIDAS — 1.03 1.03 1.04 1.08 1.00 1.01 1.02 1.01 1.00 1.01
DL — 1.22 1.02 1.08 1.14 1.10 1.08 1.06 1.08 1.07 1.07
ADL — 1.00 1.02 1.01 0.97 1.00 0.98 0.99 0.98 0.98 0.98

Note: Column ”Switch” gives information on the parameters that are allowed to switch in the
model: I-intercept β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample RMSEs for different models compared in this paper. Final vintage
data are used for all variables. The original sample is divided into the in-sample period between 1959:Q1
and 1999:Q4 (160 quarters) and the out-of-sample period between 2000:Q1 and 2011:Q3 (47 quarters).
For the out-of-sample period forecasts are calculated recursively for forecast horizon h = 4. In order
to evaluate the forecasting performance of the models we calculate the RMSE for each model for the
whole out-of-sample period. The RMSEs are calculated for the cases when only a forecast from a single
factor is taken into account (columns 3-8), as well as for different forecast combination schemes (in this
case the forecasts from single-factor-models are combined). The forecast combination schemes include:
simple averaging (Mean), median (Med.), forecasts weighted according to Squared Discounted Mean
Forecast Error (S.D.E.) and forecast combinations which trim the recently worst model - when last period
is considered (Tr.(1)) and when the last four quarters are considered (Tr.(4)). Numbers in italics indicate
the best performing model within a class of models without Markov-switching, with two regimes or with
three regimes.



Chapter 3: Appendix 122

Table 3.A.10: Quadratic Probability Scores calculated for filtered probabilities of the
crisis regime for the out-of-sample period. Real-time data on the GDP growth is used.

Model Switch h= 1
3 h= 2

3 h=1
2 regimes
MS-U-MIDAS I,V 0.367 0.419 0.466
MS-U-MIDAS I,S,V 0.356 0.346 0.537
MS-U-MIDAS-AR I,V 0.356 0.379 0.441
MS-U-MIDAS-AR I,S,V 0.315 0.333 0.412
MS-MIDAS I,V 0.381 0.380 0.452
MS-MIDAS I,S,V 0.453 0.467 0.622
MS-MIDAS-AR I,V 0.398 0.338 0.441
MS-MIDAS-AR I,S,V 0.415 0.393 0.432
MS-ADL-MIDAS I,V 0.380 0.384 0.437
MS-ADL-MIDAS I,S,V 0.347 0.376 0.434
MS-ADL I,V X X 0.454
MS-ADL I,S,V 0.414
MS-DL I,V X X 0.466
MS-DL I,S,V 0.585
3 regimes
MS-U-MIDAS I,V 0.345 0.335 0.344
MS-U-MIDAS I,S,V 0.289 0.270 0.338
MS-U-MIDAS-AR I,V 0.336 0.352 0.327
MS-U-MIDAS-AR I,S,V 0.327 0.339 0.349
MS-MIDAS I,V 0.344 0.346 0.341
MS-MIDAS I,S,V 0.358 0.326 0.342
MS-MIDAS-AR I,V 0.345 0.346 0.358
MS-MIDAS-AR I,S,V 0.346 0.331 0.349
MS-ADL-MIDAS I,V 0.359 0.351 0.353
MS-ADL-MIDAS I,S,V 0.350 0.351 0.355
MS-ADL I,V X X 0.361
MS-ADL I,S,V 0.360
MS-DL I,V X X 0.362
MS-DL I,S,V 0.351
Note: Column ”Switch” gives information on the parameters that are allowed to switch in the model: I-
intercept β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample QPS for chosen models compared in this paper. The original sample
is divided into the in-sample period between 1959:Q1 and 1999:Q4 (160 quarters) and the out-of-sample
period between 2000:Q1 and 2011:Q3 (47 quarters). For the out-of-sample period the predicted probabili-
ties of the crisis regime are calculated recursively for each single factor model. These probability forecasts
are then combined by taking the mean of the single forecasts. The combined probability forecasts are then
compared with the actual recessionary periods according to NBER.
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Table 3.A.11: Root Mean Squared Errors relative to AR(2) model. Forecast horizon
h = 1

3
. Real-time dataset is used for the US GDP. Number of lags in the models chosen

according to AIC.

Benchmarks RMSE
RW 1.04
AR(2) 1.00
Model Switch Fac.1 Fac.2 Fac.3 Fac.4 Fac.5 Mean Med. S.D.E. Tr.(1) Tr.(4)
2 regimes
MS-U-MIDAS I,V 0.87 1.33 1.15 1.09 0.89 0.84 0.86 0.80 0.82 0.83
MS-U-MIDAS I,S,V 0.85 1.21 1.21 1.07 0.95 0.87 0.88 0.85 0.84 0.85
MS-U-MIDAS-AR I,V 0.86 1.17 0.98 1.00 0.86 0.79 0.83 0.79 0.78 0.78
MS-U-MIDAS-AR I,S,V 0.79 0.99 0.95 1.05 0.96 0.80 0.82 0.80 0.79 0.81
MS-MIDAS I,V 0.83 1.08 0.93 1.09 0.87 0.76 0.75 0.74 0.75 0.75
MS-MIDAS I,S,V 0.81 1.22 1.03 1.01 0.91 0.86 0.82 0.85 0.75 0.75
MS-MIDAS-AR I,V 0.82 0.99 0.92 1.00 0.85 0.77 0.84 0.76 0.78 0.75
MS-MIDAS-AR I,S,V 0.79 0.99 0.90 1.02 0.97 0.83 0.87 0.83 0.82 0.84
MS-ADL-MIDAS I,V 0.81 0.99 0.97 1.01 0.85 0.77 0.84 0.77 0.78 0.76
MS-ADL-MIDAS I,S,V 0.92 0.99 0.88 1.05 0.98 0.78 0.83 0.80 0.76 0.77
3 regimes
MS-U-MIDAS I,V 0.98 1.26 1.02 1.06 0.91 0.90 0.89 0.88 0.86 0.85
MS-U-MIDAS I,S,V 0.96 1.42 1.00 1.08 1.07 0.90 0.92 0.88 0.87 0.87
MS-U-MIDAS-AR I,V 1.11 1.22 1.01 1.00 0.83 0.81 0.81 0.83 0.81 0.79
MS-U-MIDAS-AR I,S,V 0.79 1.36 1.38 1.15 0.90 0.84 0.79 0.80 0.82 0.82
MS-MIDAS I,V 0.85 1.02 1.35 1.08 0.92 0.85 0.86 0.83 0.84 0.84
MS-MIDAS I,S,V 0.79 1.00 1.03 1.06 0.91 0.82 0.88 0.84 0.79 0.80
MS-MIDAS-AR I,V 0.92 1.06 0.92 0.98 0.90 0.77 0.81 0.77 0.78 0.73
MS-MIDAS-AR I,S,V 0.95 1.04 0.94 1.00 0.82 0.82 0.87 0.83 0.82 0.81
MS-ADL-MIDAS I,V 0.92 1.01 1.04 1.04 0.84 0.82 0.86 0.83 0.80 0.77
MS-ADL-MIDAS I,S,V 0.84 0.99 0.95 1.08 0.98 0.84 0.82 0.84 0.82 0.83
Models without Markov-switching
U-MIDAS — 0.96 1.44 1.36 1.08 0.91 0.87 0.88 0.80 0.84 0.83
U-MIDAS-AR — 0.96 1.28 1.11 1.02 0.90 0.80 0.86 0.79 0.81 0.79
MIDAS — 0.94 1.14 1.37 0.97 0.90 0.78 0.77 0.76 0.75 0.72
MIDAS-AR — 0.94 1.04 1.10 0.95 0.89 0.72 0.76 0.73 0.72 0.71
ADL-MIDAS — 0.90 1.01 1.12 1.01 0.89 0.75 0.80 0.75 0.75 0.73

Note: Column ”Switch” gives information on the parameters that are allowed to switch in the
model: I-intercept β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample RMSEs for different models compared in this paper. The original
sample is divided into the in-sample period between 1959:Q1 and 1999:Q4 (160 quarters) and the
out-of-sample period between 2000:Q1 and 2011:Q3 (47 quarters). For the out-of-sample period forecasts
are calculated recursively for forecast horizon h = 1

3 . In order to evaluate the forecasting performance of
the models we calculate the RMSE for each model for the whole out-of-sample period. The RMSEs are
calculated for the cases when only a forecast from a single factor is taken into account (columns 3-8), as
well as for different forecast combination schemes (in this case the forecasts from single-factor-models are
combined). The forecast combination schemes include: simple averaging (Mean), median (Med.), forecasts
weighted according to Squared Discounted Mean Forecast Error (S.D.E.) and forecast combinations which
trim the recently worst model - when last period is considered (Tr.(1)) and when the last four quarters are
considered (Tr.(4)). Numbers in italics indicate the best performing model within a class of models without
Markov-switching, with two regimes or with three regimes.
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Table 3.A.12: Root Mean Squared Errors relative to AR(2) model. Forecast horizon
h = 2

3
. Real-time dataset is used for the US GDP. Number of lags in the models chosen

according to AIC.

Benchmarks RMSE
RW 1.04
AR(2) 1.00
Model Switch Fac.1 Fac.2 Fac.3 Fac.4 Fac.5 Mean Med. S.D.E. Tr.(1) Tr.(4)
2 regimes
MS-U-MIDAS I,V 0.97 1.09 1.08 1.10 0.93 0.87 0.88 0.88 0.83 0.84
MS-U-MIDAS I,S,V 0.92 1.17 1.16 1.14 0.99 0.96 0.96 0.97 0.94 0.94
MS-U-MIDAS-AR I,V 0.95 1.09 0.89 0.99 0.87 0.84 0.86 0.84 0.82 0.82
MS-U-MIDAS-AR I,S,V 0.97 0.92 0.89 1.07 0.97 0.78 0.84 0.80 0.83 0.77
MS-MIDAS I,V 0.92 1.17 1.05 1.00 0.88 0.83 0.82 0.85 0.79 0.80
MS-MIDAS I,S,V 0.87 1.14 1.01 1.04 1.02 0.90 0.93 0.89 0.89 0.92
MS-MIDAS-AR I,V 1.02 0.99 0.86 0.93 0.87 0.77 0.82 0.79 0.74 0.74
MS-MIDAS-AR I,S,V 0.89 1.01 0.88 0.98 0.96 0.86 0.85 0.86 0.86 0.86
MS-ADL-MIDAS I,V 0.92 1.00 0.89 1.00 0.86 0.81 0.86 0.82 0.81 0.78
MS-ADL-MIDAS I,S,V 1.03 0.99 0.91 1.07 1.01 0.85 0.89 0.86 0.85 0.85
3 regimes
MS-U-MIDAS I,V 1.03 1.07 0.92 1.06 0.95 0.87 0.92 0.87 0.86 0.85
MS-U-MIDAS I,S,V 0.82 1.36 1.31 1.08 0.90 0.91 0.88 0.86 0.87 0.84
MS-U-MIDAS-AR I,V 1.12 1.11 0.98 1.05 0.92 0.83 0.89 0.85 0.81 0.79
MS-U-MIDAS-AR I,S,V 0.97 0.98 1.01 1.01 0.94 0.82 0.86 0.84 0.81 0.84
MS-MIDAS I,V 0.88 1.16 0.94 1.10 0.90 0.89 0.95 0.87 0.85 0.86
MS-MIDAS I,S,V 0.87 1.00 1.04 1.09 0.93 0.88 0.93 0.87 0.86 0.86
MS-MIDAS-AR I,V 1.04 1.12 0.90 1.04 0.91 0.83 0.90 0.84 0.80 0.79
MS-MIDAS-AR I,S,V 0.98 1.14 0.83 0.98 1.06 0.82 0.88 0.82 0.81 0.76
MS-ADL-MIDAS I,V 1.04 1.00 1.13 1.07 0.78 0.84 0.84 0.88 0.85 0.83
MS-ADL-MIDAS I,S,V 0.86 1.04 0.92 1.08 0.90 0.88 0.84 0.88 0.85 0.84
Models without Markov-switching
U-MIDAS — 1.00 1.26 1.15 1.09 0.93 0.89 0.91 0.90 0.85 0.85
U-MIDAS-AR — 1.01 1.18 0.90 1.01 0.90 0.82 0.86 0.83 0.81 0.80
MIDAS — 1.03 1.14 1.18 1.00 0.91 0.82 0.81 0.86 0.82 0.82
MIDAS-AR — 1.04 1.06 0.88 0.90 0.91 0.76 0.82 0.78 0.75 0.75
ADL-MIDAS — 1.01 1.02 0.91 1.01 0.90 0.79 0.83 0.81 0.79 0.78

Note: Column ”Switch” gives information on the parameters that are allowed to switch in the
model: I-intercept β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample RMSEs for different models compared in this paper. The original
sample is divided into the in-sample period between 1959:Q1 and 1999:Q4 (160 quarters) and the
out-of-sample period between 2000:Q1 and 2011:Q3 (47 quarters). For the out-of-sample period forecasts
are calculated recursively for forecast horizon h = 2

3 . In order to evaluate the forecasting performance of
the models we calculate the RMSE for each model for the whole out-of-sample period. The RMSEs are
calculated for the cases when only a forecast from a single factor is taken into account (columns 3-8), as
well as for different forecast combination schemes (in this case the forecasts from single-factor-models are
combined). The forecast combination schemes include: simple averaging (Mean), median (Med.), forecasts
weighted according to Squared Discounted Mean Forecast Error (S.D.E.) and forecast combinations which
trim the recently worst model - when last period is considered (Tr.(1)) and when the last four quarters are
considered (Tr.(4)). Numbers in italics indicate the best performing model within a class of models without
Markov-switching, with two regimes or with three regimes.
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Table 3.A.13: Root Mean Squared Errors relative to AR(2) model. Forecast horizon
h = 1. Real-time dataset is used for the US GDP. Number of lags in the models chosen
according to AIC.

Benchmarks RMSE
RW 1.04
AR(2) 1.00
Model Switch Fac.1 Fac.2 Fac.3 Fac.4 Fac.5 Mean Med. S.D.E. Tr.(1) Tr.(4)
2 regimes
MS-U-MIDAS I,V 0.82 1.14 1.11 1.08 0.97 0.92 0.94 0.90 0.93 0.91
MS-U-MIDAS I,S,V 0.86 1.39 1.27 1.13 1.14 1.05 1.04 1.05 1.02 1.02
MS-U-MIDAS-AR I,V 0.80 1.05 0.92 1.02 0.95 0.90 0.93 0.88 0.87 0.89
MS-U-MIDAS-AR I,S,V 0.92 0.90 0.87 1.09 1.06 0.92 0.95 0.91 0.88 0.91
MS-MIDAS I,V 0.84 1.08 1.08 1.03 0.92 0.90 0.91 0.89 0.88 0.87
MS-MIDAS I,S,V 0.88 1.22 1.11 1.08 1.12 1.01 1.04 0.99 1.01 1.01
MS-MIDAS-AR I,V 0.83 0.95 0.87 0.99 0.89 0.83 0.88 0.82 0.84 0.82
MS-MIDAS-AR I,S,V 0.89 0.98 0.92 0.99 1.03 0.91 0.95 0.91 0.92 0.92
MS-ADL-MIDAS I,V 0.81 0.98 0.92 1.03 0.92 0.87 0.92 0.86 0.86 0.86
MS-ADL-MIDAS I,S,V 0.89 0.99 0.95 1.05 1.08 0.94 0.95 0.93 0.94 0.93
MS-ADL I,V 0.84 1.00 1.05 0.97 0.87 0.88 0.89 0.88 0.86 0.87
MS-ADL I,S,V 0.89 0.98 0.99 1.03 0.88 0.90 0.92 0.89 0.89 0.90
MS-DL I,V 0.83 1.10 1.17 1.04 0.90 0.92 0.96 0.90 0.90 0.90
MS-DL I,S,V 0.91 1.17 1.45 1.07 0.94 1.00 1.02 0.98 0.97 0.96
3 regimes
MS-U-MIDAS I,V 0.86 1.06 0.92 1.06 1.06 0.88 0.97 0.86 0.88 0.88
MS-U-MIDAS I,S,V 0.81 1.28 1.32 1.09 2.45 1.06 0.96 1.06 1.11 1.13
MS-U-MIDAS-AR I,V 0.91 1.15 0.90 1.05 0.98 0.88 0.86 0.88 0.89 0.88
MS-U-MIDAS-AR I,S,V 0.81 1.11 0.95 1.15 1.17 0.96 0.97 0.93 0.96 0.96
MS-MIDAS I,V 0.84 1.04 0.91 1.09 0.99 0.90 0.96 0.87 0.86 0.87
MS-MIDAS I,S,V 0.86 1.00 1.08 1.13 1.11 0.94 0.95 0.94 0.95 0.96
MS-MIDAS-AR I,V 0.85 0.95 0.99 1.04 0.99 0.89 0.93 0.87 0.90 0.88
MS-MIDAS-AR I,S,V 0.96 0.99 0.96 1.04 1.03 0.94 0.96 0.94 0.95 0.93
MS-ADL-MIDAS I,V 0.84 0.99 0.91 1.06 0.92 0.87 0.89 0.86 0.87 0.85
MS-ADL-MIDAS I,S,V 0.85 0.99 1.00 1.05 1.02 0.91 0.90 0.91 0.93 0.93
MS-ADL I,V 0.85 0.95 1.03 1.01 0.91 0.88 0.91 0.88 0.87 0.86
MS-ADL I,S,V 0.91 0.97 1.04 1.00 0.95 0.92 0.94 0.91 0.91 0.91
MS-DL I,V 0.86 1.05 1.15 1.08 0.96 0.96 0.99 0.95 0.94 0.95
MS-DL I,S,V 0.89 1.01 1.50 1.07 0.97 0.98 0.95 0.98 0.98 0.98
Models without Markov-switching
U-MIDAS — 0.89 1.25 1.21 1.13 1.05 0.95 0.98 0.93 0.91 0.92
U-MIDAS-AR — 0.88 1.13 0.95 1.03 0.92 0.86 0.91 0.86 0.84 0.83
MIDAS — 0.90 1.14 1.41 1.04 0.99 0.92 0.95 0.93 0.92 0.89
MIDAS-AR — 0.90 1.01 0.91 0.94 0.93 0.81 0.81 0.81 0.79 0.80
ADL-MIDAS — 0.88 0.98 0.92 1.03 0.93 0.82 0.86 0.82 0.81 0.80
ADL — 0.88 1.03 1.06 0.97 0.89 0.86 0.90 0.86 0.84 0.85
DL — 0.90 1.19 1.38 1.03 0.93 0.95 0.97 0.93 0.90 0.90

Note: Column ”Switch” gives information on the parameters that are allowed to switch in the
model: I-intercept β0, V-variance of the error term σ2, S-slope β1.
The table presents the out-of-sample RMSEs for different models compared in this paper. The original
sample is divided into the in-sample period between 1959:Q1 and 1999:Q4 (160 quarters) and the
out-of-sample period between 2000:Q1 and 2011:Q3 (47 quarters). For the out-of-sample period forecasts
are calculated recursively for forecast horizon h = 1. In order to evaluate the forecasting performance of
the models we calculate the RMSE for each model for the whole out-of-sample period. The RMSEs are
calculated for the cases when only a forecast from a single factor is taken into account (columns 3-8), as
well as for different forecast combination schemes (in this case the forecasts from single-factor-models are
combined). The forecast combination schemes include: simple averaging (Mean), median (Med.), forecasts
weighted according to Squared Discounted Mean Forecast Error (S.D.E.) and forecast combinations which
trim the recently worst model - when last period is considered (Tr.(1)) and when the last four quarters are
considered (Tr.(4)). Numbers in italics indicate the best performing model within a class of models without
Markov-switching, with two regimes or with three regimes.
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