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Abstract 

 

Lenders experience positive net revenue impacts from lending if they increase the classifi-

cation power of their credit scoring systems. If loan officers’ subjective assessments of  

otherwise intangible borrower characteristics contain additional information about a bor-

rower, a lender may improve the default forecast quality of his internal credit scoring sys-

tems by utilizing this subjective information. The Basel II regulatory framework requires 

lenders to use all available information about a borrower, both subjective and non-

subjective, but at the same time produce consistent and objectified borrower ratings. How-

ever, soft information is often laden with inconsistencies due to the lack of comparability 

of different raters’ assessments and the existence of incentives to manipulate the soft rat-

ing. These inconsistencies leave soft information expensive to acquire and with only lim-

ited power to improve the forecast quality of lenders’ credit scoring systems. It is the ob-

jective of this thesis to introduce empirical methods that allow lenders to analyze the avail-

able soft information in a more sophisticated way, treat the inconsistencies in the data and 

improve the classification power of soft facts. Instead of using total scores from credit 

scorecards as an indicator of a customer’s probability of default, we analyze different rat-

ing patterns by applying latent trait models borrowed from psychometrics. We use a data 

set of 20,000 SME (Small and Medium Enterprises) credit scoring observations, including 

hard scores (financials, account behavior) and soft scores (scorecard responses). Applying 

a Mixed Rasch Model, six latent response pattern classes are identified in our data set such 

that, within each pattern class, the item responses are independent and there are no item 

redundancies. The interpretation and analysis of the pattern classes provide credit manag-

ers with information about the loan officers’ usage of the scorecard, allow them to develop 

monitoring tools, and to mitigate adverse rater behavior. A new soft score is constructed by 

utilizing the information about the pattern classes’ individual default rates and classifica-

tion power. To compare alternative scoring models we use ROC (Receiver Operating 

Curve) inspection and related measures. We find that, by making better use of already ex-

isting subjective information, the forecast quality of a lender’s credit scoring system can be 

significantly increased without affecting front end lending processes.  

 

Key words: bank internal credit scoring, Basel II, soft facts, subjective information, score-

card, rating patterns, latent class analysis, Mixed Rasch Model, ROC
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Zusammenfassung 

 

Trennschärfere Kreditentscheidungsverfahren (Credit Scoring) sind ein Wettbewerbsvor-

teil für Banken. Sie erlauben es ihnen, profitablere Kundensegmente bei der Kreditvergabe 

zu identifizieren. Sollte die im Firmenkundenbereich übliche subjektive Einschätzung des 

Kreditnehmers durch den Kundenbetreuer tatsächlich zusätzliche Informationen über des-

sen Kreditwürdigkeit hervorbringen, wird ihre Nutzung die Ausfallprognosequalität der 

bankinternen Credit Scoring Systeme erhöhen. Die unter Basel II bekannten aufsichtsrecht-

lichen Regelungen zur Kontrolle von Kreditrisiken schreiben ebenfalls vor, dass eine Bank 

alle über einen Kunden verfügbaren Informationen, weiche wie harte Kriterien, bei der 

Kreditentscheidung zu berücksichtigen hat. Zugleich sollen die Kreditvergabekriterien 

jedoch konsistent und objektiv sein, was die Nutzung subjektiver Informationen in automa-

tisierten Kreditentscheidungsprozessen erschwert, denn deren Prognosequalität ist wegen 

der fehlenden Vergleichbarkeit der Urteile verschiedener Kundenbetreuer oder vorhande-

ner Anreize zur Manipulation häufig gering. Das Ziel dieser Dissertation ist es, statistische 

Verfahren zum Umgang mit subjektiven Informationen zu entwickeln, die es ermöglichen, 

bereits vorhandene Daten effizienter auszuwerten, Inkonsistenzen auszugleichen und so die 

Prognosequalität weicher Faktoren unter Aufwendung möglichst geringer Kosten zu erhö-

hen. Wir adaptieren latente Klassen Verfahren aus der Psychometrie, um statt der sich aus 

einem Fragebogen ergebenden Gesamtpunktsumme die Information in den zu Grunde lie-

genden Antwortmustern nutzbar zu machen. In einem Datensatz mit Informationen zur 

Kreditvergabe an 20.000 mittelständische Firmenkunden konnten wir mit Hilfe eines Mi-

xed Rasch Modells sechs verschiedene Klassen von Antwortmustern identifizieren, die 

unterschiedliche Rating Strategien reflektieren, und in denen das Antwortverhalten der 

Kundenbetreuer keine Redundanzen aufweist. Die Analyse dieser Antwortklassen erlaubt 

es einer Bank, Einblicke in die Nutzung ihrer Kredit Score-Karten zu erhalten sowie Mani-

pulation aufzudecken und zu korrigieren. Die Information aus allen Klassen wurde schließ-

lich unter Berücksichtigung ihrer spezifischen Prognosegüte und Ausfallrate zu einem neu-

en weichen Score zusammengefasst, der die Trennschärfe des Credit Scoring Systems sig-

nifikant erhöht, ohne in die Vertriebsprozesse der kreditvergebenden Bank einzugreifen. 

 

Schlagworte: Bankinternes Credit Scoring, Basel II, weiche Fakten, subjektive Informati-

onen, Fragebogen, Antwortmuster, Latente Klassen Analyse, Mixed Rasch Modell, ROC
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1 Introduction 
 

 “… the banker […] must also know the customer, his business and even his 

private habits, and get, by frequently “talking things over with him”, a clear 

picture of the situation”        (Schumpeter [1939], p. 116) 

 

What Schumpeter put into writing in 1939 probably was established practice in commer-

cial banking long before that date and surely ever since: Knowing the customer personally 

and collecting information beyond the sheer numbers is one of the key assets of banks as 

financial intermediaries. While, for example, the public can assess a credit applicant only 

on the basis of publicly available information such as annual reports, banks can improve 

this assessment by using additional private information. Private information is created in 

the bank-customer relationship, e.g. the customer’s use of his current account or a discre-

tionary assessment of the customer’s management skills. An improved assessment of the 

customer bridges the information gap between a borrower and a lender and, thus, leads to 

a better allocation of resources. If, compared to a capital market without intermediation, 

banks can better discriminate between borrowers who will default on their loan in the fu-

ture and those who won’t, the costs of lending can be decreased. Therefore, banks have an 

incentive to develop credit scoring systems of high quality. 

While Schumpeter described in rather jovial words the necessity of collecting soft infor-

mation, the Basel Committee on Banking Supervision emphasized it only recently by ex-

plicitly demanding soft information to be included in banks’ credit scoring systems in their 

‘revamp’ of banking regulation, Basel II1. The Committee believes that soft information is 

apt to enhance the quality of credit scoring systems, allowing banks to better monitor the 

risks they take, thereby lowering the risk of bank failures. However, the Committee also 

demands banks to award objective, i.e. fair, credit scores. A credit score is fair if custom-

ers with identical characteristics receive the same score. This is usually not a problem if 

all information about the customer is contained in quantifiable data or hard facts, and if 

the bank uses an automated credit scoring system without human intervention. Hard facts 

                                                 

1 BCBS [2001], no. 265 
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can be, more or less, objectively measured, e.g. financial ratios. An automated credit scor-

ing system is one that was developed and calibrated on the basis of historical credit data, 

using statistical methods, and that limits the influence of the operator on the resulting 

credit score. It will at all times and at all locations within the bank yield the same credit 

score if the same set of data was entered into the system. However, if the information 

about a customer is not confined to quantifiable information, it could be unfair to declare 

two customers to be identical based on their hard facts and award them the same credit 

score. If soft facts do play a role in the process of differentiating customers, they ought to 

be considered in the credit scoring system. 

Unfortunately, the consideration of soft facts raises the issue of fairness and comparability 

of credit scores: In a decentralized financial organization, the right to approve loans is 

partly transferred from the management to its subsidiaries, relationship managers or loan 

officers, because assessments of the customer’s soft characteristics cannot be generated in 

an ‘arm’s length’ relationship. Therefore, many different individuals operate the bank’s 

credit scoring system. This does not threaten the comparability of the results as long as 

quantifiable information alone is used, because hard facts do not need to be interpreted by 

the loan officer or credit analyst upon being entered into the credit scoring system. Soft 

facts, however, are based on subjective assessments of a customer’s characteristics, such 

as his management skills or relative market position. Qualitative information cannot be 

objectively measured and is open to individual interpretation by the loan officers. The 

possibility arises that the same customer will receive two different credit scores from two 

loan officers within the same bank. To ensure comparability and fairness, credit scores 

ought to be computed in a standardized way. However, standardization of hard facts is 

fairly easy, standardizing soft facts without draining them of valuable information is rather 

difficult. Therefore, even if a standardized instrument such as a credit scorecard is used to 

collect subjective information, banks should make an extra effort to ensure the regulatory 

requirement of producing objectified credit ratings.  

The measurement of subjective information is a topic on which Schumpeter remains si-

lent. Surely, in the 1930s lenders did not possess the statistical methodology nor the com-

putational abilities to measure disparities in the rating behavior of their loan officers. To-

day this situation has changed, and the practice of “frequently talking things over” with 

the customer will not suffice to satisfy the regulatory requirements. However, even though 

computational abilities as well as statistical methods improved greatly, the handling of 
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soft information in banks’ internal credit scoring systems remains a delicate topic. Aside 

from agreeing that soft facts are an important source of information and need to be han-

dled with care, the academic literature as well as banking regulation remained silent on 

how to achieve comparability and fairness. It is the objective of this thesis to introduce 

methods that help to measure and overcome disparities in the rating behavior of human 

judges. To our knowledge, this thesis is the first to thoroughly investigate rater effects in 

soft credit scoring data. 

To collect soft information, many banks use standardized credit scorecards. The loan offi-

cers who are closest to the customer are asked to assess a number of the customer’s soft 

characteristics that cannot be easily measured in numbers. Therefore, the scorecard uses a 

rating scale, ranging from good to poor or above to below average. The loan officer ticks 

off the verbal assessment which closest resembles his personal opinion. The loan officers’ 

verbal assessments are subsequently translated into numbers, weighted and aggregated 

into a total score so that they can be finally used in an automated credit scoring system. 

This procedure assumes that all loan officers agree in their definitions of good and bad 

and that they enter their opinions about the customer truthfully. In reality, neither assump-

tion needs to be true. It is reasonable to assume that loan officers draw on their personal 

experience and that they assess new customers relative to the ones they assessed before. 

Thus, the customer might receive a good from one relationship manager while another 

perceives her as only average. Also, remuneration schemes that are heavily based on the 

loan volume generated by the loan officer and/or long lasting personal relationships be-

tween the loan officer and the customer create incentives to manipulate the assessment. 

Hence the assessment of the soft facts and, if entering the credit rating system without 

further modification, the credit scores as well are likely to be inconsistent and incompara-

ble. 

It is the objective of this thesis to find methods developed in another discipline for similar 

problems and to explore whether these methods can be applied here as well. In psychol-

ogy, the issues evolving around the use of scorecards are well known. Several methods to 

identify and mitigate the effects of rater disagreement were developed. A branch of psy-

chometrics known as Probabilistic Test Theory (PTT) deals with questionnaire data in a 

probabilistic way, with the objective of measuring latent traits. A latent trait is a property 

of a subject which cannot be directly observed and measured, e.g. intelligence or attitudes. 

Therefore, a test containing a number of questions or items will be applied to the person 
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whose intelligence or attitude shall be measured. The answers given to questions in the 

test are assumed to be indicators of the latent trait. An analysis of these indicators reveals 

information about the strength of the latent trait in the test subject. The problems that per-

sons interpret the test questions or rating scales differently or that they do not answer 

truthfully arise here as well. 

Transferred to our problem, the latent trait would be the customer’s default risk. It cannot 

be measured directly, therefore a test containing a collection of indicators, i.e. a scorecard 

with various items, is applied to the customer to learn about his latent default risk. Latent 

Trait Models, such as the Rasch Model, model the relationship between a latent trait, e.g. 

default risk, and the probability that a certain answer is given on a certain test item. The 

model parameters, one difficulty parameter per item and one ability parameter per test per-

son, allow us to determine whether one customer is more or less likely to receive a certain 

score on a scorecard item. In the Rasch Model, test items and test persons can be ordered 

according to their parameter values. A higher parameter value is an indicator of a higher 

trait level. Customers with higher person parameters are more likely to receive negative 

evaluations on the scorecard, pointing to higher default risk. For items with higher diffi-

culty parameters, negative responses are less likely and a customer must have a high trait 

level, e.g. default risk, to receive a negative score. If the Rasch Model holds for a set of 

data, one vector of item parameters and one vector of person parameters are sufficient to 

model the response behavior contained in the data. In this case, customers with more 

negative evaluations are assigned higher person parameters, and the sum of a customer’s 

item scores is a sufficient measure of his latent trait.  

However, if the responses to the items on the scorecard differ characteristically, more than 

one vector of item parameters and person parameters may be needed to describe the re-

sponse behavior contained in the data set. In this case, the simple Rasch Model does not 

hold but a Latent Class Model must be fitted to the data. This also entails that the total 

score is no longer a sufficient measure of the latent trait. This is an important result be-

cause it implies that customers who have received the same total score, but based on dif-

ferent combinations of item scores, i.e. different rating patterns, may differ in their trait 

level and should not be treated alike.  

In our credit scoring context, this means: If there are characteristic rating patterns in the 

scorecard data of loan officers who assess their customers’ soft characteristics such as 

management quality, this fact should be accounted for in the interpretation and use of the 
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data. Specific rating patterns may occur, because there are different but distinct types of 

customers, or because loan officers use the scorecard in distinct ways. If any of this oc-

curs, the resulting scores are not directly comparable, because it would be somewhat like 

comparing apples with oranges. Our goal is to identify distinct groups of rating patterns in 

our set of credit scorecard data and use this information to improve the forecast quality of 

a bank’s credit scoring system, which is the ultimate goal of this exercise. We search for 

groups of rating patterns such that the results of the assessment, or total scores, within this 

group are comparable. This is so, if the responses to the items on the scorecard are inde-

pendent from each other, i.e. no two items are always answered very much alike. Because 

in this case, both items cover pretty much the same set of information, and one of the 

items is redundant. Redundant items give too much weight to the information set they 

cover, thus contaminating the total score by putting those customers at an advantage who 

perform well on these items over those customers who do not. Ideally, within each group 

of distinct rating patterns, the scorecard is used such that each item covers a non-

overlapping set of information on the customer, and the response to each item is inde-

pendent from the loan officer’s responses to all other items. On the contrary, if the re-

sponses to scorecard questions in a real life data set are dependent, total scores should not 

be interpreted across all observations. Highly correlating item responses act as a first 

warning indicator. In this case, rating patterns carry valuable information, and splitting the 

observations into subgroups whose responses do not correlate, using one of the techniques 

we discuss in this thesis, is strongly advised. Other available information on the customers 

and their raters can then be used to interpret the pattern classes, e.g. whether there are dis-

tinct types of customers who deviate from the rest produce certain rating patterns. Or 

whether there are items in the data set which are preferably used to manipulate the rating, 

thus producing typical rating patterns. Those patterns are usually characterized by an ex-

ceptionally low default forecast quality. All in all, the analysis of rating patterns instead of 

total scores is expected to provide us with the tools to clearly identify effects of rater us-

age in the scorecard data which are often quite well known by the credit managers of a 

financial institution, but were difficult or impossible to quantify until now. This knowl-

edge allows a financial institution to monitor the use of its scorecards, control for 

inconsistent usage, mitigate the effects of adverse rater behavior and, thus, improve the 

forecast quality of its credit scoring system while at the same time fulfilling the regulatory 

demand for objectified customer ratings. 
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The thesis is organized as follows: In chapter 2, we start with exploring the objectives of 

predicting corporate default, we will give an introduction to credit scoring and discuss the 

special role of subjective information in credit scoring systems in greater detail. In chapter 

3, we introduce the classification methodology that will be used throughout the empirical 

analysis, including the classification method and measures of classification performance. 

Two scoring model specifications are compared: a model which is solely based on hard 

information vs. a model that uses both hard and soft information from scorecard data. In 

chapter 3, the available soft information is used the conventional way, i.e. it is based on an 

analysis of customers’ total scores. This model serves as a benchmark during the follow-

ing analyses. In chapter 4, the methodology to identify distinct subgroups of rating pat-

terns or latent classes, is introduced. In chapter 5, this methodology is applied to our set of 

scorecard data. In a first step, we fit a Mixed Rasch Model  to the data to identify distinct 

groups of rating patterns. In a second step we show how to exploit the information from 

this analysis such that it improves the classification power of the benchmark model, mak-

ing better use of the soft information contained in the loan officer’s evaluations of loan 

customers. Finally, we will quantify the financial benefits from improving the classifica-

tion power of banks’ credit scoring systems. The main results of this thesis are summa-

rized in chapter 6. 

The empirical analysis is based on a sample of 20 000 observations which are drawn from 

the small and medium enterprises (SME) loan portfolio of a German commercial bank. 

The sample includes 400 defaults, i.e. a default rate of 2%. Aside from the default infor-

mation and partial scores based on hard facts, the soft part of the bank’s internal credit 

score is available on a disaggregated level. The objective is to measure by how much the 

forecast quality of the entire credit scoring system can be improved when the subjective 

information is analyzed on the disaggregated level of rating patterns, rather than on an 

aggregated level of the total score. If, given a particular portfolio and cost structure, the 

reduction in costs from increasing the classification power of the system exceeds the costs 

of implementing the new scoring model, the efficiency of a bank’s credit scoring system 

will be increased. 
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2  Credit Scoring 
 

 

 

In the recent past, credit scoring methods received considerable attention in the wake of the 

Basel II proposals. However, credit scoring is not at all new. The term credit scoring com-

prises any method of evaluating a borrower’s loan repayment probability by assigning a 

score, a number or a standardized verbal grade, to each borrower, based on the assessment 

of a borrower’s characteristics. Borrower characteristics are chosen because they are valid 

indicators of unsatisfactory credit performance, i.e. deviations from the contractual pay-

ments schedule. The choice of characteristics and their combination into a final score, 

whether by human judgment or based on empirical methods, reflect the past credit experi-

ence of the lender. Borrowers with characteristics similar to those of borrowers who 

showed unsatisfactory credit experience in the past will be assigned a score indicating a 

higher expectation of unsatisfactory credit performance in the future, and vice versa. The 

score allows the lender to sort the borrowers by their expected credit performance. The 

score aids the lender in the decision whether to grant credit and, if so, at what price.  

We use the term credit scoring whenever pieces of information about a borrower’s charac-

teristics are aggregated into a single credit score, using rule-based aggregation schemes. 

The credit score can be both a continuous variable or a discretized version of a continuous 

variable. In the latter case, customers are assigned to score classes, or risk buckets, which 

cover a range of score values each. Credit scoring may comprise anything, from empirical 

scoring models to completely judgmental expert systems, as long as the borrower informa-

tion is not aggregated arbitrarily but according to some rule. A credit scoring system com-

prises the entire process, from model generation, collection of borrower information etc. to 

credit score generation and model maintenance. 

Frequently, the term credit rating and credit scoring are used interchangeably. In our ter-

minology, credit rating means assigning the borrower to one of a limited number of risk 

rating classes, based on the borrower’s perceived risk of default. The term rating does not 

imply anything about the methods that are used to assign the borrower to a risk class. Rat-

ing classes do not necessarily imply that borrowers in this class default with a specific 
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quantified probability. Often, rating classes merely have verbal labels, e.g. the letter system 

used by rating agencies (e.g. Moody’s: AAA, …, C) or the answer categories on a rating 

scale (good … bad) just like the one we will use in our analysis later on. Credit scoring 

means that individual sets of information about a customer are collected, weighted and 

aggregated into a credit score, following judgmental or empirically derived rules. 

This chapter starts out with a general discussion of different approaches to predict corpo-

rate defaults. We will then turn to credit scoring models and the sources and types of in-

formation used in credit scoring. Finally, we focus on our main issue, the use of subjective 

information in credit scoring systems, describe related research and how our analysis com-

plements the existing literature. 

 

 

 

2.A   Predicting Small Corporate Borrowers’ Defaults 

 

A loan contract between a corporate borrower and a lender is, just like any other commer-

cial contract, only entered if both parties benefit mutually ex ante. Financial intermediaries 

such as banks2 traditionally provided services to both, individuals willing to lend funds for 

some time and borrowers by acting as a middleman between the two. They solve the prob-

lems of finding a suitable contract partner who would like to borrow or lend the exact 

amount of money for the exact period of time, i.e. banks take care of the matching problem 

as well as the transformation of lot sizes and terms. Banks also take on and transform the 

risks from lending. The bank will in turn retain a portion of the interest rate that it receives 

from borrowers. Due to the large size of their loan portfolios, banks are able to provide 

lenders insurance from the risks usually associated with lending.  

Banks examine borrowers closely to find out about the risks associated with the loan con-

tract. A borrower’s risk of default is not directly observable or measurable, but must be 

inferred from other accessible information about the customer. Since the borrower knows 

much more about his personal willingness and ability to repay than any external lender, 
                                                 

2 A bank is a classic financial intermediary. Therefore, the terms ‘financial intermediary’ and ‘bank’ will be 
used interchangeably. 
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there exists a problem of asymmetric information between borrower and lender which 

needs to be addressed. The existence of financial intermediaries is justified by their ability 

to assess, select, and monitor borrowers far better than any private lender ever could. Due 

to banks’ long time experience in lending, the collection of private information from lend-

ing relationships and the scale of their operations, they are assumed to mitigate the prob-

lem of asymmetric information between borrower and lender at a much smaller cost than 

that of an individual lender, thereby improving overall welfare3. In modern financial mar-

kets, the position of banks as financial intermediaries in borrower-lender relationships is 

challenged by the growing transparency and liquidity of financial markets which empower 

larger borrowers to enter the market for funds directly. However, direct access to the capi-

tal debt and equity markets is usually reserved for larger firms. Banks will keep their func-

tion as primary lenders for non-public firms. 

There exist a number of approaches to estimate a corporate borrower’s probability of de-

fault. However, their applicability is often limited to certain groups of borrowers because 

they require specific information, e.g. market prices, which are not available for all bor-

rower groups. 

Essentially, there exist three main approaches to assessing the risk of a corporate bor-

rower’s default: structural models based on a theory of corporate default4, reduced-form or 

intensity models5, and statistical models such as credit scoring systems6. The first two ex-

ploit information contained in the market prices of a borrower’s assets or bonds. Since 

market prices are themselves based on market participants’ assessments of a borrower’s 

risk to default, a potential lender may use these models to generate a current market esti-

mate of the borrower’s probability to default, which is essentially an aggregate of market 

participants’ individual default probability estimates. The lender may either follow the 

‘market’s’ opinion on a borrower’s default risk or compare it to his private estimate and 

exploit price differentials. 

Theory-based structural models (based on Merton [1974]) interpret a corporate zero-bond 

as a contingent claim on the value of a firm’s assets. It is then valued like an option, based 

on option pricing theory (Black/Scholes [1973]). The market value of the firm is assumed 

                                                 

3 Leland / Pyle [1977], Diamond [1984] 
4 Merton [1974] 
5 Jarrow/Turnbull [1995], Duffie/Singleton [1997] and [1999] 
6 e.g. Altman [1968] 
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to follow a diffusion process over time. At the end of the forecast horizon, usually one 

year, the firm’s assets will take on one value from a distribution of possible values. The 

corporate borrower is assumed to default whenever the firm value falls below a prescribed 

default barrier (figure [2.1]). 

 

1 Yr

Distribution of 
asset value at 
horizon

Asset
Value

Today

EDF

Time

Value

Default Point
Distance-to-Default =
3 Standard deviations

Asset Volatility
(1 Std Dev)

 

Figure 2.1: Structural model to determine the probability of a public firm’s default.  
EDF = Expected Default Frequency (EDF™ Credit Measure for Public Firms, Moody’s|KMV 
[2004], www.moodyskmv.com). 

 

In this model, the probability of default7, i.e. the probability of falling below this barrier at 

the end of the forecast horizon, depends on the firm’s current asset value and some as-

sumptions about the diffusion process, e.g. trend and asset volatility. The use of informa-

tion from current market prices has advantages, e.g. the availability of real-time updates of 

market participants’ aggregated opinions on the borrower’s probability of default and the 

opportunity to consider all available information about the borrower including forward 

looking information, and disadvantages: e.g. a borrower’s one-year probability of default is 

influenced by erratic equity price movements. Since we are looking at small and medium 

enterprises (SME), predominantly private firms, a clear disadvantage of this approach is 

that it can only be applied to public firms. 

Reduced form or intensity models (e.g. Jarrow/Turnbull [1995]) assume that bond issuers 

default on their obligations according to an exogenous hazard rate or ‘jump’ process. These 

                                                 

7 called EDF (Expected Default Frequency) by Moody’s, see also figure [2.1] 
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models do not attempt to model the price of a company’s assets. However, market prices 

for loans, also containing aggregated individual opinions on a borrower’s default risk, are 

required to calibrate these models. Again, the firms in the segment of SME borrowers that 

we look at in this study, are usually too small to issue bonds. Therefore, even though the 

consideration of market prices would be desirable to extract the market’s opinion on a bor-

rowers default risk which could either be used as such or to complement a bank’s private 

default prediction model, these models cannot be used to assess the default probability of 

small businesses. 

In our analysis, we wish to develop a model that forecasts defaults of SME borrowers. Be-

cause they are privately held and of small size, approaches requiring an aggregation of 

market participants’ opinions in the form of market prices of assets or bonds are not avail-

able. In this case, lenders have to solely rely on their own forecasts of borrower defaults, 

based on information about the customer that is publicly or privately available. Credit scor-

ing models link borrower information to forecasts of borrower default, by human judg-

ment, based on empirical analysis of historic lending contracts, or a combination of the 

two. One of their methodological disadvantages is that the selection and weighting of bor-

rower information is not backed by a rigorous theory of borrower default, but by decision 

rules based on experts’ judgments or statistical analyses. However, their major advantage 

is that credit scoring models have no specific data requirements but can be developed for 

all groups or borrowers, e.g. public firms, private firms, consumers etc., making use of the 

set of information that is available. The set of borrower information that is considered in 

credit scoring systems depends on the type of borrower whose probability of default is to 

be estimated. Credit scoring systems for corporate borrowers virtually always incorporate 

financial accounting data, many also non-financial data8. Different sets of information are 

used to predict defaults of large corporations, SME, new businesses, or even businesses in 

specific industries.  

A credit score is computed by aggregating information from various sources that are avail-

able. If an empirical scoring system is used, a probability of default (PD) can be attached to 

each score value. The PD is the ex ante expectation of the probability that a borrower 

moves into a pre-defined stage of default at any point in time during the observation or 

                                                 

8 Surveys of credit scoring models for corporate borrowers: English/Nelson [1998], Treacey/Carey [2000], 
BCBS [2000]. For Germany: Günther/Grüning [2000], Norden [2002], Altman/Narayanan [2002]. Franck / 
Hoheneck [1999] describe older credit scoring systems that have been used in banks long before Basel II. 
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forecast period, e.g. during the following twelve months. The true status of the borrower 

can only be observed after the observation period has elapsed. The observable ex post ob-

served status of the borrower is binary, default or non-default. This is why it is impossible 

to determine for a single borrower, whether the default prediction of the credit scoring 

model was right or wrong. Every borrower has a positive ex ante probability of default, 

some lower, some higher. Assessing the forecast quality of a credit scoring model always 

involves assigning borrowers with similar predicted default risk into risk classes, or risk 

buckets. After the observation period has elapsed, the average ex ante probability of default 

can be compared to the ex post observed rate of default within each risk class.  

Thus, empirical credit scoring models, just like all other default prediction schemes, face 

the challenge of striving to estimate a continuous probability of default to allow for a 

meaningful differentiation between borrowers of different risk levels, while having avail-

able merely a binary manifestation of the borrower’s observed default status. The solution 

are statistical models which allow us to estimate probabilities of belonging to one default 

state. Before we go into detail on empirical classification models, let us take a step back 

and take a look at the wide range of credit scoring methods in general. 

 

 

 

2.B  Judgmental Versus Automated Credit Scoring Systems 

 

i)   The History of Credit Scoring 

Contemporary credit scoring techniques were initially applied to consumer loans only9. 

World War II brought about an unprecedented change in the handling of personal loans. 

The onset of the war created the first pressures to automate credit decisions when mail or-

der houses in the U.S. saw their experienced credit officers drafted and sent off to war. By 

developing systems of decision rules the companies tried to preserve their staff’s years-

long experience such that inexperienced new staff would be able to continue to produce 

credit decisions in a similar fashion and of similar quality.  

                                                 

9 based on Lewis [1999] 



Bina Lehmann: Making Use of Subjective Information in Credit Scoring Systems                            2. Credit Scoring         13 

 

The first academic study on credit scoring is generally credited to Durand [1941]. It did not 

have an immediate impact, though, on the practical application of credit scoring tech-

niques. E.F. Wonderlic, president of the Household Finance Corp. (HFC), was one of the 

very few who put Durand’s discrimination method to work in the mid-1940s. Like Durand, 

he struggled with acceptance problems due to the complexity of the statistical models 

which did not lend easy access to the credit staff who were used to traditional judgmental 

methods. 

The demand for consumer credit increased dramatically after World War II, especially in 

the U.S., when the industry turned back to the production of consumer goods after the war. 

At around the same time, technical advances (computer technology) and mathematical ad-

vances (statistical methods and the ideas of operational research) created the foundations 

on which statistically based automated credit scoring systems could be developed. As early 

as in the mid-50s, William Fair, Earl Isaac, and Earl Follett produced the first scoring table 

that was intended to mimic the human credit decisioning process and that ranked credit 

applicants according to their likeliness of (un)satisfactory performance.  

Finally, the emergence of revolving loans together with credit cards in the 1970s made the 

use of automated credit processing inevitable. The old credit processes, based on manual 

decision making, soon ran out of capacities in terms of experienced credit staff and could 

no longer meet the enormous demand for personal loans. 

Only after having observed the success of credit scoring in the consumer loan industry, 

financial institutions started to gradually introduce credit scoring to their commercial credit 

businesses. Especially small business lending shares many similarities with credit card and 

consumer lending: Individual loans have comparably low volume, the number of observa-

tions is high and the loan portfolio is homogeneous. Besides, tightening margins in the 

small business lending sector render manual loan decision and monitoring processes in-

creasingly unprofitable10. Lending institutions were faced with the decision to either cut 

down on their small business lending operations or, at least partly, to automate their credit 

decisioning processes.  

Less manual, increased automated credit processing promised many improvements, espe-

cially in operational efficiency11: increased speed, reduced costs, better allocation of re-

                                                 

10 Oliver Wyman [1999] 
11 Schmidt [1998] 
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sources and increased consistency of the credit scores. Also, automated credit scoring sys-

tems promise to fulfill requirements for regulatory compliance better than predominantly 

judgmental scoring systems: In the wake of the recent discussions about a new regulatory 

framework concerning the equity requirements to cover credit risks, Basel II, the discus-

sion about bank internal credit scoring systems intensified again. In the Basel II frame-

work12, a number of minimum requirements were set down that must be fulfilled by banks’ 

internal credit rating systems. These include requirements on the quality of default fore-

cast, the use of empirical instead of only judgmental methods and the consideration of both 

judgmental and non-judgmental information. 

 

ii)   Sources of Information 

Theoretically, there exists an unlimited number of borrower characteristics that banks 

could use for the purpose of credit scoring13. More information normally improves the 

forecast quality of a bank’s credit scoring system and, thus, its usefulness to decide and 

price accurately. However, not all variables are independent, i.e. their information contents 

overlap. Therefore, only a limited number of characteristics, or variables, needs to be se-

lected. Also, every information about the borrower must be obtained at some cost. Cost 

restrictions limit the sources and the amount of information that banks use in their internal 

credit scoring models. 

In the corporate loan business, the major source of information for virtually all banks’ 

scoring systems are a borrower’s financial planning and reporting systems. Accounting 

based information is extracted from the borrowers’ balance sheets, income statements and 

cash flow performance14. This type of information contains financial ratios that proved to 

be valid indicators of a company’s (dis)ability to repay its debts. The measures concern the 

liquidity, capital structure, turnover, cash flow and profitability15 of a company. Financial 

accounting ratios are considered to be a reliable, easily obtainable and, more or less, objec-

                                                 

12 BCBS [2004], articles 388, 389, 448, 449 
13 Altman and Saunders [1998] give an overview of the indicators of credit risk. 
14 BCBS [2001], Range of Practice, article 48 
15The analysis of financial reports follows a long tradition. Research evolved around the question which fi-

nancial variables to select (Beaver [1966], Altman [1968] and [1977]. An earlier German study: Beermann 
[1976]). 
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tive16 basis for the assessment of credit risk. They are updated once a year. There is one 

major drawback to financial ratios: They merely offer a backward-looking perspective on 

the customer’s business. Moreover, whenever a rating is created or updated, financial ac-

counting data are at least six to twelve months old. One of the strategies to fill this ‘infor-

mation gap’ is to request forward-looking financial information, i.e. forecasts of cash flows 

based on expected business scenarios17. Yet, these data are much less reliable since they 

are not audited. Therefore, other sources of information must be used to fill the time gap 

between the balance sheet date and the date the borrower is scored. 
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Figure 2.2: Sources of information  
- covering different time spans before (past and present) and after (future) the scoring date. A 
credit score is computed in month zero. The true default state of the customer is determined af-
ter a twelve months observation period. 

 

Figure [2.2] illustrates the ‘information gap’ between the traditionally used financial in-

formation from annual reports and the scoring date. At the time of creating the score 

(month 0), the available financial information is usually at least six months old because 

German law gives small companies more time for financial reporting. Other sources of 

information are utilized to bridge this gap and even to provide a look into the future devel-

opment of the borrower’s business. While financial information is inherently backward-

looking, additional information such as behavioral information helps to cover the immedi-

                                                 

16Some authors doubt this assumption due to the legal use of options in accounting and the illegal use of 
manipulation, both of which impair the comparability and objectivity of annual reports, e.g. Küting [1997]. 
However, legal restrictions and audits are normally effective instruments to mitigate this problem. 

17 Grott et al. [2000] 
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ate past and present. Loan officers’ human judgment is supposed to convey information 

about the present and even the future of the corporate borrower. 

One way to obtain more recent information about a company’s financial health is behavior 

scoring: the monitoring of a borrower’s current account or an existing loan account held 

with the lending bank. If a borrower holds a current account at only one bank or passes the 

majority of transactions through this bank account, the bank receives valuable information 

about the borrower’s current financial situation and can identify indicators acting as an 

early warning system for weakened liquidity. The analysis of current account transactions 

covers the most recent six to twelve months18. Information from behavior scoring is pri-

vate, i.e. it is available exclusively to the bank providing the account, and includes for in-

stance minimum/maximum balances and their variance, the number and size of transac-

tions, the violation of credit lines, the number of occasions when balances19 exceed 60 or 

90 days past due and the fact whether the account holder acts as a creditor or debtor. Al-

though there is some conflicting empirical evidence20, the behavior of the customer in an 

earlier or existing credit relationship is generally found to be a good predictor of his future 

behavior and use of the loan account21. Banks regularly supplement their own experience 

with public record information from credit bureaus (e.g. Schufa or Creditreform in Ger-

many) which provide information about a prospective borrower’s payment behavior from 

credit relationships with other lenders. Behavior scoring is comparably cheap because it is 

usually an automated process which uses only information that is available in the bank’s 

computer systems. Behavior scores can be updated at any point in time because their calcu-

lation is not dependent on a certain event, e.g. the end of the accounting year, but on a 

moving time frame of the most recent six to twelve months. 

Another way to bridge the information gap and even to learn something about a borrowers’ 

future financial conditions is to include information collected by loan officers or relation-

ship managers from the direct interaction with the borrower. Loan officers are asked for 

their opinion on the customer. To this end, they subjectively assess a number of pre-

determined borrower characteristics using a scorecard and a rating scale with answer cate-

gories ranging, for example, from ’good’ to ‘bad’. These verbal accounts are then trans-

                                                 

18 Eisfeld [1935], Thanner [1991], Reuter [1994], Fritz / Hosemann [2000], Schlüter [2005] 
19 Balances are the utilized fractions of credit lines. 
20 Johnson [1992], Schmidt [1998] 
21 As Schlüter [2005] demonstrates in a very recent study for a German commercial bank, lending to SME 

borrowers. 
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lated into numeric values, weighted and aggregated. Credit scorecard data can theoretically 

be generated at any point in time during the business year, but they are costly to obtain. If 

the scorecard is to be filled in with due care, an experienced loan officer spends several 

hours on interviews with the borrower and site visits. 

Some banks retain the scorecard data as part of the documentation of the credit rating proc-

ess. These scorecards or rating sheets request information on various aspects such as man-

agement quality, the financial conditions of a company (apart from what is known from 

available accounting data and covering the period between the last audited accounting data 

and the rating date), the market position, trends and seasonality in the borrower’s business 

and the quality of an existing bank-debtor relationship22. Under Basel II, using soft infor-

mation is not only an option but a requirement for banks: The regulators strongly advise, if 

not require, banks to also include soft, non-quantifiable, information such as ‘management 

experience and competence’, ‘reputation’, ‘quality of financial information’ or the ‘pres-

ence of environmental or other liability claims against the borrower’ (BCBS [2001], article 

49). 

Management quality is typically inferred from the education, professional and industry 

experience of the top and middle management, the quality of management information 

systems (controlling, accounting) which allow for timely information of the management 

about financial and operational risks, and the existence of a plausible long-term business 

strategy for the company23. Social skills and leadership qualities create a positive working 

atmosphere and prevent large fluctuations among employees. Since small and medium 

enterprises (SME) are especially prone to problems of succession planning, plans for suc-

cession of the current management and continuity plans are helpful tools to ensure stability 

and the continuity of the business if one of the managers leaves the company which is of-

ten connected to a large drain of know-how.  

The assessment of financial conditions within the subjectively assessed soft facts does not 

merely repeat the automated analysis of annual accounts but is supposed to close the gap 

                                                 

22 The selection of soft information used in our study largely covers the catalogue of hard and soft informa-
tion used to predict SME defaults by German banks (Jansen [2001]). In a survey by Günther/Grüning 
[2000], about 50% of  the 145 German banks questioned claimed that they used soft factors in the risk as-
sessment of their borrowers. In his survey of the literature on bankruptcy reasons, Hesselmann [1995] finds 
that the soft facts, i.e. a corporate borrower’s management quality, recent financial developments and mar-
ket position, are the major determinants of corporate bankruptcies. 

23 Merz [1999] 
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between the rating date and the most recent available annual account. Companies are asked 

to provide recent preliminary, not necessarily audited, accounting and financial planning 

data.  The efficiency and regularity of the management of liquidity and risks are evaluated. 

Plans for the current and upcoming financial years are used to forecast the development of 

cash flows, profitability and growth.  

A company’s market position is determined by the prospects of the industry, i.e. the poten-

tial of the market, profitability and competition as well as the positioning of the company 

itself within the relevant local and wider industry setting. Credit analysts evaluate the cur-

rent impact of the company on the market as well as its future impact depending on the 

quality of its brands, production program, sales and marketing systems. Strong dependence 

on one or a few large suppliers and customers raises the company’s sensitivity to external 

influences and weakens its ability to beat the market in downturns.  

Banks often place special emphasis on the assessment of the bank-customer relationship, 

which is equivalent to a subjective assessment of the customer’s bank-related behavior. 

Here the trustworthiness, the reliability of statements and agreements and the customer’s 

willingness to provide the bank with timely and correct information are important. The 

length of the customer relationship and degree of mutual trust that was established will be 

judged by the loan officer. None of these criteria depend on the current financial situation 

of the company but on a continuous and reliable flow of information. Frequently, missing 

information or a customer’s lacking willingness to inform the bank will have an impact on 

the rating beyond the unfavorable assessment of the bank-customer relationship. A cus-

tomer is indirectly punished for holding back information because all the criteria that can-

not be assessed by the loan officer because of missing information may well be rated con-

servatively at the lower end of the available rating scale such that customers have an addi-

tional incentive to provide all the relevant information completely, reliably and timely to 

the bank. 

Generally, the choice of variables or borrower characteristics that are used in a bank’s 

credit scoring system will also depend on the type of customer, i.e. consumer or corporate, 

large business or SME. Not all information is available for every type of borrower, e.g. no 

balance sheet information is available from consumers, some information is more relevant 

for one type of borrower to forecast credit defaults but not for others. For small business, 

certain aspects such as the personal financial situation of its owner(s) or the existence of a 

succession plan are more relevant than for larger companies.  
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iii)   Objective vs. Subjective Information 

Summing up, information used in credit scoring models is collected from various sources: 

hard facts such as financial data from annual reports, the behavior of the borrower as a 

customer of the bank, and soft facts, e.g. loan officers’ subjective assessments of the mar-

ket or business environment and personal characteristics. We use the term soft information 

in the sense that its collection and measurement involves human subjective judgment every 

time a borrower’s credit score is computed and that it is non-quantified. We will see later 

that loan officers’ opinions about a borrower’s characteristics are retained using a credit 

scorecard which turns verbal judgments into numerical values. However, one should not 

speak of quantification here, because it is merely a process of recording non-quantified 

information. The numeric value itself has no meaning, as we will see later in our empirical 

analysis. 

Hard facts, or ‘objective’ information, on the other hand, do not involve a personal opinion 

of a loan officer every time a customer’s credit score is computed24. ‘Objective’ informa-

tion does not mean that the information is measured without error. The correctness of ac-

counting information is frequently questioned due to a number of legal accounting alterna-

tives or illegal manipulation. However, the audit of annual reports provides a filter for fi-

nancial information before it enters the credit scoring system. Financial information does 

not require the subjective opinion of a credit analyst or loan officer every time a credit 

score is generated. 

One could argue that many variables such as ‘management quality’ are not truly non-

quantifiable information because they can be quantified, or hardened, by proxy variables 

such as years of schooling, industry experience, and the like. This is true. However, we 

qualify a variable as soft or subjective as long as human judgment is involved every time a 

borrower’s credit score is computed, even though it theoretically could be quantified. Sub-

jective measurement creates the challenges to comparability and objectiveness of human 

judgment that are central to this study. 

 

                                                 

24 Petersen [2004] (p.1) characterizes hard information as ‘quantitative, easy to store and transmit in imper-
sonal ways and its content is independent of the collection process.’ 
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 legal form, 
new customer, 

length of bank-customer relation-
ship (years) 

management quality, 
working climate, 
strategic outlook 

Table 2.3:  Examples of continuous and discrete variables that are measured either ob-
jectively or subjectively. 

 

Sometimes the terms quantitative and qualitative information appear in the discussion 

about quantified and non-quantified information25. However, these terms normally de-

scribe properties of variables. In this sense, continuous variables are called quantitative, 

discrete variables are called qualitative. Apparently, this distinction was made to empha-

size that variables, measured on a discrete scale, violate the assumptions of certain statisti-

cal procedures such as Multivariate Discriminant Analysis. However, most modern classi-

fication procedures such as the Logistic Regression or Neural Networks place no restric-

tions on the scale properties of variables. A distinction of variables based on their scale 

properties is no longer necessary.  

Table [2.3] shows that variables containing objective, or quantifiable, information can be 

continuous as well as discrete. However, it is rather difficult to think of continuous vari-

ables conveying subjective information. Subjective information is frequently measured as a 

discrete variable, for example by using a credit scorecard and a rating scale to record soft 

facts. Apparently, human judgment cannot consistently differentiate between more than 5 

or 6 categories. Therefore it does not make sense to differentiate more rating scale catego-

ries or even a continuous variable. 

 

                                                 

25 E.g. Brunner et al. [2000] define qualitative information as information based on subjective assessments. 
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iv) Types of Credit Scoring Models 

All credit scoring models are based on the same principle of extrapolating historic credit 

experience: A credit scoring system is always based on the past experience of the bank. A 

borrower’s set of characteristics is compared to that of other borrowers for whom the de-

fault state is known. The new borrower’s risk is assumed to be the same as that of old bor-

rowers’ who are very similar. Assessment is not explicitly based on the individual charac-

teristics of the borrower, but on his similarity to previous borrowers. 

 

subjective stand. stand.

1) Selection of Borrower Characteristics

2) Assessment of Borrower Characteristics

3) Weighting of Borrower Characteristics

stand.

subjective subjective subjective stand.

subjective subjective stand. stand.

Degree of Subjectiveness

Degree of Standardization

A B C D
Resulting Types of Credit Scoring Models

 

Figure 2.4: System of credit scoring models based on the degree of standardization in 
the three steps of creating a borrower’s credit score:  
1) selection, 2) assessment, 3) weighting of borrower characteristics. Credit scoring models of 
type (A) allows highest level of subjectivity, type (D) is completely standardized. 

 

We mentioned earlier that credit scoring models cover everything from pure expert sys-

tems to purely automated and empirical systems. Today we observe a wide variety of 

credit scoring systems in the banking industry26. In the following, a system of credit scor-

                                                 

26  BCBS  [2000] and Treacy and Carey [2000] provide an overview of risk rating systems in the banking 
industry. Further information on internal credit ratings can be obtained from Carey [2001], Crouhy et al. 
[2001] or English/ Nelson [1998].  
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ing models is introduced, based on their degree of standardization. There exists a spectrum 

ranging from completely qualitative approaches based on human judgment on one side to 

completely automated, quantitative, credit scoring systems on the other. In figure [2.4], 

four different types of ratings models (A)-(D) are defined, based on whether each one of 

the three steps that are performed to compute an individual borrower’s credit score is either 

standardized or subjective. Please mind that we are not talking about the development of a 

credit scoring model. Even for a statistical credit scoring model, the selection of variables 

will not be entirely objective. Here we are talking about the day-to-day application of a 

credit scoring model. Each one of the three steps selection - assessment – weighting of bor-

rower characteristics is either automated and performed by a computerized credit decision-

ing system or performed by one or more persons, e.g. credit analysts and/or loan officers. 

Step (1), selection of borrower characteristics, concerns the question which of the avail-

able borrower characteristics to select and to include in the credit scoring process. If this 

step is labeled ‘subjective’, it is not automated and the loan officer or credit analyst is free 

to choose whatever information to include in the borrower’s credit score. The selection 

may change from borrower to borrower. In step (2), assessment of borrower characteris-

tics, the selected variables or characteristics are measured, i.e. a numeric value is deter-

mined for each of an individual borrowers’ selected characteristics. For hard and quantifi-

able information, this step is labeled ‘standardized’. There is no scope for judgmental 

evaluation of financial ratios read from annual reports and income statements or in the 

analysis of current account transactions. For soft information, this step is labeled ‘subjec-

tive’, because for non-quantifiable borrower characteristics, the assignment of numeric 

values is inherently non-objective. Completely automated credit scoring systems leave no 

room for soft information. The label of step (3), weighting of borrower characteristics, 

determines whether the aggregation of the numeric values assigned to all borrower charac-

teristics is based on a pre-determined vector of variable weights (standardized) or fixed 

decision rule, or whether it is left to the operator of the scoring system, to the credit analyst 

or loan officer. 

The introduction of at least partly automated credit scoring systems to the commercial 

credit industry reduces manual elements in the credit approval and monitoring process. It is 

not clear which degree of standardization is optimal. Subjective elements allow the user of 

the credit scoring system to adapt it to situations that occurred rarely or never in the past 

and are therefore not accounted for in statistical credit scoring models. Also, soft informa-
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tion that cannot be measured objectively can be included. However, subjective elements 

reduce the comparability and objectiveness of credit scores and, in addition, are normally 

quite costly to obtain. Thus, the degree of standardization is determined by a tradeoff27 

between the benefits from subjective elements in terms of better classification performance 

and the costs of subjective information: direct costs of obtaining the information and indi-

rect costs of decreased objectiveness.28.  

The credit scoring models in figure [2.4] range from completely judgmental heuristics 

(A)29, characterizing the non-standardized end of the spectrum, to a completely automated 

credit scoring system (D) which does not use subjective assessments of the borrower’s 

characteristics. (A) is based entirely on the loan officer’s or credit analyst’s personal ex-

perience, and not comparable across individuals operating the credit scoring system. It is 

questionable to speak of one credit decisioning system here, since essentially this proce-

dure results in as many credit decisioning systems as there are individuals operating it30. 

This procedure is merely helpful to document or to justify a completely subjective credit 

assessment with little or no statistical underpinnings. 

Scoring model (B) represents all the systems with a fixed set of characteristics used in the 

analysis. The assessment and weighting of the borrower characteristics is still unrestricted. 

(B) can be thought of  as a simple scorecard with a fixed sets of variables but no weights. 

The selection of the variables is based on past experience and is determined either empiri-

cally or subjectively by experts. One could also think of sets of rules here. The characteris-

tics are in any case thought to be highly indicative of (non)defaults. The loan officer has no 

freedom to alter the set of characteristics on the scorecard. The most common expert sys-

tem of this type is known as “The 5 C”31. The credit analyst is asked to judge a prospective 

borrower by the following five aspects: Character/ Capital/ Capacity/ Cycle and Collat-

eral, in case characteristics of the issue such as collateral agreements are recognized in the 

                                                 

27 Kilb [2002] argues that the three criteria 1) classification power, 2) cost effectiveness and 3) acceptance 
by customers influence a bank’s choice of scoring mode. Depending on an institute’s individual circum-
stances, any type of scoring system can be optimal. This explains that, today, all types of scoring systems 
are used in the banking business. 

28  Objectiveness is one of the required characteristics of a credit scoring system eligible under the Basel II 
IRB approach: BCBS [2004] 

29  According to our earlier definition, this should not even be considered as a rule-based credit scoring 
model. 

30  Basel II does not allow the use of a purely judgmental credit scoring system: ‘Estimates must be 
grounded in historical experience and empirical evidence, and not based purely on subjective or judg-
mental considerations.’, BCBS [2004], article 449. 

31  e.g. Saunders and Allen [2002], pp.9-11. 
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credit score32. There is no prescription as to how to measure these aspects nor how to ar-

rive at a final conclusion.  

The credit scoring model which we will use in the remainder of this thesis is of type (C) 

because it uses both hard and soft information. The selection of borrower characteristics 

and their weights are pre-defined. However, there remains flexibility in the assessment of 

the borrower’s soft characteristics. We assume a credit scoring model that aggregates bor-

rower information from different sources or blocks (figure [2.5]). It is assumed that, within 

each of these blocks of information, the customer is examined from a different angle and 

that every block of information adds some information that is not contained in any of the 

other blocks and, thus, increases the classification performance of the entire scoring model. 
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Figure 2.5: Credit Scoring System.  
Information from several information blocks is at first aggregated into a partial score S. In a 
second step, these partial scores are aggregated into the borrower’s final credit score. 

                                                 

32  A credit rating can either apply to a specific credit facility (issue rating) or to the borrower himself (is-
suer rating). A borrower can enter several loan contracts with a bank. Every contract is assigned an indi-
vidual issue rating. The borrower can have only one issuer rating. It is the basis of the issue ratings. The 
issuer rating assesses the general ability and willingness of the borrower to repay his loans by assigning a 
probability of default (PD). An issuer rating does not take into account characteristics of the specific loan 
facility, the issue, including risk mitigating instruments such as collateral or guarantees. In our applica-
tion, no issue-related information enters the scoring system as explanatory variable, only issuer-specific 
information is used. However, we use first-time Loan Loss Provisions (LLP) as default criterion. LLP are 
issue-specific. A bad loan needs not be provisioned against as long as the mentioned risk mitigants are 
still intact. Thus, the outcome of our scoring system cannot be clearly identified an issuer rating. 
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The general structure of our credit scoring model is presented in figure [2.5]. The model is 

calibrated using historical loan data. One observation comprises the individual outcomes of 

several variables, split into information blocks, and a binary default indicator (DEF = 1: 

default, DEF = 0: no default). The information blocks are either based on quantified hard 

information or on non-quantified soft information. In a first step, the variables within each 

information block are aggregated, resulting in a partial score (SI, SII, SIII) for each infor-

mation block33. In a second step, the three partial scores are merged into the final credit 

score. The aggregation of variables, denoted by the curly braces, can be achieved using one 

of a number of statistical classification procedures. Except for the assessment of the bor-

rower’s soft characteristics in block III, the scoring system is automated, i.e. does not re-

quire manual input from credit analysts or loan officers. 

 

 

 

2.C The Special Role of Subjective Information in Credit Scoring Sys-

tems 

 

 

i) Advantages and Disadvantages of Using Subjective Information in Credit Scor-

ing Systems 

There are advantages and disadvantages to the use of subjective information in credit scor-

ing systems34. The discussion about the benefits of using human judgment in credit scoring 

systems boils down to three major arguments: the ability to consider intangible factors; the 

good performance in the assessment of non-average customers; and the personal touch in 

                                                 

33 Ideally, one would prefer not to aggregate subsets of variables into partial scores before the partial scores 
are aggregated into a borrower’s final credit score. Methodologically, a selection of variables from the en-
tire set of available variables would be desirable. However, the computation of partial scores has practical 
reasons: One major reason is the limitation of IT resources. Information about a customer from the various 
information sources arrives at different points in time during the year and is updated in irregular intervals. 
Due to limited data storage capacities, it is often not possible to retain more details of the borrower’s in-
formation but the partial score until the final credit score is computed. 

34 Refer to a discussion also to Chamdler/Coffman [1979] and Hickman [2002]. 
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the treatment of customers. The first advantage of using human judgment and collecting 

qualitative information is that it enables banks to include non-quantifiable factors in their 

credit scoring systems. Other than by having raters turn their subjective judgments of man-

agement quality into tangible grades on a scorecard or similar instrument, this information 

remains inaccessible to banks’ standardized credit scoring systems. Assuming that the soft 

facts about a customer contain information that are not already included in the hard facts, 

e.g. financial and checking account information, human judgment adds information to the 

credit scoring process and increases the quality of the credit score35.  

The second argument promoting the use of human judgment in credit scoring systems 

claims that human raters deal better with customers showing exceptional characteristics 

while empirical credit scoring systems are aimed toward the average customer. The em-

pirical system is assumed to fail in two respects: a) An empirical system is built and cali-

brated on a set of historic credit data. If a particular customer’s characteristics fall well 

outside of the typical range of customer characteristics, i.e. the customer is truly an excep-

tion or an ‘outlier’, the empirical system performs poorly while human judgment is situa-

tion-specific and adjusts the factor weight, b) if the customer shows a characteristic that is 

observed so infrequently in the population of customers that is not included in the empiri-

cal scoring system, it will not be considered by an automated system even though it might 

be relevant in the specific situation. Human judges observe the exceptional characteristic 

and adjust the standard credit score accordingly. To encourage raters to look for deviant 

customer characteristics, soft-information scorecards frequently include a non-specific 

item that asks for additional risks or opportunities that are not covered by the other items 

on the card.  

The third argument touches the issue that bank customers frequently dislike being assessed 

by ‘machines’. They claim that using an empirical credit scoring system to predict their 

future credit performance is highly impersonal and does not sufficiently take into account 

their personal characteristics and individual situation. Even though other customers with 

similar characteristics might have failed before, this does not carry over to them. The feel-

ing that a human counterpart, the relationship manager, asserts some control over the credit 

evaluation process and may even adjust the credit score according to the highly individual 

situation adds a personal touch to the relationship management and creates mutual trust. A 
                                                 

35 Psychological studies maintain that humans possess unique observational capacities but frequently fail to 
interpret and integrate this information with existing data. (Dawes et al. [1989]) 
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bank-customer relationship built on trust and mutual understanding facilitates customer 

retention, i.e. further business, and a more steady flow of information from the customer. 

The shortcomings of human judgment eventually come down to three major aspects as 

well : rating inconsistencies, inferior computational power36, and intentional distortions of 

credit scores due to adverse incentive effects. Aspect 1): Human judges produce inconsis-

tent credit ratings. Weights applied by human judges are not independent from the observer 

and may change over time. Thus, human judgment is hardly reproducible. Experience bias, 

i.e. the fact that a loan officer’s judgment depends on his limited non-random sample of 

customers and often a local credit “folklore”, personal biases and emotions distort human 

credit scores. Empirical scoring systems, on the other side, produce credit scores that are 

consistent over time and reproducible if the same set of data is used.  

Aspect 2): Computerized systems provide much greater computational power. The human 

brain is limited in its capacities to process a lot of information at the same time, to recollect 

credit-related information correctly and to consider complex, possibly non-linear interac-

tions between variables. Also, while human judges often consider redundant information 

and place excessive weight on information that is contained in several variables, empirical 

models require less information from the customer because they identify highly correlated 

variables. For large homogeneous loan portfolios, human judgment is slow, inconsistent 

and expensive.  

Aspect 3): The third major problem with human judgment in credit scoring systems is 

score manipulation. In an otherwise automated credit scoring system, the loan officer’s 

only lever to influence the credit rating is the assessment of the borrower’s qualitative 

characteristics. It is therefore conceivable that the scorecard which records the loan offi-

cer’s subjective assessments is used to manipulate the borrower’s credit rating. In contrast 

to the unintentional inconsistencies in the use of scorecards mentioned earlier, these incon-

sistencies are created deliberately.  

The choice of whether and how to include human judgment in credit scoring systems de-

pends on a trade-off between its pros and cons. We just mentioned a few aspects. If a bank 

chooses to include judgmental elements, it needs to ensure that customers are treated fairly, 

i.e. credit ratings are comparable across loan officers and credit analysts. It is the purpose 

of this study to introduce methods which help to achieve just that.  
                                                 

36 Dawes et al. [1989] 
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ii)  Related Research 

Banks used internal systems to assess the creditworthiness of borrowers in one way or 

another37 for a long time. Internal credit rating systems received closer attention in the 

discussion of the new capital requirements (Basel II)38. The literature on credit scoring 

with soft information follows roughly three strands of interest: One focuses on the ques-

tion which classification methods to use in credit scoring models and performance meas-

urement, a second strand focuses on the question which hard facts to consider, a third fi-

nally on the contribution of subjective information to credit scoring systems. 

Classification Methods and Performance Assessment: Extensive research was conducted 

to identify optimal rating or classification methods, the first prominent empirical study 

introduced by Altman [1968] which was followed by numerous studies ever since. Three 

methods were discussed intensively: Linear Discriminant Analysis (LDA), Neural Net-

works (NN) and Logistic Regression (LR)39. The empirical findings as to which classifica-

tion methods performs best are undecided. However, it is often difficult to interpret and 

compare the results between different studies because different data sets, default defini-

tions, and performance measures were used. We will use the Logistic Regression in our 

empirical analysis. The method showed strong performance, is easy to apply and based on 

the maximum likelihood principle which produces parameter estimates with many 

econometrically desirable characteristics40.  

An intensive discussion developed around the methods of performance measurement and 

the calibration and validation of credit rating systems41. There exists a wide variety of 

measures of classification performance42. In the wake of Basel II the assessment of credit 

rating models and the comparability of their classification performance across banks and 

across portfolios received stronger attention. Theoretical and empirical evidence shows 

that there does not exist one single measure that could be used to assess credit rating sys-
                                                 

37 BCBS  [2000] and Treacy [2000], Thomas [2000], Thomas et al. [2000] provide an overview of risk rating 
systems in the banking industry. 

38 BCBS [1999, 2001, 2003] 
39 Just to mention a few: Altman et al. [1994]: LDA vs NN, Anders / Szeszny [1998]: NN, Wiginton [1980]: 

LR vs. LDA, Thomas [2000]: various. Baetge / Heitmann [2000]: fuzzy-rule based models. Fritz/ Hose-
mann [2000] conduct an extensive study of various classification methods. 

40 Refer to any textbooks on econometrics, e.g. Verbeek [2000] 
41 e.g. Carey/Hrycay [2001], Stein [2002], Engelmann et al. [2002, 2003], Fritz et al. [2002], Frerichs and 

Wahrenburg [2003] 
42 Textbooks on multivariate statistics, e.g. Fahrmeir and Hamerle [1984] 
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tems across different banks or different portfolios. However, graphical measures such as 

the ROC (Receiver Operating Characteristic Curves) or Power Curves and their accompa-

nying unidimensional summary measures (AUC: Area under the Curve, AR: Accuracy 

Ration) provide a comprehensive view on a scoring model’s classification power43. They 

may also be used to compare the classification power of different scoring models, as long 

as they are all applied to the same portfolio of loans, which is the case in our analysis. The 

measures of classification power we use, ROC and AUC, appear to have found wide-

spread support44. They are introduced in more detail in the empirical part of this study. 

Hard facts: Earlier academic research on which information to include in credit ratings 

was largely confined to the analysis of publicly available information such as insolvencies 

and financial ratios. The analysis of financial reports follows a long tradition (Beaver 

[1966], Altman [1968] and Altman et al. [1977]). More recently, the usefulness of private 

information stemming from the history of the credit relationship or, more general, the en-

tire bank-customer relationship, came into focus. So-called behavior scores from monitor-

ing the customer’s current account which deliver valuable information, early warning sig-

nals for weakened liquidity, received increased attention during the early 1990s45. Finan-

cial ratios and behavior scores, based on current account data, are easily measurable and 

do not require subjective assessment of the credit analyst or loan officer. They are easily 

quantified and are considered to be hard facts.  

Since subjective information is inherently private, empirical research on the generation 

and use of soft facts is scarce. Hardly any data were available for research. Weber et al. 

[1999] collected stylized facts about non-financial information for a small sample of SME 

credit data from various German banks. Among the most important are: Soft facts leave 

the loan officer with greater leeway in the assessment, while hard facts leave no room for 

interpretation. Soft facts get, on average, better grades than hard facts. Soft facts scores are 

updated less often than hard facts. For the German market, Jansen [2001] and Grunert et 

al. [2005] analyzed whether soft information considerably improves the forecast quality of 

credit scoring systems which are solely based on hard facts such as financial ratios. Jansen 

[2001] found that soft information have lower classification power than hard information. 

                                                 

43 Refer to Appendix [A7] for an in-depths discussion of the ROC, its characteristics and intuitive calculation 
methods. 

44 Hamerle et al. [2003], Engelmann et al. [2002], Sobehart et al. [2000, 2001] 
45 However, initial analyses date back as far as Eisfeld [1935]. Recent studies for the German market: Than-

ner [1991], Reuter [1994], Schlüter [2005] 
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However, both agree that soft facts do indeed increase classification power. However, the 

available data base in Grunert et al. [2005] was very small46 and it is questionable whether 

the results can be generalized. There is usually no doubt about the fact that soft informa-

tion should play a role in credit scoring systems, among regulators (BCBS [2001], no. 

265) as well as scholars (Krahnen and Weber [2000]).  

A number of studies analyze the effects of soft facts on the classification performance of 

credit scoring systems, albeit using a different definition of soft information. Eigermann 

[2001] and Blochwitz/Eigermann [2000] looked at accounting policies and infer from the 

conservative or progressive way optional accounting rules are used whether a financial 

crisis will influence a borrower’s ability to repay. Through text analysis, Werner ([1990] 

and [1991]) found that information from the appendices of annual reports also improve 

classification performance.  

Another strand of literature compares the classification performance of human decision 

making to ‘actuarial’, i.e. empirically backed, decision making. There exists some empiri-

cal evidence suggesting that pure expert systems provide better results than empirical 

scoring systems47. However, clinical studies from the fields of medicine and psychology48 

claim that actuarial, or statistical, decision rules perform better than human judges con-

cerning, for instance, psychiatric or medical diagnoses. In cases of disagreement between 

the statistical and the judgmental models, the statistical rule was correct more often. The 

disagreement arose because the human judges were neither reliable nor consistent due to 

shifting weights. Additional information did not increase the judges’ performance. Also, 

in their studies, the claim that human judges increase the quality of statistical decision 

models because they can observe rare characteristics that contradict the statistical model 

but are not included in the model (in psychology, this is known as the ‘broken leg’ prob-

lem49), could not be upheld either. When judges were asked to amend decisions of the 

statistical model, where necessary, they fared better by avoiding those discretionary judg-

ments. Hickman [2002] also showed that empirical models and judgmental models often 

disagree significantly. While for his sample of data, both a commercial scoring model and 

                                                 

46 409 observations were available, which is a much less than the 10 000 observations with 200 defaults, 
claimed to be the minimum size of a data set used to build or calibrate a credit scoring model (Jansen 
[2001]). 

47  Elmer and Borowski [1988], Meissier and Hansen  [1988]  
48 Refer to Dawes et al. [1989] for a survey of a host of comparative studies. 
49 Human judgment will outperform a statistical model forecasting an individual’s weekly attendance at the 

movies if it is known that the individual has broken a leg. (Meehl [1957]) 
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expert judgments agree on an increasing average probability of default from rating class to 

rating class as the internal credit rating deteriorates, there exists considerable disagreement 

about the individual borrowers in each rating bucket. The empirical model would place 

virtually all of them in a different risk bucket. In addition, he found scoring models to be 

accurate or well calibrated (correct average PD) but imprecise (high PD variance), pre-

sumably because of missing variables, while human judgment is more precise but less 

accurate. Somerville/Taffler [1995] compared the forecast quality of human judgment to 

that of statistical models in the case of banks’ country risk assessment and found that hu-

man judgment is biased (too conservative) and classification performance is lower than 

that of formal statistical models. Our approach is somewhat different: We will not be try-

ing decide whether to replace automated credit scoring systems by human judgment, but 

whether judgmental information used in addition to non-judgmental information improves 

the classification performance of empirical credit scoring models. Bunn/Wright [1991] 

pointed out the importance of this difference in their survey of studies comparing judg-

mental and statistical forecasting and conclude that an integrated structural modeling be-

tween statistical and judgmental methods is the most promising way to use human judg-

ment in decision making processes. 

Apart from describing soft information or using it on an aggregated (scorecard’s total 

score) level, hardly any research dealing with rater effects or picking the subjectivity of 

soft information in credit ratings as a central theme was published so far. Hesselmann 

[1995] pointed out that the measurement of soft facts such as management quality, market 

position, and a business’ development phase is prone to subjective influences from loan 

officers. As a mitigating treatment of this problem he suggests that the rating scale used in 

the recording of their opinions should not have too many answer categories (‘keep it sim-

ple’). Petersen [2004] discussed the differences between hard and soft information and 

identified the issue that subjective assessments, even though the same rating scale is used, 

may not be consistent and are therefore not comparable across loan officers and that it is 

difficult to convert verbal opinions meaningfully into numbers. However, he is not able to 

offer a solution for this problem and refers it to further research. 

The application of psychometric methods in a credit rating context requires to also take a 

look at the credit rating literature in finance and economics as well as the methodological 

literature in psychology. Both types of literature are completely separated from one an-

other. To our knowledge, the methodology employed here to analyze subjective credit 
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scorecard data was not used in a financial application so far. We will go into more detail 

on the methodological psychometrics literature in chapter 4 when we introduce latent trait 

models.  

 

iii)  Contribution of this Thesis 

We learned from the literature overview that the use of subjective information in banks’ 

credit scoring systems is well under discussion. The discussion evolves around two major 

issues: 1) Does subjective information possess classification power and can it be used to 

increase the classification power of ‘hard facts’ scoring models?, and 2) Subjective infor-

mation is difficult to measure, it is non-objective and non-comparable across raters, e.g. 

loan officers. One should keep this in mind when using subjective information and ‘some-

thing’ should be done about it. 

In the following analysis, we start out to answer the question in issue (1) for an extensive 

data set of twenty thousand SME loans. Based on a bank-internal default criterion, first-

time Loan Loss Reserves (LLR), we will build and test a credit scoring model that uses 

only quantified, hard information, and compare it to an alternative model that uses also 

subjective, soft information. Soft information is utilized in a conventional way, i.e. the loan 

officers’ subjective assessments of borrowers’ non-quantified characteristics are recorded 

on a credit scorecard as numerical values, and the sum of these values over all items on the 

scorecard is used as an indicator of default risk. We will measure the classification power 

of both models using a set of graphical and analytic tools. We motivate the choice of these 

measures with the following argument: Unlike the performance measures used in many of 

the studies mentioned in the literature review, e.g. percentage correct or alpha/beta error 

combinations computed at ‘optimal’ cutoff scores, the measures used in our study do not 

depend on the assessment of a single cutoff value nor do they depend on the fraction of 

defaulters and non-defaulters in the underlying data sample. We will also go beyond 

merely stating and comparing the absolute values of performance measures for alternative 

models. We will introduce statistical tests that allow us to determine whether the difference 

in performance between the alternative scoring models is large enough to be statistically 

significant. 

Up to this point, we will have reproduced analyses that already exist in the literature. How-

ever, this first step is important because it allows us to decide whether our data set pro-
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duces similar or dissimilar results to what was observed before. In a second step, we will 

move beyond the existing literature and present original research. We will not only de-

scribe the characteristics and possible shortcomings of subjective information, but present 

methods that quantify structures in credit scorecard data and mitigate the problems of in-

consistency and non-objectiveness. We will transfer a methodology from another science, 

psychometrics, where extensive experience in the analysis of questionnaire data was accu-

mulated, to our credit scoring application.  

The basic idea is the following: The traditional approach to analyzing and using data from 

credit scorecards in credit scoring models is to utilize a borrower’s total scorecard-score as 

an indicator of default risk, thereby ignoring the fact that several customers may all receive 

the same total score but very different scores on the individual items. We introduce a new, 

more sophisticated, approach to analyze and use scorecard data: Instead of only using its 

margins, thereby possibly wasting valuable information, the entire data matrix is used and 

rating patterns are interpreted. Groups of rating patterns should be treated differently if a 

different vector of item difficulty parameters holds for each of them. Different vectors of 

item parameters indicate either different customer profiles and/or loan officers’ different 

rating strategies. Items which predominantly show positive responses for one group of ob-

servations may show predominantly negative responses for another group of observations, 

indicating that their use in the scorecard ‘environment’ varies. The analysis of rating pat-

terns requires and allows us to treat borrowers with equal total scores differently who 

would otherwise be treated alike, even though their soft ratings50 indicated completely dif-

ferent (risk) profiles. This increases the fairness and objectiveness of a credit rating system 

without having to do without loan officers’ borrower assessments. 

Based on an analysis of rating patterns, we construct a new soft partial score from the 

scorecard data and use this score in our original credit scoring model, replacing the old soft 

partial score. The classification power of the new scoring model is then compared to the 

classification power of our earlier scoring model that incorporates subjective information 

in the traditional way. The earlier model acts as a benchmark against which the perform-

ance of the new model is judged. 

                                                 

50 The judgmental assessment of individual borrower characteristics is called rating, according to our earlier 
definition. Loan officers do not use a rule-based or even analytical approach to arrive at their conclu-
sions. They (subjectively) assign the customer to one of the available answer categories of the rating 
scale. The answer categories have verbal labels but are not assigned pre-defined average PDs. 
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The decision whether or not and, if so, to what extent to employ human judgment in credit 

scoring systems involves a tradeoff between costs of obtaining the information, and the 

increase in the judgments’ predictive quality. In a final analysis we will quantify the eco-

nomic benefits of using a more powerful credit scoring system. This does not allow us to 

answer the question whether or not to use subjective information in credit scoring models 

with certainty, but it provides lenders with the methodology to measure effects on their 

loan portfolio’s profitability. 

 

 

 

2.D  Chapter Summary 

 

A lender wishes to receive an estimate of a potential borrower’s probability of default. 

There exist several approaches to predicting corporate borrower defaults. However, not all 

methods are equally applicable to all groups of borrowers. Some approaches exploit the 

information contained in market prices of a borrower’s assets or bonds. Unfortunately, 

SME are small companies which normally do not approach the capital market directly. 

Therefore, banks as their primary lenders use publicly and privately available information 

about the borrower to assess his risk of default. Credit scoring is a widely used technique 

to link information about borrower characteristics to default states. 

Credit scoring comprises a host of standardized methods of aggregating credit-relevant 

borrower characteristics into a credit score as a means of estimating the probability of de-

fault, i.e. the occurrence of deviations from the projected repayment schedule that was 

agreed upon by both the lender and the borrower. Credit scores serve a number of pur-

poses. They support initial credit granting decisions, but are also of interest in later stages 

of the credit relationship, supporting credit monitoring and credit portfolio management 

functions.  

The first judgmental credit scoring systems were used on consumer loans by mail order 

houses in the U.S. before World War II. The development of empirical and automated sys-

tems was fostered by the shortage of credit personnel during the war and the sharp rise in 

the demand for loans thereafter. Existing capacities were insufficient to process the sheer 
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amounts of loan applications. Empirical systems were faster, cheaper, more consistent in 

their judgments, and have gradually come to replace purely judgmental systems in the cor-

porate lending business as well. Diversity is great among credit scoring systems that are in 

use today. Taking the degree of standardization as a differentiating criterion, types of scor-

ing systems range from totally flexible systems with a high degree of subjectivity, e.g. heu-

ristics, over predominantly judgmental expert systems to totally standardized empirical 

systems which do not allow for any human judgment at all.  

The developer of an empirical credit scoring system may choose from a variety of statisti-

cal models. He must also select the variables, or customer characteristics, such that a lim-

ited number of variables cover as much of the available quantitative and qualitative infor-

mation as possible. The special role of soft or judgmental information in credit scoring 

systems is the central issue of the following chapters. Human judgment, collected from a 

large number of individuals, is inevitably subjective and prone to intentional as well as 

unintentional inconsistencies. It is highly questionable whether statistical methods that 

were developed for the use with quantifiable, objective, information, should be used with 

subjective information as well. Limitations of the human mind, errors in decision making 

and judgment, but also adverse incentive structures considerably hamper the interpretabil-

ity and comparability of subjective data. Yet, human judgment provides access to other-

wise intangible information. A broader information basis brings about the opportunity of 

improving the predictive power of a credit scoring system. Whether the resulting increase 

in model performance is sufficient to justify the costs of collecting and processing subjec-

tive information, is a matter of a bank’s individual tradeoff.  

A survey of the published research on the use of subjective information in credit scoring 

systems revealed that the issue of subjective information was recognized, but no solutions 

were offered how to treat the inconsistencies in loan officer’s subjective assessments. In 

the following chapters, we will introduce empirical techniques that help to mitigate the 

problems of rater disagreement, to make better use of existing judgmental data and, conse-

quently, increase the gains from using subjective information. 
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3  Building a Benchmark Credit Scoring Model 
 

 

 

3.A   Classification Procedures: An Introduction 

 

In credit scoring applications, a classification problem arises whenever a bank wishes to 

assign a potential customer (borrower) to one of a set number of classes, risk buckets, 

based on the customer’s observed characteristics. Before the decision is taken whether and 

at what price to grant a customer a loan, the bank would like to determine a probability 

(PD) that the customer will deliver payments according to an agreed schedule of interest 

and principle payments within the contracted time period. The bank processes the informa-

tion from the customer’s loan application, compares it to previous loan customers and their 

performance to obtain indicators of the customer’s future repayment behavior. The goal is 

to assign the customer to one of a number of risk buckets, indicative of the prospective 

repayment behavior. After the observation period, usually a year, has elapsed, the quality 

of the customers’ assignment to the risk buckets can be evaluated: The average of the cus-

tomers’ (ex ante) estimated PD is compared to the (ex post) observed default rate in each 

risk bucket. The assignment of a customer to a low risk or a high risk bucket affects the 

bank’s credit granting and credit pricing decision. If a customer was assigned to a higher 

risk bucket, this is indicative of a greater probability of default, i.e. a greater risk to the 

bank, and results in either denial of the loan or an increased price is charged, holding other 

terms of the loan contract constant. 

The assignment of a customer to a risk bucket is based on the customer’s observable char-

acteristics and the bank’s previous credit experience with other customers, their character-

istics and repayment behavior. The lending bank compares the loan applicant’s characteris-

tics to those of previous customers and assumes that the current applicant will show the 

repayment behavior of those previous customers that he resembles most closely. ‘Repay-

ment behavior’ means ‘average default rate’. Classifying loan customers into risk buckets 

is usually imperfect. The bank may never know for sure whether an individual customer 
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was assigned to the correct risk bucket or whether his PD estimate was correct. The bank 

may merely assess whether its overall process of assigning customers to risk buckets, 

based on PD estimates, is correct. Ex post, only a customer’s default status, default, or non-

default, is observable, and observed default rates across all customers in one bucket can be 

compared to average of estimated PDs. Ex ante, there is always a positive probability that a 

customer may default, even in a low-risk bucket.  

A bank may decide to assign its existing customers to two risk buckets and to treat them 

differently depending on whether a customer’s PD estimate is lower or higher than some 

cutoff value x. One group of customers with PD<x is assumed to be of low risk and re-

ceives no special treatment, the other group of customers with PD>x is assumed to be of 

high risk and receives special treatment, e.g. monitoring which may prevent losses from a 

customer’s default. Since monitoring capacities are limited, the bank wishes to allocate 

these scarce resources to the high risk customers only. The classification of customers into 

low-risk and high-risk may be subject to two types of classification errors: The customer 

was ex ante assigned to the low-risk bucket, but ex post defaults, i.e. shows payment prob-

lems. This classification error is called α-error. Or the customer was ex ante assigned to 

the high-risk bucket but ex post delivers payments fully and on time without the bank’s 

intervention. This classification error is called β-error. The size of these classification er-

rors across all possible cutoff values PD=x characterizes the quality of a classification pro-

cedure. We will come back to the problem of model validation and measures of classifica-

tion performance later in this chapter. 

Recollecting from chapter 3, classification of customers into risk buckets can be achieved 

either manually by having human judges recollect their professional experience and clas-

sify new customer accordingly, or empirically by using statistical procedures. A bank may 

choose from a host of non-judgmental, empirical classification methods. Before we will be 

introduce them, we will start out and take a look at a general formulation of the classifica-

tion problem. After deciding on a classification procedure, we will define and describe the 

criteria by which we identify a successful classification model. Then we will look into our 

first empirical analysis, building a credit scoring model that uses on only hard information 

and comparing it to another credit scoring model which uses both hard and soft informa-

tion. 
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i)  Classification - A Decision Theory Approach51 

Assume, a bank wishes to classify the entire population of loan applicants into two risk 

buckets, depending on whether they are more likely to default on their obligations (default, 

bad risks) or to deliver the scheduled payments (non-default, good risks) within a specified 

time period. For every customer in its loan portfolio and for every new loan applicant, the 

bank observes a number of characteristics considered to be relevant for classification. For 

every existing customer in its loan portfolio, the bank knows the measurement of these 

characteristics at different points in time during the life cycle of a loan and also, customers’ 

subsequent repayment behavior. The bank develops a classification rule, based on the 

characteristics and credit behavior of past customers, such that every possible combination 

of customer characteristics can be clearly assigned to one of the two classes and that the 

costs of misclassification are minimal.  
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Figure 3.1: Observed overlapping frequency distributions of non-defaulting customers 
(good risks) and defaulting customers (bad risks). Example 

 

Classification errors produce costs of misclassification. Classification errors are not 

equally costly. Non-defaulting customers who were assigned to the high-risk bucket un-

necessarily received costly treatment. If a bank assessed new loan customers and decided 

not to lend to high-risk customers, non-defaulting customers in the high-risk bucket were 

                                                 

51 Anderson [2003], ch.6 
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not offered credit at all which produces opportunity costs of foregone business52. Default-

ing customers who were assigned to the low risk bucket (α-error of classification) produce 

losses from missed interest and principle payments. The costs of misclassification pro-

duced by the second group typically weigh higher than the (sometimes indirect) costs pro-

duced by the first. The total expected costs of misclassification depend on the a priori frac-

tions of defaulting and non-defaulting customers, the probabilities of committing either 

type of classification error, and their corresponding costs. 

Typically classification systems, judgmental or empirical, assign credit scores to each 

combination of observable customer characteristics. In our definition, higher credit scores 

indicate higher probabilities of default. Customers with similar profiles receive the same 

score, are assigned to the same risk bucket and are treated identically. Figure [3.1] dis-

plays the results for an exemplary classification system. Credit scores were (ex ante) as-

signed to both (ex post) defaulting and non-defaulting customers. The frequency distribu-

tions of both sub-populations overlap, i.e. there is no cutoff score that clearly separates the 

good risks from the bad risks. Any chosen cutoff score results in smaller or greater errors 

of classification. 

The question is where to place the cutoff such that the total costs of misclassification are 

minimal. For a risk neutral bank with a two-bucket classification system, the general an-

swer to this question is: Place the cutoff at the score value for which the expected marginal 

costs of misclassifying bad risks equal the expected marginal costs of misclassifying good 

risks. Consequently, the cost-optimal classification rule says: Assign all customers with a 

credit score at or below the cutoff score to the class of good risks and all customers with a 

score above the cutoff score to the class of bad risks. Re-arranging formulas, the result is53: 

 
)(
)(

)0|1(
)1|0(

1

0

0

1

tf
tf

C
C

p
p = .          [3.1] 

                                                 

52 For a two-bucket classification system that is used on new customers it may be difficult if not impossible 
to measure the β error because the high-risk group of loan applicants is rejected and its loan performance 
cannot be monitored by the lender. In general, the β error will be measured with some error because a 
fraction of the high-risk customers have either not been admitted to the loan portfolio or dropped out be-
cause of default. The problem of reject inference is frequently faced by scoring model analysts. A number 
of methods have been discussed to solve this problem, but until now none seems to show consistently sta-
ble and significant results. Refer to Hand [2001] and Hand and Henley [1993] for an overview. 

53 Refer to Appendix [A1] for more details. 
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At the cost optimal cutoff score t, the inverse of the likelihood ratio54 f0(t)/f1(t) equals the 

product of the proportion of the fractions of defaulters (p1) and non-defaulters (p0) in the 

data sample and the proportion of misclassification costs. C(0|1) are the misclassification 

costs of the α–error, C(1|0) are the misclassification costs of the β–error. 

This rule follows from a general decision theory approach which is based on the minimiza-

tion of misclassification costs and does not consider any specific methods of classification 

or distributional assumptions. When choosing a classification method, it is important to 

understand according to which rule observations are classified. We prefer a classification 

method which minimizes the costs of misclassification. Appendix [A3] demonstrates that 

the logistic regression follows the rule in equation [3.1] under the assumption that the costs 

of misclassification are equal. 

 

ii)  Empirical Classification Methods 

Various quantitative methods were proposed for use in credit scoring systems. Only a few 

made it into daily practice. The acceptance of a credit scoring method does not only de-

pend on its capability of forecasting default events but also on other aspects such as trans-

parency and the economic interpretability of the results. Several surveys55 showed that 

only two or three methods were of any considerable importance to the banking industry: 

Multivariate Discriminant Analysis (MDA), Logistic Regression (LR) and Neural Net-

works (NN).  

Multivariate Discriminant Analysis (MDA): The first influential work on the use of statisti-

cal classification procedures in credit scoring is generally credited to Altman [1968]. 

Altman’s Z-Score provided a MDA classification rule for corporate loans, based on bal-

ance sheet data. The MDA quickly became a standard in banks’ internal credit scoring sys-

tems and is still widely used56, mainly because the method is simple, and the process is 

transparent. Processes and results are readily accessible by credit staff as well as custom-

                                                 

54 I.e. the proportion of the share of non-defaulting customers to the share of defaulting customer who have 
been assigned a particular score value. The likelihood ratio at every score value can also be calculated by 
dividing the height of the gray bar (non-defaulters) by the height of the black bar (defaulters) in figure 
[3.1.] 

55 Altman and Narayanan [1997], Treacy and Carey [2000], BCBS [2000], for Germany: e.g. Günther and 
Grüning [2000] 

56 e.g. Altman [1984], Dimitras et al. [1996], for Germany: Baetge et al. [1992] 
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ers. The forecast quality is acceptable compared to other, even more complex, models57. 

Since MDA is based on least-squares optimization procedures, computational demands are 

low .The disadvantages of MDA are its model assumptions: The method assumes that the 

independent variables follow a multivariate normal distribution58. Quite often, this assump-

tion is not satisfied. Discrete variables such as industry (nominal), legal form (nominal), 

size  (class, ordinal) or previously customer (binary) do not follow a normal distribution. 

As long as the model assumptions hold, the MDA estimator is statistically the true maxi-

mum likelihood estimator and therefore efficient. If the model assumptions do not hold, 

e.g. the independent variables are not normally distributed, the MDA estimator is not con-

sistent leading to biased estimates of the variable weights.  

Logistic Regression (LR): The logistic regression (LR) does not share those shortcomings. 

It does not place the MDA’s distributional constraints on the explanatory variables. The 

method is based on maximum likelihood optimization, which sets higher computational 

demands than the MDA, but is also beneficial because the LR estimator shows desirable 

statistical properties: asymptotic consistency, efficiency, and asymptotically normal distri-

bution59. If the MDA’s assumptions are not fulfilled, the LR estimator is more robust and 

should be preferred from a statistical point of view. LR was introduced to credit scoring in 

the early 1980s. Wiginton [1980] published one of the first studies, using retail loan data. 

A large number of studies followed, comparing the relative performance of LR to other 

credit scoring methods. The ‘votes’ in favor of LR’s classification performance are not 

unanimous, but a number of studies found LR to perform better than alternative methods60. 

LR is as easily understood and transparent as MDA and, given the other methodological 

advantages, increasingly replaced MDA in banking practice. We use LR as the classifica-

tion method in our empirical study.  

Neural Networks (NN): MDA and LR are essentially linear models, i.e. the explanatory 

variables are combined in a linear fashion. However, the relationships between explanatory 

variables and the default variable may well be highly nonlinear. During the 1990s, several 

attempts were made to establish methods using artificial intelligence, especially neural 

                                                 

57 In a study, exemplary for others, Altman et al. [1994] found that MDA and NN  show about equal per-
formance. Boyle et al. [1992] came to the same conclusion for MDA and Recursive Partitioning Algo-
rithms (RPA). 

58 Anderson [2003], chapter 2. 
59 Greene [2000] 
60 Grablowsky and Talley [1981] 
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networks (NN) 61, as an alternative to linear models in credit scoring. NN simulate human 

learning and decision making processes. They provide the capacity to model highly 

nonlinear relations between variables which was assumed to be especially useful for quali-

tative, non-quantifiable, information62. Qualitative information, i.e. loan officers’ ‘gut feel-

ings’ about soft aspects of the customer’s characteristics that cannot easily be quantified, 

are especially difficult to include in quantitative credit scoring models. NN, however, 

strive to incorporate the knowledge of human experts, acting as ‘computerized expert sys-

tems’. The major challenge of NN lies in their lack of transparency which is in the nature 

of these models. To non-experts such as loan officers and customers, the NN appears as a 

‘black box’. They cannot reproduce the result or deduce it intuitively from the borrower’s 

characteristics by interpreting weights. Another technical problem is that NN-model build-

ers tend to run into overfitting problems. The NN reproduces highly complex relationships 

between variables. It picks up effects that are specific to the training sample on which it is 

built but do not transfer to other sets of data, i.e. the in-sample performance is high while 

the out-of-sample performance is low. Therefore, even though the performance of NN was 

quite promising in several studies63, they did not find as widespread acceptance as the lin-

ear models. 

Other Non-Linear Approaches: Other non-linear approaches were proposed in the credit 

scoring literature. However, fuzzy rule based models (Baetge and Heitmann [2000]) and 

recursive partitioning algorithms, i.e. non-parametric binary tree classification models 

(Friedman [1977] and Frydman et al. [1985]), raised mainly academic interest. 

 

iii)  Logistic Regression 

The logistic regression64 (LR) is an empirical classification procedure that belongs to the 

general class of regression models. Much like the well-known ordinary least squares (OLS) 

regression, it combines explanatory variables in a linear score to predict the level of the 

variable that shall be explained. While the dependent variable in the OLS regression is 

                                                 

61 for general information: Ripley [1996] 
62 Hawley et al. [1990] 
63 E.g. Yang et al. [1999] who found that NN showed better overall performance (percentage of correct clas-

sified observations) than MDA; German experience: Erxleben et al. [1992]. 
64 Greene [2000], ch. 19. Find more detailed information in the appendix [A2]. 
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continuous or can take many values, in our application to credit scoring the dependent 

variable takes only two values: 1 (default) or 0 (non-default).  

 iii uxy += ´* β          [3.2] 

The linear score y* in equation [3.2] follows from the combination and weighting (vector 

β) of the customer’s vector of characteristics xi. It is unbounded and may theoretically run 

from minus to plus infinity. To receive a default probability, this score must be trans-

formed to a value between zero and one (equation [3.3] and figure [3.2]): 

 )( *
ii yfPD =          [3.3] 

The logistic regression yields an estimate of PD for each customer, based on which a cus-

tomer is then classified either into the group of non-defaulters or defaulters. A customer 

belongs to the class of bad risks with membership probability p1 and to the class of good 

risks with membership probability p0 = 1 - p1. If the probability of belonging to the class of 

bad risks is greater than 50%, a customer is assigned to the class of bad risks. Customers 

with a membership probability below 50% are assigned to the class of good risks. 

Compared to the standard OLS regression, the LR has few and rather weak assumptions. 

The LR does not assume a linear relationship between the dependent and the independent 

variables. Independent variables need not be continuous and unbounded, but may be con-

tinuous, discrete, dichotomous, or a mix. The LR does not require the dependent variable 

to be normally distributed, however its distribution is assumed to belong to the exponential 

family of distributions, such as normal, Poisson, Binomial, Gamma. There is no homoge-

neity of variance assumption. The LR further assumes that the model is correctly specified, 

i.e., the true conditional probabilities are a logistic function of the independent variables, 

no important variables are omitted, no irrelevant variables are included, and the independ-

ent variables are measured without error. The LR requires independent sampling and the 

absence of multicollinearity, i.e. the independent variables are not linear combinations of 

each other. 
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Figure 3.2: Logistic Regression. 
Transformation of the linear score  y* into a probability of default (PD). 

 
 

Among others, the logistic regression possesses two attractive features: First, it produces a 

decision rule that follows the general cost minimizing decision rule presented earlier (equa-

tion [3.1]). The cutoff score between defaulting and non-defaulting customers is set such 

that the expected costs of misclassification are minimal. Unequal proportions of good risks 

and bad risks in the customer population are taken care of automatically in the optimization 

procedure. However, the procedure assumes a cost ratio of one, i.e. the two types of mis-

classification costs are equal. Alternative cost ratios must be taken care of by adapting the 

cutoff score to the cost assumptions. 

Second, the logistic transformation function allows a bank to easily adapt the estimated 

default probabilities to changing fractions of good and bad risks in the customer sample 

without having to re-estimate the entire model (appendix [A4]). For instance, if the bank 

assumes that the class of defaulting customers will grow relative to the class of non-

defaulting customers, the model can be recalibrated simply by correcting every customer’s 

credit score by the same fixed amount. All other weights remain unaffected. This ensures 

that the average estimated PD equals the assumed fraction of defaults in the customer 

population. 

 

iv) Validation of Credit Scoring Systems 

The performance assessment of credit scoring models involves two dimensions: Model 

quality is determined by the model’s ability to accurately predict default probabilities 
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(calibration) and by its ability to assign credit scores to defaulting and non-defaulting ob-

servations that differ as much from one another as possible (classification power)65. While 

model calibration concerns the concordance of risk buckets’ levels of predicted probabili-

ties of default and observed default rates, which is important for investment and pricing 

decisions66, model discriminatory power concerns the ordinal ranking of customers by 

their credit score. The sequence of defaults and non-defaults in this series is an expression 

of the model’s ability to separate low risk and high risk customers. A credit scoring model 

with only one risk bucket may be well calibrated, if all customers are assigned the same 

score that corresponds to the observed sample default rate. Then the average estimated PD 

matches the actually observed default rate, but it has no classification power because it 

assumes all customers are equal. 

Figure [3.3] illustrates the difference between model calibration and classification power: 

In both situations, the empirical distribution of the score values67, assigned to a sample of 

customers, is shown, and also the distributions of the observed default states for all score 

values. In situation a), the range of assigned score values is small, and for every score 

value, considerable numbers of defaults and non-defaults are observed. The classification 

power is low. However, the average of all predicted PDs coincides with the observed de-

fault rate. The model is well calibrated.  

                                                 

65 Sobehart and Keenan [2001], Stein [2002] 
66 Correct pricing is a prerequisite to avoid the “winner’s curse” in a highly price-competitive loan market. A 

bank gets ‘picked off’ if it prices loans imprecisely, e.g. if the differentiation between interest rates is not 
strong enough. The bank will be in the midst of an adverse selection problem, ‘winning’ the underpriced 
loans  and losing the overpriced loans. 

67 The default probability PD is a function of the score X: PD = g (X). In our application, the link function 
g(.) is the logistic function. 
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b) Poor Calibrat ion, High Power

PD = g(  s )PD = g(  s )

PD = g(  s )PD = g(  s )

Assigned Scores
(ex-ante)

Score s

 

Figure 3.3: Calibration vs. Classification Power.  
Since the densities f(s) are assumed to be symmetric around their means, the average estimated 
probability of default ( PD ) coincides with a transformation g(.) of the average assigned score 
( s ). In general the function g(.) transforms score values s into PD values. 

 

In situation b), the range of assigned score values is large. For lower score values, more 

non-defaults than defaults are observed, whereas customers with higher score values 

clearly tend to default more often. This model’s classification power is high. If customers 

are ordered according to their assigned score values (or PD), observed defaults are concen-

trated in the higher score ranges and observed non-defaults are concentrated in the lower 

score ranges. There is only a small range of score values in between, where defaults and 

non-defaults mix. This ability of the model to classify observations remains intact, what-

ever the actual level of PDs. 

The model in situation b) has high classification power but is not well calibrated. The aver-

age predicted PD is higher than the observed default rate, default risk is overstated in this 

model. However, re-calibrating the model is easy: Every assigned score value is reduced 
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by a fixed amount, the frequency distribution of scores is shifted to the left such that aver-

age predicted PDs and the (assumed or observed) default rate coincide. For example, re-

calibrating a scoring model may be necessary if economic conditions change and we ex-

pect default rates to drop or if we plan to use a scoring model that was developed on a set 

of data with a higher fraction of defaulters. 

Without doubt, it is highly important that predicted probabilities of default are of the cor-

rect magnitude to be useful in the pricing of loans, the management of loan portfolios or 

the calculation of required regulatory capital. However, when selecting a scoring model 

from a set of alternative model specifications, correct calibration should not be of our first 

concern. Before concentrating on re-calibrating a credit scoring model, it is more important 

that the model has sufficient discriminatory power because we cannot correct as easily for 

low power as we can for poor calibration. Greater discriminatory power should be given 

priority over better calibration. By performing simple adjustments on the levels of assigned 

score or PD values, one can easily improve the calibration of a powerful model. An exam-

ple in appendix [A6] demonstrates that, if a bank chose between two alternative scoring 

models solely based on the quality of model calibration, it would make the wrong choice. 

Re-calibrating the powerful model, i.e. adjusting the level of the predicted scores or PDs, 

will create a model that is preferable both in terms of model calibration and discriminatory 

power. In contrast, a bank cannot as easily improve the power of a well calibrated but pow-

erless model.  

While calibration and discriminative power are both important criteria for model selection, 

model power is a prerequisite before going about model calibration in a second step. 

Therefore we will concentrate on assessing the models’ discriminatory power in the em-

pirical parts of our study. In the next section, we will take a look at the instruments that are 

used to measure discriminatory power, e.g. contingency tables, classification errors and 

related measures and tests. 

 

v) Measures of Classification Power 

In a scoring system that assigns loan applicants to only two buckets to predict defaults and 

non-defaults, the classification may result in correct assignments, i.e. customers assigned 

to the class of high risks do indeed default and customers assigned to the class of low risks 

do not default. The classification may also result in incorrect assignments. It is desirable to 
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avoid these erroneous assignments because they produce costs of mis-classification. It is a 

sign of quality if a classification rule produces few classification errors. To assess the clas-

sification performance of a model, its classification outcome can be displayed in a contin-

gency table (table [3.4])68.  

 

  Observation  

  default non-default  

bad risks true positive 
(TP) 

false positive 
(FP) 

sum of  
bad risks 

Fo
re

ca
st 

good risks false negative  (FN) true negative 
(TN) 

sum of 
good risks 

  sum of  
defaults 

sum of  
non-defaults 

 

Table 3.4:  2x2 Contingency Table. 
 

All observations are sorted into the four cells of a 2x2 matrix, resulting from all combina-

tions of forecasts and observed outcomes. Two cells hold the case numbers of correct as-

signments (true positive, true negative) and two cells the case numbers of erroneous as-

signments (false positive, false negative). If only the true cells on the diagonal were filled, 

classification would be perfect. The terminology of the cell labels follows a convention 

that originally came from signal detection applications69: There, a person had to decide, 

based on a visual or acoustic signal she was presented with, whether the signal carried in-

formation (positive) or merely consisted of noise (negative). In our credit scoring applica-

tion, the term ‘positive’, originally used in the sense of ‘positive signal’ or ‘event’, trans-

lates into ‘default’ because this is the ‘event’ we are interested in, and the term ‘negative’ 

(signal) translates into ‘no default’. 

Contingency tables may not only be used to summarize the classification outcome of two-

bucket scoring models but can also be used with scoring models that assign customers to 

more than two risk buckets. In this case, the two-bucket case is simulated by choosing a 

cutoff score and assigning all observations with a lower/higher score into the two buckets 

‘below cutoff’ and ‘above cutoff’. The contingency table describes the classification out-

                                                 

68 Also: appendix [A5] 
69 Swets [1996], ch. 3 
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come at one particular cutoff. For every alternative cutoff, a new contingency table needs 

to be drawn. 

Several measures of classification performance are based on contingency tables. The per-

centage of correct assignments (PC) measures the fraction of correctly assigned customers 

in the entire sample of classified customers. Similarly, the percentage of incorrect assign-

ments measures the fraction of misclassified customers. It follows directly from the former 

because both add up to 1 (= 100%). A high fraction of correctly identified customers is 

desirable.  

Other measures assess a model’s classification performance separately for the sub-

populations of defaulting and non-defaulting customers. This makes sense because classi-

fication errors are not equally costly. As discussed before, erroneously accepted defaulting 

customers create greater costs than erroneously rejected non-defaulting customers. The 

first type of classification error is called α-error and measures the fraction of misclassified 

defaulting customers, i.e. is defined only on the subset of defaulted customers. The second 

type of classification error is called β-error and measures the fraction of misclassified non-

defaulting customers, i.e. is defined only on the subset of non-defaulted customers. Similar 

to the pair of PC vs. (1-PC) measures, the α-error’s complement, i.e. the fraction of cor-

rectly identified defaulting customers, is called a classification model’s sensitivity (SENS). 

The β-error’s counterpart, i.e. the fraction of correctly identified non-defaulting customers, 

is called a classification rule’s specificity (SPEC).  

Sensitivity and specificity, or alternatively α-error and β-error, give a much more detailed 

account of the classification model’s strengths and weaknesses than the rather coarse 

measures of the fractions of correctly and incorrectly identified observations. Either one is 

a weighted average of sensitivity and specificity (or α-error and β-error). If the classifica-

tion performance differs for the classes of defaulting and non-defaulting customers, the 

size of the PC depends on the fractions of the customer sub-populations in the total cus-

tomer population70. Also, PC is not what a bank might want to know. If, for example, it 

predominantly consists of incorrectly classified non-defaulting customers, this might be 

irrelevant if a bank considers the associated costs to be virtually zero. In this case, the bank 

would be much more interested in the percentage of misclassified defaults. A third argu-

ment against the use of the PC involves the observation that a fairly high percentage can be 
                                                 

70 Proof in appendix [A5] 
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achieved by a classification model that simply assigns all customers to the class of the 

greater sub-population of customers. For example, if a bank’s customer base contains 5% 

of defaulting and 95% of non-defaulting customers, a classification rule that assigns all 

customers to the class of good risks produces a PC of 95%. This number is silent about the 

fact that the (costly) α-error is 100%. The classification rule does not discriminate at all 

between customers and should be rejected because it is uninformative. Consequently, 

measures that entwine the two class-specific measures of classification performance, α-

error and β-error, conceal relevant information. Rather, the pairs of measures, α-error and 

β-error, or sensitivity and specificity, should be reported separately.  

If the sizes of the customer sub-populations and the ratio of the costs of misclassification 

are known, the model that produces the lowest expected costs of misclassification should 

be selected. If the cost ratio is unknown, the model with the greater discriminatory power 

should be selected. Model A has greater discriminatory power than an alternative model B 

if both models produce the same α-error (β-error) and model A produces the smaller β-

error (α-error). Model A should also be preferred over model B if, at their respective opti-

mal71 cutoff scores, model A produces both a smaller α-error and a smaller β-error. If 

model A produces a smaller α-error and model B produces a smaller β-error, a decision 

cannot be taken based on the error rates without making further assumptions about the ratio 

of the costs of misclassification. 

In the previous section we took a look at measures of classification power, based on a sin-

gle contingency table, or based on a single score cutoff value. However, often it is not at all 

clear which score values is the cost-optimal cutoff. If, for example, the ratio of the costs of 

misclassifying defaulting and non-defaulting customers is unknown or varies within a cer-

tain range, a cost-optimal classification rule cannot be determined. Theoretically, every 

value from the minimum to the maximum assigned score could be cost optimal. Every al-

ternative score value results in a new classification outcome of the (artificial) two-bucket 

model, and in a new contingency table. How can we compare scoring rules if, in the case 

of an unknown optimal cutoff score, every scoring rule produces as many contingency ta-

bles as it produces score values? The simple answer is: Compare the scoring rules across 

all potential cutoffs score values. 

                                                 

71 In this case, assume a cost ratio of 1. 
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The Receiver Operating Characteristic (ROC)72 Curve (figure [3.5]) is a plot of all combi-

nations of α-error and β-error that result from sliding the cutoff score between low risks 

and high risks from the lowest to the highest score value. Starting with the lowest score, 

every score value is in turn assumed to be the potential cutoff score. The resulting contin-

gency table is inspected and the combination of α-error and β-error recorded in a unit 

square. 
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Figure 3.5:  Receiver Operating Characteristic (ROC) Curve 

 
 

                                                 

72 E.g. Hanley [1989], Details in Appendix [A7] 
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The result is a concentration curve, similar but not identical to a Lorenz curve73. The far-

ther away the curve is from the diagonal, which represents the random and uninformative 

classification model, the stronger is the classification power of the model. Equivalently, the 

farther away the curve is from the diagonal, the smaller the values of the pairs of α-error 

and β-error produced by the scoring model.  

Model selection based on ROC inspection follows the rule: Choose the most powerful 

model, i.e. the one whose ROC lies farthest to the northwest of the diagonal. Comparing 

two alternative models A and B, A’s ROC can either lie completely above or completely 

below B’s ROC, or the ROCs of both models cross. In the first two cases, choose the 

model whose ROC lies completely above the alternative model’s ROC because its α-error 

and β-error are smaller for all possible cutoff values. Knowledge of the costs of misclassi-

fication is not necessary to choose between the two because one model clearly dominates 

the other. In the third case, however, the fact that the ROCs cross does not allow to make 

such a general statement. The decision, which of the two models should be preferred, de-

pends on the region of cutoff values that is expected to be the most relevant, given that a 

general idea about the structure of the customer population and the ratio of the costs of 

misclassification exists. The slope of the ROC74 equals the likelihood ratio, i.e. the ratio of 

the probability that a customer, belonging to the group of defaulters A1, was assigned the 

particular score s to the probability that a customer, belonging to the group of non-

defaulters A0, was assigned the particular score s:  
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We mentioned the inverse of the likelihood ratio before, together with the cost-optimal 

classification rule. Applying the cost-optimality criterion from the decision theory ap-

proach, the cost-minimizing cutoff75 is found where the slope of the ROC equals the prod-

uct of the fractions of misclassification costs and a priori fractions of defaulters and non-

defaulters in the data sample (equation [3.5]): 
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73 The difference between ROC and Lorenz Curve is explained in appendix [A8] 
74 Details in appendix [A7] 
75 Green / Swets [1966], Swets [1996] 
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The relevant region of the ROC can be identified either by looking up the pair of α-error 

and β-error that accompanies the cutoff score with the cost-optimal likelihood ratio in the 

data table that generates the ROC, or by directly determining the locus where the slope of 

the ROC equals the cost-optimal likelihood ratio (figure [3.6]). This procedure does not 

require access to the ROC generating data table.  

 

SPEC

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.2

0.1

0.4

0.3

0

0.6

0.5

0.8

0.7

1

0.9

1

0

0.8

0.9

0.6

0.7

0.4

0.5

0.2

0.3

0.1

0.9 0.8 0.7 0.6 0.5 0.4 0.3 0.2 0.1

(1)
(2)(3)

(4)

(5)

(6)

(7)

(8)

(9)

Eβ

SE
N

S Eα

slope

SPEC

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.2

0.1

0.4

0.3

0

0.6

0.5

0.8

0.7

1

0.9

1

0

0.8

0.9

0.6

0.7

0.4

0.5

0.2

0.3

0.1

0.9 0.8 0.7 0.6 0.5 0.4 0.3 0.2 0.1

(1)
(2)(3)

(4)

(5)

(6)

(7)

(8)

(9)

Eβ

SE
N

S Eα

slope

 

Figure 3.6: Finding the cost optimal cutoff score from the graph of the ROC.  
The easiest way to construct a line that is tangent to the ROC and of the desired slope is to 
draw a straight line with the desired slope from the northwest corner of the grid. Another line, 
orthogonal to the first and tangent to the ROC, marks the region or the locus of the cost-
optimal combination of alpha and beta errors. The corresponding score value is the cost opti-
mal cutoff score. 

 

It is worth while to determine the region of the cost-optimal cutoff if the bank follows a 

cutoff based lending policy, i.e. if it chooses a cutoff and accepts all customers who were 

assigned a score below the cutoff and rejects all customers who were assigned a score 

above the cutoff. However, if the ROC of two alternative scoring models intersect, no gen-

eral conclusion about which model to choose can be inferred from the ROC. In this case, 
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the bank should choose the model which has higher classification power at the cost-

optimal cutoff.  

If a bank follows a risk-based pricing approach to lending and, in principle, offers loans to 

all customers who are willing to pay a price covering the bank’s risk76, the problem of de-

termining cost-optimal cutoff scores is secondary. This bank prefers a model which shows 

superior classification power across the entire range of score values. 

Sometimes it is more convenient to report a model’s classification power by reporting a 

single number instead of lengthily describing what the model’s ROC looks like. The Area 

Under the Curve (AUC) reduces the information contained in the ROC graph to a one-

dimensional measure of classification power. The AUC reports the ratio of the area under 

the ROC to the area of the unit square, as a percentage. It may run from 0.5 (uninformative 

model) to 1 (perfectly discriminating model). Obviously, the larger the AUC, the stronger 

the classification power of the model. In that sense the AUC measures the increase in clas-

sification power compared to the model that assigns scores randomly. More intuitively, the 

AUC can be interpreted as the percentage chance that a randomly drawn pair of customers, 

one from the group of defaulting and the other one from the group of non-defaulting cus-

tomers, is correctly ordered by their score values. It is the probability that, in a pair of de-

faulting and non-defaulting customers, the defaulting customer was assigned a higher 

credit score. If that probability is 0.5, the classification model is uninformative because the 

assignment of scores is obviously random. If that probability is 1, the classification model 

does not make a single mistake, the frequency distributions of the two groups of customers 

do not overlap but are completely separated. The AUC has some attractive features: Con-

trary to other measures of classification power, say the PC, it is independent from the a-

priori fractions of defaulters and non-defaulters in the data sample. Also, non-parametric 

estimates of the covariance matrix between two or more AUC are available, allowing us to 

determine whether eventual differences in AUC between alternative model specifications 

are statistically significant77. 

The AUC is a summary of the information contained in an ROC. It reduces the complexity 

of the information. Consequently, details are lost in the aggregation. For alternative scoring 

models, the AUC reports the size of the total area under the ROCs, but not whether the two 

                                                 

76 And depending on the country-specific legal limitations and ceilings on interest rates. 
77 Please refer to the appendix [A7] for more information. 
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ROCs cross. Generally, a model with higher AUC should be preferred over a model with 

lower AUC. But the mere fact that a model’s AUC is larger than an alternative model’s 

does not indicate that this model dominates the alternative over the whole range of cutoff 

scores. Thus, the AUC can be used as an indicator of a model’s superiority, the inspection 

of the ROC, however, yields the information which of the alternative models is stronger in 

the relevant score region, if a bank practices a cutoff based approach to lending. 

In the credit scoring literature, one comes across alternative multi-cutoff-score ap-

proaches78 to measure the discriminatory power of classification models. The following 

two measures are very similar in structure to the ROC graph and the AUC as its summary 

measure: The Cumulative Accuracy Profile (CAP) is also a concentration curve. Its con-

struction and consequently its interpretation is slightly different from the ROC: Instead of 

answering the question: “What fraction of the non-defaulting customers do I need to treat 

as high risks to avoid a certain fraction of defaulting customers?” (ROC), the CAP plot 

answers the question: “What fraction of all customers do I need to treat as high risks to 

avoid a certain fraction of defaulting customers?”. Both graphs are based on the same set 

of variables, convey the same information and are easily transferred into one another. 

Equivalently, there exists a simple formal relationship between the AUC and the summary 

measure of the CAP plot, the Accuracy Ratio (AR). While the AUC varies between 0.5 and 

1, the AR varies between 0 and 1. AUC and AR can be computed from one another79: 

 AR = 2(AUC - 0.5) = 2 AUC –1      [3.6] 

The components of the second alternative pair of concentration curve and summary meas-

ure are the Lorenz Curve and its accompanying Gini Index. The Lorenz Curve is a strictly 

increasing version of the ROC. While the ROC, depending on the data, may have ‘humps’, 

the construction of the Lorenz Curve ensures that it is strictly concave. For most data sam-

ples, the differences between the ROC and the Lorenz Curve are negligible. The Gini In-

dex is to the Lorenz Curve what the AR is to the ROC, i.e. if the ROC is increasing 

smoothly, the Gini Index is identical to the AR80. 

                                                 

78 For CAP and AR: Keenan and Sobehart [1999], Stein [2002]. For Lorenz Curve and Gini Index: Lee 
[1999].  

79 Engelmann et al. [2002] 
80 More details in appendix [A8] 
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3.B Using Subjective Information the Traditional Way:  

The Benchmark Model 

 

Now that we introduced the classification methodology, we will develop a benchmark 

scoring model. The benchmark model uses all available information, hard and soft facts, in 

a traditional way, i.e. without analyzing rating patterns in the scorecard data. The classifi-

cation performance of this benchmark model will later be compared to that of a scoring 

model which uses the available soft information in a more sophisticated way. 

We will start with a description of the data set that is used in the analysis, look at the uni-

variate properties of the variables in the data set, move to a description of the estimation 

procedure, determine the model specification of the benchmark model and, finally, meas-

ure its classification power. 

 

i)  Data Set and Default Indicator 

The data set used in this study originate from the SME (Small and Medium Enterprises) 

loan portfolio of a German commercial bank, covering the years 1999 and 2000. Customer 

characteristics are available for 1999, information on customers’ observed default states 

are available for the year 2000. Customer characteristics include the bank’s internal partial 

ratings of several hard and soft customer characteristics. 20.000 companies were selected 

from the portfolio into our data sample, including a pre-specified fraction of defaulting 

customers of 2% (400 cases). The level of 2% was chosen for this study and does not re-

semble the true fraction of defaults in the bank’s portfolio81. It reflects the typical structure 

of German SME loan portfolios which frequently contain less than 5% default observa-

tions, depending on the definition of default.  

The SME in our data sample cover all industries82. All companies reported annual turn-

overs below 50 million EUR with a median value of 6 million EUR (table [3.7]). Since the 

                                                 

81 Grunert et al. [2005] also choose a default rate of 2% for their sample of SME loan data, albeit with a 
broader default definition. 

82 The sample does not contain data from start-ups or very young companies because, for those companies, 
accounting data are not very reliable. For very young companies, banks use different models that place 
lower weights on accounting data. 
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sample was artificially selected, it is not representative of either the bank’s portfolio or the 

entirety of German SME in terms of  size, industry and number of defaults.  

 

Percentile Turnover (T EUR)

10% 750

25% 2 220

50% 6 000

75% 14 500

90% 26 700

Table 3.7:  The size of SME in the data sample  
is measured by the SME’s reported annual turnover (in thou-
sand EUR). Percentiles of the turnover distribution are given. 

 

All observations are on a relationship, not loan contract (facility), basis. Customer informa-

tion (partial scores) do not incorporate contract-specific information but only customer 

specific information. Therefore, no customer is included twice in the data base, even 

though he might hold more than one loan with the lending bank. Every observation con-

tains a set of explanatory variables and a default indicator, i.e. whether or not the company 

defaulted within the 12 months following the date of the computation of the credit score.  

The default indicator DEF is a binary variable, DEF = 0 if the customer did not default 

within the observation period of 12 months and DEF = 1 if the customer did default within 

the following 12 months. A default occurred in our definition, if a first-time loan loss pro-

vision (LLP) was recorded during the observation period. First-time LLP means that no 

LLP was recorded during the three years preceding the scoring date. Another default crite-

rion is unavailable. The LLP is one of the default criteria mentioned in the New Basel 

Capital Accord83. It is a bank internal event and does not imply that the debtor defaulted 

legally on the loan, i.e. stopped payments altogether or filed for bankruptcy procedure.  

                                                 

83 BCBS [2004], articles 452, 453: 452. A default is considered to have occurred with regard to a particular 
obligor when either or both of the two following events have taken place.: The bank considers that the 
obligor is unlikely to pay its credit obligations to the banking group in full, without recourse by the bank 
to actions such as realizing security (if held). [...] 
453. The elements to be taken as indications of unlikeliness to pay include: [...] The bank makes a 
charge-off or account-specific provision resulting from a significant perceived decline in credit quality 
subsequent to the bank taking on the exposure. 
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A bank is required to reduce the stated value of loan assets by LLP if the fulfillment of the 

contractual agreements seems unlikely. The value of the loan is reduced, the bank is forced 

to deduct the appropriate amount84, which results in an immediate loss to the bank. 

LLP are only allocated if the customer showed pre-defined payment problems for some 

time, i.e. missed one or more payments but did not yet go bankrupt85. Thus, in the data set, 

LLP are an indicator of payment problems. They function as an early warning sign, mark-

ing a step on the path to bankruptcy. However, some customers will recover and never end 

up in bankruptcy. The occurrence of bankruptcy depends on the efforts of the bank to re-

structure a loan and therefore avoid, or at least postpone, bankruptcy if there is a realistic 

chance that the customer’s lack of liquidity is only temporary and that he will be able to 

resume payments and fully meet his obligations in the future. Thus, a severe credit event 

such as bankruptcy does not usually come as a surprise and is not independent from bank 

intervention. The lending bank is interested in forecasting credit events that precede default 

by a considerable amount of time to be able to take a timely decision about whether or not 

to renegotiate the loan. 

Therefore, since we do not have bankruptcy information, the model will not predict bank-

ruptcies but first-time payment problems. Actually, these ‘surprises’ are what most banks 

are interested in. We are looking at an SME loan portfolio that did not experience losses 

during the last three years. Usually, as soon as LLP are set aside for a loan, the customer is 

transferred from the ‘clean’ portfolio to a ‘payment problems’ portfolio and receives spe-

cial treatment, including counselling and/or collection attempts. These contracts are under 

ongoing supervision, a final bankruptcy will usually no longer be a surprise.  

We will build a credit scoring model that forecasts ‘surprises’, i.e. first-time payment prob-

lems, in the bank’s ‘clean’ loan portfolio. The loan contracts in this portfolio do not nor-

mally receive individual monitoring, because a) the portfolio contains a large number of 

individual contracts, and b) there is no need for costly supervision activities. Therefore, the 

bank is interested in identifying those contracts from the mass of inconspicuous contracts 

that will, over the course of a year, show payment problems severe enough to justify an 

LLP, i.e. a partial write-off. 

                                                 

84 §§252 I Nr. 4 und 253 III 3 HGB (German Commercial Code), IAS 39 
85 Jansen [2001] argues that, under these conditions, LLP may be used as a default indicator in credit scoring 

models. 
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Of course, loan loss provisioning is influenced by an institute’s business policies. A change 

in LLP policies would obstruct the functioning of our credit scoring system, because the 

dependent variable DEF would be influenced by effects that cannot be foreseen by the 

scoring model. However, the data providing institute claims that there were no official 

changes in LLP policy and that a stable relationship between the fraction of the portfolio 

for which LLP were set aside and the fraction of the portfolio which eventually files for 

bankruptcy exists. 

Another important question that needs to be discussed arises in cases where the bank itself 

may exert influence upon the default criterion, which may be true for both LLP and corpo-

rate bankruptcies. The German commercial code (HGB) allows banks some discretion in 

the allocation of LLP for corporate loans. Also, corporate bankruptcies are influenced by a 

bank’s policies, their restructuring and refinancing efforts. The question that needs to be 

discussed in these cases is whether there exists a circular relationship, an interdependence, 

between the default criterion and the partial scores or variables which are considered in a 

bank’s credit scoring system: Do high credit scores point to a higher probability of observ-

ing an LLP for a customer in the future, caused by his repayment behavior? Or are LLP 

allocated by the bank just because the recent credit scores were high, pointing to a high 

risk customer? Equivalently for bankruptcies, do banks spend less effort to save a customer 

from bankruptcy if his credit scores are high? If this was true, an empirical analysis of the 

relationship between default indicator and partial scores would have little meaning. LLP 

may indeed be influenced by bank business policies and do contain a subjective element. 

However, to control this subjective element, banks are required to specify fixed events in 

customers’ behavior that trigger an allocation of LLP. The tolerance concerning the size of 

the LLP allocation is much greater. Fortunately, our default criterion is not concerned with 

the size of LLP, but their occurrence. Therefore, we may safely assume that LLP are not 

triggered by low partial scores. The low correlation between the partial scores and the de-

fault indicator (table [3.10]) supports this assumption. Also, no repercussions can be ex-

pected from the dependent default indicator DEF on other independent partial score vari-

ables, e.g. based on the customer’s financials, behavior and soft information, because all 

partial scores are computed at preceding dates. Not even the subjective score AN can be 

influenced by an earlier default because we only consider first time LLP in our analysis. 

A similar issue is the possible endogeneity of the partial scores. The model assumes that 

high partial scores are assigned to a customer in a reaction to early indicators of payment 



Bina Lehmann: Making Use of Subjective Information in Credit Scoring Systems  3. Building a Benchmark Credit Scoring Model      60 

 

problems. If these payment problems eventually occur, LLP are allocated and the customer 

defaults. If the bank’s treatment of the customer changes if his partial scores are high, e.g. 

if the bank restricts its supply of loan volume to a higher risk customer, thereby provoking 

or accelerating payment problems which lead to even higher credit scores and eventually to 

an LLP, the model is forecasting the bank’s behavior or policies and not the customer’s 

payment behavior in the first place. An empirical analysis would again be obsolete. The 

problem of the endogeneity of credit scores may exist in our analysis as well. However, we 

believe that it is not a serious issue: Since we are looking at a small business portfolio of 

existing customers which has never experienced payment problems before, it is highly 

unlikely that the bank’s policies or customer treatment will change unless payment prob-

lems have actually occurred. In this case, the loan facility would be moved to another port-

folio. Rather, the large portfolio of inconspicuous loans receives a ‘mass-compatible’ stan-

dard treatment. 

The definition of the default criterion has a great impact on the results, especially the level 

of the models’ classification power. For example, it is more difficult to predict defaults, 

however defined, that occur farther in the future, e.g. 24 or 36 instead of 12 months from 

the rating date, than to predict defaults in the nearer future. It is also more difficult to pre-

dict defaults that occur early in the escalation process to bankruptcy, e.g. the first late 

payment, than it is to predict later or more severe credit events. In the early stages of the 

escalation process that eventually leads to bankruptcy, defaulting and non-defaulting cus-

tomers do not yet differ much. In our application, we removed all observations with ear-

lier payment problems from the data sample. It can well be assumed that the remaining 

observations differ less. Classification performance will be lower, given this definition of 

default. One should keep this in mind when comparing performance measures across stud-

ies with varying default definitions. 

 

ii)  Customer Characteristics: Partial Scores 

Three partial credit scores function as explanatory variables in the classification procedure 

(figure [2.5]). They are themselves outcomes of bank-internal classification procedures and 

were provided by the bank. Every partial credit score summarizes a largely disjoint piece 

of information about the customer. Two of them are based on objectively measurable hard 

facts, financial ratios from annual reports (FIN) and the customer’s use of the checking 

account (CA). For them, details about the included variables and the used classification 
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procedures are unavailable. The third is based on soft facts, i.e. loan officer’s subjective 

assessments of the customer (AN). For this score, detailed background information is avail-

able. 

The partial score FIN (financials) is based on an automated analysis of the customer’s 

most recent annual report and a number of previous annual reports. Analyses of financial 

reports cover the three areas profitability, financial structure, and liquidity. The analysis of 

previous annual reports allows the model to capture dynamics in the development of the 

customer’s financials over time. A selection of financial ratios, hard facts, was combined 

into a partial score, taking into account the broader industry of the small business, e.g. ser-

vices or goods production. The selection of variables considered in the score or their num-

ber was not revealed by the bank providing the data. In Germany, most SME customers do 

not publish their annual reports and provide the bank with the information 3-6 months after 

the reporting period ended, sometimes even later. The variable FIN is updated annually 

and contains information which is at least 6 months old, leaving an information gap be-

tween the last available annual report and the update of the credit score. 

To fill this gap and to get an idea about the future prospects of the SME, two other partial 

scores are considered: CA (checking account) is a so-called behavior score and contains 

information about the customer’s management of his current account with the bank. The 

existence of a behavior score implies that the customers have a current account with the 

bank for some time. Account management scores build on the behavior of the customer 

and analyze, for example, the size and variation of balances or the use of revolving credit 

lines during a specified time frame, e.g. the last 6 months86. Since the score is calculated 

automatically and no subjective assessment is involved, we consider the information pro-

vided by this score as hard, i.e. objectively measured information. Account behavior scores 

function as a powerful tool to identify customers with immediate liquidity problems. Be-

fore payments are missed, customers usually use standing credit lines to finance these 

payments. This will show in rapid increases in the utilization of these lines. The selection 

of variables that were considered in the score or their number was not revealed by the bank 

providing the data. The partial score CA can be generated at any point in time, close to the 

moment of the update of the credit score, and contributes to bridging the information gap 

                                                 

86 A detailed analysis of the contribution of checking account data in credit scoring models has been provided 
by Schlüter [2005]. 
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left by the slightly outdated financial information. The analysis of the checking account is 

automated and contains only hard quantified facts. 

Finally, the partial score AN (analyst’s opinions) is based on subjective judgments of loan 

officers in the bank’s de-centralized branches and, thus, contains soft information. The 

aspects assessed by loan officers cover the immediate past, e.g. development of financial 

conditions since the last audited annual report, but also the status quo (e.g. management 

quality) and an outlook into the future (e.g. strategic plans). Partial score AN is routinely 

updated annually, whenever the customer’s credit score is updated, but could be generated 

at any other time, if it is necessary to update the credit score earlier. This partial score is 

the only one of the three pre-calculated scores for which all background information is 

available. For every customer, loan officers are asked to fill in a credit scorecard and to 

respond to a fixed set of items concerning various customer characteristics, using a rating 

scale with four response categories (from 1 = good to 4 = poor). Thereby, a loan officer’s 

qualitative opinions are forcefully quantified and turned into numbers. The partial score 

AN is a discretized version of a customer’s total score, i.e. the sum of the responses to all 

items on the scorecard. In doing so, it is implicitly assumed that the total score summarizes 

all relevant information from the scorecard about the customer.  

Until now, rating patterns were not analyzed. Doing this is the main objective of the analy-

sis in chapter 5 on the application of latent trait models to credit scoring data. In this sec-

tion, we will build a benchmark model based on the scorecard’s discretized total score 

(partial score AN). In chapters 4 and 5, we will come back to the scorecard data in more 

detail. 

In our analysis, the sequence of the events is as follows: The credit scores of all customers 

in the sample are updated on December 31, 1999. The credit score comprises the most re-

cent information that is available from the three partial credit scores FIN, CA, and AN. 

Defaults according to our default definition are recorded during the following 12 months, 

i.e. the observation period lasts from January 1 until December 31, 2000. 

While the default indicator DEF is binary, the partial scores FIN, CA, and AN are discrete 

variables with 10 categories (1 =  lowest risk of default, …, 10 = highest risk of default). 

Table [3.8] presents the descriptive statistics for the three partial scores which will function 

as explanatory variables in our classification analysis: 
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 Mean (standard deviation) 

 DEF = 0 DEF = 1 

FIN (hard facts) 6.29 (2.19) 

 6.25 (1.87) 7.95 (1.87)*** 

CA (hard facts) 5.32 (2.15) 

 5.28 (2.13) 7.41 (1.89)*** 

AN (soft facts) 6.00 (1.95) 

 5.97 (1.95) 7.43 (1.61)*** 

Table 3.8:  Mean values and standard deviation of the partial scores FIN, CA, AN.  
***: The means of the default (DEF=1) and non-default (DEF=0) observations differ signifi-
cantly at the 1% level (two-sample Wilcoxon test, the H0 of normality is rejected for all vari-
ables). 

 

The means of the partial scores are given for the overall sample (standard deviation in 

brackets) and for the observed default (DEF=1) and non-default (DEF=0) subsets of the 

customer population separately. The two-sample test for equivalence of the means indi-

cates that the means of the default-population differ significantly from the means of the 

non-default population for all three partial scores, i.e. a separation of the default from the 

non-default distributions exists. Customers who default on their obligations during the ob-

servation period receive higher partial scores, indicating a higher probability of default, 

than customers who do not move into the default state during the observation period. Every 

one of the explanatory variables alone is able to classify the observations to some degree. 

Higher partial scores go along with higher estimated PDs. Also, except for the financials 

score FIN, we find, just like Grunert et al. [2005], that the standard deviation of the de-

faulters’ partial scores is lower than that of the non-defaulters’ partial scores. The reason is 

presumably that the distribution of all partial scores is truncated: Category 10 are defined 

as ’10 and up’ and may contain more defaults than expected. 

On average, behavior scores (CA) receive lower scores than financial and soft partial 

scores. Weber et al. [1999] collect stylized facts about the use of soft and hard information 

in credit scoring systems for a sample of SME credit data from a number of German 

banks. One of their findings is that, on average, soft facts receive better grades than hard 

facts. This finding is not supported by our data. The behavioral score CA is based on hard 

facts about a customer’s management of his current account. Its average value is lower, 
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this is equivalent to a better grade, than those of the other two partial scores FIN and AN 

which do not differ much and are based on both soft (AN) and hard (FIN) facts.  

Our result is difficult to compare to Grunert et al. [2005], who find that non-financial rat-

ings are better. However, this is not necessarily a contradiction. Their data set does not 

contain a behavioral score, but only financial and non-financial data, while we are empha-

sizing differences between hard and soft facts. Our behavior score CA is non-financial, 

but still contains quantifiable hard information. Also, their partial scores are calibrated 

such that the score categories share the same meaning. In our application, the partial 

scores are computed using three separate scoring models. The score categories 1, …, 10 

are not calibrated to share the same meaning, e.g. in terms of default rates. 
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Relative Frequency and default rates: CA
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Figure 3.9: Frequency distributions of the partial scores FIN, CA, and AN.  
For all scores 1 to 10, the observed default rate (solid line) does not fall below the 95% region 
of the previous score’s default rate (dotted lines). Therefore a non-monotonous rise of the ob-
served default rate does not need to be assumed. 

 

Actually, it is not central to our application to discuss differences in the absolute levels of 

partial scores that are used in an automated empirical scoring system. These differences 

could merely be an issue of calibration. If a credit scoring system is based on empirical 

methods, it does not matter whether one of the explanatory variables is, on average, large 
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or small. It is the correlation between the explanatory variables and the default variable 

that matters. The influence of one explanatory variable on the classification result is influ-

enced by its discriminatory power, not by its absolute size. Differences in size are miti-

gated by the weights or coefficients that are assigned to the explanatory variables. If one 

variable suddenly doubles in size because it is measured differently, but the information 

that it conveys does not change, the weight of the variable will drop and the overall effect 

will remain the same as before.  

In our application, all three partial scores are themselves the outcomes of judgmental (AN) 

and empirical (FIN, CA) classification procedures. Their average size is irrelevant. The 

question remains whether they are well calibrated to the measurement scale (1 to 10). In 

this sense, a variable is well calibrated if the variable is well distributed over the entire 

range of possible score values, i.e. every score class contains observations. This is usually 

the case if the mode of the empirical distribution is found in the mid-range of score values. 

It is also desirable that the default frequency increases monotonously with the score. Only 

then a higher score value can be clearly associated with a higher probability of default. In 

figure [3.9], we do observe non-monotonicity of the default rate, e.g. from category 1 to 2 

for score FIN. However, each value of the default rate is accompanied by a 95% band. All 

values within this band would not be considered significantly different from the actually 

observed default rate. As expected, the band is especially wide for score categories with 

low numbers of observations. Here, the non-monotonicity of the observed values could be 

incidental. As long as the upper boundary of the default rate in any one score category 

does not fall below the lower boundary of the default rate in the preceding score category, 

we do not need to assume non-monotonicities in the rise of the default rate. For all partial 

scores FIN, CA, and AN, the score categories are well used and non-monotonicity of the 

observed default rate does not need to be assumed. Thus, they are well suited as compo-

nents of a credit scoring model. 

 

iii)  Univariate Classification Performance of the Partial Scores 

We have already learned from table [3.8] that the partial scores FIN, CA, and AN possess 

discriminatory power of their own: The score values that are assigned to the defaulting 

customers are significantly higher, indicating a higher probability of default, than the score 

values assigned to the non-defaulting customers. In this section we will take a look at the 
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discriminatory power of the partial scores, using the performance measures ROC and 

AUC. 

 FIN CA AN DEF 

FIN 1 0.39 0.40 0.11 

CA 0.31 1 0.26 0.14 

AN 0.16 0.11 1 0.11 

Table 3.10:  Spearman rank correlations  
between the partial scores for the group of non-defaulting customers (above the diagonal) and 
for the group of defaulting customers (below the diagonal, shaded) and between the partial 
scores and the default indicator for the entire sample (column on the right). 

 

The correlation between a partial score and the default variable is an important indicator of 

its discriminatory power. A high positive correlation means that higher values of the partial 

score coincide with the high value of the default variable (DEF = 1) and vice versa. All 

correlations in table [3.10] are fairly low, especially the correlations between the partial 

scores and the default variable. This is an effect of our particular definition of default that 

excludes most of the ‘easily identifiable’ observations from the sample. If they were in-

cluded, the correlations between the partial scores FIN, CA, and AN with the default indi-

cator DEF were much higher87.  

It is interesting to note that the correlations among the partial scores are considerably lower 

for the subset of defaulting customers88. This drop is especially visible for the correlation 

between the financial score FIN and the soft score AN. Within the subset of defaulting cus-

tomers, the differences between the two scores increase, a good soft score goes considera-

bly less often together with a good financial score. 

The AUC, i.e. the probability of identifying the defaulting customer correctly in a pair of 

defaulting and non-defaulting customers. The ROC for partial scores (figure [3.12]) is de-

rived as follows: For every partial score, every score value (1, …, 10) is in turn to be as-

sumed the cutoff in a two bucket classification model. At every potential cutoff, the pair of 

α-error and β-error is determined and recorded in the ROC’s unit square. If for score value 

1, all observations with a score value equal to or greater than 1 are considered as high-risk, 

the α-error is 0% and the β-error is 100%, because all non-defaults are misclassified. The 

                                                 

87 Namely 0.31 (FIN), 0.44 (CA), and 0.36 (AN) between the partial scores and the default variable. 
88 The correlations for the non-defaulting customers are roughly the same as those for the overall sample 

since the non-defaulting customers make up 98% of the entire sample of customers. 
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pair of α-error and β-error is recorded in the topmost right corner of the ROC unit square 

(figure [3.12]). If we slide the cutoff from score value 1 to 10, the partial score’s ROC 

emerges. Since there is only a limited number of potential score cutoffs, the ROC in figure 

[3.12] are kinked. The more potential score cutoffs are considered in the construction of an 

ROC, the smoother will be its appearance. 

 AUC Stdev. 

FIN 0.72 0.012 

CA 0.77 0.011 

AN 0.72 0.011 

Table 3.11: AUC and standard deviation for partial scores  
FIN, CA, and AN (entire data sample). 

 

The AUC is highest for the partial score CA and about the same for the two partial scores 

FIN and AN89. We cannot confirm Jansen’s [2001] findings that soft facts generally have 

lower classification power. The AUC for the partial scores is measured on the entire data 

sample (table [3.11]).  

From the ROC in figure [3.12] we learn that AN shows better classification performance if 

the cutoff score value between low risks and high risks is low, i.e. estimated PDs are low 

(northeast corner of the unit square). FIN shows better classification performance if the 

cutoff score between low risks and high risks is set at a higher value, i.e. estimated PDs are 

high (southeast corner of the unit square). This means, if profitability or liquidity crises 

occur, tools based on hard facts show better performance, whereas loan officers are better 

able to identify customers with a low probability of default. 

 

                                                 

89 For the alternative definition of default ‘default in 2000’ (including observations with earlier defaults), the 
AUC  for the partial scores FIN, CA, and AN are 0.79. 0.82, and 0.89 respectively. 
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Figure 3.12: ROC for partial scores FIN, CA, and AN (entire data sample) 

 

 

The ROC graphs in figure [3.12] and the AUC values in table [3.11] reflect the fact that 

partial score CA is higher correlated with the default variable than the other two partial 

scores. The soft information contained in the partial score AN perform as well as quantita-

tive information in the score FIN. However, the ordering of the partial scores in terms of 

their classification power should not be overstated. The specific results generally depend 

on the data sample and on the definition of default and reflect the construction of the vari-

ables: For example, in our data, the behavioral score CA captures the most recent informa-

tion and is especially well suited to predict defaults that occur in the near future. The rela-

tive positions of the variables, in terms of classification power, vary as the time horizon 

widens.  

 

iv)  Classification Performance of the Benchmark Credit Scoring Model 

After having measured the classification performance for each of the partial scores FIN, 

CA, and AN separately, we will now turn to developing credit scoring models that aggre-

gate the information from two or all partial scores (figure [3.13]).  
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Figure 3.13: Creating a Benchmark Model. 
The analysis in this chapter uses all partial scores as independent variables and the default in-
dicator as dependent variable. 

 

Our analysis has two objectives: The first is to find out whether soft information contained 

in partial score AN significantly increases the classification power of a scoring model that 

uses only hard information. The second objective is to define a model which uses informa-

tion from all scores. It will function as a benchmark against which the model developed in 

chapter 5 will be compared. The level of the benchmark model’s classification power is 

reached without using any of the more sophisticated techniques of extracting information 

from subjective judgments, i.e. the benchmark model represents the current methodologi-

cal status quo in the development credit scoring models. The increase in classification 

power, due to the psychometric methods introduced in chapter 4 and applied in chapter 5, 

will be assessed relative to the benchmark model. 

 

 dependent variable (Y) independent variables (S) 

FC DEF FIN, CA 

FCA DEF FIN, CA, AN 

Table 3.14: Models FC va. FCA. 
Scoring Models based on quantitative information (FC) and both qualitative and quantitative 
information (FCA). 

 

Our first objective is to find out whether the aggregated soft information in score AN is 

suitable to increase the classification power of a credit scoring system that uses only hard 
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facts. To achieve this objective, we will examine the classification performance of two 

models. The first model FC uses only quantitative (hard facts) variables to explain the bi-

nary dependent variable DEF, the second model FCA introduces an additional qualitative 

(soft  facts) variable. We use the logistic regression as classification method. Equation [3.7] 

shows the likelihood function L that is maximized. For every customer i, the vector of par-

tial scores s and the default indicator DEF enter the analysis. The vector of model parame-

ters β is determined such that the likelihood L is maximized. Vector s may contain two 

elements (model FC) or three elements (model FCA).  

∏
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with iii CAFINs 210´ ββββ ++=    for model FC    

or iiii ANCAFINs 3210´ βββββ +++=   for model FCA. 

Human judgment, captured in partial score AN, will only be able to improve the classifica-

tion power of hard facts model FC if it adds valuable information that is not already con-

tained in the hard facts. The comparison of the two models allows to decide whether quali-

tative information can improve the classification performance of credit risk rating models 

that are solely based on quantitative information such as financial accounting data and the 

analysis of transactions on current accounts.  

In all of our following analyses, the data sample is split into a construction sample and a 

hold out sample of the following sizes (table [3.15]): 

 

 total sample construction sample hold out sample 

size n 20 000 10 000 10 000 

defaults n1 400 200 200 

non-defaults n0 19 600 9 800 9 800 

default rate 2% 2% 2% 

Table 3.15:  Repeated Sampling procedure: Sample sizes. 
 

From the original sample (n = 20 000), 100 smaller construction samples of size n = 10 

000,  with a default rate of  n1/n = 0.02  are drawn. For each construction sample, 200 ob-
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servations from the defaulting group and 9 800 observations from the non defaulting group 

are drawn at random. 

Why do we need to separate construction sample and hold-out sample? A credit scoring 

system is usually built on a representative sample of data, representative of the customer 

population for which it is intended to be used in the future. This sample of customer data is 

called construction sample. However, the credit scoring model is not going to be used on 

these data, but on other customer data, collected at other points in time and from other cus-

tomers. It is therefore important to know how well the model will function on other data 

but the construction sample. To find out whether model performance reacts very sensitive 

to fluctuations in the customer population and the passage of time, credit scoring models 

should be tested out-of-sample, i.e. on other customer’s data apart from those in the con-

struction sample, and out-of-time, i.e. on data collected at a later point in time, or both. The 

model is calibrated on the customer data in the construction sample and then applied to 

customer data in the hold-out sample. Measures of classification power such as ROC and 

AUC will then determine the performance of a scoring model on the hold-out sample. Our 

data set contains only a cross section of customer data at one point in time. Thus, we will 

be able to test our model specifications out-of-sample, but not out-of-time.  

If the customer population is in itself very homogeneous, the classification performance 

will not vary much between the construction sample and the hold-out sample. On the other 

hand, there are several reasons for a sharp drop in the model’s classification performance 

on the test sample. If the data are very heterogeneous, separate models should be devel-

oped for homogeneous parts of the customer population. One fundamental assumption of 

all empirical models used for classification purposes is that the interrelations between vari-

ables that were discovered to hold in the past carry over to the future. A drop in classifica-

tion performance may also occur if a credit scoring model is too complex, contains too 

many variables, and was fitted too closely to the data in the construction sample. In this 

case, reducing the complexity of the model and sacrificing some of the (largely irrelevant) 

performance on the construction sample helps to increase the performance on the test sam-

ple. 

If we split the data sample only once, model estimation on the construction sample as well 

as the measurement of classification performance on the hold-out sample would greatly 

depend on the properties of the two particular samples. To circumvent bias problems pos-

sibly arising from the chance selection of the construction sample from a larger overall 
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sample, the split of the sample into construction and hold-out sample is carried out one 

hundred times. Figure [3.16] illustrates the repeated sampling procedure which we will use 

in the following: 

 

Selection of the 
Construction Sample

(CS)

Logistic Regression

Performance Tests 
(CS)

Performance Tests 
(HS)

Test Results
(CS), (HS)

Calculation of  Y*
(Test Sample (HS))

Initial Sample 
of Customer Data

100 x

Logistic Regression

Performance Tests 
(CS)

Performance Tests 
(HS)

Test Results
(CS), (HS)

Calculation of  Y*
(Test Sample (HS))

Model FC Model FCA

 

Figure 3.16: Repeated Sampling Procedure. 
CS- = construction sample, HS = hold-out sample, Y*: score from the logistic regression90. 

 
 

In figure [3.16], the repeated sampling procedure is illustrated for the two scoring models 

FC and FCA. In each run of the re-sampling procedure, both models FC and FCA are esti-

mated on the same construction sample and tested on the same hold-out sample of custom-

ers. This ensures that their classification performance can be directly compared. In each 

run, the remainder of the original sample is used as the hold out sample. Let us concentrate 

on model FC for the moment: A logistic regression is run on the 10 000 observations of the 
                                                 

90  The repeated sampling procedure is not used in the univariate analysis of the partial scores FIN, CA, and 
AN, because every partial score is the result of a classification procedure that has been developed in the 
past and is applied to the current outcome of input variables such as financial ratios which are known to 
the data providing institution but are unknown to us. Therefore, by using a weighting scheme that has 
been established in the past, the partial scores are tested both out-of-time and out-of-sample. 
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construction sample, using scores FIN and CA as independent variables and default indica-

tor DEF as dependent variable: y* = β0 + β1 FIN + β2 CA + u = β’s + u. The logistic re-

gression returns a vector of partial score weights β and a score value yCS
* for every obser-

vation in the construction sample (CS). The vector of partial score weights β is now ap-

plied to the observations in the hold-out sample (HS) and a score value yHS
* is calculated 

for every observation. Performance tests, assessing the classification performance of the 

chosen scoring model can now be calculated on both the score vectors yCS
* and yHS

* for 

both the construction sample and the hold-out sample, respectively. A large difference be-

tween the results for both data samples, e.g. the values of the classification measures are 

much lower for the hold-out-sample than for the construction sample, is an indicator of 

over-fitting. The model is fitted too closely to the individual characteristics of the construc-

tion data set. Its complexity, i.e. the number of estimated model parameters, should be re-

duced. Since we are looking at a cross section of scoring data, we do not have the option to 

test the models out-of-time. 
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Figure 3.17:  Estimated coefficients of the partial scores for models FC and 
FCA.  
To protect the confidentiality of the score weights in the scoring models, only standardized re-
gression coefficients are disclosed. The highest coefficient is set to 1. 

 

On the same sets of construction and hold-out samples, the procedure is run for the alterna-

tive model FCA as well. The coefficients of both models are positive and significant at the 

1% level. Complying with the data providing bank’s wish for privacy of this information, 

their exact size will not be disclosed. However, as expected, the order of the coefficients by 

size depends on the correlation of the partial scores with the default indicator (table [3.10]). 

This is also reflected in the standardized coefficients in figure [3.17]. Here, the largest co-

efficient for partial score CA is assigned a value of one, all other coefficients are assigned 

a value between zero and one, depending on their size, relative to the largest coefficient. 
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The final weight of any one partial score in a customer’s overall credit score is not only 

determined by that variable’s coefficient in the score function y* = f (FIN, CA, AN), but 

also by the size of the outcomes of the partial score variable itself. Given equal weights, 

the partial score with generally higher outcomes will account for a greater portion of the 

overall credit score than the partial score with the smaller outcomes. 

The measures of classification performance can be compared directly for the two alterna-

tive model specifications. To make sure that an eventual difference in performance be-

tween the models is not only true for the specific sample that was selected for the estima-

tion, the repeated sampling procedure is run one hundred times, on one hundred splits of 

the original data sample into construction and hold-out sample. The resulting empirical 

distributions (figure [3.18]) of the classification performance measures are finally used to 

compare the two models. 
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Figure 3.18:  Empirical AUC distributions  
resulting from the 100 runs of the repeated sampling procedure. 

 

We use the area under the ROC curve (AUC) to measure the classification power of the 

two alternative model specifications FC and FCA. The repeated sampling procedure pro-

duces two vectors of AUC values with one element computed for every hold-out sample. 

The means and standard deviations of the two empirical AUC distributions for models FC 

(based only on hard facts) and FCA (based on hard and soft facts), computed on construc-

tion samples and hold out samples, are listed in table [3.19]. 
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 Repeated Sampling DeLong 

 (construction sample) (hold out sample) (total sample) 

 AUC  
(mean) 

AUC  
(Std.dev.) 

AUC  
(mean) 

AUC  
(Std.dev.) 

AUC  
(mean) 

AUC  
Std.dev.) 

FC 0.792 0.011 0.791 0.011 0.792 0.011 

FCA 0.812*** 0.010 0.810*** 0.010 0.812*** 0.010 

Table 3.19:  Comparison of the classification performance (AUC)  
for models FC (hard facts only) and FCA(hard and soft facts). Result: AUC(FCA) is signifi-
cantly higher than FCA(FC). Repeated Sampling: Means and standard deviations of empirical 
AUC distributions  (AUC computed on construction and hold-out samples). Test: Wilcoxon 
Matched Pairs Signed Rank Test. DeLong: DeLong test for differences between models’ AUC 
values, based on the score vectors yFC

* and yFCA
* (original data sample, no repeated sampling). 

All tests: ***  (p < 1%). 

 

The AUC of model FCA which uses both hard and soft information is greater than that of 

model FC which uses only the quantified part of the available information set. The two 

statistical tests for significance between the AUC for models FC and FCA agree: The dif-

ference AUC(FCA)-AUC(FC) is statistically significant at the 1% level. 

The test results show that the first two moments of the AUC distribution (mean and stan-

dard deviation) are similar for both test methods, repeated sampling and DeLong91. Both 

methods essentially produce the same results. The repeated sampling procedure does not 

only have the purpose of determining the moments of the AUC distribution, but also to test 

the respective credit scoring models out-of-sample. It is unavoidable to select construction 

samples from the original data sample and then test the model on the remaining hold-out-

samples to derive results for the models’ out-of-sample classification performance. The 

result is an empirical distribution of the model’s AUC, both for the construction samples 

and the hold-out samples, from which the AUC’s (empirical) mean and standard deviation 

can be determined. 

The DeLong procedure is based on the entire data sample. In our case, it is only available 

for within-sample testing. We report its results because it allows us to determine the mean 

and standard deviation of an AUC distribution based directly on the score vectors yFC
* and 

yFCA
* from the logistic regressions, without need for creating an empirical AUC distribu-

tion from which the empirical moments could be determined as well. It is applicable in all 

                                                 

91 DeLong et al. [1988] and appendix [A7] 
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cases where no out-of-sample testing is needed, for example when models are compared 

out-of-time: A model is calibrated at one point in time and used from there on. A compari-

son of classification power between the original sample and future data samples, to moni-

tor the deterioration in classification power, does not compulsively require out-of-sample 

testing. Here, we use the DeLong test as a back-up test in addition to the comparison of 

empirical AUC distributions following the repeated sampling procedure. Since the differ-

ences in AUC, based on construction and hold-out samples are statistically insignificant92, 

the results of the DeLong test, based on the original data sample, can be carried over to the 

comparison of AUC based on hold-out samples. 
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Figure 3.20: Models FC vs. FCA: Case-by-case comparison of AUC (hold-out sam-
ples). 

 

The scatter plot in figure [3.20] illustrates the comparison of the AUC for model FCA and 

model FC on a sample-by-sample basis. Each dot represents the value of the performance 

measure AUC for both models FC and FCA, measured on the same (hold-out) sample of 

data. If the AUC is equal for both models, the representative dot lies on the diagonal. Dots 

below the diagonal indicate cases in which model FC performs better than model FCA. 

Dots above the diagonal indicate cases in which model FC performs worse than model 

FCA. 
                                                 

92 The results are not reported in table [3.19]. Two-sample Wilcoxon Rank Sum Test, testing for differences 
between the AUC based on construction and hold-out samples yields: p = 0.61 for AUC(FC) and p = 0.70 
for AUC(FCA). The differences in AUC are not significant. 



Bina Lehmann: Making Use of Subjective Information in Credit Scoring Systems  3. Building a Benchmark Credit Scoring Model      77 

 

The graphical comparison of the classification performance between models FC and FCA 

supports our earlier test results: Model FCA shows better classification performance for all 

hold-out samples, all dots lie above the diagonal. 

A comparison of figures [3.18] and [3.20] emphasizes the importance of the case-by-case 

treatment of matched-pairs problems. While the two AUC distributions in figure [3.18] 

overlap to a considerable extent and it is not at all clear whether they differ significantly, 

the case-by-case examination clearly identifies model FCA’s superiority over model FC. If 

model FCA performs well on a particular hold-out sample, so does model FC, yet not as 

well as the FCA model. Matched-pairs tests have greater power of rejecting the null hy-

pothesis of equality of two or more performance measure distributions. 
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Figure 3.21: ROC: Classification Performance for models FC and FCA: (hold out sam-
ples, average). 

 

We do not interpret the absolute levels of our AUC results, compared to other studies’ 

AUC or AR results. Usually, the definition of the default criterion, which influences the 

attainable performance of the model, differs between studies. Also, Hamerle et al. [2003] 

show that AUC cannot be compared across data samples because individual characteristics 

of the data sample influence a scoring model’s classification power. Jansen [2001], whose 

study is closest to ours in terms of the size of the data set, the default criterion (LLR) and 
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the performance measures used (AR), reports an AUC of 0.88 for a model that resembles 

our FC model, and an AUC of 0.90 for his model that resembles our FCA model. The 

AUC levels are higher, because the default criterion is LLR while our default criterion is 

first-time LLR. However, we generally confirm the results in Hesselmann [1995], Jansen 

[2001], Grunert [2005] who found that subjective information increases the classification 

power of credit scoring models which are solely based on hard facts or objective informa-

tion. 

The AUC is a summary measure of the ROC which yields additional insights into the 

qualitative aspects of the models’ differences in classification performance. Recall, the 

further away the ROC lies from the positive diagonal, the better is the model’s classifica-

tion  performance. A model performs better than an alternative model over the entire range 

of potential score cutoffs if its ROC lies everywhere above the alternative model’s ROC. In 

our case, model FCA can be preferred over model FC over the virtually entire range of 

cutoffs (figure [3.21]). The ROC of model FC, which is based on hard facts, lies every-

where below that of model FCA which includes soft information as well. Given any level 

of α-error (β-error) observed for model FC, the corresponding level of β-error (α-error) 

observed for model FCA is at least equal but mostly smaller.  

For this sample of data and the given model specifications, the comparison of the models’ 

ROC graphs does not contradict or impair the results from comparing the models’ AUC, 

because the two ROC do not cross. However, the ROC graph provides additional valuable 

information: In the region of higher PD observations (southwest corner), model FCA per-

forms no better than model FC. Here, the introduction of the soft facts score, which is 

based only on an analysis of a customer’s total score from the credit scorecard, results in 

no improvement at all. To our knowledge, in the credit scoring literature, there is no com-

parable empirical analysis which finds and discusses this result as well. Jansen [2001] uses 

AR to measure soft information’s impact on the classification power of a scoring model 

that uses only hard facts (financial ratios and behavior on the current account). Translated 

into AUC, the classification power increases by 0.025 AUC when moving from a hard 

facts model (AUC = 0.875) to a model that uses both hard and soft facts (AUC = 0.90). As 

already discussed, Jansen’s [2001] level of the AUC may be higher than our AUC levels 

because he uses a general LLP default criterion, while we use the default criterion first-

time LLP, which is harder to detect. Jansen [2001] does not use power curves in his em-

pirical analysis which could be compared to our graphical results. 
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Our finding that soft information does not contribute to the scoring system’s information 

set if the partial scores FIN and CA indicate that the customer is high risk, may have at 

least three reasons: First, loan officers are truly unable to differentiate defaulters from non-

defaulters in this setting. Second, the scorecard asks for additional (yet unmentioned) risks 

but not additional (yet unmentioned) chances in the customer’s current situation. That is, 

the scorecard does not differentiate between standard (low risk) and emergency (high risk) 

situations for the customer such that the loan officer would be able to indicate properly 

both, whether a low-risk customer bears additional risks, and whether a high-risk customer 

presents adequate measures of risk mitigation. While the question for additional risks lets 

the loan officer further differentiate between otherwise low-risk customers, this item is 

missing for otherwise high-risk customers. This asymmetric treatment of additional risks 

and chances potentially results in the varying performance of soft information, as observed 

in the data. And third, the analysis of the subjective assessments does not capture all the 

information contained in the scorecard data if the customer is high-risk. 

In the following chapters 4 and 5, we will look at more sophisticated ways to retrieve in-

formation from scorecard data, adapting techniques from Latent Trait Analysis, a field of 

psychometrics, the empirical science of psychology and sociology. Building on this sci-

ence’s comprehensive experience with scorecard, or questionnaire, data, we will show that 

it is possible to improve the increase in classification performance even more, compared to 

our baseline or benchmark model FCA against which the new model’s classification per-

formance will be judged. Specifically, we will see an improvement in the contribution of 

loan officers’ subjective assessments to the scoring system’s classification power for high-

risk customers. Hence, not the inability of loan officers’ to differentiate between defaults 

and non-defaults in the group of high-risk customers but inefficient methodology may ex-

plain the overlap of the ROC of the two models for high risk customers. We will demon-

strate that the analysis of scorecard patterns instead of only total scores significantly im-

proves the classification performance of soft information in credit scoring systems. 
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3.C  Chapter Summary 

 

In this chapter, the relevance of qualitative information, i.e. subjective judgments of loan 

officers, in credit scoring models was demonstrated for an extensive data set of German 

SME. Two scoring models, one relying solely on quantitative information, i.e. financial 

ratios and transactions on the current account, the other additionally including subjective 

opinions of loan officers, were compared using a set of performance criteria. The classifi-

cation power of the scoring model using also subjective information was significantly 

higher than that of the model based only on hard facts. This confirms the findings of earlier 

studies that the integration of soft facts increases the classification performance of credit 

scoring models. 

We started out with a general decision theory approach to classification. Assuming that a 

bank follows a cutoff based approach to lending, it will accept all customers up to a certain 

level of risk  and refuse to lend to all other customers. At the end of the observation period, 

usually twelve months following the scoring date, the default state of a customer can be 

observed. The default state is a binary variable: default (DEF = 0) or non-default (DEF = 

1). The bank’s objective is to accept as many non-defaulters as possible while refusing as 

many defaulters as possible. However, the ex ante assignment of borrowers to low and 

high risk buckets will never be perfect. The costs of misclassification are usually higher for 

accepted defaulting customers than for non-accepted non-defaulting customers. Based on 

the ratio of misclassification costs and the fraction of defaulters and non-defaulters in the 

customer population, a classification rule was derived which minimizes the total costs of 

misclassification. 

We argued that an empirical classification method should be chosen for the analysis which 

follows this decision rule. We selected the logistic regression because it does not only 

minimize the costs of misclassification but possesses additional desirable features, e.g. it 

places few restrictions on the distribution of the independent variables used in the analysis. 

This is especially important since subjective information is usually not available in the 

form of normally distributed and continuous variables.  

To measure and compare the classification performance of alternative model specifica-

tions, we selected the ROC as graphical representation and the area under the ROC curve 

(AUC) as its numerical measure of classification power. Both do not depend on the frac-
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tions of defaults and non-defaults in the customer population and do not assess a model’s 

classification performance at a single cutoff value. If a bank follows a risk based pricing 

approach to lending, i.e. charging customers variable interest rates depending on their per-

ceived risk level, it will not be interested in setting a single cutoff value but rather in a 

credit scoring model which shows high classification power across the entire range of 

score values. The AUC measures the probability with which a scoring model correctly 

identifies the defaulting customer in a randomly selected pair of defaulting and non-

defaulting customers. Non-parametric tests allowed us to establish the statistical signifi-

cance of the difference in classification power, measured by AUC, between the two alter-

native model specifications. 

In our analysis, we use customer information from various sources. Traditionally, credit 

scoring models for corporate loans are based on an analysis of a customer’s financial ac-

counting data, e.g. annual reports and income statements. However, especially for SME 

customers, financial information is always six to twelve months old. An information gap 

exists due to the time span that is covered by the financial accounting data and the scoring 

date. Behavioral information, derived from the customer’s management of his current ac-

count held with the lending bank, helps to close this gap, since behavioral information 

based on account data is known to be a short-term indicator of tightening liquidity. Addi-

tionally, soft measures of the customer’s non-quantifiable characteristics are included. 

Loan officers record their subjective assessments, using a standardized scorecard and a 

rating scale. Their verbal judgments are transformed into numerical values. The sum of the 

responses to all items on the scorecard, the total score, is then used in scoring systems just 

like hard information. 

Even though the traditional measures of subjective information may be highly inconsistent, 

they still increase the classification performance of credit scoring models based on hard 

facts only. The results in this chapter serve as a benchmark for the following studies that 

deal with the question of how the information contained in loan officers’ subjective judg-

ments can be extracted and used more efficiently. If so, the forecast quality of credit rating 

systems using subjective information can be increased even further. 

 



Bina Lehmann: Making Use of Subjective Information in Credit Scoring Systems             4. Rating Pattern Analysis        82 

 

 

4 Improving Classification Performance By Analyzing 
Rating Patterns 

 

 

 

4.A  Introduction to the Analysis of Rating Patterns 

 

“Some years later, one of his [E.F. Wonderlic of HFC] 
branch managers confided to me that in his office they 
first made the loans and then, after closing, sat around 
and scored them so that they would show passing 
scores.”  

(Johnson [1992], p. 20) 

 

The quotation above, provided by R.W. Johnson [1992], recollecting from a conversation 

with one of E.F. Wonderlic’s staff members illustrates in a not too serious way one of sev-

eral issues, of which score manipulation is but one, a financial institution may have to deal 

with when attempting to use subjective information in analytical credit scoring systems. 

Remembering that E.F. Wonderlic, president of the Household Finance Corp. (HFC), was 

one of the first to use analytical discrimination methods in credit scoring in the mid-1940s, 

the challenge seems to be as old as non-judgmental credit scoring itself and has yet to be 

met. 

Subjective information plays an important role in many credit scoring systems. They are 

supposed to capture additional information that either was not captured by the automated 

parts of the credit scoring process, i.e. the analysis of annual reports and other readily 

measurable customer information, or to capture information that cannot be quantified at all. 

Non-quantifiable information, i.e. a relationship manager’s intuition, impressions, or ‘gut 

feeling’ remain inevitably subjective. Why should this be of any concern? 

Figure [4.1] illustrates that, while objectively measurable information enters the credit 

scoring system after having passed a filter of accounting standards, audit procedures, and 

bank-internal data processing rules, ensuring that a particular outcome of one variable con-

veys roughly the same meaning regardless of where, when, and by whom it was entered 
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into the credit scoring system, such a filter does not exist for the subjective information 

provided by relationship managers. Rather, as long as a population of customers ((A)-(H), 

figure [4.1]) is divided into a number of mutually exclusive subsets and assessed by only 

one relationship manager ((I), (II), …), or rater, the soft information passes through one 

rater’s individual filter of opinions and professional experience, leaving the bank in es-

sence with as many credit scoring systems as there are relationship managers. A general 

filter that aligns all raters’ opinions along a common scale of measurement or interpreta-

tion is nonexistent. Even the practice of detaching loan officers, who also act as relation-

ship managers and may have stronger incentives to sell than to look after risk, from the 

final credit decision and transferring the credit decision to a centralized credit unit, will not 

help to erase all traces of personal influence from the credit decision. 
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Figure 4.1: Quantifiable and non-quantifiable information in credit scoring systems. 
While quantifiable information from annual reports (A-D, left) is run through a series of filters 
before entering a financial institution’s credit scoring system in an standardized way, non-
quantifiable information collected by relationship managers or credit analysts (I-III, right) from 
customers (A-H) frequently lacks such a filter.  

 

The central credit decision system, be it a scoring system or a group of credit analysts, 

faces the fact that the loan officers’ or relationship managers’ assessments of non-

quantifiable customer characteristics are inherently subjective. They cannot be confirmed 

or re-adjusted but will have to be accepted as such. Otherwise, there would be no point in 

asking the people who are closest to the customer for their personal opinions. 
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Credit Scorecard    

    
for: (Customer’s Name)    
    
Transformation of grades into risk points: poor = 3 points  
 sufficient = 2 points  
 satisfactory = 1 point  
 good = 0 points  
    
A Financial Conditions Risk Points Multiplier Weighted Risk Points 
1. Equity Ratio 1 2 2 
2. Return on Assets 2 1 2 
3. Liquidity Ratio 2 1 2 
4. Gross Cash Flow / Operating Performance 2 1 2 
5. Annual Capital Turnover 1 1 1 
6. Supplier Credit Period 1 1 1 
7. Trend (last 3 years) 2 2 4 
    
Sum: Risk Points (A)   14 
    
B Market Position and Industry 
1. Market Position 0 1 0 
2. Products 1 2 2 
3. Distribution / Sales 1 1 1 
4. Industry Outlook 2 2 4 
5. Other Risks 2 3 6 
    
Sum: Risk Points (B)   13 
    
C Management Quality    
1. Plausibility of  Strategic Plans 1 3 3 
2. Management’s Experience and Education 1 1 1 
3. Quality of Management Information Systems 1 1 1 
4. Behavior and Attitude Toward Banks 0 2 0 
    
Sum: Risk Points (C)   5 
    
    
Total Sum: (A) + (B) + (C)   32 
    
Credit Rating   BB 
    

Transformation of Total Sum into Rating Classes    
0-6 AAA   

7-13 AA   
14-20 A   
21-27 BBB   
28-34 BB   
35-41 B   
42-48 CCC   
49-55 CC   
56-62 C   

63 and over D   

 

Figure 4.2:  Credit Scorecard - Example 
(exemplary, taken from Norden [2001], p. 53). The scorecard has 16 items  and uses a rating 
scale with 4 answer categories (0 = good, 3 = poor). The item  weights (1, 2, 3) have judgmen-
tally been determined by experts. The customer is assigned to one of 10 rating classes, based 
on the sum of all weighted item scores (total score). 
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i)  Credit Scorecards and Data Matrices 

Soft information is usually produced by requesting relationship managers’ verbal accounts, 

in an either structured or free manner, but mostly in the form of questionnaires or score-

cards (example in figure [4.2]). 

Scorecards contain a series of questions, or items, and as a measurement tool, a rating scale 

with a fixed number of answer categories which translates the relationship managers’ ver-

bal opinions into numbers. The categories are usually linked to verbal assessments such as 

‘good/ satisfactory/ poor’. For every item on the questionnaire, the rater chooses a category 

from the rating scale that matches his personal assessment most closely. To facilitate a 

quantitative analysis of the individual assessments, the rating categories are assigned num-

bers (e.g. 0 = good , 3 = poor) and the verbal item scores are turned into numeric item 

scores. The sum of all item scores usually serves as an aggregate measure of a relationship 

manager’s subjective assessment. However, by adding up the answers to the individual 

items, detailed information about the structure of the item scores, the rating pattern, is lost. 

Several rating patterns may produce the same sum score and, thus, are no longer distin-

guishable.  
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Figure 4.3 : Credit Scorecard (left) and resulting entry in Data Matrix (right). 
 

In figure [4.3] (left), an exemplary scorecard with 5 items was filled in by rater R1 for cus-

tomer C1. The scorecard information for this customer, including the total score, was trans-

ferred to the first row of the data matrix (right). Every row captures the data for one cus-

tomer. Our exemplary data matrix collects the scorecard data of eight customers (C1, …, 
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C8). The rater variable indicates that these scorecards were filled in by three raters (R1, 

R2, R3). The assignment of the set of customers to the set of raters is disjoint but complete, 

i.e. every customer is assessed by one, but only one, rater while the raters assess one or 

more customers. The sum over either rows or columns, the total scores, aggregate the in-

formation about either customers or items. An additional variable may be added, indicating 

which relationship manager (rater) produced the customer’s soft credit score. 

The use of scorecards produces several problems. In a setting of automated credit scoring, 

the loan officer’s only lever to influence the credit rating is the assessment of a customer’s 

qualitative characteristics. It is therefore conceivable that the soft-facts scorecard is used to 

assert influence on the final credit rating. In contrast to other unintentional inconsistencies 

in the use of scorecards, these inconsistencies are created deliberately. Loan officers do not 

rank the customers in their sub-sets correctly which, of course, reduces comparability of 

the customers’ credit scores.  

A highly conceivable and probably more frequent issue is the following: By turning the 

relationship managers’ verbal assessments into numbers, a possibly misleading level of 

accuracy is achieved. Inherently non-quantifiable (or non-quantified) information is treated 

as if it was quantified and objectively measured. The same outcome (‘good’, ‘bad’) of an 

item (e.g. management quality), delivered by two relationship managers, does not immedi-

ately have the same meaning because it was not measured objectively. There are a number 

of sources of inconsistencies, resulting from subjective judgments of multiple raters, in-

volving relationship managers using the rating scale inconsistently and incentives to ma-

nipulate the customer score, which raise the question: How good is ‘good’ in a credit scor-

ing system that does not align different raters’ assessments of a customers’ creditworthi-

ness but rather lets them use their individual interpretations of a rating category’s verbal 

description? 

One relationship manager may interpret the answer category ‘0 = good’ (using the answer 

categories from the example in figure [4.2]) on the rating scale as ‘about average’, while 

another interprets it as ‘above average’. Further, while both raters may observe the (objec-

tively) identical characteristic in one customer, one awards the customer the grade ‘0 = 

good’ because the customer ranks above average among the relationship manager’s per-

sonal history of credit customers. Another rater awards the customer the grade ‘3 = poor’, 

because in his professional experience the customer ranks clearly ‘below average’. This 
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phenomenon is frequently caused by a poorly anchored rating scale93. Within their sub-sets 

of customers, relationship managers rank their customers correctly, but the mapping of the 

raters’ individual subjective impressions onto the rating scale is inconsistent. In an attempt 

to overcome these inconsistencies, and due to a lack of a common frame of reference, 

banks sometimes impose common standards by concentrating the loan review function 

personally and geographically: Only a limited number of credit analysts create all credit 

scores. Loan committees or rating committees serve the same purpose94. We will come 

back to those issues of deliberate or non-deliberate score inconsistencies and introduce 

methods how to identify and handle them later in this chapter. 

 

ii)  Transferring Best Practices From Other Disciplines: The Use of Score-

cards 

Scorecards and the resulting data matrices such as the ones in figure [4.3] are not only used 

in credit scoring applications but also, and predominantly, in other fields of the social sci-

ences such as sociology or psychology. There exists an entire host of applications using 

questionnaire data, and also a fully developed body of techniques to analyze and make use 

of this information95. Why not benefit from this experience and see whether some of the 

methods and ideas can be transferred to our application of analyzing relationship manag-

ers’ subjective judgments in credit scoring? 

Questionnaires and rating scales are tools that are used to indirectly measure individuals’ 

characteristics, also called traits, which cannot be measured directly. Whereas manifest 

traits such as body temperature or height can be directly observed and measured without 

relevant error, other traits such as intelligence, attitudes, or personality traits cannot be ob-

served or measured directly, and are therefore called latent traits. One can develop an idea 

of how strong a latent trait is by trying to measure it indirectly. To this end, one utilizes 

theoretically reasonable indicators of the latent trait. Each indicator’s outcomes are as-

sumed to correlate highly with the latent trait in question. Indicators can be observed and, 

more or less objectively, measured. A high value of an indicator is taken as a sign of a 
                                                 

93 e.g. McReynolds / Ludwig [1987] 
94 Compare also BCBS [2001], article 49 (Range of Practice): “At times, formal industry and peer group 

analysis plays a significant role in assigning ratings. Such analysis is provided by internal economic analy-
sis units or outside vendors, with the goal that different raters within the same institution would incorporate 
a common view of an industry’s outlook across all relevant borrowers.” 

95 Refer to textbooks on psychometrics, e.g. Rost [1996]. Examples of applications: Rost/Langeheine [1997] 
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strong expression of the latent trait in the individual. Indicators are often constructed as 

questions, tasks, more general: items. A combination of several of these items is called a 

test which is administered to the individual test subjects. 

An intelligence test, for example, consists either of a battery of problem solving questions 

which can be answered correctly or incorrectly (the evaluation is based on a rating scale 

with two answer categories: 1 = correct or 0 = wrong ) or of a battery of tasks that the 

tested subject might fulfill completely, partly, or not at all (the evaluation is based on a 

rating scale with >2 response categories). In both cases, a rater or jury assesses the sub-

ject’s performance on the individual tasks and fills in the evaluation questionnaire. There 

are other applications of performance tests, e.g. a teacher assessing a student’s perform-

ance on an essay or homework assignment, or a supervisor assessing an employee’s per-

formance in the work place. In all these cases, performance is not judged according to one 

but according to a set of items and the questionnaire is filled in by a rater, not the tested 

individual. 

Transferred to our credit scoring context, we are also trying to measure a latent trait, 

namely the customer’s tendency to default, more clearly his probability of default (PD), 

within a certain time period. Since a customer’s risk of default is not directly measurable, 

several indicators such as the hard and soft facts mentioned earlier are used to measure the 

PD indirectly. The soft facts or subjective information about a customer is produced by 

relationship managers in management interviews, site visits and from earlier experience of 

the customer’s behavior, using a scorecard.  

In the next section, we will take a closer look at several of the models that are often used to 

analyze scorecard or questionnaire data in other disciplines and discuss whether they are 

applicable to credit scorecards as well. 

 
 

iii)  Measuring Latent Traits: The Rasch Model 

Psychometrics96 is a quantitative discipline providing the tools to measure and analyze 

latent constructs such as knowledge, abilities, attitudes, and personality traits. It is usually 

applied in the fields of sociology and psychology. The organization of psychometricians, 

                                                 

96 Browne [2002], Embretson / Reise [2000], Ch. 2 
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the Psychometric Society, was founded in 1935 in the US. Its journal Psychometrika aims 

to ‘develop psychology as a quantitative rational science’. 

One part of psychometrics, the one we are interested in because it can be applied to credit 

scoring as well, is called mental test theory. Its objective is to infer a person’s true level of 

the latent trait (traditionally: mental abilities or characteristics) from its test performance. It 

is assumed that the person’s item responses are not free of measurement error. The notion 

of a performance test where test subjects are assessed by human judges comes very close 

to the assessment of soft customer information in the credit scoring process. We wish to 

measure a continuous latent variable, a customer’s tendency to or probability of default. 

Relationship managers are asked to fill in a credit scorecard, they observe and assess a se-

ries of customer characteristics that serve as indicators of the customer’s future behavior. 

The question remains: What is the meaning of the scorecard results? How can we derive an 

estimate of the true latent trait level? 

There exist two general approaches to construct and analyze mental tests: The Classical 

Test Theory (CTT) was developed in the first decades of the 20th century, its foundations 

go back to the works of Charles Spearman97. It was the dominant approach until recently. 

It is based on the assumption of directly measuring an unobserved variable using items and 

tests, albeit with a (normally distributed) measurement error. The major disadvantage of 

CTT is that item properties depend on the particular population of test subjects, test results 

cannot be generalized. 

Item Response Theory (IRT) is the theory of the probabilistic measurement of latent traits. 

IRT eventually helped to mitigate the long standing problem of non-comparable test re-

sults: Item properties do no longer depend on the population under consideration. The IRT 

approach does not assume to measure mental characteristics directly but indirectly by using 

a set of indicator variables whose interdependencies are analyzed to learn about the under-

lying latent variable. Trait level estimates depend on both, a persons’ responses and on the 

properties of the test items. Person and item characteristics are measured on a common 

scale. IRT started to develop in the 1960s, parallel in Europe and the US, and is now con-

sidered the modern standard for mental testing.  

One of the fundamental models of probabilistic latent trait analysis is the Rasch Model. It 

was initially used in intelligence testing, which still shows in the terminology that is used. 
                                                 

97 Spearman [1904a,b, 1907, 1913] 
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We spend some time on it here, because all the models we discuss later are extensions of 

this basic model. It was introduced by the Danish mathematician Georg Rasch [1960, 

1980] and attempts to measure a continuous latent variable on a metric scale. All test sub-

jects, e.g. persons in intelligence testing or customers in credit scoring, can be located and 

ordered along a continuum of the latent trait. A battery of questions or items is used to 

measure the latent trait, the responses to test items are assumed to be indicative of the un-

observable characteristic. 

We start with the simplest and most intuitive case of dichotomous (two-answer) test items. 

Two responses are allowed, positive (recorded as 1) and negative (recorded as 0). Test 

items are constructed such that a positive response is indicative of a higher level of the 

latent trait. In this sense, positive is not used in the usual sense of ‘good’, but means ‘indi-

cating a higher trait level’. A ‘1=correct’ response to an item on an intelligence test, for 

instance, indicates a higher level of the latent trait intelligence and a ‘1=poor’ response to 

an item on a credit scorecard (e.g. management quality) indicates a higher level of the la-

tent trait default risk. Equivalently, a ‘0=incorrect’ response to an intelligence test item 

indicates a lower level of the latent trait intelligence and a ‘0=good’ response to a credit 

scorecard item indicates a lower level of the latent trait default risk. 

The objective of latent trait models is to establish a model relationship between the ob-

served responses X to a battery of test items (e.g. on management quality) and the non-

observed latent trait (e.g. default risk):  

 P (X = 1) = f (θ)       [4.1] 

Intuitively, there should be a positive relationship f(θ)  between the latent trait θ , e.g. intel-

ligence or risk of default, and the probability of a positive response to a test item: x = 1.  

Positive Relationship between the trait level θ (e.g. default risk) and the response probabil-

ity (e.g. to questions on management quality). An ICC (Item Characteristic Curve) is the 

graphical representation of this relationship. (Left): intuitive linear relationship between 

trait level and answer probability creates discontinuities (kinks), (right): The S-shaped lo-

gistic relationship preserves intuitive appeal but avoids kinks. 
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Figure 4.4: Latent Trait Model – graphical representations. 
 

For a start, this relationship, whose graphical representation is called Item Characteristic 

Curve (ICC), could be assumed to be linear (figure [4.4], left): The likeliness or probability 

to respond positively to a test item increases at a steady rate, as the trait level θ  increases: 

The stronger the latent trait is expressed, the greater the probability that the response to this 

item is positive. This approach works fine for intermediate levels of the response probabil-

ity. However, the likeliness to respond positively is a probability, and thus bounded by 0 

and 1. The linear function that relates the response probability to the trait variable must be 

kinked to not exceed the value of 1 or drop below 0 (figure [4.4], left). However, these 

kinks or points of discontinuity create difficulties for the mathematical formulation of the 

relationship. It is also not very intuitive to believe that a test subject with a latent level 

slightly below the lower kink has no chance at all to give or receive a positive response, 

while another test subject with a trait level slightly above the kink has a positive response 

probability. It would be much more reasonable to assume that this transition is gradual. 

Therefore, an alternative shape of the ICC retains the assumption of a linear relationship 

for intermediate response probabilities, but a more gradual transition as the response prob-

ability reaches 0 and 1 (figure [4.4], right). The Rasch Model assumes the relationship be-

tween trait level and response probability to have the S-shape of the logistic function.  

One characteristic of the latent trait models we look at is the following: Not only are tested 

individuals located and ordered along the continuum of the latent trait (e.g. from smaller to 

greater default risk), but items or scorecard questions are as well. The ICC in figure [4.4] is 

representative of the test subjects’ response behavior to one particular item i on a score-

card. Since items i and test persons v are located on the same continuum of the latent trait, 

they can be directly related: For every test person’s trait level, the probability of a positive 

response to that item can be read directly from the item’s ICC.  
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Figure 4.5: Rasch Model.  
(Left) Items and person parameters are located on the same latent trait continuum. (Right) Item 
profiles: graphical summary of item parameters. The absolute level of all item parameters in a 
test should not be interpreted, their sum is set to zero. Test subjects are located on the same 
continuum, depending on how they respond to the set of test items. 

 

Every individual item is identified by its location on the continuum of the latent trait (fig-

ure [4.5]). The item parameter σi indicates the trait value where the probability of respond-

ing positively to item i is exactly 0.5, i.e. it is equally likely that a subject v with trait level 

θv = σ  responds positively or negatively. For test persons with lower trait levels, the prob-

ability to produce or receive a positive response to this item is less than 0.5, but never zero. 

The probability of a positive response is determined by the subject’s trait level θv and the 

item location σi, more specifically, by the difference between the two values: P(xvi = 1) = 

f(θv - σi ). If this difference is zero, the probability of a positive response is 0.5. If this dif-

ference is positive (negative), the probability will be greater (lower) than 0.5. If the abso-

lute value of the difference is small, the deviation from 0.5 will be small. If the difference 

is large, the deviation from 0.5 will be large, and the response probability will be closer to 

0 or 1. In the Rasch Model, the shape of the ICC is described by the logistic distribution: 
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Equation [4.2] takes into account the fact that, in the Rasch model with binary responses, 

the probability of person v’s positive (xvi = 1) or negative (xvi = 0) response to item i de-

pends on the difference between the person parameter θv and the item parameter σi. 

Additional test items can be represented by their ICCs in the same graph (figure [4.5], left). 

They are all characterized by their scale location parameter σi. The Rasch Model models 

the ICC of different items such that they all are of the same shape, are parallel, do not 

cross, and only vary by their location on the trait continuum. The assumption of the logistic 
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distribution fixes the shape of an item’s ICC, the item parameter σi  fixes its location on the 

continuum. No additional information is needed.  

The location of an item’s ICC on the continuum of the latent trait has other important im-

plications: The item parameter σi determines the difficulty of the item. The term ‘difficulty’ 

is readily interpretable for intelligence and performance tests: The greater the item parame-

ter, the more difficult it is to solve the item correctly, the higher a trait level (e.g. intelli-

gence) is required for a high probability of solving the item correctly. Consider any one of 

the two test subjects in figure [4.5] whose trait levels are θ1 (low) and θ2 (high). The prob-

ability of solving an intelligence test item correctly is generally higher for the items with 

lower σi. It is generally lower for items with higher parameters σi. An item’s difficulty is to 

be interpreted as ‘difficulty of receiving a high score’. A positive response on an item with 

high difficulty is more likely from subjects with high trait levels. The terminology ‘item 

difficulty’ clearly comes from the Rasch model’s initial application to intelligence testing. 

In our credit scoring application, this terminology leads to the somewhat awkward 

interpretation of item difficulty as ‘difficulty to receive a high score = difficulty to receive 

a bad grade = easiness to receive a good grade’. We should keep this in mind when we 

interpret item profile plots going forward. 

Item parameter profiles (figure [4.5], right) are one way of summarizing the information 

about all test items’ ICC. The vector of item parameters, describing the location of all test 

items on the latent trait continuum, is the same for all test persons and independent from 

the group of individuals taking the test. The sum of all item parameters in a test is set to 

zero. Therefore, the level of the item parameter profile must not be interpreted, but only its 

shape and the differences between item parameters. The item parameter profile shows that 

item 3 is of the relatively highest difficulty and also that the increase in difficulty from 

item to item is about the same. Since subjects and items are measured on the same trait 

continuum, one can deduce from the item parameter profile, whether a subject will be 

likely (>50%) or unlikely (<50%) to produce or receive a positive response on any item, 

given the test subject’s person parameter θv.  
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Of the parameters in the likelihood function in equation [4.2a], the data xvi are observed, θv 

and σi are unknown and estimated such that the likelihood of observing the given data 

sample is maximal98. The default information DEF is not used in this analysis, because this 

psychometric model does not provide for a manifestation of the latent trait. However, it is 

available in our credit scoring application and will be utilized later. Equation [4.2a] shows 

that the Rasch model does not use the inner part of the data matrix, i.e. the response pat-

terns x, but only summary statistics at its margins. The nominator depends on persons’ 

total scores rv and the number of times an item has been answered positively ni. The de-

nominator dvi is not dependent on the observed data x at all.  

The independence of item responses one from another is closely related to this other attrac-

tive feature of the Rasch Model: If the Rasch Model holds for a set of scoring data, a per-

son’s total sum of scores i.e. the number of items with a positive response, comprises all 

information about a subject’s appraisal on the scorecard. An analysis of rating patterns 

does not yield additional information. This feature is called the sufficiency property of the 

Rasch Model99: The total score, i.e. the sum of all item scores, is a sufficient statistic to 

determine a subject’s trait level or alternatively to determine the order of loan customers, 

from lowest to highest trait level (default risk). It is not relevant on which of the items a 

person received a negative score, but only on how many.  

Intuitively, this is obvious: If there are two ‘market position’ items on the scorecard which 

always receive more or less the same answers, all good or all bad, one is redundant and 

does not add information. The current situation unfairly penalizes those customers who 

have a poor market position because they receive a high score on two items which measure 

the same characteristic. Adding another dependent item to the first two would discriminate 
                                                 

98 Rost [1996], Ch. 3.1. Note: Here, the unconditional likelihood function is used for illustrative purposes. 
Due to the specific setup of the model environment (i.e. containing incidental (person) parameters), for 
estimation purposes a conditional/marginal likelihood function (note the two step procedure for the 
Mixed Rasch Model) will be used (section 4.B.v). Find a worked example of the EM Algorithm in the 
appendix [A10]. 

99 Refer to Wright/Masters [1982] for a detailed discussion of the Rasch Model’s properties and assumptions. 
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these customers even more by increasing their total score. They drop down in the row of 

all customers ordered by total score, although in fact nothing has changed. Relative to all 

other customers on the sample, they are as good or bad, low risk or high risk, as before. 

Thus, if there are items which yield identical or nearly identical information, the total score 

has no meaning.  

On the other hand, if there is no dependence between the answers on a scorecard, if there 

are no redundant items, the total score is a valid indicator of the latent trait level. Weight-

ing the items based on their ‘difficulty’ is not necessary in this model, because the ‘easier’ 

items will be answered positively by all test persons while the more difficult items will 

only be answered positively by persons with a higher trait level while also responding posi-

tively on all the easier items. The higher the trait level, the more items are answered posi-

tively. A slightly higher trait level allows a test person to answer the next more difficult 

question positively which could not have been answered by any person with a lower trait 

level. The order in which the questions are answered positively is given by their item pa-

rameters. Thus, the number of positively answered items is sufficient to order test persons 

according to their unobservable trait level. In our credit scoring application, if the Rasch 

model holds, customers who receive good grades on more items than others possess a 

lower level of the latent trait ‘default risk’.  

Usually, scorecards in credit scoring applications contain items or questions which allow 

for more than only two answer categories. Instead of merely ‘good’ and ‘poor’, relation-

ship managers can better differentiate between customers by using the categories ‘good’, 

‘satisfactory’ and ‘poor’, or even more complex rating scales. Fortunately, the framework 

of the Rasch model extends to many other settings and data structures, among them items 

with more than two ordered answer categories100. The polytomous (>2 answer categories) 

Rasch model for ordinal data which we will use in our analysis, the Partial Credit Model 

(PCM), was introduced by Masters [1982]. Its name refers to the practice of giving partial 

credit for partly correct solutions in intelligence or performance tests. This is usually the 

case whenever raters judge the subject’s performance on a comprehensive test item. A 

lengthy mathematical task that requires several subsequent steps to find the solution re-

quires an ordered set of response categories to assess the subject’s performance on the 

item. A dichotomous correct/ incorrect assessment scheme would not convey enough in-

                                                 

100 Andrich [1978] introduced the first ordinal Rasch Model 
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formation about the test subjects’ individual item performances. The choice of one particu-

lar response category implies that the requirements for the lower level categories are satis-

fied as well, but not for the higher level categories. This applies to credit scoring applica-

tions as well: The rating scales used with credit scorecards normally have ordered catego-

ries from ‘good’ to ‘poor’. A customer whose characteristics satisfy the requirements for a 

‘good’ also deserves at least a ‘satisfactory’ score on that particular item.101 

An item i with k categories is characterized by k-1 thresholds between adjacent response 

categories. The location of the thresholds determines the difficulty (in the sense explained 

before) of the item. This shows not only in the graphical representation in figure [4.6] but 

also in the model formulation of the partial credit model in equation [4.3] which is a more 

general formulation of the dichotomous Rasch model in equation [4.2], except for the term 

inside the brackets.  
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The likelihood function for the partial credit model with m+1 response categories in equa-

tion [4.3a]102 shows again that the Rasch model does not consider response patterns but 

only summary statistics at the margins of the data matrix, i.e. a person’s total score rv and 

nix the number of persons whose response was x to item i. Again, the denominator dvi of the 

likelihood function does not depend on the observed data: 
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If there are more than two answers to an item, there will not only be two ICC with one 

threshold τ1 marking the passage from the region of trait levels where answer 0 is more 

likely to the region of trait levels where answer 1 is more likely. Instead, if there are k an-

                                                 

101 Actually, since a higher category (number) requires a higher level of the latent trait, the interpretation 
should be the other way around: ‘In a customer whose characteristics satisfy the requirements for a ‘poor’ 
grade, the latent trait ‘default risk’ is strong enough to also satisfy the requirements for a ‘satisfactory’ rat-
ing or any other better rating as well’. However, to demonstrate the idea, the example given in the text is 
more intuitive. 

102 Rost [1996], Ch. 3.3 
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swer categories, there will be k-1 thresholds. While in the dichotomous (two-answer) 

Rasch model, a customer’s trait level θ is compared to the item’s single threshold τ1, this 

comparison is done multiple times in the case of the polytomous Rasch model with more 

than two answer categories. The term in the brackets captures these multiple comparison 

terms. For an item i and response  x = 2 : (θv - τ1) + (θv – τ2) = 2 θv - τ1- τ2 = 2 θv – σ2. For 

two answer categories, the dichotomous Rasch model in (equation [4.2]) is identical to the 

polytomous partial credit Rasch model in equation [4.4]. While, in the case of any poly-

tomous Rasch model, the representation of the item characteristic curves of more than one 

item would produce very complex graphs, an item parameter profile summarizes the in-

formation contained in the ICC for a set of items equally well (figure [4.6], right).  
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Figure 4.6: Rasch Model for ordinal data (more than two response categories) . 
Item characteristic curve (left) and item parameter profiles (right). The three thresholds be-
tween the four item characteristic curves for item 1 (left) determine the location of the item pa-
rameter profiles (right). The data points for item 1 are shown in bold, the data points for items 
2 and 3 (i.e. thresholds between the ICC for items 2 and 3 which are not shown) are drafted in 
a lighter shade. Item parameter profiles connect the locations of the same thresholds (i.e. [0,1], 
[1,2] or [2,3]) for the ICC of all items.  

 

The rating scale for the example in figure [4.6] provides four answer categories (0 = low 

trait expression, e.g. default risk, 3 = high trait expression, e.g. default risk). The numeric 

labels of the answer categories (0, 1, 2, 3) reflect the number of thresholds between adja-

cent categories that must be crossed to score in the respective category. Any item is now 

characterized by four separate curves, one for every answer category. In the case of two-

answer (dichotomous) items, usually only one curve is plotted because the curve for the 

negative (X=0) response category follows immediately from the curve for the curve for the 

positive (X=1) response category. For any given trait level, the probabilities represented by 

the curves must add up to one, a subject can either be only right or wrong. For more than 

two answer categories, the probabilities represented by the curves must add up to one as 
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well. Therefore, one of the four curves in figure [4.6] is redundant, but visually filling in 

the missing curve is not as easy as in the case of dichotomous items. For any given trait 

level, there is a positive probability to receive a score in each of the four response catego-

ries, albeit the weights change with rising or falling trait level, i.e. risk of default.  

Intuitively, for a very low risk level, the probability to score in one of the higher categories 

is close to zero, whereas the probability to score in the lowest category ‘0 = good’ is very 

high. With rising risk level, the probability to score in the lowest category drops while the 

probability to score in the next category ‘1 = satisfactory’ rises. At some point τ1 the prob-

abilities of scoring in the lowest or in the next higher category are equal. Trait level τ1 

marks the threshold between these two adjacent categories which must be crossed to score 

most likely in the next higher category. 

In the two-answer case (figure [4.5]), each item was represented by its single item parame-

ter σ, which is in fact the single threshold between the two response categories. The four-

category item in figure [4.6] is represented as ‘item 1’ by the trait level of its three thresh-

olds in the item parameter profile. The parameters (thresholds) of two additional items 

were added to the graph. The item parameters for item 2 show that its thresholds have a 

generally higher level than those of item 1, i.e. this item two is more ‘difficult’. Item 3 

demonstrates that the categories were used in a different fashion: While category 2 is very 

wide and covers a considerable range of trait levels, categories 0 and 1 are narrow and 

were used very sparsely. The spacing of the thresholds helps to identify certain response 

sets such as central tendency or other range restrictions in the use of the rating scale. In that 

sense, by computing a customer’s total score, i.e. the sum of all item scores, the total score 

in the polytomous Rasch model counts the number of thresholds that were crossed across 

all items. Therefore, the absolute level of the numeric values that are assigned to item re-

sponses are irrelevant.  
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4.B  Treating Rater Disagreement in Credit Scoring Applications 

 

i)  Introduction 

The Rasch model assumes that a test subject’s responses are entirely determined by the 

person’s trait level and the characteristics (difficulty) of the items on the test. Other facts, 

i.e. whether the tests are administered under different circumstances for individual test per-

sons such as different points in time or different judges, are assumed to have no effect on 

the outcome of the test. One of our hypotheses about soft facts in credit scoring applica-

tions which will be tested, however, is that relationship managers (raters) do affect a cus-

tomer’s credit score such that the same customer would receive different scores from dif-

ferent raters. This effect is called rater disagreement. In the following, we introduce a la-

tent trait model that would allow us to take into account the effects of ‘circumstances’ on 

customers’ credit scores. 

Rater disagreement describes the situation where two raters dissent on the assessment of 

one and the same test subject. These discrepancies in the raters’ assessment are inherently 

due to the subjective nature of measuring the customer’s soft characteristics. If those char-

acteristics were objectively measurable and verifiable, there would be no room for rater 

disagreement.  

During our discussions, credit officers who are responsible for the development and main-

tenance of credit scoring systems in their institutes frequently complained about the quality 

and classification power of soft credit rating data. While they would like to continue to tap 

this additional source of private information about their customers, the small actual im-

provements in classification power hardly justify the high costs of their production. The 

credit officers also assume that the quality of the loan officers’ assessments is not univer-

sally low, apart from some attempts to manipulate the rating, but that it is mainly difficult 

to capture the loan officers’ opinions correctly and aggregate this information from a wide 

range of decentralized locations. In essence, even though all loan officers use the same 

tools of measurement, scorecard and rating scale, their credit ratings are not always compa-

rable because their opinions’ mapping onto the rating scale of the credit scorecard and 

transformation into numbers is inconsistent. If a customer talked to two different loan offi-

cers and provided them with the same information, he might receive two different soft 

credit ratings. Thus, the soft part of a customer’s credit rating is not objective.  



Bina Lehmann: Making Use of Subjective Information in Credit Scoring Systems             4. Rating Pattern Analysis        100 

 

Rater disagreement, caused by inconsistent use of scorecard and rating scale, can be miti-

gated by training credit staff to align their interpretation and handling of these instruments. 

This may involve anchoring the rating scale, i.e. attaching clear definitions to the rating 

categories and providing handbooks and sample customer profiles. However, the develop-

ment and maintenance of a uniform ‘rating style’ among loan officers becomes increas-

ingly difficult in a decentralized organization as the number of decision makers grows. 

Mitigating the problem of rater disagreement may also involve centralizing the credit deci-

sion function, because greater proximity and a smaller number of decision makers facili-

tates the development of a uniform ‘rating style’. However, except in locally operating 

organizations, the collection of non-quantifiable information about the customer is inher-

ently decentralized. Even though the final credit decision may reside with a centralized 

team of credit officers or with an automated scoring system, building a customer relation-

ship requires local presence103. 

We are looking for analytical options apart from, or in addition to, the ex ante treatment of 

rater disagreement. We seek to develop ex post treatments of credit scorecard data. The 

correction for rater effects would occur after the data were collected. The advantages are 

that all front-end sales processes can remain intact. Procedures to ‘objectify’ soft credit 

ratings can be implemented immediately because the models are built on existing historic 

data. 

In the following, we will take a closer look at two types of rater disagreement. We will 

introduce two latent trait models that help to identify and handle rater disagreement in 

credit scoring data sets. 

 

ii)  Aligning Raters’ Scores by Fixed Factors: The Facet Model 

A customer who talks to two relationship managers of the same bank may expect that his 

credit rating does not depend on the loan officer but solely on his financial and personal 

characteristics. However, in reality there may be disagreement between loan officers about 

how to assess certain non-measurable characteristics of the customer.  

                                                 

103 Berger et al. [2002] found that, because of exactly this problem, subjective information can be more effi-
ciently produced and used by small banking organizations while larger organizations tend to centralize 
their credit decisions due to control issues, thereby forgoing the use of subjective information. In the same 
context, Stein [2002] speaks of ‘organizational diseconomies’ of larger banks. 
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One solution to solve the problem of a customer receiving different scores from different 

loan officers would be to find out whether two or more loan officers disagree consistently 

and, if so, to adjust their ratings accordingly. The problem is comparable to the ‘school 

grades’ problem: A class of students is taught by two teachers and receives, on average, 

consistently higher grades from one teacher and lower grades from the other one. The two 

raters (teachers) continuously disagree about the students’ performance. But who is right? 

Both may be right. What a teacher usually does is giving judgments of the sort: This per-

formance is better than that but worse than a third, i.e. placing a student’s performance in 

relation to his fellow students’ performances. Students on the top end will receive good 

grades, students on the lower will receive poor grades. Teachers may set their own mini-

mum requirements that must be fulfilled by students to be eligible to receive the top grade, 

which may be called ‘personal standards’. These personal standards function as anchors, 

used to ensure consistency of a teacher’s grades across classes of students. In that sense, 

teachers do not actually disagree about the students’ performance, but use the instrument to 

record their performance assessments, the scale of school grades, differently. However, 

students experience that the grades they receive from one teacher are frequently better than 

the grades received by another one and call this practice ‘unfair’. One teacher is perceived 

to be strict or severe, the other more lenient. If the degree of severity or leniency were 

measurable, a solution to the problem would be to ‘upgrade’ the strict teacher’s grades 

based on his level of strictness and/or to ‘downgrade’ the lenient teacher’s grades based on 

his level of leniency. 

In our credit scoring world, there may as well be loan officers who are perceived to be se-

vere or lenient, just as there are teachers at schools. Figure [4.7] (left) shows how two loan 

officers R1 and R2 may map their customers onto the available rating scale in different 

ways. The better customers always receives the better scores and the worse the poor ones, 

but which score is ‘good’ and ‘poor’ remains open to their subjective judgment. In contrast 

to the school grades problem, the inconsistency of loan officers’ judgments will not be as 

apparent as to a class of students who frequently experience differential grading. A cus-

tomer would actually have to visit two loan officers of the same bank and run through the 

entire rating procedure twice to become aware of the inconsistency.  
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Figure 4.7: Sources of Rater Disagreement.  
Two raters’ mapping of the customer population onto the rating scale (left) and level effect 
(right). Even though both raters assign lower scores to low-risk customers and higher scores to 
high-risk customers, they may disagree. Rater R1 assigns grade 2 to the less risky customers, 
rater R2 assigns grade 2 to the riskier customers (left). If this is not accounted for in an other-
wise automated credit scoring system, all customers with grade 2 are assumed to run about the 
same risk of default. 

 

However, even though the customer might not notice, rater disagreement or inconsistency 

impairs the classification performance of credit rating systems. Figure [4.7] (right) shows 

the grades given by a lenient and a severe loan officer, assessing two types of customers: 

low-risk and high-risk. Both raters are equally capable of correctly assessing their custom-

ers’ soft characteristics and sorting them according to their true riskiness. However, they 

differ in the way they map their assessment of the customers onto the rating scale: The 

severe rater assigns the low-risk customers scores of 2, while the lenient rater assigns the 

same type of customer scores of 1. The high-risk customers are assigned scores of 3 by the 

severe and scores of 2 by the lenient rater104. The assignment of scores is nothing but a way 

of recording the loan officers’ subjective impressions and making those available for fur-

ther quantitative analysis. In our example, both loan officers correctly identified the cus-

tomers’ types and recorded their findings accordingly. There is no factual disagreement 

between them. But given the way they use the rating scale and assign scores 1 through 4, 

the low-risk customer scored by the severe rater and the high-risk customer scored by the 

lenient rater are not identifiable as such in the data set. They will be falsely assumed to be 

of the same risk level since they both received a score of 2. Again, if the extent of rater 

disagreement was measurable, a solution to this problem would be to align the two raters’ 

scores by either deducting a value of one from each of the scores given by the severe rater 
                                                 

104 This behavior can be explained with response restrictions: Raters prefer to use different parts of the rating 
scale. Some do not use extreme categories, for instance because they would like to spare those categories 
to be able to set apart exceptionally good or poor customers from the rest of the customer population in the 
future (E.g. Saal et al. [1980] or Amelang and Bartussek [1997], ch. 9.4.3.). 
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or by adding a value of one to each of the scores given by the lenient rater or  by deducting 

a value of one half from the scores given by the severe rater and adding a value of one half 

to each of the scores given by the lenient rater. It does not affect the classification power of 

the scoring system, how the loan officer’s scores are aligned, as long as they are aligned 

and inconsistencies are eliminated. 

Figure [4.8] illustrates the method of aligning credit officer’s score values if there are more 

than two raters and more than one customer characteristic to be assessed. Lenient and se-

vere raters’ scores are aligned and rater disagreement is eliminated. 
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Figure 4.8: Mitigating rater disagreement by aligning credit scores. 
Non aligned (dark) vs. aligned (red) item responses for raters 2 and 3: The three loan officers’ 
subjective assessments of the same customer vary only in the level of the scores they assign to 
the customer. This kind of quantitative rater disagreement may be corrected by aligning raters’ 
score values for rater 2 (upwards) and rater 3 (downwards), choosing rater 1’s assessment as a 
basis.  

 

The toolbox of psychometrics holds an instrument which allows its users to quantify the 

levels of severity or leniency of different raters using the same rating scale. It is called the 

Multi Facet Model105 and it is a modification of the Rasch Model (equation [4.2]). The 

Rasch Model recognizes two influencing factors, that determine whether a particular cus-

tomer i is likely to receive a high credit score for a particular question v on the scorecard: 

                                                 

105 Multi-Facet Rasch Model: Micko [1970], Fischer [1974] and Linacre [1989]. The estimation procedure is 
MML (Marginal Maximum Likelihood). 
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the customer latent trait level (θv), i.e. his individual credit quality, and the quality (diffi-

culty) of the scorecard item (σi). The latter is considered a facet. 

A multi facet model allows to represent situations where the same test was administered to 

the same or different groups of subjects under varying conditions, e.g. time of the day, test 

situation, varying judges etc.. Testing conditions may have an impact on the perceived per-

formance of the tested subjects, even though their latent trait or ability levels remain the 

same. That means, scores of loan applicants who are identical in credit quality may vary 

depending on which loan officer the customers was assessed by.  
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The two-facet (three-factor) model recognizes a second facet, in our case the severity or 

leniency of the rater (δt with t the rater index). In performance assessment applications, 

including credit scoring, the use of judges is indispensable. The rater effect is modeled as a 

structural parameter, i.e. one that is fixed and rater specific. It does not depend on the item 

or the subject being tested. The effect can be interpreted as a rater’s unconditional leniency 

or severity. Compared to the assessments of other judges, he consistently chooses a lower 

or higher response category. If the additional facet δt is zero, the Rasch model holds and 

raters do not influence results significantly. The rater-facet δt has the same effect on the 

probability of receiving a certain score as has the item difficulty. In a sense, it increases or 

decreases the difficulties of all items in the test by a flat amount: 

 



Bina Lehmann: Making Use of Subjective Information in Credit Scoring Systems             4. Rating Pattern Analysis        105 

 

P(
X

 =
 1

)

1

0

0.5

θσ1 θ1 σσσσ1+ δδδδ1

0.75

0.15

 

Figure 4.9:  Graphical representation of the Two-Facet Rasch Model for di-
chotomous items, including rater effect δ1. 

 

Figure [4.9] illustrates the effect of an additional rater facet: Given a subject’s trait level θ1, 

the probability of a positive response is no longer dependent on the difficulty of the item 

(σ1) alone but on the sum of item difficulty and rater effect (σ1+δ1). Thus, the rater effect 

is modeled as a rater severity effect. The rater ‘adds the same amount of difficulty’ to every 

item. In the dichotomous item setting in figure [4.9], the subject’s probability to receive a 

positive response (X=1) from the rater is only 15%, due to the rater effect. If the rater were 

not as severe in his assessment (δ1=0), the subject’s positive response probability would be 

75%. 

Even though this solution to the problem of rater disagreement sounds quite obvious and 

sensible, it is difficult to implement and to transfer it to decentralized scoring systems. In 

our example of school grades, each student is graded by two teachers. A direct comparison 

between the two assessments is immediately possible. Differences are clearly due to the 

perception of the rater and/ or his handling of the rating tool. A loan customer is not regu-

larly rated by two loan officers. In fact, in our data set, each loan officer may have scored 

various customers, but each customer is scored by only one loan officer. In this case, it is 

difficult to tell whether differences in average scores, observed across loan officers, are 

due to the behavior of the loan officers or simply due to differences in the loan officers’ 

subsets of customers. In the latter case, differences in average scores would be correct and 

scores should not be aligned! 
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Figure 4.10:  Three models of rater/ ratee interaction.  
Test Designs and resulting data matrices . The check marks indicate raters/ ratees combinations 
for which data are available. (I): data cube, (II): partly crossed test design, (III): non-crossed 
test design. 

 

Transferred to our school grades example, the situation which we find in credit scoring 

corresponds to the situation where two teachers grade two classes of students. In this case, 

it is not clear whether the differential in grades comes from the teachers’ varying degrees 

of leniency or whether the performance of the two sets of students differs materially. As an 

answer to the infeasibility of direct comparisons of the teachers’ assessments, the practice 

of ‘grading on the curve106’ is widely used in schools. It is often claimed to mitigate the 

problem of teachers’ subjective influences on grades. However, its results are incorrect if 

one class of students consists largely of superlative performers while other classes consist 

of average or poor performers. The practice of curve grading assumes that classes of stu-

dents show the same performance distribution. In credit scoring, this would correspond to 

requiring all loan officers to use the entire rating scale and to assign a certain percentage of 

their loan applicants to each score. Yet, again, this would not necessarily increase the clas-

sification performance of credit scoring systems. In our earlier example (figure [4.7]), data 

                                                 

106 Grading on the curve assumes that the abilities in a group of students and the associated performances are 
normally distributed, i.e. a large number of mid-ranking performances and a small number of over- and 
under-performers. Grades will not be given based on the absolute level of performance, e.g. a requirement 
to achieve 90/100 points in an exam to get the highest grade, but based on the relative position of the stu-
dent in a performance ranking of the entire class. Then, the top performers will be given the top grades and 
the, in relative terms, worst performers will be given the lowest grades. Curve grading is supposed to 
achieve a fair distribution of grades among students and also to avoid grade inflation. 
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quality from scoring soft customer characteristics was impaired by assigning different 

scores to the same types of customers. Now, we would require credit officers to force cus-

tomers of different credit quality into the same score class, which is equally incorrect and 

reduces data quality. 

The identification of rater effects and the application of the three-factor Rasch model (two-

facet model) require an extended data structure. The perfect data set would be a data cube: 

every rater judges every customer on every item (figure [4.10], left). It is also the most 

expensive and, if at all, only found in highly artificial settings such as experiments or as-

sessment centers. The minimum requirement is a partly crossed data design, i.e. there is 

some overlap in the data matrix, some customers were assessed by several raters. It is still 

possible to compare all raters directly (figure [4.10], middle), as long as they all assess the 

same customer. Credit scoring data are not normally crossed data designs. Thus, even 

though the existence of quantitative rater effects is very likely, the data are insufficient to 

parameterize a second facet. If there are no overlaps between raters at all in test design 

(figure [4.10], right), every rater assesses separate groups of customers and the rating per-

formance of one rater cannot be directly compared to that of another rater. This is the most 

realistic but also the most unfortunate situation whenever it comes to measuring and treat-

ing rater disagreement. The rater effect cannot be separated from the item difficulty pa-

rameter and the subject’s trait level, because they are all additively connected. 

 

iii)  The Multi Facet Rasch Model: An Empirical Example 

Even though we may not use the pure Multi Facet Rasch Model in our main analysis, to 

illustrate the model, we created a brief empirical example: Three loan officers from our 

sample of scorecard data who provided soft ratings for similar customer groups were se-

lected. They are similar in all other available variables: the financial score FIN, the behav-

ior score CA and the default rate. Because the customer groups rated by the loan officers 

are not identical, we use similarity as a proxy in this illustrative example. We assume that 

customer groups who are very much alike in all other characteristics should also receive a 

similar distribution of soft scores from the different loan officers.  

Table [4.11] summarizes the characteristics of the three customers groups rated by one 

loan officer each. They are similar according to their average financial score FIN and the 

behavior score CA but differ considerably in the soft score AN. Group I which has lowest 
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risk according to its behavior score and also the rate of default receives the highest soft 

scores, indicating high risk. On the other hand, group III who shows highest risk in terms 

of behavior score and default rate is considered to be of low-risk by its loan officer. Re-

aligning the soft score AN is expected to increase its classification power. The three cus-

tomer groups were selected deliberately to provide a good example of realigning the soft 

score.  

 

Customer Groups Credit  
Officer Group  

size 
(n) 

Average  
Financial 
Score FIN 

Average  
Behavior 
Score CA 

Average  
Sum of Scores,
(Score) AN 

Default 
Rate 

Average 
Item 
Score 

Severity 
Factor 

I 57 6.2 4.3 48.9 (7.4) 7.0% 2.7 +0.40

II 41 6.2 4.7 45.9 (7.0) 12.2% 2.5 +0.20

III 33 6.1 5.0 38.2 (5.1) 15.2% 2.1 -0.20

Table 4.11: Three Factor Rasch Model (Illustrative example). 
Aligning soft scores AN by calculating severity factors for three loan officers. Soft score AN is 
given as total score (adding up the responses to 18 items on the scorecard) and as partial score 
value to facilitate comparison with scores FIN and CA. 

 

We used the FACETS software107 to calculate severity factors for the three loan officers. 

The model uses as input the individual responses to the 18 items on each scorecard and the 

information who of the three loan officers rated each customer. It does not use the informa-

tion from other partial scores or about the observed default rate. The software correctly 

identified and reported ‘three disjoint subsets of data’. Therefore, no direct comparison 

between the raters is possible. Under the given data restrictions, all the facets model can do 

is to, rather crudely, align the three raters’ average soft scores: 

Item scores may run from 1 (good) to 4 (poor). The observed average item score across all 

18 items is 2.7 for loan officer I, 2.5 for loan officer II and 2.1 for loan officer III. All else 

equal, as it is seen by the facet model, credit officer I is the most severe and credit officer 

III is the least severe rater. This is reflected in the calculated severity factors (table [4.11], 

last column)108. The greater the factor, the greater the rater’s severity. To correct for sever-

                                                 

107 FACETS for Windows Version No. 3.49.0  Copyright © 1987-2004, John M. Linacre. 
108 There is no significant global misfit of the data to the model (Data Log Likelihood Chi2 = 4.38, p<1%). Fit 

statistics for the rater facet measures: Reliability is 0.95. Individual rater facet measures are significantly 
different from zero (p<1%) The hypothesis of equal severity for all raters can be rejected (Chi2 = 56.4, 
p<1%). 
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ity, the average item scores was aligned to a single value, which is 2.3, by subtracting the 

severity factor from the average item score.  

For every customer, a new total score value is calculated by adjusting all individual scores 

with the respective credit officer’s severity factor. The average of all three customer groups 

is now ~42.0. The effect is illustrated in figure [4.12]. 

Figure [4.12] (right) shows how the frequency distributions of the soft score AN (SoS = 

sums of scores) was changed by the alignment: The score distributions moved down for 

loan officers I and II, i.e. their judgments became less severe. The score distribution moved 

up for loan officer III, i.e. his judgments became less lenient. There is a greater overlap of 

the distributions after the re-alignment. The classification power of soft score AN (SoS) 

increased from AUC = 0.54 for the unaligned score to AUC = 0.61 for the aligned score109. 

The increase in classification power is considerable. However, keep in mind, that this re-

sult cannot be generalized, because the customer groups were selected to ensure a sizeable 

effect of the re-alignment procedure. 
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Figure 4.12: Results of aligning soft score AN (SoS = sum of scores) between credit of-
ficers (I), (II) and (III).  
Left: ROC of original score AN (SoS) and aligned score AN (SoS). AUC is 0.54 for un-
aligned soft score AN and 0.61 for aligned soft score AN. Right: score distributions for cus-
tomers groups: un-aligned (upper), aligned (lower). 

 

                                                 

109 Due to the limited sample size of 117 observations, the DeLong test showed a non-significant increase in 
AUC (Chi2 = 1.73, p = 0.19). If the sample size is increased by adding additional credit officers and their 
customers to the test sample, the increase in AUC becomes significant. Example: For 6 credit officers with 
256 customers, a difference in AUC of 0.06 is significant (Chi2 = 4.11, p = 0.04). 
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This small example showed that there is potential to increase the classification power of 

scoring systems by eliminating rater-disagreement through the realignment of soft scores 

which are based on subjective information. In reality, however, the applicability of this 

method is limited due to a number of facts: First, the data requirements are usually not met. 

If rater samples are not connected, i.e. each customer was assigned scores by only one loan 

officer, a meaningful calculation of rater severity factors will not be possible. The source 

of the differences in soft credit scores could be rater disagreement, which should be elimi-

nated, but also differences in the customer groups, which should not be eliminated. With-

out overlapping data sets, these two effects cannot be separated. Second: Assume, data sets 

were connected. Feasibility of this approach will be restricted by insufficient numbers of 

observations for most credit officers, resulting in unreliable and instable estimates. And 

finally, resources are limited. An implementation of the method would entail calculating, 

and frequently updating, a severity factor for every loan officer in the bank, which is nor-

mally not feasible. 

 

iv)   Introduction to Rating Pattern Analysis Using Latent Class Models 

The idea of solving the problem of rater disagreement by adding to or subtracting from a 

loan officer’s scores a fixed amount, based on his severity or leniency, sounds sensible. 

However, we saw that the data required to determine such rater-based measures are usually 

not available. Also, the approach assumes that loan officers’ differences of opinion about 

customers’ characteristics are constant across all items so that it is merely a level effect 

across the entire scorecard which can easily be corrected. 

However, in reality this may not necessarily be so. It is likely that the raters’ assessments 

do not differ due to varying interpretations of the rating scale, but due to varying interpre-

tations of the individual items on the scorecard. In this case, we need to consider the rating 

patterns which they produce. To understand the difference between these two concepts 

better, let us take a look at three raters R1, R2, and R3 who assess the same customer, C1 

(figure [4.13]): 
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Figure 4.13: Effects of Rater Disagreement: different score levels (R1 vs. R2) and dif-
ferent rating patterns (R3 vs. R1, R2).  
Three raters R1, R2, and R3 assess customer C1, using a scorecard with 5 items (I1 to I5) and a 
four-category rating scale (from 1 = good to 4 = poor). The assessments of raters R1  and R2 
differ only in their level, while the assessment of rater R3 of the same customer C1 differs ma-
terially in a qualitative way. 

 

Raters R1 and R2 differ merely in the level of their assessment. While lenient rater R1 as-

signs the customer a total score of 11, the same customer is assigned a total score of 16 by 

severe rater R2. The relative assessment of the items, however, is identical because the 

shape of the rating pattern remained the same. Both raters agree that the customer did 

comparably well on item I1 (e.g. management quality) and comparably bad on items I3 

(e.g. communication with the bank) and I5 (e.g. business outlook). Rater R3, however, as-

signs customer C1 the same total score of 11, but his assessment nonetheless differs con-

siderably from that of rater R1. In rater R3’s opinion, the customer did best on item I3 

(communication with the bank) and worst on items I1 (management quality) and I5 (busi-

ness outlook). Apparently, even though the total scores are identical, the rating patterns 

differ and, thus, the overall assessments of the same customer differ.  

One can think of several reasons why rater R3’s rating behavior deviates from that of his 

fellow raters, even though all raters assessed the same customer and used the same instru-

ments to record their judgment: the same set of items and the same rating scale. For exam-

ple, rater R3 places emphasis on items different from those of the two other raters by re-

stricting his use of the rating scale to the higher categories for the items that he finds, by 

his own personal judgment, especially hard to fulfill (e.g. items I1 and I5). This would 

mean that rater R3 hardly ever gives good grades on items I1 and I5, whereas raters R1 and 

R2 hardly ever give good grades on items I3 and I5. In analogy to the Facet Model which 

measures raters’ general leniency or severity, a rater’s degree of leniency may now change 

from item to item. If two raters’ rating preferences or interpretations of the item catalogue 
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on a scorecard differ in such a way, their differences in opinion will not produce parallel 

shifts of the rating patterns but entirely new rating patterns.  

Typical rating patterns may also emerge if a rater’s response behavior is affected by other 

response sets: For instance, if the rater has reached a global opinion on the customer’s bor-

rower qualities before filling in the scorecard, the halo effect will keep the rater from dif-

ferentiating between the customers characteristics and result in a rating pattern with very 

little variation among the item scores. Almost all items will be rated 1=good if the loan 

officer’s general view of the customer is very positive, or all items will be rated 4 = poor if 

the loan officer’s general view of the customer is very negative. Similarly, a rater who is 

unsure about some of the customer’s characteristics because he is either unable to observe 

them or unable to assess them, may tend to use the central categories of the rating scale and 

avoid the extreme categories. Finally, a rater who succumbs to the temptation to somewhat 

rig the credit score may produce a typical manipulation pattern. The goal of ‘pulling up’ 

the total score is achieved by giving better scores than appropriate on all or on some items. 

It is probably not too far off to assume that raters frequently utilize the same items that 

were identified as especially suitable to manipulation because there is either no further 

documentation required or the assessment is especially subjective, in a word, the loan offi-

cers’ responses cannot be verified easily. 

The psychometric tool box contains a set of models, Latent Class Analysis (LCA)110, 

which allow us to find out whether truly different rating patterns exist in a set of scorecard 

data. If the property of local stochastic independence111 does not hold for a set of rating 

data, a Rasch Model fails. LCA defines latent classes by the criterion of local stochastic 

independence. This means that, within each latent class, each item is statistically independ-

ent. LCA does not make any assumptions about the distribution of the scorecard data, or 

homogeneity of variances. However, depending on the number of items and answer cate-

gories, the requirements on the number of observations can be quite strong. 

Theoretically, for a scorecard with i items and k answer categories, ki rating patterns exist. 

Not all of them will be truly different rating patterns. Many of them are probably more 

similar than different. Similar rating patterns fall into the same rating pattern class. LCA 

allows us to decide whether the observed rating patterns differ significantly enough to con-

                                                 

110 Lazarsfeld [1950], Lazarsfeld / Henry [1968] 
111 Refer to Appendix [A9] for an example. 
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stitute separate classes of rating patterns or whether they are all so much alike that they 

constitute a single class of rating patterns. If there exist more than one classes of rating 

patterns, the sum of all item scores on a scorecard (the total score) can no longer be used as 

an indicator of a customer’s trait level, e.g. default risk. 

Take, for example, two customers with different customer profiles. The first customer Man 

is strong on the ‘managerial control’ side, but weak in aspects of ‘market position’. The 

second customer Mark is weak on the ‘managerial control’ side, but has (yet) a strong 

market position. Now assume that both customers are rated, based on a credit scorecard 

with six items, three items dealing with the customer’s quality of managerial control, three 

items assessing the customers’ market position. Let us also assume that there are only two 

answer categories (0 = good, 1 = poor). Thus, the lower the total scores, the better is the 

assessment of the customer. A loan officer correctly scores both customer according to 

their profiles: Man receives a total soft score of 3, i.e. all ‘0 = good’ ratings on the three 

managerial control items and all ‘1 = poor’ ratings on the three market position items. 

Mark also receives a total score of 3, only scoring all ‘1 = poor’ on the three managerial 

control items and all ‘0 = good’ on the three market position items. Both receive a total 

score of 3, implying that both are perceived to be at the same risk of defaulting on their 

future obligations. Whether that is really true, we cannot tell. But it may well be so. The 

customers have different risk profiles, but may be of essentially the same risk to the lender.  

Now, assume that, based on an expert’s opinion, a single item is added to the scorecard. 

The item is on managerial control. What happens to the assessment of the customers whose 

profiles and riskiness have not changed at all? Man receives again a total score of 3, 

receiving poor scores on all of the three market position items, but Mark receives a total 

score of 4, receiving poor scores on all of the four managerial control items. Now Man 

clearly seems to be better than Mark. This is not true. Even more, the situation had been 

reversed, had the new item been added to the set of market position items. The total score, 

i.e. the sum of scores, fails to correctly summarize the information from the scorecard. It 

should not be interpreted further. The correct summary of the information from the score-

cards is: The score patterns belong to two different latent pattern classes. The two custom-

ers are of different profiles and cannot be directly compared. 

However, if we assessed two customers of the same general profile, the total score serves 

well to differentiate between them: Both customers Mark A. and Mark B. are of the ‘good 

market position - poor managerial control’ profile. Both score a total of 3 on the original 
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scorecard. Overall, Mark A. still performs poor on the managerial control side, yet a little 

better than Mark B. This shows when the new ‘managerial control’ item is added: A. scores 

‘0 = good’, B. scores ‘1 = poor’. A’s total score of 3 is better than B’s total score of 4. The 

score correctly reflects the difference in credit quality between the two customers. Had the 

item been added to the set of managerial control items, or more clearly, would the score-

card consist only of managerial control items, a difference in total score would correctly 

convey meaning: A customer who scores more often ‘0 = good’ on a set of managerial 

control items is very likely to be better in terms of managerial control than a customer who 

scores less well on the same set of items. Adding a few additional items will not change the 

relative test outcome if all customers are of the same profile. 

Therefore, regardless of what the source of rating patterns is, rater behavior or customer 

profile, it is important to determine whether observations in a set of credit rating data be-

long to more than one latent class. Because, within each class, redundancies among items 

are reduced  if not eliminated and the total score is a sufficient measure of a latent trait. 

The goal is to find a model specification that explains the observed data set of responses to 

the loan scorecard best. If, in the original data set, item responses are dependent, a model 

specification with latent classes that reduces these dependencies will work best for our data 

set of loan officers’ responses to the questions on an SME loan scorecard. 

 

 

v)  The Mixed Rasch Model 

The model we will use in the following is called the Mixed Rasch Model (MRM). It is able 

to identify and model latent classes among the observed rating patterns112. Within each 

latent class, a Rasch Model is fitted and customers within the same class can be ranked 

based on their total scores. The existence of several latent classes is not assumed but must 

be tested113. The existence of latent classes is assumed if a model specification with several 

                                                 

112 Latent class models of the simplest type assume the existence of a nominal discrete latent trait that classi-
fies the population of subjects into different types: Lazarsfeld [1950], Lazarsfeld and Henry [1968], 
Goodman [1974]. MRM for binary items: Rost [1990], Mislevy, Verhelst [1990], Kelderman, Macready 
[1990], MRM for ordinal items: Rost [1991]. The estimation procedure is MML (Marginal Maximum 
Likelihood). 

113 The number of latent classes is not a parameter of the model. It is determined by checking which model 
fits the data best. Model parameters are determined using iterative algorithms and maximum likelihood 
procedures. All latent class models are mixture distribution models. The latent variable is constructed such 
that it un-mixes a heterogeneous customer population into homogeneous groups or classes. In this sense, 
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latent classes fits the observed data better than a model specification with only one latent 

class. If an MRM with only one latent class fits the data best, it is equal to the Rasch Model 

which allows to interpret total scores.  

Equation [4.5] shows the basic model equation for an MRM with g latent classes and di-

chotomous items. Apart from the additional latent class index g, it is very similar to the 

Rasch Model. πg are the class weights, i.e. the relative sizes of the latent classes. They add 

up to one. The probability that customer v receives score x on item i, P(Xvi = x), is a 

weighted average of the respective probabilities in every class. Note that item parameters 

and person parameters are now class-specific, carrying a class index g. For every latent 

class g, separate vectors of item and person parameters are determined. If there is only one 

latent class, i.e. G = 1 and π1 = 1, the MRM collapses to the basic Rasch Model from equa-

tion [4.2]: 
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The estimation of the class sizes, person and item parameters proceeds in two steps114: In a 

first step, the class specific item parameters σig and class sizes πg are determined using a 

likelihood function based on pattern probabilities  p(x)  that contain score r and class g 

specific parameters but no person parameters: 
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where γr is a term, comparable to the term dvi in the likelihood functions of the Rasch 

model (equation [4.2a]) and the partial credit model (equation [4.3a]), that does not depend 

on the observed patterns xv but the item parameters σi and scores r. The person parameters 

θvg are then determined in a second step, based on the estimates of the item parameters σig. 

                                                                                                                                                    

latent class models are conceptually close to factor analysis, except that they use discrete nominal vari-
ables. 

114 Rost [1996], Ch. 3.1 
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In our small example, the MRM would have identified the two general customer profiles of 

Man (‘strong in managerial control’) and Mark (‘strong in market position’), implying that 

total scores should not be interpreted across profiles. Within each class, a Rasch Model can 

be fitted, and customers, for example Mark A. and Mark Β., may be ranked according to 

their total score. Latent classes are determined such that the observed item responses 

within each class are locally statistically independent. This implies that the response to one 

item does not depend on the response to another item, that items cover different informa-

tion areas and that no item is redundant within the item set. In reality, local statistical inde-

pendence is an ideal state. In our empirical analysis in chapter 5 we will show, however, 

that the item correlation is lower within each latent class than it is within the entire initial 

data set of scorecard observations. 

 

Items

P(
X

 =
 1

)

1

0

0.5

θσMQ2 σMP1σMQ1

θθθθMark BθθθθMark A

MQ1 MQ2 MP1

σσσσ

2

1

0

-1

-2

Class 2 (Mark): Item Parameter ProfileClass 2 (Mark)

Items

P(
X

 =
 1

)

1

0

0.5

θσMQ2σMP1 σMQ1

θθθθMan

MQ1 MQ2 MP1

σσσσ

2

1

0

-1

-2

Class 1 (Man): Item Parameter ProfileClass 1 (Man)

θθθθMark B

θθθθMark A

θθθθMan

1 = poor

0 = good

1 = poor

0 = good

 

Figure 4.14: Mixed Rasch Model.  
Example for three customers, three binary items and two latent classes. Set of Item Character-
istic Curves (left) and Item Parameter Plots (right), for class 1 (‘good managerial control – 
poor market position’ profile, upper) and class 2 (‘good market position - poor managerial con-
trol’ profile, lower). 

 

Figure [4.14] illustrates the MRM results for our small example graphically. To avoid 

crowding the graphs, we selected two items from the set of ‘managerial control’ items 

(MQ1, MQ2) and one item from the set of ‘market position’ items (MP1). All three cus-

tomers were assigned to their respective customer profile classes 1 or 2, based on member-
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ship probabilities. For every customer, membership probabilities exist for each class. With 

a certain positive probability, a person is a member of every latent class. If the particular 

application requires that the test persons are separated into class-specific groups, they are 

assigned to the class with the highest individual membership probability, i.e. the class 

which the test person  most likely belongs to. For each customer, individual membership 

probabilities across all classes add up to one115. 

In figure [4.14], customers are located relative to the items, based on their individual per-

son or trait parameters, i.e. the likeliness to default which the model assigns to each person 

with that particular response pattern. The item parameter plots (right) summarize the in-

formation about the location of scorecard items and customers. A customer is likely to re-

ceive a 1 = poor score on all the items with an item difficulty parameter σ lower than his 

person parameter θ, i.e. whenever he is located above the solid line in the item parameter 

plot. If a customer’s person parameter is lower than an items difficulty parameter, i.e. he is 

located below the solid line in the item parameter plot, he is likely to receive a poor score 

on that item. 

Customer Man belongs to class or profile 1 (upper row in figure [4.14]). Customers with 

this profile receive good scores on ‘managerial control’ items. Their Item Characteristic 

Curves (ICC) are located to the right of the ‘market position’ item’s ICC. For this customer 

profile, it is more difficult to receive a score of 1 = poor on ‘managerial control’ items. 

‘Managerial control’ items have higher item difficulty parameters than the ‘market control’ 

item. Customer Man’s latent trait (ability) parameter is of a value such that the probability 

to receive a 1 = poor score on the ‘managerial control’ items is very close to zero, while 

the probability to receive a poor score on the ‘market position’ item is greater than 0.5. In 

the item parameter plot, Man’s trait parameter is located below the ‘managerial control´ 

items, which means he is likely to receive good scores on those, and above the ‘market 

control’ item, which means he is likely to receive poor scores on those. 

Customers Mark A. and Mark B. belong to the second profile, or latent class (lower row in 

figure [4.14]). For the customers in this group, it is most difficult to receive a poor score on 

the ‘market position’ item, while it is less difficult to receive a bad score on the ‘manage-

rial control’ items. The order of the item parameters, and thus, the relative difficulty of 

items changed, compared to class 1. Therefore it is not possible to interpret and compare 

                                                 

115 Find more details and an example in Appendix [A11] 
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the customers’ person parameters across the customer profiles, but customers within each 

group can be directly compared and brought into an order. Mark A. and Mark B. are lo-

cated relatively close together, but Mark A. can be identified as the ‘better’ customer be-

cause he is likely to receive a good score on the lately added item MQ2 while Mark B. is 

likely to receive a poor score.  

 

 

 

4.C  Chapter Summary 

 

Tapping a well developed body of questionnaire analysis methodology from neighboring 

social sciences, we introduced a set of models to identify so called latent traits, i.e. unob-

servable characteristics of test persons. In our application to loan scorecards, the unobserv-

able trait in a customer is the default risk. Scorecards within the loan approval process are 

designed to add otherwise unavailable information about a customer’s risk to default on his 

loan  obligations. 

The Rasch model measures the latent trait level of customers (fitting person parameters) 

and the difficulty of items (fitting item parameters) in a test (e.g. loan scorecard), facilitates 

direct comparisons between items and customers because they are all measured on the 

same scale, and allows to sort customers based on their trait level, i.e. loan officers’ 

evaluations of their tendency to default. If the Rasch model holds for a set of scorecard 

data, the practice of interpreting a customer’s total score from a credit scorecard is justi-

fied. However, this is only so if the item responses are locally independent and the Rasch 

model fits the data. On the reverse, however, this implies that the practice of interpreting 

the total score is not justified if one item response depends on another item response, thus 

creating information overlaps and redundant items, and the Rasch model does not fit the 

data. Therefore, the Rasch model is of considerable importance to our credit scoring appli-

cation because it functions as a test of whether the total score is a valid indicator of the 

customer’s latent trait, the probability of default. 

We discussed two types of rater disagreement: based on the item score level (quantitative 

disagreement) and based on the item response pattern (qualitative disagreement). We in-



Bina Lehmann: Making Use of Subjective Information in Credit Scoring Systems             4. Rating Pattern Analysis        119 

 

troduced two latent trait models that help to identify and handle rater disagreement in 

credit scoring data sets: the Multi Facet Model and the Mixed Rasch Model, both exten-

sions of the basic Rasch Model. 

The basic idea of both approaches is the following: Credit scoring is all about arranging 

customers within a sample from lowest to highest estimated probability of default (PD). 

Starting from any baseline scoring model that provided a certain sequence of customers, 

the classification power of a model can only be increased by rearranging and altering the 

original sequence of customers such that customers with fewer and those with more fre-

quent defaults are separated from each other. The two rater disagreement models that we 

looked at do just that, albeit in somewhat different ways: The Facet Model achieves re-

arranging the sequence of customers by adding different values to the ratings of different 

loan officers (figure [4.8]). The Mixed Rasch Model does not look at individual loan offi-

cers, but at rating patterns, whatever their source may be (figure [4.13)] and identifies la-

tent classes of observations for differentiated treatment. 

The Facet Model treats severity or leniency effects between raters that occur whenever 

raters do not differ fundamentally in their evaluation, i.e. they agree on the customer’s 

strengths and weaknesses, but only in the level of the item (and consequently total) scores. 

In addition to the Rasch Model’s person and item parameters, the Facet Model fits a set of 

rater parameters, the rater being an additional influencing facet in the test design. In a 

small empirical example, selecting three raters from our scorecard data set, we showed that 

applying the Facet Model increases the classification power of scoring models by adding 

rater based severity/leniency factors to the scores of customers in the rater subgroups. In 

our specific credit scoring application, however, creating and treating subgroups using the 

Facet Model is not a viable solution because the model requires immediate comparison 

between raters, i.e. at least a few customers should be scored by more than one loan offi-

cer. Also, the Facet Model calculates rater specific factors which would require a large 

number of observations from each rater and recalibrating the model with every new loan 

officer entering the organization. 

The Mixed Rasch Model treats qualitative rater disagreement. It identifies latent classes, 

based on the observed rating patterns in the data sample, such that the dependence between 

items in the original data set is reduced or, ideally, eliminated in the pattern classes. The 

Rasch Model is extended by introducing class specific item and person parameters, i.e. a 

separate Rasch Model holds for each class, and class membership probabilities for every 
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test person for every class. While, in the original data set, the existence of latent classes 

forbids to use the total score as indicator of the strength of the latent trait in a loan cus-

tomer, it is a sufficient indicator and can be used within each latent class. What causes the 

latent classes is not explained by the model. The latent classes can be “interpreted”, look-

ing at other available information and characteristics. The Mixed Rasch Model promises to 

be a very helpful tool in our application to scorecard data, because the number of classes, 

und the subsequently required differentiated treatment of each class, is limited and does not 

depend on the number of raters in the loan organization. The empirical section in chapter 5 

discusses the application of the Mixed Rasch Model to the scorecard data set in detail. 

One implication of the existence of latent classes is that the same total score may have a 

different  interpretation in every latent class. In traditional applications of latent class mod-

els, the existence of latent classes is a signal that persons should not be directly compared 

across classes and that they should be treated differently because they differ in a qualitative 

way. This conclusion is not desirable in our application of the models to credit scorecards, 

because eventually, all customers must be ordered according to their risk of default, 

whether they belong to the same latent class or not. It is one of the objectives of this thesis 

in chapter 5 to overcome this dissatisfying result, still use the information from the latent 

class analysis but allow to compare all customers based on a common criterion by utilizing 

the so far unused default variable. It is in this binary manifestation of the latent trait that 

our application fundamentally differs from traditional latent class applications in psychol-

ogy or sociology where there is usually no information available about the true level of a 

test person’s latent trait. 
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5 Applying a Latent Class Model to Credit Scoring Data –  
An Empirical Analysis 

 

 

 

The discussion in the previous chapter provided us with a general idea of what the Mixed 

Rasch Model does in a credit scoring context. In this chapter, we will apply the latent class 

methodology to our set of soft rating data. During the following analysis, two questions 

need to be answered: 

I: ARE THERE DIFFERENT RATING PATTERNS IN THE DATA? 

This question addresses the issue of whether a Latent Class Model with several latent 

classes or whether a simple Rasch Model fits the data better. If the Rasch Model holds, 

rating patterns add no information on top of the total score and we should continue the 

practice of interpreting and using the sum of scores as an indicator of a customer’s unob-

servable default risk. However, if we find that the Rasch Model is not sufficient to capture 

the data’s complexity, rating patterns do matter and we should not continue to interpret the 

total scores across the rating classes. It is irrelevant whether the latent classes, or rating 

patterns, are caused by credit officers’ rating behavior or customers’ profiles. In section 

5.A, we analyze whether rating patterns can be identified in the data set on relationship 

managers’ soft assessments of SME’s expected credit performance.  

In section 5.B, we show how to actually make use of this information in automated credit 

scoring systems, i.e. how to incorporate this information in an otherwise non-judgmental 

credit scoring environment, by discussing the second question: 

II:  IF THE ANSWER TO QUESTION (I) IS YES: HOW DO WE MAKE USE OF THIS IN-

FORMATION TO INCREASE THE CLASSIFICATION POWER OF A SCORING SYS-

TEM? 

At this point, the psychometric toolbox offers no further satisfactory solution. Latent trait 

theory deals with latent traits, e.g. intelligence, whose inherent property it is not to be ob-

servable, not even later. Therefore, the analysis usually stops with the insight that there are 

several latent classes and that test subjects in different classes differ in a qualitative way 

such that they should not be compared directly but must be treated separately. In credit 
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scoring, this insight would not help us much. It is not sufficient to analyze and interpret 

credit scoring data separately for every class. We wish to order all customers along a com-

mon scale and assign them scores that can be compared directly.  

Here we finally make use of a piece of information that we entirely neglected so far, 

mainly because it usually has no equivalent in psychometric or sociometric analyses and is 

therefore not provided for in the standard models: the default indicator. The default infor-

mation is a (binary) manifestation of the latent trait which we are trying to measure. This 

gives us a tremendous advantage over many empirical analyses that normally use latent 

class models. The default indicator allows us to map all customers classes onto a common 

scale, to standardize the results from latent class analysis. All customers, regardless of their 

class membership, will be comparable based on a common variable: the estimated prob-

ability of default. 

Finally, since a financial institution will only invest in better scoring systems if the im-

provement of the model quality has bottom line impact, the financial benefits from improv-

ing the classification power of a credit scoring model are assessed in section 5.C.  

 

 

 

5.A   Identifying Rating Patterns 

 

We now return to our initial data set of 20.000 observations of SME credit scores.  How-

ever, instead of using the total soft score AN from chapter 3, we look at the detailed re-

sponses in the scorecard data. By fitting a Mixed Rasch Model to the set of scorecard data 

the number of latent classes can be determined. None of the set of hard and soft partial 

scores or the default information which we used earlier to predict small business custom-

ers’ credit defaults earlier is used in this analysis. It is solely based on the data set contain-

ing the answers of relationship managers to the 18 items on the scorecard (figure [5.1]). 

The other available information, i.e. the one based on financials and the checking account, 

will be used only to describe and characterize latent classes. 
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Figure 5.1: Data requirements for Latent Class Models.  
Only scorecard data are analyzed. No default information or information from other partial 
scores is used. 

 

For a start, let us get a high-level impression of the items on the scorecard and the relation-

ship managers’ average response behavior on these items. Figure [5.3] shows how the rela-

tionship managers used their measurement tool, the rating scale. A well calibrated rating 

scale mirrors the distribution of the rated subjects. For a regular population of loan cus-

tomers, we would expect a slightly higher use of the middle categories and a slightly more 

restricted use of the categories at the margins, i.e. the more extreme judgments. A devia-

tion from this expectation may be an indication of response sets in the raters’ response 

behavior. 

There are 18 items on the scorecard which the relationship managers are asked to respond 

to for each customer. They are divided into three item blocks or topics. The purpose of the 

first item block RF (= Recent Financials), comprising 7 items on the customer’s recent and 

future financial condition, is to close the information gap to the latest audited financials 

that are available. The second item block MP (= Market Position) covers 6 items on the 

customer’s business’ position in its relevant product market. The last item block MQ (= 

Management Quality) asks 5 questions about the quality of the customer’s managerial 

abilities (figure [5.2]). 
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Figure 5.2: Credit Scorecard  
The scorecard in our data set consists of a set of 18 items and the measurement tool, a four-
category rating scale. 

 

To record their assessments, the relationship managers use a rating scale with four answer 

categories. The four answer categories use verbal anchors: 1 =good, 2=satisfactory, 

3=barely sufficient, 4=poor/unknown. Category 4 is a combined category and collects both 

poor and unknown customer characteristics. The goal is to provide the customer with an 

incentive to present the lender with all relevant information in a timely way. If some in-

formation is missing such that the relationship manager is not able to assess a certain char-

acteristic of the customer, this characteristic is not assumed to be of average but of poor 

quality. Thus, customers can improve their credit score by increasing their efforts to com-

municate with the lending bank. This improvement in the credit score is also justified by 

the reduced uncertainty about the customer’s true trait level, i.e. by an increased classifica-

tion power of the credit scoring system. 
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Figure 5.3: Raters’ (i.e. relationship managers’) average responses to scorecard items.  
Three item blocks: recent financials (RF), market position (MP), and management quality 
(MQ). The additional column shows item blocks’ average values. The rating scale has four an-
swer categories: From category 1=good (white, bottom parts) to category 4=poor/ unknown 
(dark, top parts). 

 

It is clearly visible in figure [5.3] that the relationship managers used the rating scale dif-

ferently, depending on which block the item was in: The answer categories are almost 

evenly used for items in the block covering recent financials (RF). The use of the rating 

scale for the other two item blocks is characterized by range restrictions, e.g. central ten-

dency: an overuse of the two middle categories. It is apparent that the marginal categories 1 

and 4 are used only infrequently in the blocks covering market position (MP) and man-

agement quality (MQ). It is conceivable that this effect is related to the perceived softness 

of the items in question. While the items in block RF are subjective assessments of the 

customer’s recent financial situation, the relationship managers’ assessments are supported 

by data, plans and financial projections which the customer provides but which are not yet 

included in the partial score FIN. The assessments in the other two blocks are based on 

much less support of quantifiable information. Here, the central tendency of the responses 

may be an expression of the relationship managers’ uncertainty about the customer’s char-

acteristics. Alternatively, relationship managers may have used the softer items in blocks 

MP and MQ to adjust the rating score, because the answers to softer items are less ques-

tionable under review.  
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correlate to: RF- Items MP- Items MQ-Items 

RF- Items .43 .14 .19 

MP- Items .14 .20 .19 

MQ- Items .19 .19 .30 

ALL ITEMS .26 .18 .22 
    

FIN .27 .08 .12 

CA .16 .06 .09 

AN .56 .31 .37 
    

DEF .07 .03 .05 

Table 5.4:  Item Correlations. 
Kendall’s Tau for ordinal variables (mean values), based on the available SME data (entire 
data sample: 20 000 observations). 

 

The item correlation is stronger within item blocks than between them (Table [5.4]). This 

means that the grouping of items into blocks is not just a matter of labeling the items, but 

the raters actually understand and use the item blocks to address different aspects of the 

customer. Items correlate most strongly within the recent financials’ block RF. Item corre-

lation is weak between the blocks RF (recent financials) and MP (market position). The 

subjective assessment of the recent financials correlates strongly with the hard partial score 

FIN, which is not surprising. In general, the assessment of items in items blocks MP and 

MQ is much less influenced by the available hard facts than the assessment of items in 

block RF. 

To determine the number of latent classes, we run several specifications of the Mixed 

Rasch Model for ordinal items116 on the set of scorecard rating data117: 
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116 Rost [1996], Ch. 3.3. Compare the model equation for ordinal item categories also to the Rasch Model for 
dichotomous item categories in equation [4.4] and its likelihood function in equation [4.5a]. 

117 We use the following software: WINMIRA 2001, (c) 2000,2001 by Matthias von Davier, IPN - institute 
for science education, Kiel / Germany; von Davier, M. [1998]. The estimation procedure is MML (mar-
ginal maximum likelihood) 
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The number of classes is not a model parameter and is therefore not determined endoge-

nously. To find the model specification that represents the data best, one needs to fit sev-

eral Mixed Rasch Model with alternative numbers of latent classes to the data and assess 

their fit afterwards. The estimation procedure is a maximum likelihood procedure. The 

higher the value of the resulting log-likelihood, the better the model specification fits the 

data. 
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Again, as already mentioned for the Mixed Rasch Model with dichotomous items, the es-

timation procedure involves two steps: The likelihood function in the first step (equation 

[5.1a]) is based on pattern probabilities and it is a function of the score probabilities πrg, the 

class sizes πg and the items’ threshold parameters τixg, but no person parameters. The term 

γr in the denominator is also only a function of the threshold parameters. In a second step, 

person parameters are determined based on the parameter estimates in the first step. This 

two-step maximum likelihood estimation uses the E/M algorithm which is demonstrated 

using a detailed example in the appendix [A10]118 119.  

In general, the higher the log-likelihood, the better the model fits the data120. However, the 

number of parameters that needs to be estimated increases with the number of assumed 

classes. This by itself increases the value of the log-likelihood. Therefore, to assess model 

                                                 

118 The estimation of parameters is somewhat involved, because the model equation contains structural pa-
rameters (e.g. for items) as well as incidental parameters (e.g. for persons or scores). The number of 
structural parameters that needs to be estimated is not changed whenever a new observation is added to 
the data sample. A greater sample size is preferred. The number of incidental parameters increases when-
ever a new observation is added to the data sample. Increasing the size of the data sample does not help 
to improve the quality of the estimates. Here, we look at score parameters instead of person parameters, 
because within each class, all customers who have the same total score are not distinguished further and 
are therefore assumed to be identical (total score is sufficient statistic, response patterns within each class 
contain no additional value). Within each pattern class, all customers with the same total score have the 
same score (=person) parameter. 

119 E/M-Algorithm: Goodman [1974 b], [1979], Bock, Aitken [1981]. The components of the procedure are 
alternating Expectation (E) and maximum likelihood-parameter Calculation (M) steps. the E/M algorithm 
can be used with ordinal items as well as more complex settings such as Mixed Rasch Models which re-
quire an additional iterative procedure in each M-step to calculate the ML estimators. Example in Ap-
pendix [A10]. To learn about alternative estimation procedures in greater detail, refer to Embretson, 
Reise [2000], Ch. 8. and Rost [1996], Ch. 3.1. 

120 To avoid convergence of the algorithm on a local maximum, for every model specification the algorithm 
was run several times with alternative start values. Local maxima become more likely as the number of 
latent classes increases. If the procedure produced different values for the maximum likelihood, we chose 
the results from the run that produced the highest Loglikelihood. 
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fit for alternative model specifications, we cannot simply compare log-likelihood values, 

because we would tend to come up with a very complex and over-specified model. The 

solid graph in figure [5.5] shows that the log-likelihood increases with every additional 

class, albeit at ever decreasing rates. In our setting, the number of additional parameters is 

56 per additional class: 53 item parameters (3 threshold parameters for any of the 18 items, 

minus 1: (18 x 3) – 1 ) 121, 2 score distribution parameters, and 1 additional class size pa-

rameter.   
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Figure 5.5:  Mixed Rasch Model.  
Assessing model fit under alternative assumptions about the number of latent classes: Log-
Likelihood vs. information criterion CAIC. 

 

Information criteria help to decide whether the increase in the likelihood is justified by the 

increased complexity of the model. The lower the information criterion, the more appropri-

ate is the relation between the size of the likelihood and the number of model parame-

ters122. We used the CAIC (Corrected Akaike Information Criterion)123 

)1)(ln(2 ++−= nqLCAIC        [5.2] 

with L the value of the log-likelihood, q the number of estimated parameters, and n the 

number of observations in the sample. We report the CAIC because it provides a stronger 

protection against overfitting than the AIC (Akaike Information Criterion = 2q – 2L). In 

                                                 

121  One is subtracted, because the last parameter follows from the other 53: The average of all item parame-
ters is normalized and set to zero. 

122A direct comparison of the likelihoods as in a likelihood ratio test is not allowed here, because a model 
with a smaller number of classes emerges from a more complex model by setting model parameters (e.g. 
class sizes) to zero. This violates one of the main assumptions of the likelihood ratio test. 

123 AIC: Akaike [1973]; CAIC: Bozdogan, H. [1987] 
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cases of doubt, we prefer a model with fewer parameters. However, for the sample sizes 

we are dealing with here, AIC and CAIC  do not differ much anyway124. 

Figure [5.5] and table [5.6] indicate that a Mixed Rasch Model with 6 latent classes, or rat-

ing patterns, fits our set of credit rating data best. The information criterion is smallest for a 

model specification with 6 classes, meaning that there is a good balance between model fit, 

as determined by the value of the log-likelihood, and model complexity, as determined by 

the number of model parameters. 

 

Estimation Bootstrap 
Cressie-Read Pearson χ2 

Classes 
(#) 

lnLik 
no. of  

parameters CAIC 
Z p-vlaue Z p-value 

5 -341 765 279 686 572 21.97 0.00 15.51 0.00 

6 -340 623 335 684 899 -.069 0.08 -.057 0.10 

7 -340 451 391 685 166 -.058 0.03 -.053 0.04 

Table 5.6:  Model Selection : Information Criterion CAIC and Goodness-of-Fit 
Tests125.  
(data sample: 20 000 observations) Cressie-Read and Person χ2 tests (400 bootstrap iterations). 
All tests indicate that an MRM with 6 classes fits the data best. The number of parameters is: 
G([K-1]*I –1)+(G-1) + 2G with G the number of latent classes, K the number of answer cate-
gories per item, and I the total number of items on the scorecard.  

 

Table [5.6] contains information about the model fit as indicated by the information crite-

rion and two goodness-of-fit tests. The latter were done to re-check and support our deci-

sion based on the information criterion alone. There exists no statistical test that tells us 

whether the difference between two models’ CAIC values is significant, i.e. whether it is 

large enough to not be strictly due to chance. The two goodness-of-fit tests compare the 

frequency of each observed rating pattern to the frequency predicted by the fitted MRM126. 

Their test statistics, based on the differences between observed and expected pattern fre-

quencies, are χ2 distributed. The tests test the null hypothesis that observed and expected 

pattern frequencies do not differ. If the difference is large and the hypothesis is rejected (p-

value is low), the fit of the model is unsatisfactory. Normally we could use χ2 tests to as-

sess the (un)satisfactory model fit of the MRM. However, due to the large number of items 
                                                 

124 Simonoff [2003], Ch. 3. 
125 Pearson [1900] and Read/Cressie [1988] 
126 Examples of χ2 statistics: Pearson- χ2, Likelihood Ratio- χ2, Cressie-Read statistic or Freeman-Tukey sta-

tistic 
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and four answer possibilities each, the theoretical number of observable rating patterns is 

very large (418 = 68,719,476,740). Obviously, with sample sizes ranging in the thousands 

instead of the billions, for many of the expected rating patterns there will be no actual ob-

servation at all. If there is a large number of unobserved rating patterns, the test statistics of 

the goodness-of-fit tests are no longer χ2 distributed. Von Davier [1997] reported in a 

simulation study that a parametric bootstrap procedure can be used only for the Cressie-

Read and the Pearson χ2 statistics to overcome the problem of non-observed rating pat-

terns. 

The results of the bootstrap in table [5.6] confirm that, for both the Pearson- χ2 and the 

Cressie-Read statistics, the p-values are high and the test hypothesis of no difference be-

tween expected and observed rating pattern frequencies cannot be rejected for an MRM 

specification with 6 rating pattern classes. 

The answer to the first of our two questions is: Yes, there are qualitatively different classes 

of rating patterns in the data. The Rasch Model with only one latent class of rating patterns 

does not fit the observed data. Therefore, the total score should not be used as an input 

variable to determine a customer’s probability of default. Identical total scores have differ-

ent meaning and will result in different PD levels, if the customers with that score were 

assigned to different classes of rating patterns. 

 

 

 

5.B  Utilizing Information About Rating Patterns 

 

i)  Interpreting Rating Pattern Classes 

The existence of latent rating structures in the data sample suggests that there exist either 

different types of customers, which would justify a differential treatment, or that raters 

have different rating styles or follow rating strategies. The latter results in a differential 

treatment of customers which should be avoided. The models introduced here do not allow 

us to untangle customer profile effects from rater effects. Rating patterns such as ‘good 

grades in management quality but poor grades in market position’ and vice versa can ei-
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ther exist because customers actually show these profiles, as in our earlier example, or be-

cause rater effects produce a distorted image of the true customer profile.  

We are not able to clearly discern credit officer effects from customer effects. However, if 

there were no rater effects but only varying customer profiles and if credit officers were 

able to recognize customer profiles correctly and transform their findings into the appro-

priate rating patterns, the classification performance should be similar across rating classes. 

If, on the other hand, rater effects worked to the effect that customers receive worse or bat-

ter ratings than appropriate, the sequence of customers based on their total score will be 

altered and classification power deteriorates. Low classification performance is a sign that 

a rating class is determined by rater effects rather than customer profiles because raters’ 

classification performance should not be influenced by customer profiles. 

Regardless of what is the source of the six classes of rating patterns, the total score may not 

be directly interpreted and customers in different rating classes must be treated separately. 

 

Class Size Default 
Rate AUC FIN CA 

1 24.1 % 0.4 % .72 4.9 4.6 

2 23.6 % 1.7 % .63 6.8 5.6 

3 19.4 % 3.6 % .63 7.0 5.9 

4 14.0 % 2.3 % .72 6.1 5.3 

5 12.3 % 2.9 % .59 7.1 5.6 

6 6.6 % 1.8 % .72 6.3 4.9 

Table 5.7:  Six classes of rating patterns. 
Class size, observed default rate and classification power (AUC) of total score within each 
class. Mean values of available partial scores FIN and CA (largest values in bold print). Based 
on total sample: 20.000 observations. 

 

Table [5.7] shows the size of the six rating pattern classes, the observed rate of default 

among the customers in each class and, as a measure of classification power, the AUC for 

the total score. Remember, within each class the Rasch Model holds and the total score 

may be interpreted. This follows from the Rasch Model’s property of local stochastic inde-

pendence127 between item responses. For our data set, this is supported by the fact that the 

                                                 

127 Refer to Appendix [A9] for an example. 
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item correlations are much lower within each one of the six latent classes than for the ini-

tial data sample (i.e. under the assumption that there exists only one latent class): 

 

Initial Sample : 
     0.22  
[0.01 , 0.75] 

FIN 
items 

CA 
items 

AN 
items 

FIN 
items 

0.41 
[0.21, 0.75] 

  

CA 
items 

0.15 
[0.01, 0.27] 

0.18 
[0.06, 0.45] 

 

AN 
items 

0.19 
[0.10, 0.27] 

0.17 
[0.07, 0.40] 

0.32 
[0.17, 0.40] 

 

Class 1: 
    0.08  
[-0.03,0.35] 

FIN 
items 

CA 
items 

AN 
items 

FIN 
items 

0.11 
[-0.02,0.35] 

  

CA 
items 

0.08 
[-0.03,0.14] 

0.06 
[-0.01,0.22] 

 

AN 
items 

0.08 
[0.01,0.17] 

0.07 
[0.00,0.18] 

0.15 
[0.07,0.24] 

 

Class 2: 
   0.09  
[-0.03,0.34] 

FIN 
items 

CA 
items 

AN 
items 

FIN 
items 

0.16 
[0.04,0.34] 

  

CA 
items 

0.08 
[0.00,0.18] 

0.06 
[-0.02,0.21] 

 

AN 
items 

0.11 
[0.00,0.17] 

0.06 
[-0.03,0.16] 

0.15 
[0.08,0.24] 

 
 

Table 5.8:  Item correlations (Spearman rank correlations)  
between item responses in initial sample (assuming existence of one latent class) and within 
(exemplary) latent classes 1 and 2. Correlations (median and [min, max]) are reported for total 
set of items and for item blocks. Correlations are lower between items in latent (sub)classes 
than in the overall sample. Splitting the initial data sample into latent classes helped to reduce 
the dependence between item responses. 

 

The labels 1-6 of the classes have no meaning, except that the classes are ordered by de-

scending size. The largest class contains 24.1% of all customers, the smallest class 6.6%. 

Customers are assigned to the class for which the probability of membership is highest. 

The observed default rate in the overall sample is 2%. The observed default rate in the rat-

ing pattern classes varies from a low 0.4% in class 1 to a high 3.6% in class 3. Unfortu-

nately, the default observations do not concentrate in one or two ‘default classes’.  

The AUC is reported as a measure of the classification power of the total score (soft partial 

score AN). The class specific classification performance varies between a high AUC = 0.72 

in class 6 and a low AUC = 0.59 in class 5. While the classification performance is satis-
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factory in classes 1, 4,  and 6, loan officers are apparently less successful in separating fu-

ture defaults from non-defaults, in class 5. 

 

6 classes: Mean Item Scores
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Figure 5.9:  Six classes of rating patterns: Item Profiles (mean item scores).  
Item scores range from 1 = good to 4 = poor. Latent Class Analysis is based on total sample of 
20.000 observations. 

 

The mean score item profiles of all classes in figure [5.9] illustrate the fact that the hetero-

geneity in the rating patterns comes predominantly from the treatment of the items in block 

RF, relative to the items in the remaining two blocks. The mean values of the items in 

blocks MP and MQ vary only between values of 1.5 and 3. The mean scores for items in 

block RF vary between values of close to 1 all the way up to 4. Taking into account that 

these values are mean values, in two classes some of the RF items receive virtually no 

other but the worst scores. 

The MRM does not provide an interpretation of the latent classes. The interpretation must 

be based on other available information. The last two columns in table [5.7] characterize 

the latent classes in terms of the mean score values customers received on the hard scores 

FIN and CA. Rating class 1 does not only show a high classification performance for soft 

score AN, the customers in this class also received the best grades in the other two non-

subjective scores, even though these were not used to identify the customer classes.  

It seems that rating patterns in class 1  are generally assigned to low risk customers. Cus-

tomers in class 5 do not only receive some of the poorest grades in the quantifiable infor-

mation scores FIN and CA, the classification power is also low. The sequence of custom-
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ers, ordered by their total score, does not reflect the sequence of customers, ordered by 

their true default risk.  

We selected two of the six classes to take a closer look and use them as examples. We se-

lected classes 1 and 5 because they show opposite responses in the RF item block. Class 5 

shows extremely high values of mean item scores. Class 1 shows the lowest mean values 

of all classes. Classification power is high in class 1 and low in class 5. The difference in 

the rating patterns between classes 1 and 5 is that, in class 1, customers readily receive 

both good and bad grades in all item blocks, while in class 5, customers easily receive 

good grades in item blocks MP and MQ and receive poor grades in item block RF.  

One hypothesis about the distorted customer sequence in class 5 is that it contains manipu-

lated credit scores. Imagine the following setting: The true PD of the customers if high, 

which is supported by low values of the partial scores based on hard information. The high 

item scores in item block RF must be reported truthfully because manipulations can be 

easily detected under revision. To keep the total score low, the score values of the remain-

ing items in blocks MP and MQ must be very low in compensation. In effect, the soft 

credit rating is ‘pulled up’. 
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Figure 5.10: Classes 1 and 5: Mean Item Scores and Item Parameter Plot.  
Top: Item Profiles (mean item scores). Bottom: Item Parameter Profiles, location parameters 
(mean threshold parameters). The higher the item location parameter, the more difficult it is to 
receive a high score (4 = poor), the lower the given scores are. For every class, the average of 
all item parameters is set to zero. Based on total sample: 20.000 observations. 
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The item parameter plots (figure [5.10], bottom) are not just an ‘inversed version’ of the 

mean item score plots (figure [5.10], top). Rather, while the analysis of item scores is 

based on absolute comparisons, the analysis of item location is based on relative compari-

sons. Often, the difficulty parameter is high (saying it is difficult to receive a high = nega-

tive score and thus easy to receive a low = positive score) and the average score given on 

this item is low = positive. However, this is not always the case. Look at items MP1 and 

MP2 in class 1, for example. Their mean scores are different, but the difficulty parameter is 

the same. Therefore, it is worthwhile to also inspect item location parameter plots.  

One may argue that the same can be said for items RF3, RF6, MP1, and MP2 in class 1, 

because their item location parameter is of the same size. However, the level of item pa-

rameters should not be directly compared between classes. The sign of the item parameters 

has no meaning either. The item parameters are normalized, i.e. the average value of all 

item parameters within one class is set to zero in the MRM. It is only the relative position 

of item parameters within each class that matters, not the absolute parameter level. Gener-

ally, ‘difficult’ items, where difficulty is determined by how many customers got a high 

score compared to other items, have high item parameters and ‘easy’ items have low item 

parameters. Their average is zero. One should not infer from the item location parameter 

plot in figure [5.10] (bottom) that item MP5 in class 1 and item RF6 in class 5 are compa-

rable in terms of the scores they received, because their (average) item location is an iden-

tical –2 . The plot of the mean score values per item reveals that these two items indeed 

receive quite different mean score values. The correct interpretation of the low item pa-

rameter values is rather that customers receive ‘high = poor’ grades on these items, com-

pared to the scores received on the other items. Yet, the absolute level of the scores re-

ceived may differ considerably between rating pattern classes. The correct interpretation of 

the item parameters of items MP1 and MP6 in class 5 is that, relative to all other items, 

item difficulty is high. Customers in this class receive only very rarely negative scores on 

these items.  
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Figure 5.11: Classes 1 and 5: Item Parameter profiles, item threshold (location) parame-
ters.  
In class 1 (top), item threshold parameters are for most items in correct sequence. in class 5 
(bottom), item threshold parameters are in reverse sequence for items in block RF. Based on 
total sample: 20.000 observations. 

 

Figure [5.11] shows all item threshold parameters in detail. In figure [5.10] (bottom), for 

every item the average of its three threshold parameters was given. Remember that a test 

person’s latent trait, i.e. a customer’s tendency to default, is measured on the same scale as 

the item parameters. The MRM infers from the data that customers with a trait level below 

threshold 1 receive a score of 1 = good on this item, customers with a trait level between 

threshold 1 and threshold 2 receive a score of 2, and so on. Customers with a trait level 

above threshold 3 receive a score of 4 = poor. Within each class, a customer’s trait level 

estimate is determined by his total score: The higher the total score, the worse the cus-

tomer’s rating, the higher the trait level. Customers with a high trait level ‘master’ even the 

most ‘difficult’ items, i.e. receive a high = poor score on items where most of the other 

customers in that group receive a low = good score. The rating scale is used consistently if 

the thresholds are in correct sequence, i.e. they do not cross and threshold 1 is the lowest. It 

is also indicated by parallel threshold profiles which vary, at most, in the distance between 

thresholds.  
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This is indeed so for most of the items in class 1, except for some minor violations. The 

image for class 5, however, suggests that the sequence of the threshold profiles and, thus, 

the use of the rating scale was reversed for the items in block RF. This reversal of the 

thresholds for the RF items in class 5 is interpreted as follows: Subjects who receive a 

comparably low total score (brought about by many low = good scores in blocks MP and 

MQ) receive high = poor scores in item block RF. Equivalently, customers who receive 

bad grades in the items on recent financials receive good grades in the items on market 

position and management quality.  

In class 5, the total score is dominated by the items in blocks MP and MQ, since with 11 

out of 18 items, they make up the majority of the total score. Since our MRM does not 

consider actual default information, it identifies those customers as good customers (by 

assigning low trait levels), who receive good grades in the majority of items. However, we 

know from the other sources of information that are available to us that the reverse is true 

(refer also to table [4.4] with information on hard partial scores FIN and CA). These facts 

support our hypothesis that rating patterns such as those in class 5 with extremely poor 

scores in block RF but many good scores in blocks MP and MP point to a manipulation of 

the score. High risk customers receive better ratings than actually appropriate. If this inver-

sion of the rating is not perfect, i.e. the worst customers in this class receive the best scores 

and vice versa, the correct sequence of the customers from ‘bad’ to ‘good’ is impaired and 

the classification power drops. Class 5 has an AUC of 0.59 which is close to an arbitrary 

sequence of defaulting and non-defaulting customers.  

The item parameter plot in figure [5.10] (bottom) suggests that items MP1 and MP6 are the 

most likely candidates for rating score manipulation because their difficulty index is very 

high, i.e. the scores actually given are always very low, the judgments are especially favor-

able. After all, our interpretation of class 5 as a pool of manipulated ratings is a hypothesis, 

albeit one that is supported by evidence outside of the latent class model. One way or the 

other, regardless of whether our hypothesis is true or not, the appearance of a rating pattern 

belonging to class 5 should ring a bell because class 5 does not only contain disproportion-

ately many defaulting customers, the classification performance in this class is of particu-

larly low quality. 

In contrast to the Facet Model that we discussed earlier but dismissed due to its extensive 

data requirements, our specification of the MRM does not take into account any rater in-

formation. The model analyzes rating patterns, regardless of who they were produced by. If 
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the existence of at least some of the rating pattern classes can be attributed not to customer 

profiles but to rater behavior, it would be interesting to know how these rating strategies 

were used by the raters. Class 5, the manipulation class, will be of particular interest. The 

main questions are: Are certain rating classes, or rating strategies, employed exclusively by 

specific loan officers or do loan officers employ multiple rating strategies? Do the rating 

patterns produced by any one loan officer all fall into class 5? Starkly speaking: Do some 

loan officers manipulate the ratings of all their customers, or is this behavior reserved for 

selected customers and occasions? 

An analysis of the use of rating patterns by the loan officers in our data sample revealed 

that, in the overwhelming majority of cases, loan officers used multiple rating strategies, 

i.e. they produced rating patterns that fall into more than one rating pattern classes. The 20 

000 ratings in our sample were produced by 1 631 loan officers. Each loan officer rated 

between 1 and 57 customers. To answer the first question: Out of the 1 631 raters, there 

were only 29 loan officers for whom we observed more than one customer rating and 

whose ratings all fell into the same rating pattern class. Rather, 774 (46%) of the loan offi-

cers produced ratings in five or even all six rating pattern classes. Thus, for active loan 

officers in our sample, it is extremely uncommon to encounter customers of only one pro-

file and/ or to use only one rating strategy. The second question deals with the use of the 

manipulation class: 980 (60%) loan officers produced at least one rating pattern in class 5. 

However, there was no loan officer with more than two customer ratings and only class 5-

rating patterns in our sample. On average, for all loan officers with 3 or more customer 

ratings, roughly 12% of these rating patterns were found in class 5. This fraction is stable 

across less active and more active loan officers, i.e. those who produced a smaller or larger 

number of customer ratings. Thus, this analysis indicated that loan officers do not usually 

produce only one type of rating pattern, e.g. a ‘same answer to all items’ or a ‘manipula-

tion’ pattern. Rather, as we would expect intuitively, rating patterns change with customers 

profiles and/ or the specific rating situation. Especially the practice of ‘rigging’ a cus-

tomer’s rating is a) not used exclusively by individual loan officers, and b) used rather in-

frequently by the vast majority of loan officers. 

Let us spend the final remarks in this section on data requirements. There is no question 

that a considerable quantity of scorecard data is needed to estimate a latent class model 

satisfactorily. This follows simply from the fact that the number of theoretically possible 

rating patterns grows to quite extreme dimensions with every item added to the scorecard 
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and/ or every additional response category added to the rating scale. Theoretically, there 

are KI ways to fill in a scorecard with I different items and K answer possibilities for every 

item. In our case, there are 418 = 68,719,476,740 , almost seventy billion, different ways to 

fill in the scorecard. In reality, available data sets are not even remotely as big. Our data set 

includes 20,000 customer ratings and ~19,050 different rating patterns. Only very few cells 

of the theoretically possible grid of rating patterns are filled with actually observed data. 

This leaves a large portion of the grid’s cells empty, thereby reducing the quality of the 

estimates. If there is no way to increase the size of the data set, an alternative way to 

counter this problem is to reduce the size of the pattern grid, i.e. the potential number of 

different rating patterns. This can be done by either reducing the number of answer alterna-

tives, e.g. by joining adjacent response categories and reducing their number to a minimum 

of two; or by reducing the number of items included in the latent class analysis. For exam-

ple, highly correlating items are redundant and can be dropped with little loss of informa-

tion. 

We examined these alternatives but decided not to reduce the pattern grid. We found the 

results of the latent class analysis surprisingly robust, even if the MRM was estimated on a 

reduced data set and tested on the remaining hold-out sample. The number of latent classes 

and the class characteristics, i.e. the general form of the rating patterns, remained intact. 

Merely the relative class sizes changed slightly. In the continuation of the analysis we will 

not fit an MRM in every run of the re-sampling procedure. The added value is expected to 

be small, compared to the additional computational efforts required. We determine the 

class membership for every observation in a single run of the MRM and continue with the 

repeated sampling procedure from there. 

How can the results from a latent class analysis be transferred to new observations? If the 

new observation arrives with a rating pattern that was already part of the earlier latent class 

analysis, it is easy: The new observation is assigned to the class that contains that rating 

pattern. If the new observation arrives with a rating pattern that was not part of the earlier 

analysis, it cannot simply be assigned to a class. One needs to determine which class re-

sembles this new rating pattern the most. This is done by calculating class membership 

probabilities for all pattern classes. Observations are assigned to the class for which the 

probability of membership is greatest. Membership probabilities can be calculated for 

every existing pattern and many new patterns. If we wish to find out the probability that a 
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certain observation belongs to class g , given that the rating pattern is xv., this is computed 

according to Bayes’ rule,: 
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We use the estimated class sizes πg from the MRM analysis. The probability of rating pat-

tern xv appearing in class g: 

 ∏=
i

viv gxPgxP )|()|(        [5.4] 

uses actual observations: The probability of observing the entire rating pattern in class g is 

calculated as the product of observing every single item response in class g, exploiting the 

fact that local stochastic independence holds for every class in the MRM. Appendix [A11] 

gives an example and provides some intuition into the computation of class membership 

probabilities. It also explains why class membership probabilities cannot be calculated for 

new patterns which are not similar to any of the patterns in the initial data set on which the 

identification of latent classes was based. To assign these patterns to a pattern class, the 

MRM needs to be refitted. Possibly, the new pattern belongs to a new latent class. Also, it 

is advisable to rerun the MRM analysis if the fraction of new observations in the data set is 

substantial. The composition of rating patterns in the sample may have changed, affecting 

class size estimates. New patterns may have emerged and old ones may have disappeared. 

 

ii)  Re-Aligning the Classes: Building a New Soft Score AN+ 

The Mixed Rasch Model, a latent class model, enables us to identify rating patterns, i.e. 

qualitative structures, in our set of scorecard data. With this information we leave the realm 

of latent trait models and return to the more conventional aspects of classification models 

and of building credit scoring systems. 

Six latent classes were identified. Now, the information from all classes will be aggregated 

so that it can be processed in an automated credit scoring system. Unfortunately, it is not 

possible to compare total scores or even trait levels across classes. However, the existence 

of a binary manifestation of the latent trait, the default indicator, allows us to standardize 

the information from all pattern classes and to bring it down to a common denominator: the 

estimated probability of default (PD). The new soft score AN+ is built in two steps: First, 
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in a re-weighting procedure, the item weights within each pattern class are adjusted. The 

predictive power of the total score is improved by adding customer default information. In 

a second step, the observations from all classes are merged. All customers are ordered by a 

single variable, their estimated PD.  

Remember, the difference in the sequence of item parameters, i.e. the difference in the item 

vectors estimated by the MRM, follows from the fact that different rating patterns exist. In 

figure [5.12], the items in classes 1 and 5 are ordered according to their mean item location 

parameters. ‘Difficult’ items are those for which customers in the respective groups re-

ceived the best grades, ‘easy’ items are those for which customers in the respective groups 

received the worst grades. While in class 1, items of all blocks alternate from ‘most diffi-

cult’ to ‘easiest’, in class 5 there is a clear sequence of items in blocks MP and MQ for 

which customers received the best grades and items in block RF for which customers re-

ceived the worst grades. 
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Figure 5.12:  Classes 1 and 5: Items, ordered by item parameters. 
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The MRM does not make use of actual default information in the production of the item 

vector estimates in figure [5.12]. From the discussion of class 5’s item parameter profiles 

(figure [5.11]) we know that, due to the ‘mechanics’ of the MRM, the meaning of the total 

score may be reversed, i.e. in some cases low scores point to high risk customers. Also, 

from the AUC column in table [5.7] we know that classification power, i.e. the quality of 

the arranging of the customers from lowest to highest PD, varies greatly from class to 

class. Therefore it would not be advisable to leave the available default information unused 

and the customer sequence within in each latent class unchanged. We will improve the 

quality of the sequence of customers within each class first, before we re-align all classes 

and customers. The re-arranging of customers within the rating pattern classes does not 

imply that the latent trait model does not hold. Rather, the re-arranging of observations, 

based on default information, functions as a ex post refinement of the loan officer’s subjec-

tive assessments.  

 

Default 
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Item Responses 

(AN+)

 

Figure 5.13:  Creating a new soft score AN+.  
For the re-weighting procedure, the results from the Mixed Rasch Model and DEF, the default 
variable, are required.  

 

The first step towards building a new soft score AN+ is re-weighting the items within each 

class, using logistic regression. As input, we use the item responses (scorecard data), the 

information about the rating pattern classes from the MRM, and the binary default indica-

tor (figure [5.13]). The MRM assumes that, within each class, customers v can be correctly 

ordered by their total score rv, which is a non-weighted sum of all item scores xvi. ‘Non-
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weighted’ means that the responses to all items have an identical weight of 1 in the total 

score: 

 ∑=
i

viv xr          [5.5] 

Before re-aligning all classes, customers will be rearranged within each class by changing 

the weights of each item from 1 to a different value, depending on how good the credit 

officers’ responses to that item predict a customer’s default state. A re-weighting proce-

dure produces class specific vectors of item weights, βg, such that the new total score Y* is 

a good indicator of the probability of default. 

For every class g of customers, a logistic regression is run using the default indicator DEF 

as dependent variable and the credit officers’ responses x to the 18 items as explanatory 

variables. To determine the vector of model parameters β, the following likelihood is 

maximized: 
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The outcome of the logistic regression are a class specific vector of item weights βg  and 

linear score Y* for every customer, i.e. the new total score AN+ based on the item weights 

determined in the logistic regression.  

ggg xY β'* =                    [5.7] 

The exact item weights βg are not presented here to preserve the confidentiality of the data. 

However, weights can be positive or negative, depending on the correlation between item 

response and a customer’s default. If an item’s scores are high for defaulting customers 

and low for non-defaulting customers, the item receives a high positive weight. If, on the 

other hand, scores are high for non-defaulting customers and vice versa, the correlation 

between item response and customer default is negative, and the weight may also be nega-

tive. For such an item, a ‘good’ grade is a bad sign. The new vectors of item weights fill 

the identified pattern classes with meaning in the following sense: A certain item response, 

e.g. ‘good management quality’ may be inconspicuous within a certain setting of surround-

ing item responses, e.g. ‘good financials’. Low scores point to low risk customers, the item 

receives a low positive weight. The same item response may be highly conspicuous in an-
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other setting of surrounding item responses, e.g. ‘bad financials’. Here, low ‘management 

quality’ scores in combination with high ‘financials’ scores may be a bad sign and point to 

a manipulation of the ratings of high risk customers. If, in this setting or class, the ‘man-

agement quality’ item receives only low = good item responses, it will receive a high posi-

tive weight that turns low = good  item responses into high = poor item responses. If, in 

this class, the ‘management quality’ item received both low and high item responses and 

the relationship between item score and default risk is actually negative, i.e. low scores 

point to high-risk and high scores to low-risk customers, the item will receive a negative 

weight, reversing the meaning of the item’s responses. 

 

Class Size Default 
Rate 

AUC(S) 
before 

AUC(AN+) 
after 

1 24.1 % 0.4 % .73 .87*** 

2 23.6 % 1.7 % .65 .71*** 

3 19.4 % 3.6 % .65 .70*** 

4 14.0 % 2.3 % .73 .74 

5 12.3 % 2.9 % .58 .69** 

6 6.6 % 1.8 % .73 .81* 

All 100% 2.0 % .72 0.78*** 

Table 5.14:  Six classes of rating patterns.  
Class size, observed default rate and classification power of the total score within each class, 
before re-weighting: AUC(S) and after re-weighting: AUC(AN+). Note that the total score S is 
the non-aggregated version of the partial score AN. Except in class 4, the differences are sig-
nificant (DeLong comparison: 1% level (***), 5% (**), 10% (*)). 

 

Table [5.14] summarizes the effects of the re-weighting procedure on the pattern classes’ 

classification power. Here we compare the classification power of the total item scores, i.e. 

the (weighted) sum of the responses to all items on the scorecard, before re-weighting (r) 

and after re-weighting (Y* = AN+). Both variables are nearly continuous. For the majority 

of classes, re-weighting did improve the ability to order defaulting and non-defaulting cus-

tomers. In class 4, assigning new item weights did not significantly improve the discrimi-

native power of the total score. Here, the total score S obviously already was a good indica-

tor of the customers’ tendency to default and did not need to be corrected by much. 

In a second step towards building a new soft score AN+, the observations from all rating 

pattern classes are merged. For every observation, the new weighted total score Yv
* can be 

transformed into an estimated probability of default PDv(Y*). It can likewise be compared 
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across pattern classes because the scores Yv
* of all observations share the same meaning. A 

value of Yv* is assigned to every rating pattern v. Two rating patterns may have the same 

total item score S, but may now have different new scores Yv
* if they belong to different 

pattern classes. The new soft partial score AN+ can be derived by either using the values of 

Yv* as such (AN+ is a continuous variable), or by segmenting the range of Yv* values 

(AN+ is a discrete variable). Here, we use AN+ as a continuous variable128. 
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Figure 5.15:  ROC: old soft partial score AN vs. new soft partial score AN+ 
The new soft score AN+ was assembled from the separate treatment of the 6 latent classes 
(Based on total sample: 20.000 observations.). 

 

After collecting the new total scores Yv
* from all scoring patterns and classes into a single 

variable, the properties of the new partial score AN+ can be examined. There is a consider-

able increase in classification performance, compared to the original soft score AN. As a 

result of the re-weighting procedure, the AUC did not only increase in every rating class, 

the AUC also increased for the new soft partial score AN+ from 0.72 to 0.78. That means, 
                                                 

128 One might argue that constructing AN+ as a continuous variable sets it at an unfair advantage over dis-
crete partial score AN because classification power might have increased simply because AN+ contains 
the same information in more detail. However, examining the difference in classification power (AUC) 
between the (nearly continuous) sum of scorecard item-scores (AUC = 0.722) and its discretized version, 
soft score AN (AUC = 0.718), showed that the difference in AUC is not significant (p = 0.082). Therefore 
we assume that  the difference in classification power between AN and AN+ does not only result from the 
fact that AN is a discrete and AN+ is a continuous variable. 
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the probability of ranking a pair of default/ non-default customers increased by six per-

centage points. Figure [5.15] shows the ROC curves for both the old soft score AN and the 

new soft score AN+. The soft partial score’s classification power increased across the en-

tire range of score values, the old score’s ROC is entirely covered by the new score’s ROC.  

 

 AUC(AN) AUC(AN+) Difference χχχχ2 value p

AUC 
(Std.dev.) 

0.72
(0.011)

0.78
(0.008)

0.06 
(0.009) 

46.51 <0.001

Table 5.16:  The increase in classification power (AUC)  
from AUC(AN) to AUC(AN+) is significant (DeLong Test: DeLong et al. [1988] and appen-
dix [A7]). 

 

The increase in classification power was achieved by using the already existing scorecard 

data more effectively. Instead of using only the margins of the available data matrix, i.e. 

the total sums of scorecard item-scores, we looked at the inside of the data matrix, at rating 

patterns. Classes of rating patterns were treated individually. The existence of default in-

formation allowed us to re-assess the information within the rating pattern classes and also 

to re-align the classes and finally arrive at a new soft partial score AN+. No additional data 

were needed. No sales or front-office processes were affected. 

  

 

iii)  Combining all partial scores: Building a New Credit Scoring Model FCA+ 

Finally, we combine the new soft partial score AN+ with the two hard partial scores FIN 

and CA to find out by how much the recognition of rating pattern information increases the 

classification power over the benchmark credit scoring model. A customer’s credit score is 

now based on the new scoring model FCA+, which uses the available hard information, 

contained in the partial scores FIN and CA, and the new soft partial score AN+ (figure 

[5.17]). 

 



Bina Lehmann: Subjective Information in Credit Scoring Systems            5. Applying a Latent Class Model – Empirical Analysis    147 

 

Default 
Indicator

(DEF)

Financial 
Partial Score

(FIN)

Behavioral 
Partial Score

(CA)

Soft 
Partial Score 

(AN)

Score Card:
Item Responses 

(AN+)

 
Figure 5.17:  The new Credit Scoring Model FCA+  
incorporates hard information (financial score FIN and behavior score CA) and soft informa-
tion (AN+), based on scorecard rating patterns. The original soft score AN in the benchmark 
model is replaced by the new soft score AN+. 

 

As in chapter 3, the two hard partial scores FIN (based on an analysis of the available an-

nual statements) and CA (based on an analysis of the customer’s management of his cur-

rent account) are combined with a soft partial score, now the new score AN+ which was 

created based on an analysis of rating patterns. The three partial scores FIN, CA, and AN+ 

are used as independent variables and the default indicator DEF as dependent variable in a 

logistic regression analysis. Its likelihood function is given in equation [5.8]: 

∏
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Again, analogously to the logistic regressions in chapter 3, we are running a repeated sam-

pling procedure and evaluate the classification performance of the enhanced scoring model 

on the respective hold-out samples. The results are presented in figure [5.18] and table 

[5.19]: 
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Figure 5.18:  ROC of models FC, FCA, FCA+. 
Left: The ROC of model FCA+ lies completely above the ROC of models FC and FCA. All 
ROC are based on hold-out sample data. Right: In all 100 runs of the re-sampling procedure, 
the AUC(FCA+) is greater than the AUC(FCA). The AUC is based on hold-out sample data. 
(Repeated sampling procedure, as described in figure [3.16]). 

 

 AUC(FCA) AUC(FCA+) Difference χχχχ2 value p

AUC 
(Std.dev.) 

0.81
(0.0095)

0.84
(0.00867)

0.03 
(0.00477) 

34.01 <0.001

Table 5.19:  DeLong test (DeLong et al. [1988]).  
The difference in AUC between scoring models FCA and FCA+ is highly significant. 

 

Partial score AN+, based on a more thorough analysis of existing scorecard data, increases 

the classification performance of the credit scoring system from an initial AUC of 0.81 to 

0.84. The increase is significant: In every run of the re-sampling procedure, the AUC is 

greater for model FCA+ than for model FCA, measured on the hold-out sample. Likewise, 

the DeLong test finds that the AUC of both models differ, i.e. that the difference 

AUC(FCA+) – AUC(FCA) is significantly greater than zero. 

The ROC of credit scoring model FCA+ lies above that of benchmark model FCA for all 

cutoff score values. The classification power is also increased in the region of high risk 

observations (figure [5.18], left, southwest corner). Remember that here the conventional 

analysis of scorecard data did not improve the classification performance of the credit scor-

ing system over that of the hard information model FC. The results of this analysis suggest 

that the lack of increased classification power was not necessarily caused by the inability 

of loan officers to separate defaulting from non-defaulting high-risk customers, but rather 

by using weak methodology to extract information from the data. Apparently, taking into 
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account the existence of different rating strategies has mitigated this issue. Table [5.14] 

shows that there are high-risk rating pattern classes with high PD rates and low-risk rating 

pattern classes with low PD rates whose classification performance is absolutely compara-

ble. This implies that loan officers utilize the scorecard differently by producing distinct 

rating patterns, depending on whether a customer is otherwise high risk or low risk, while 

having equal success in differentiating better from worse customers within the respective 

groups. 

The analysis of rating patterns instead of merely analyzing the total score improved the 

credit scoring system quantitatively, by increasing its classification power. However, there 

is also a qualitative improvement of the scoring system. Latent trait analyses, adopted from 

the field of psychometrics, provides credit officers, who are in charge of the scoring sys-

tem, with additional insights into how the scorecard is handled by loan officers out in the 

field. The methodology presented here allows credit officers for the first time to quantify 

several aspects of loan officers’ response behavior that were up to now supported by noth-

ing more than an ‘educated guess’. 

 

iv)  Excursus: Cluster Analysis 

The author was often asked whether a simple cluster analysis would not do the job just as 

well and how LCA (Latent Class Analysis) is related to cluster analysis. Actually, the term 

cluster analysis129 encompasses a whole set of algorithms and methods to group objects. In 

this excursus, we will shortly introduce the widely used k-means cluster analysis, discuss 

the connection between LCA and cluster analysis, and then check how cluster analysis 

works on our data set, compared to LCA. 

Cluster analysis, just like LCA, splits observations into groups, clusters, such that the indi-

viduals are similar within the groups and dissimilar between groups. Technically, the dis-

tance between an observation and other observations within the cluster is smaller than the 

distance to observations in other clusters. One has to select a distance measure. A great 

variety of these exists. One of the simplest and also most intuitive is the Euclidean distance 

which assumes that observations are scattered in vector space with as many dimensions as 

there are variables. In our case, the vector space has eighteen dimensions because we clus-

                                                 

129 The term was initially coined by Tryon [1939]. Introductions to cluster analysis can be found in any stan-
dard textbook on multivariate statistics, e.g. Anderson [2003]. 
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ter observations based on the responses to eighteen items on the scorecard. For two obser-

vations, i.e. vectors xv of responses xvi to scorecard items I,  x1 = (x1 1, x1 2, …, x1 18) and x2 

= (x2 1, x2 2, …, x2 18), the Euclidean distance is calculated as: 

 ∑ −=
i

ii xxxxd 2
2121 )(),(                 [5.9] 

The k-means cluster algorithm130 uses the Euclidean distance as a distance measure. It 

groups observations into as many clusters as specified by the user, the number of clusters K 

is not endogenous. Observations are grouped around the cluster center which they are 

nearest to, measured by Euclidean distance in vector space. After all observations were 

assigned to a cluster, the cluster centers are re-adjusted to lie at the mean of the K clusters 

(‘K-means’), using the least-squares criterion131. The iterative process stops, if the move-

ment of the cluster centers fall below a certain cutoff value. As a result, variability is 

minimal within clusters of observations and maximal between clusters. The means of a 

specified number of clusters are as distant from one another as possible. Every observa-

tions is assigned to one cluster. 

Compared to the k-means’ ‘hard rules’ of assigning observations to clusters, LCA performs 

something like ‘fuzzy clustering’. Also, while k-means is a deterministic version of cluster-

ing, LCA is the probabilistic one. Both methods share a number of similarities: Just like k-

means clustering, LCA is performed to assign observations to groups based on similarity. 

LCA is also exploratory. The main difference between the two methods is that the assign-

ment of observations to latent classes is not based on a deterministic distance criterion, but 

on estimated probabilities of an observation’s cluster/ class membership. The parameters 

determining class partitioning are altered until the likelihood that the observed data could 

have been produced by the specified model is maximal. An observation’s membership 

probability is determined for every class. Usually, the observation is finally assigned to the 

class for which its probability of membership is highest. However, one could also exploit 

the information about an observation’s ambiguous membership properties. 

We ran the k-means clustering analysis on our set of credit scorecard data. Since there is no 

established and undisputed way of selecting the correct number of clusters, and to allow 

                                                 

130 MacQueen [1967], Hartigan [1975], Hartigan and Wong [1978] 
131 Least sum of squared distances between cluster observations and cluster means. 
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for better comparison with our MRM specification, we chose to cluster our data into 6 

groups: 
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Figure 5.20:  k-means clustering results.  
(left) 6 clusters (mean item scores), (right) 2 clusters (mean item scores). 

 

The six clusters have relative sizes between 1.2% (cluster 1) and 26.8% (cluster 4) of the 

data sample. Figure [5.20 (left)] shows plots of the mean item scores for all six clusters. 

This set of graphs looks different from the one we received from the Mixed Rasch Model 

earlier. While for the MRM the pattern classes’ graphs varied considerably for item block 

FC, they were very similar for item blocks MP and MQ. Here, the graphs vary across the 

entire set of items. In figure [5.20 (right)] we singled out two clusters’ graphs to increase 

the visibility of the difference between LCA classes and k-means clusters: The LCA pat-

tern classes’ graphs differed in their shape. The clusters differ in their level, while their 

shape remains more or less similar. In LCA, patterns of equal shape but differing level 

would be assigned to the same latent class. The different levels would then show in the 

total score which is meaningful within latent classes of the Mixed Rasch Model. While the 

MRM separates rating patterns according to their qualitative differences, k-means cluster-

ing separates rating patterns according to their quantitative differences. 

From the visual representation of clusters or latent pattern classes, we cannot tell which 

grouping of observations is more successful in terms of classification power. Both methods 

will increase classification power because they represent more complex model specifica-

tions, compared to the benchmark model where all rating patterns are treated as one group. 

The grouping of rating patterns, using a latent class model, and the subsequent group-

specific treatment of observations increased classification power to an AUC of 0.84 from 
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an AUC of 0.81 for the benchmark scoring model FCA which uses hard and (non-grouped) 

soft information. Repeating the same procedure, but using for the grouping of observations 

the six-cluster k-means algorithm, increases the classification power to an AUC of 0.82.  

The classification performance of the model FCA+ which uses the MRM to group rating 

patterns surpasses that of a model which uses a clustering algorithm significantly132. There-

fore, an empirical analysis on our data sample suggests that the structuring of rating pattern 

data by a latent class model which brings out qualitative structures in the rating data should 

be preferred over the clustering algorithm which brings out the quantitative differences in 

credit rating data 

 

 

 

5.C  Assessing Profitability Increases From Choosing More  

Powerful Credit Scoring Models 

 

In the previous sections of this chapter, we looked at several approaches to improve the 

classification power of credit scoring models. We analyzed the effects of adding soft in-

formation from subjective assessments of loan officers to a credit scoring model that ini-

tially used only hard information from a customer' financials or account behavior. We also 

found that it is beneficial to analyze rating patterns in scorecard data. Figure [5.21] com-

pares the various models in terms of their classification power (AUC) and, based on our 

data set, points out the increases in AUC we found when switching from a more conven-

tional to a more sophisticated model. In this section, we will deal with the following ques-

tions: Why is it actually desirable to use a more powerful scoring model? Is it possible to 

measure and subsequently quantify gains from investing into a more powerful scoring 

model? 

 

                                                 

132 DeLong test: p < 0.01 
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Figure 5.21: Increases in Classification Power (AUC).  
(Left) Moving from soft score AN to AN+. (Right) Moving from credit scoring model FC (us-
ing only hard information) to models FCA and FCA+ (using hard and soft information)133. 

 

Apart from regulatory pressures and considerations of pure risk, a more powerful model is 

only desirable if it also increases profitability. From a business perspective, it is only worth 

improving a scoring model if the resulting revenues are greater than the associated costs. 

Does improving its scoring models lend a financial institution the competitive edge?  

The costs accompanying the improvement of a credit scoring model by adding classifica-

tion power depend on a bank’s existing credit scoring model and its model building re-

sources. Therefore, the costs of improving a scoring model will vary from institution to 

institution. At this stage, we can only offer insights into the benefits of improving a scoring 

system.  

In the following model setting, we will first introduce the general idea and mechanics of 

why additional basis points of classification power have economic value. In a second step, 

we will quantify the gains from introducing an advanced credit scoring model such as 

FCA+. 

 

 

                                                 

133 The increase in AUC from model FC to model FCA which uses subjective information the conventional 
way is similar to the 25bp increase in classification power due to soft information reported by Jansen 
[2001]. 
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Figure 5.22: The classification power of a credit scoring model can be improved by  
increasing the separation of customer sub-populations.  

 

The classification power of a scoring system is increased by differentiating better between 

the sub-populations of defaulting and non-defaulting customers. In figure [5.22], this is 

illustrated as a greater separation of the two sub-populations’ densities and can be achieved 

by using a more powerful statistical technique or by incorporating additional customer in-

formation into the credit scoring model.  

In the following, we will assume a banks uses a cutoff-based approach to lending. The ra-

tionale of this approach is the following: A bank assigns its customers to risk buckets, 

based on their credit score. Ideally, the lower buckets contain many non-defaulting and 

only very few defaulting customers. Gradually, with growing score values, the percentage 

of defaulting customers rises and eventually, the higher risk buckets will contain more de-

faulting than non-defaulting customers. The bank will not lend to customers who were as-

signed a score beyond a certain critical value. This critical cutoff is determined by profit-

ability considerations (figure [5.23]): To expand business with non-defaulting customers, 

the bank must be ready to bear the credit losses produced by the defaulting customers in 

the same risk bucket, because it cannot distinguish the two types of customers from one 

another within one risk bucket. In the lower buckets, interest revenue from the non-

defaulting customers will be high and clearly overcompensate credit losses from the de-

faulting customers. With every additional risk bucket accepted into the bank’s portfolio, 

the relationship between revenues and losses from an additional risk bucket will deteriorate 

until the point is reached where losses outgrow revenues. Now, it is no longer reasonable 
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for a bank to lend to the customers in the next risk bucket, the critical score value is 

reached.  
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Figure 5.23: The optimal cutoff  
is determined by a tradeoff between the benefits of and the costs from lending to an additional 
customer. With an increasing number of customers admitted to the loan portfolio, benefits 
from lending will rise, but costs will also rise. The net profit from lending (benefits minus 
costs) rises from zero, reaches a maximum (here, for model FCA+ at 74% of the original data 
sample) and will drop to zero if the entire original data sample is booked (using the assump-
tions in our simulation).  

 

If the classification power of the scoring model is improved by increasing the separation 

between the two sub-populations of defaulting and non-defaulting customers, the bank will 

benefit from having to admit a smaller number of defaulting customers while admitting the 

same total number of customers as before. Every bucket of predominantly low risk cus-

tomers will contain less defaulting customers and every (rejected) bucket of predominantly 

high risk customers will contain less non-defaulting customers. Revenues from the admit-

ted risk buckets will be higher and losses will be lower. If the number of risk buckets or 

score values is high, the bank will be able to set the cutoff point with greater precision. 

With a low number of risk buckets, credit decisioning is rather coarse and missing the cost-

optimal cutoff is likely. 

In our analysis, we looked at three credit scoring models: model FC, using only quantita-

tive information such as financial data and current account data; FCA, using also qualita-

tive information but in a conventional way; and FCA+, using qualitative information in a 

more sophisticated way. Accordingly, the classification power rose with the input of addi-

tional information and the use of more advanced statistical data analysis techniques from 

an AUC(FC) of 0.79 to an AUC(FCA+) of 0.84. 
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For these three credit scoring models, we examined the effect of an increase in classifica-

tion power on the profitability of the portfolio in a cutoff-based lending setting. It was 

shown before that the optimal cutoff value, i.e. the cutoff at which the absolute profits from 

lending are greatest, depends on two things: the likelihood ratio (LR) which is determined 

by the classification performance of the underlying scoring model, and the ratio between 

costs from lending to defaulting customers and the revenue from lending to non-defaulting 

customers. In our case, the LR is determined by the classification performance of the three 

scoring models FC, FCA, and FCA+. However, we had to make assumptions about the 

ratio of costs to benefits from lending. Since it depends strongly on a bank’s individual 

cost and revenue structures, there is no objectively correct value. We assume a cost-to-

revenue ratio of 49134. 

 

 No Cutoff FC FCA FCA+
     

Customers accepted: # (%) 20,000 (100%) 15,065 (75%) 15,129 (76%) 15,162 (76%)

Defaulters: # (%) 400 (100%) 134 (34%) 119 (30%) 95 (24%)

Non-Defaulters: # (%) 19,600 (100%) 14,931 (76%) 15,010 (77%) 15,067 (77%)

Default Rate 2% 0.89% 0.79 % 0.63%
     

Profit Margin 0 bp 68 bp 75 bp 78 bp

AUC 0.50 0.79 0.81 0.84

Table 5.24: Results of the cutoff-based lending strategies  
using scoring models FC, FCA, or FCA+ in a non-competitive, stand-alone, market environ-
ment. The no-cutoff model is added as a default model for comparison. Data: 20,000 custom-
ers (SME data set). Assumption: Loans of equal size. 

 

Table [5.24] summarizes the effects of a cutoff-based lending strategy on the hypothetical 

loan portfolio of a bank if it used, in a non-competitive market environment, one of the 

three alternative credit scoring models with varying classification power: FC, FCA, or 

FCA+. If the bank used no scoring model at all and would accept all customers in our data 

sample in its loan portfolio, it would experience a default rate of 2% and a profit margin, 

i.e. Euros earned per Euro lent, of 0%. In this model, customers are assigned to a single 

risk bucket. No classification is done, the scoring model has no discriminative power 

(AUC = 0.50). Of the three models with classification power, model FC is the weakest 

                                                 

134 A cost-to-revenue ratio of 49 is the ratio that yields a profit margin of zero if the bank would lend to every 
customer in our data set, loss given default was 50%, and if other cost components, such as costs of capi-
tal, were negligible. 
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(AUC = 0.79), model FCA is stronger (AUC = 0.81), and model FCA+  (AUC = 0.84) is 

the most powerful of the three. Table [5.1] shows that, if the bank moves from a less pow-

erful to a more powerful scoring model, it will select less and less defaulting customers and 

at the same time more and more non-defaulting customers. The default rate of the loan 

portfolio drops accordingly and, most important of all, the profit margin increases.  

Stein [2003] conducted a similar profitability analysis for cutoff-based lending, using also 

a genuine data sample and found, though cautioning the reader about generalizing the re-

sults, an increase in profit margin of about 1 basis point (bp) if the AR of the scoring 

model increases by 1 bp. Recalling the relationship between AR and AUC (equation [3.6]), 

this would translate into a 2 bp increase in profit margin per 1 bp increase in AUC. 

In our example, if a bank moved from not using a scoring model at all to the most basic 

model FC, it would experience a 0.68 / 0.29 = 2.3 bp increase in profit margin per bp in-

crease in AUC. If a bank moved from using only quantitative information (FC) to using 

also qualitative information (FCA), this ratio would be 3.5. If a bank moved from the con-

ventional use of subjective information (FCA) to a more sophisticated model (FCA+), the 

ratio would be 1. Acknowledging that there is no linear relationship between an increase in 

classification power and a resulting increase in profitability, we find our results in the same 

order of magnitude as Stein [2003].   

 

 

 

5.D    Chapter Summary and Discussion 

 

It is widely claimed that the use of subjective information in credit scoring systems creates 

challenges, because this type of information is produced in decentralized locations, and 

loan officer’s subjective assessments of loan applicants are inconsistent. The loan officers’ 

subjective assessments are recorded using a credit scorecard which contains a set of items 

and a rating scale. Loan officers are asked to assess a customer’s soft characteristics by 

responding to all items on the standardized scorecard. Numbers are assigned to the re-

sponse categories of the rating scale, thereby translating the loan officer’s verbal assess-

ments into numeric values. The conventional way of using subjective information in auto-
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mated credit scoring systems was to use the total score, the sum of all item scores, as an 

indicator of the customer’s default risk. By doing this, a lot of information contained in the 

scorecard data is left unused, because only the margins of the available data matrix are 

used. Our approach is to make better use of these data by analyzing the inside of the data 

matrix, including rating patterns. 

The ratings of two loan officers are inconsistent if a customer receives different credit rat-

ings from different loan officers. We introduce methods to mitigate the effects of two types 

of rater disagreement: Quantitative rater disagreement pertains to the levels of loan offi-

cer’s ratings, i.e. raters give generally higher or lower grades, are generally more or less 

lenient. Qualitative rater disagreement is caused not by different ways of using the rating 

scale, but by different ways of interpreting and using the entire scorecard. Varying prefer-

ences, raters’ varying item-specific degrees of leniency or manipulation of a customer’s 

credit rating produce qualitative structures in the data which can be identified as different 

rating patterns. 

There are two solutions to the problem of quantitative rater disagreement. The ex ante (be-

fore the data are collected) treatment of the problem of quantitative rater disagreement in-

volves anchoring the rating scale, i.e. attaching clear definitions to the rating categories, 

maybe sample customer profiles. In practice, handbooks and procedures are supposed to 

mitigate the problem. However, it usually remains to some extent. Subjective information 

is inherently non-standard and highly individual. It is doubtful that it is possible to define 

sample customer profiles for every item and every rating category such that raters would 

be able to fit every customer into this system of anchors. Think of the item ‘management 

quality’, for example. What would be a sample profile for category 1=good ? Academic 

education? Industry experience? Proven success? The assessment of this single item re-

quires the rater to assess and weight a whole range of aspects and also to include informa-

tion that is relevant but that the creators of the scorecard did not even think of. 

In this chapter, we introduced several methods to (ex post) treat rater disagreement in loan 

scoring environments to increase the classification power of the resulting soft information 

score used in a loan decisioning process. The methods all involve rearranging the sequence 

of loan customers from lowest to highest perceived default probability. Initially, this se-

quence is based on a customer’s total scorecard score. All models follow the same basic 

procedure illustrated in figure [5.25]:  
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Figure 5.25: Latent Trait models increase the classification power of credit scoring sys-
tems by rearranging the customer sequence.  
Boxes [1] to [12] indicate loan customers, future defaulters (dark) and non-defaulters (white). 

 

In a first step, the models use rater information (Facet Model) or rating pattern informa-

tion (Latent Class Model) to break up the customer population and sort customers into 

sub-groups. In a second step, these customer classes are evaluated and rearranged, based 

on the observed default rate within each class: Customer classes with high default rates 

move to the end of the new sequence, customer classes with small default rates move up 

the sequence. In a third step, the groups are merged, thus rearranging the initial sequence 

of customers. The better the new sequence separates future defaulting customers from 

non-defaulting customers, the greater the increase in classification power. 

If the loan officers’ ratings differ only by their level, it is possible to calculate a leniency or 

severity factor for every rater, using the so-called Multi-Facet model. All ratings of a par-

ticular rater are corrected by his personal severity factor and leave all ratings comparable. 

We demonstrated in a small example, based on the empirical judgments of three selected 

loan officers, how the model works and that the approach increases classification power. 

However, this solution requires sufficient data for every rater and a crossed test design 
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which is usually not available in credit scoring applications. It does not even appear suffi-

cient to have all raters assess sample customers once in a while. In essence, there are meth-

ods to measure and correct quantitative rater disagreement. However, sufficient data sets 

are required. If a data matrix with overlapping sections is not available from the regular 

credit scoring process, implementation of the method produces (prohibitively) high costs. 

The problem of qualitative rater disagreement is approached by identifying latent struc-

tures, rating patterns, in the scorecard data. We used the Mixed Rasch Model to determine 

whether our data set of scorecard data contains latent classes. If there exists more than one 

latent rating class in the data, this has an important implication: The total score can no 

longer be used as an indicator of the latent trait ‘default risk’. Different rating patterns, 

even though they might result in the same total score, have different meaning. The ratings 

of customers in different rating pattern classes differ qualitatively and need to be treated 

separately. It is not possible to determine whether the rating patterns are caused by rater 

effects, indicating ‘rating strategies’, or whether they represent different customer profiles. 

However, since additional information is available, the hard facts scores and the default 

indicator, an interpretation of the rating classes is possible to some extent.  

The empirical analysis showed that there are six different rating patterns in the set of 

scorecard data. They can be characterized by their patterns of item responses, the level of 

the other ‘hard facts’ partial scores, the observed default rates and the classification power 

of the total score, which can be interpreted within classes but not across classes. 

Rating class 5 following from the Mixed Rasch Model stands out because the item re-

sponses show a characteristic pattern: poor current financial situation but good manage-

ment quality and market position, default rates are high and classification power is low. 

We hypothesize that this rating pattern class captures attempts to manipulate customers’ 

credit ratings. From discussions with several banks’ risk managers in charge of credit scor-

ing systems the author learned that they are quite frequently aware  of the fact that ratings 

may be manipulated. Not the least owed to the fact that the setup of incentives schemes 

invites credit officers to do so. In an otherwise automated credit scoring system, the as-

sessment of soft customer characteristic is the only step that involves human input. It is the 

raters’ only lever to influence the customer’s score. Risk managers see inconsistencies in 

the scoring data, for instance un-explicably good grades on certain items or typical unreal-

istic rating patterns. From their own experience in the field, or from talks to loan officers, 

they even have a feeling as to which items are habitually used to pull up the rating. The 
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problem so far was that, apart from a ‘feeling’, they were not able to quantify their guesses. 

Latent class models and the inspection of item parameter plots now provide them with a 

powerful tool to quantify and visualize rater behavior. 

After determining class-specific vectors of item weights, a new soft score AN+, based on 

the information included in rating patterns, was computed for every observation. The exis-

tence of the default indicator DEF, a binary manifestation of the latent trait, allowed us to 

merge the information from all latent classes, which is usually not possible in psychometric 

or sociometric applications of the methodology. Replacing the old soft score, which only 

used the information from total scores, with the new score improved the classification 

power of the benchmark credit scoring model significantly from an AUC of  0.81 to 0.84.  

The very valid question may arise why we do not simply use the more conventional cluster 

analysis to split up the rating patterns in our data sample into sub-groups which can then be 

treated individually. We decided to test both methods of creating sub-groups of rating pat-

terns and determine which one performs better in terms of increasing classification per-

formance. Our analysis using a clustering technique to create 6 sub-groups of rating pat-

terns yielded a significantly lower increase in classification performance compared to the 

latent class Mixed  Rasch Model. 

In the last section of this chapter, we discussed the effects of increases in classification 

power on the profitability of a loan portfolio, i.e. the economic value of increasing a credit 

scoring model’s classification power, measured in profit margin per AUC basis point. We 

saw that, in principle, a scoring model’s classification power can be increased by increas-

ing the ability of the underlying statistical model to differentiate between defaulting and 

non-defaulting customers. The latter can be achieved by using a different statistical tech-

nique, by adding additional information, or by making better use of existing information. 

In our case, switching from model FC, using only hard information, to model FCA, using 

both hard and soft information, means using additional information. Switching from model 

FCA, ignoring rating patterns in the soft portion of the information, to model FCA+, ex-

tracting information from rating patterns, means making better use of existing scorecard 

data. 

We saw that revenues increase if a bank uses a credit scoring model with greater classifica-

tion power. Our analysis based on our set of credit scoring data showed that, under a cutoff 

based lending approach, a bank experiences an increase in profit margin by ~2 bp if it in-

creases the classification power of its scoring system by 1 bp in AUC. This leaves our re-
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sults well in the order of magnitude of Stein’s [2003] who found increases in profit margin 

of 2 bp for the cutoff-based lending approach. Our findings show that, by increasing the 

classification power of its credit scoring system, a bank does not only fulfill regulatory or 

other external requirements, but it will also enjoy considerable improvements in the profit-

ability of its loan business. 



Bina Lehmann: Making Use of Subjective Information in Credit Scoring Systems                   6. Summary and Conclusions              163 

 

 

6  Summary and Conclusions 
 

 

 

The discussion about banks’ screening and monitoring systems centers around the issue of 

informational asymmetries between borrowers and lenders. Leland and Pyle [1977] and 

Diamond [1984] base the existence of financial intermediaries such as banks on their abil-

ity to reduce this conflict. By conducting costly screening and monitoring activities, banks 

bridge the information gap to some extent, thereby collecting private information about 

the borrower which would not be available to lenders in direct capital market transactions. 

By using their private information, banks are able to improve the quality of their default 

forecast systems beyond that of the capital market, thus reducing uncertainty about the 

borrowers’ projects’ outcomes. This enables them to better differentiate between borrow-

ers of different quality and, subsequently, to price credits in a more efficient way. There-

fore, banks have an incentive to acquire the competitive edge by developing credit scoring 

systems of high quality. 

Banks have been using internal credit scoring systems to assess the creditworthiness of 

borrowers in one way or another not only since bank internal credit scoring systems re-

ceived closer attention in the discussion of the new capital requirements under Basel II. 

Manually collected, intangible information and rare characteristics would be inaccessible 

to empirical systems without human judgment. However, compared to automated credit 

scoring systems, the earlier judgmental systems operate at low speed and high costs. 

Since a bank’s objective is to create a credit scoring system with high classification 

power, it was the objective of this study to find out whether a credit scoring system’s fore-

cast quality is improved by using loan officers’ subjective assessments of potential bor-

rowers. If the soft facts contain additional information about borrowers, the power of a 

scoring system based on only hard facts such as financial data and account management 

behavior should be improved by using them. However, it is usually not easy to produce 

empirically useful variables from sources of otherwise intangible information about the 

customer, such as written notes, verbal opinions or even scorecards. The resulting data 

often contain inconsistencies because the individual raters’ opinions cannot be compared 
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to each other as long as they don’t assess the same customer (how good is “good”?), or 

because a lender’s credit granting process produces incentives for the loan officer to ma-

nipulate the rating in favor of a longtime customer. Taking account of these inconsisten-

cies in the data is therefore a prime challenge  for every creator of a credit scoring system 

that uses subjective information.  

The literature has so far recognized the problems involved with using subjective informa-

tion in automated credit scoring systems but offered no solution how to treat them. Exten-

sive research was conducted to compare different scoring or classification methods. This 

research was usually based on publicly available information such as insolvencies and 

financial ratios from annual reports. Comparably little research is available on the role of 

soft facts, i.e. loan officers’ subjective evaluations of customers’ non-quantifiable charac-

teristics, in internal credit scoring systems. The reason is that loan officers’ subjective 

judgments are private information which is produced and used inside banks. Hardly any 

data were available for research. This study uses a unique data set, an extensive sample of 

20 000 SME loan decisioning data, provided by a German commercial bank. 

It is the objective of this study to identify and take into account rater-effects in the process 

of creating subjective information. We find that the available data on soft facts which exist 

in the form of credit scorecard data are usually put to inefficient use. Instead of consider-

ing only scorecards’ total scores, the rating patterns hidden inside the data matrix contain 

additional valuable information. Moreover, it is shown that, for our data set, the total score 

is an invalid indicator of a customer’s risk to default. We apply Latent Trait and Latent 

Class Models known from psychometrics to extract this information.  

In a first step in chapter 3, we asked whether soft facts, i.e. the subjective judgments of 

loan officers, used and analyzed in the conventional way, i.e. by only considering the sum 

of scores of all scorecard items, considerably improve the forecast quality of credit scoring 

systems which are otherwise solely based on hard facts such as financial ratios. Two mod-

els, one based on hard facts (financial ratios and current account data), the other addition-

ally including soft facts (management quality, bank-customer relationship etc.) were com-

pared. We used logistic regression to generate estimates of customers’ probability of de-

fault.  

To assess the alternative scoring models’ performances, ROC (Receiver Operating Charac-

teristic curve)-based performance measures and the inspection of ROC were found to be 

the most useful criteria. ROC inspection allows us to compare models in a more compre-
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hensive way, adding information to the common inspection of numerical criteria. We use 

the AUC (Area Under the [ROC] Curve) criterion as a measure of classification perform-

ance. It gives us the probability with which a scoring model correctly identifies the default-

ing customer in a randomly selected pair of defaulting and non-defaulting customers. The 

trivial model, i.e. selecting the defaulting customer randomly, has an AUC of 0.5. The 

higher the AUC the better. 

In accordance with earlier observations135 it turned out that including subjective informa-

tion significantly increases a credit scoring model’s classification performance from 0.79 

for the model using only hard facts such as financials and account behavior to 0.81 for the 

model using hard and soft facts. Using non-parametric tests we were able to prove that the 

difference in AUC is statistically significant. The size of the data sample allowed us to 

draw statistically valid conclusions.  

In a second step in chapters 4 and 5, we discussed the question whether it is possible to 

improve the forecast quality of soft or subjective information in credit scoring systems by 

using information about the rating patterns contained in scorecard data. The objective was 

to find methods that would allow lenders to extract more information from already existing 

sets of soft data. Instead of using only total scores, the entire data matrix of scorecard data 

is analyzed. Subjective information, the ‘gut feeling’, on various aspects such as manage-

ment quality or strategic planning is usually collected by asking loan officers to fill in a 

credit scorecard. To ensure comparability, the items are always identical, as is the rating 

scale. However, depending on previous experience, personal priorities and incentive struc-

tures, loan officers tend to interpret the questions and, thus, use the scorecard, in different 

ways. This leads to inconsistent credit scores: The same customer receives a different rat-

ing, depending what loan officer she talked to.  

In chapter 4, we introduced latent trait models that are traditionally used in psychometrics 

and sociology to identify observable, i.e. latent, personality traits in test persons, because 

there exists a host of experience on the analysis and interpretation of scorecard data. We 

discussed alternative models to treat quantitative (score level based) and qualitative (score 

pattern based) rater disagreement. The Facet Model allows to correct total scores, depend-

ing on whether the rater is known as to be rather lenient or severe in assessing a customer’s 

characteristics. Ideally, each loan officer’s degree of severity is determined by directly 

                                                 

135 Hesselmann [1995], Jansen [2001], Grunert [2005] 
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comparing her scores to other raters’ scores given to the same customer. In our credit scor-

ing context, a customer is not normally assessed by more than one loan officer. Also, this 

model would require calculating a correction factor for every loan officer, which is not 

feasible, either because of data restrictions or costs. The Mixed Rasch Model, an LCA (la-

tent class analysis) model, treats pattern based rater disagreement. It searches for classes of 

rating patterns in the scorecard data such that the item responses are independent from each 

other and that the total score within each pattern class is undistorted, i.e. it contains all the 

information from the customer’s scorecard and can be used to sort the customers according 

to their latent trait, the risk to default. The identification of pattern classes is not based on 

rater or default information. Other available information on raters and customers, e.g. hard 

facts, can be used to interpret pattern classes. The Mixed Rasch Model is an attractive tool 

to identify latent structures in the scorecard data matrix that have not been used so far. 

Within the credit scoring process, an individual treatment of the resulting latent score pat-

tern classes promises to improve the classification power of the soft data score.  

In the empirical analysis in chapter 5, we applied the Mixed Rasch Model to analyze the 

SME scorecard data and find that the pattern responses in the overall data sample correlate 

highly. This is a signal that the total score is not a valid indicator of the probability of de-

fault. If the total score is used as a variable representing the soft information in the credit 

scoring model, it will show poor discriminatory power, which is often complained about 

by banks. A Mixed Rasch Model with 6 latent pattern classes fits the observed data in our 

sample best. Within each pattern class, the item responses are supposed to be independent 

from each other. This is supported by the fact that the correlation between pattern re-

sponses is much lower within the identified classes than within the overall data sample. 

If each observed rating pattern is assigned to the pattern class with the highest membership 

probability, the set of observations is split into disjunct subsets of pattern classes. Each 

pattern class is characterized by a typical average rating pattern, the measured rate of de-

fault for all the observations in this class, the other available hard facts and rater informa-

tion, and the power to discriminate defaulting from non-defaulting customers based the 

total score. Pattern class 5 attracts the attention because its rating pattern suggests a very 

unusual customer profile: weak recent financials and market position but strong manage-

ment quality. At the same time, the default rate is high in this class and the classification 

power very low  with an AUC of 0.59 which is only slightly better than guessing. The 

characteristics of this pattern class are indicative of manipulated customer ratings. A 
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deeper analysis of the item responses allows us to even identify the questions on the score-

card which deviate most strongly from inconspicuous  response behavior and are appar-

ently the preferred ways to rig the rating. The questions themselves are some of the most 

soft questions on the entire scorecard, i.e. an ex post validation of the answers is difficult to 

impossible, scrutiny during review highly unlikely. The shape of the rating patterns in the 

‘manipulation’ class and the identified questions confirmed the credit officers’ expecta-

tions. However, so far they had not been able to prove and quantify their impressions. An 

analysis of the usage of the manipulation class among loan officers showed that it is used 

rather infrequently, in about 12% of the ratings, and not exclusively by any of the individ-

ual loan officers. 

If the information about the existence of latent pattern classes is utilized, i.e. the entire data 

matrix is analyzed using the Mixed Rasch Model, the discriminatory power of the soft facts 

can be considerably increased to an AUC of 0.78, compared to an AUC of 0.72 for the 

conventional soft score that extracts information from scorecard data by using the total 

score. Loan officers apparently apply different rating strategies, resulting in six latent 

classes of rating patterns. The Mixed Rasch Model splits up the observed rating patterns 

such that within each subgroup of rating patterns, either the customer type and/or the re-

sponse behavior of the loan officers is the same, there are no redundant items, and the 

scorecard total scores can be compared. 

Because latent trait models were initially developed and applied in settings where the latent 

trait is entirely unobservable, such as intelligence or personality testing, they do not pro-

vide for the use of manifestations of the latent trait variable, as is the default indicator in 

our credit scoring application. However, the default information, which is in essence a bi-

nary manifestation of the latent trait, allows us to rearrange the sequence of the observa-

tions within each class of rating patterns, and also to realign the classes based on one basic 

measure, namely the probability of default. This takes the methodology one step beyond 

the scope of psychometric applications. By identifying individual item weights for each 

pattern class and realigning the classes based on the available default information, a new 

soft score was created. The classification power of the credit scoring model including hard 

facts and the new soft score increased to an AUC of 0.84 from an AUC of 0.81 for the 

benchmark model in chapter 3. 

By using methods from psychometrics on scorecard data, the quality of a credit scoring 

system can ex post be considerably improved, at reasonable costs. The methods described 
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here can be applied without the need for additional information. Only, the available infor-

mation is used more efficiently. Applying the Mixed Rasch Model, a very limited number 

of rating strategies is identified. Weighting schemes or correcting factors do not need to be 

calculated for every loan officer, but only for each of the few rating strategies, which is 

feasible in practice. Front end applications or credit scoring practices remain unaffected, 

changes are only made to the credit scoring engines. The models need to be frequently 

monitored and recalibrated. Aside from the mere increase in classification performance, 

the results yield valuable insights into the day-to-day use of credit scorecards. Problematic 

items which trigger adverse behavior in scorecard users can be identified and reformulated 

or eliminated from the questionnaire. Certain evasion strategies of loan officers, e.g. the 

pulling up of ratings can be identified and counteracted if desired. The methods increase 

the comparability and, thus, the fairness and objectivity of credit scores which contributes 

to fulfilling the regulatory demand for objectifying bank internal credit scores. 

More work needs to be done on the interpretation of the latent rating pattern classes or 

rating strategies to increase the transparency of the method. A number of variables which 

would support this quest are unfortunately not available to us. 

The decision whether and, if so, how much to invest into the enhancements of credit scor-

ing systems is always based on a tradeoff between costs and rewards. The ‘costs’ side in-

volves costs of developing, implementing and maintaining a new credit scoring system. 

Costs will be especially high if the implementation is intricate, if it involves IT systems, 

altering front end processes, training (and especially convincing) staff. However, if main-

tenance costs are not higher than those of the previous credit scoring system, costs are es-

sentially one-timers. The benefits from advancing a credit scoring system depend on the 

absolute size of the increase in AUC, our analysis indicated an increase in profit margin of 

roughly 2 basis points per basis point increase in AUC, and the size of the loan portfolio. 

The larger the loan portfolio, the earlier an investment in credit scoring systems will pay 

off, because its effect on profit margin will be evident with every Euro lent. Since the costs 

of developing and implementing a new credit scoring system are highly individual, we 

cannot give a clear yes or no answer as to whether it is worth the while in every case. We 

still hope that, with this study, we have empowered lenders to make more efficient use of 

subjective information in their credit scoring models. 
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7  Appendix 
 

A.1  Classification - A Decision Theory Approach136 

 

The objective is to find a scoring rule S(x)  which minimizes the costs of misclassification 

for a risk-neutral bank using a two-bucket credit scoring system. The population  A  of sub-

jects under consideration is split into two disjoint classes: good risks  A0  and bad risks  A1 

= A\A0. For every subject a vector  X´= (X1, X2, …, Xp)  of variables is observed that con-

tains all the information that is relevant for classification. Let  R  be the sample space of  X.  

R   contains the set of all possible combinations of outcomes of the variables  X1, …, Xp  in  

X. The scoring rule  S(x)  splits  R  into two subsets  R0   and  R1 = R\R0  such that new sub-

jects will be assigned to class  A1   (bad risks) or class  A0  (good risks), depending on 

whether their observed information set  x´ = (x1, …, xp)  is contained in  R1  or in  R0.  The 

scoring rule works perfectly if all subjects with information sets  x ∈  R1  are observed de-

faulters, i.e. belong to the group of bad risks (A1) and if all customers with information sets  

x ∈  R0  are observed non-defaulters and belong to the group of good risks (A0). 
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Figure A1.1: Group density functions for unidimensional  X.  
All observations  x ∈  R0  are assigned to class  A0  (good risks), all observations  x ∈  R1  are as-
signed to class  A1  (bad risks). 

 

                                                 

136 Extending on the comments in Anderson [2003], ch. 6. 
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Usually it is not possible to find a perfect scoring rule using historical data. In this case the 

group density functions  f0(x)  and  f1(x)  overlap and classification errors will occur (Figure 

[A1.1]). There are two types of classification errors: An alpha error  Eα  occurs whenever a 

subject truly belonging to class  A1  (bad risks) is falsely assigned to class  A0  (good risks). 

The costs associated with  Eα  shall be  C(0|1) . A beta error  Eβ  occurs whenever a subject 

truly belonging to class  A0  is falsely assigned to class  A1 . The costs associated with  Eβ  

shall be  C(1|0). The conditional probabilities of these errors are 

∫
∈

==
0Rx

1 dx)x(f)1|0(P)E(P α  and ∫
∈

==
1Rx

0 dx)x(f)0|1(P)E(P β . [A1.1] 

The a priori group probabilities, i.e. the fractions of defaulters and non defaulters in the 

customer population, are 

)( 11 APp =   and  )( 00 APp = .    [A1.2] 

The probability of misclassification, also called error rate (ER), is a weighted average of 

the groups’ error rates: 

)0|1(Pp)1|0(Pp)EE(PER 01 +=∨= βα .         [A1.3] 

 

Example: Error Rate 

A scoring function imperfectly assigned a number of individuals to classes A0 and A1 . 

The result of the classification procedure are summarized in a contingency table (table 

[A1.2]): 

  Observation  

  A1 A0  

R1 10 5 15 
Prediction 

R0 5 25 30 

  15 30 45 

Table A1.2: Contingency Table (Example Error Rate) 

 

The (observed) group probabilities are: p1 = 15/45 = 1/3, p0 = 1 – p1 = 2/3. The size of 

the alpha error is the fraction of misclassified bad risks (A1), i.e. Eα = 5/15 = 1/3. The 

size of the beta error is the fraction of misclassified good risks (A0), i.e. Eβ = 5/30 = 

1/6. The total error rate (10/45 = 2/9) is a weighted average of Eα and Eβ: error rate = 

1/3 ⋅ 1/3 + 2/3 ⋅ 1/6 = 2/9. 
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The expected costs of misclassification (EC) calculate as: 

EC )0|1()0|1()1|0()1|0( 01 CPpCPp +=  
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 .        [A1.4] 

From equation [A1.4] follows that the expected costs of misclassification will be minimal 

if  R0  contains all those observations for which the integrand is negative: 

 

The general decision rule says: ‘Assign a new observation with information vector  xnew  

to  A0  if 

 )()0|1()()1|0( 0011 newnew xfCpxfCp ≤            [A1.5] 

or, in terms of the inverse of the likelihood ratio at point xnew: 

 
)(
)(

)0|1(
)1|0(

1

0

0

1

new

new

xf
xf

C
C

p
p

≤ .                       [A1.6] 

Otherwise assign the new subject with  xnew  to A1’.  

 

It is a noteworthy result that it is not necessary to specify the absolute value of the costs of 

misclassification  C(0|1)  and  C(1|0). It is sufficient to input the ratio of the costs of errors 

to be able to use the general classification rule in equation [A1.6]. All results carry over to 

the case of discrete outcomes of X. In this case the expression f0(x) would be replaced by 

the term  )A|x(P 0  and  f1(x) would be replaced by the term )A|x(P 1 . 

When the a priori group probabilities ratio p1/p0 and the error costs ratio C(1|0)/C(0|1) are 

equal, the general decision rule simply says that a new subject with given x should be as-

signed to the class which was observed most frequently for this x in the past. If equality 
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holds for a point  x = t  in equation [A1.6], the group densities intersect (figure [A1.1]). t  

is a cutoff value. New observations with an xi  smaller than cutoff t are assigned to group  

A0 , those with an xi  greater than cutoff t are assigned to  A1. Varying a priori probabilities 

and error costs will, of course, adjust this result. The cutoff score t is moved to lower 

scores if either the costs of  Eα  and (or) the fraction of bad risks in the overall population 

(p1 = A1/A) rise. In both cases, the acceptance of additional members of the group of bad 

risks into a bank’s portfolio will be avoided even at the expense of excluding additional 

members of the group of good risks. 
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A.2  Logistic Regression 

 

The logistic regression model for binary outcomes137 yields estimates  1p̂   of the probabil-

ity that an individual  i  belongs to class  A1  (bad risks) given the information vector  xi . 

The estimated probability of belonging to class A0 is  10 ˆ1ˆ pp −= .  

The probability estimates are confined to the range  (0, 1). To achieve this result, the out-

comes y* of an underlying linear regression model y* = x’β + u with a range of  (-∞, +∞ )  

are transformed using one of several available link functions of the following form: 

 

y*

F(y*)

0

0.5

1.0

y*

F(y*)

0

0.5

1.0

 

Figure A2.1: Logistic Regression 
Transformation of the outcome  y*  of the underlying  linear model with support (-∞, +∞ ) to a 
variable confined to (0, 1) using an S-shaped link function. For probability values around 0.5 
the sigmoid shaped link function closely resembles a linear relationship. 

 

While the linear model (dashed line in figure [A2.1]) leaves the desired interval (0,1), any 

sigmoid shaped link function transforms the unbounded  y*  to the (0,1) interval. For values 

of  F(y*)  around  0.5  the differences between a linear and a sigmoid link function are neg-

ligible138. For values of  F(y*)  close to  0 and  1  the differences between a linear and a 

sigmoid link function become more and more pronounced. 

Commonly the link functions are either the cumulative distribution function of the normal 

distribution (normit or probit model) or the cumulative distribution function of the logistic 

                                                 

137 e.g. Maddala [1993] 
138 For the Logistic link function this is true for values between 0.2 and 0.8. 
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distribution (logit model). Both cases assume an underlying and non-observable response 

variable  *
iy   which is defined by the regression relationship 

iii uxy += ´* β   with  iii xxyE ´)|( * β= .         [A2.1] 

While  *
iy   is latent, a dummy variable  Y  can be observed. It is related to  *

iy   in the fol-

lowing way: 



 ≥

=
otherwise

yif
Y i

i 0
01 *

  .                      [A2.2] 

If  Yi = 1  the individual belongs to group  A1  (bad risks), if  Yi = 0  the individual belongs 

to group  A0  (good risks) For symmetric link functions holds: 
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           [A2.3] 

where F(.) is the cumulative distribution function for the error term u. In the following we 

will look at the logistic model, i.e. F(u) is the logistic cumulative distribution function 

)exp(1
1

)exp(1
)exp()( **

*
*
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−+
=

+
=Λ            [A2.4] 

and therefore 
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One of the prominent reasons that the logistic regression is preferred over the, say, probit 

model is its computational ease and because there exists another intuitive interpretation of 

its coefficients  β : The logit  l(x)  is the logarithm of the odds, the log odds, of belonging 

to the group of bad risks  A1  vs. belonging to the group of good risks Ao  

 β
βΛ

βΛβ ´x
)´x(1

)´x(ln
)x|1Y(P1

)x|1Y(Pln)´x(l =








−
=









=−
== .        [A2.6] 

The coefficients in the logistic regression measure the (constant) effect of a change in x on 

the log odds: 
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 ββ =
∂

∂
x

)´x(l  .             [A2.7] 

The assumptions of the logistic regression are compatible with a range of distributions of 

the independent variables. X  may not only follow a multivariate normal distribution but 

also multivariate distributions of binary and discrete variables with more than two out-

comes139. The likelihood function for n  independent observations is 
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The estimates  β̂   of the coefficients are determined using a maximum likelihood proce-

dure and possess all the desired properties of maximum likelihood estimates, e.g. consis-

tency and an asymptotically normal distribution.  

 

 

 

                                                 

139 Anderson [1972a] 
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A.3  Logistic Regression and the Decision Theory Approach  

 

Logistic Regression as a classification procedure follows the general expected cost mini-

mizing decision rule from equation [3.1]. If score value )x(ŷ i
*
i   falls below a certain cut-

off score  *y  = t  with  t1p  = 0.5, observation  i  is assigned to the group of good risks  A0  

(non event group), because the estimated event probability  i1p̂   is smaller than  0.5. The 

general decision rule demands that this cutoff t is set at the level of  )x(y*   for which the 

following equation holds (remember that, since there is a linear relationship between  Y*  

and  X, P(Y*) = P(X) ): 

 . 1
)1|0(C
)0|1(C

)A(P
)A(P

)A|X(P
)A|X(P

1

0

1

0 = .           [A3.1] 

From Bayes’ Rule 

 
)A(P)A|X(P)A(P)A|X(P
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1100

00
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=          [A3.2] 

follows: 
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11

00

1

0 = .           [A3.3] 

The left hand side of equation [A3.3] is the inverse of the odds in the logistic regression 

model. Equations [A2.5] and [A2.6] yield: 

 
)´xexp(
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)X|1Y(P
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1
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β
=

=
== .          [A3.4] 

Equation [A3.4] implies that the cutoff is set at  *y = 0 , i.e. the event probability  P(Y = 1 

| X) = 0.5 . Since  β̂´xŷ* = , at the cutoff exp(x´β) = exp(0) = 1. Thus, the logistic regres-

sion follows the general cost minimizing decision rule in equation [3.1]. Please keep in 

mind that in the logistic regression model, while differing a priori group probabilities are 

taken care of, the costs of misclassification for  Eα  and  Eβ are assumed to be equal. They 

do not appear in the likelihood function (equation [A2.8]). However, it is easy to correct 

the cost optimal cutoff for cost ratios other than one. Set the cutoff at  *ŷt =   for which 
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For example: The costs of  Eα  , C(0|1), are five times as high as the costs of  Eβ , C(1|0). 

The cost optimal cutoff will be set at  *ŷt = = -1.61  such that  5/1)ŷexp( * =   holds. 

This is an intuitive result: At a lower cutoff, Eα  drops at the expense of a rising  Eβ. How-

ever, the (greater) cost savings resulting from a drop in  Eα  outweigh the additional 

(lower) costs resulting from a rise in  Eβ. 
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A.4  Stratified Samples 

 

It is an additional computational advantage of the logistic distribution model that its results 

can be easily adapted whenever the structure (A1 / A0) of the estimation sample differs from 

the structure of the current customer population. This is the case, for example, when it is 

either not possible or not desired to draw a random sample from the overall population. 

Consequently, the fraction of bad risks  A1 / A = p1   in the estimation sample will not be 

equal to the fraction of bad risks in the population. The average estimated event probabil-

ity, which is based on the a priori event probability of the estimation sample, will be higher 

than the a priori event probability in the population. Without correcting for the difference 

in sample structure it will not be possible to use the results from the estimation sample to 

draw conclusions about the population. 

The problem that was just described goes by a number of names140, e.g. choice-based sam-

pling, oversampling (Manski and Lerman [1977]), stratified sampling (Hosmer and Le-

meshow [1989], Ch. 6), separate-sample logistic regression (Maddala [1993], Ch. 4.7), 

response-based sampling or retrospective data collection (Tutz [2000], Ch. 3.1.5). It is 

important that the non-proportionate sampling results from a stratification by the endoge-

nous variable and that it is independent of the exogenous variables. For the logistic regres-

sion, two solutions were proposed: a transformation of the logits and a weighting of the 

likelihood function. 

Logit Transformation  From the population of customers, a sample is drawn 

for the estimation. Two separate random sub-samples are drawn from the groups of bad 

risks  A1  and good risks  A0 . Both sub-samples will be combined to make up the estima-

tion sample. The fractions of observations drawn from each group differ. Let  s ∈  {0, 1}  be 

an indicator variable of whether an observation from the population was selected into the 

estimation sample  (s=1)  or not  (s=0). Let  n  be the size of the population and  m  the 

size of the estimation sample. Let 

 111 n/m)1Y|1s(Pq ====  

 000 n/m)0Y|1s(Pq ====            [A4.1] 

                                                 

140 All of the references treat the problem in the context of logistic regression. 
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be the probabilities that an individual from the group of good risks  (Y = 0)  or the group of 

bad risks  (Y = 1)  will be chosen. Applying Bayes’ theorem yields: 

 
)x|0Y(P)x,0Y|1s(P)x|1Y(P)x,1Y|1s(P

)x|iY(P)x,iY|1s(P)x,1s|iY(P
===+===

====== . 

                [A4.2] 

The logistic model assumes: 
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The independence of the sample selection from the exogenous variables  x  is important 

because it allows us to assume  )Y|1s(P)x,Y|1s(P === . Thus 
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with 0
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1
0 q

qln~ ββ +







=   or 
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0

1
00 q

qln~ββ .        [A4.5] 

The effect of the bias that results from the stratification of the estimation sample is concen-

trated in the intercept of the logits. The intercept can easily be corrected using the result 

from equation [A4.5]. All other coefficients remain unaffected. This highly useful result is 

unique for the logistic model. It does not carry over to the probit model where non-

proportionate sampling affects the entire vector of coefficients in a far more complex fash-

ion. 

 

Graphical Approach141  An alternative to the analytical approach to the logit 

correction in equation [A4.5] is graphical. Assume that the fraction of bad risks in the 

population is  n1 / n = 0.1  and that the estimation sample was oversampled to contain a 

fraction of  m1 / m = 0.5  bad risks. The estimated event probabilities will overstate the true 

event probabilities in the population. 

 

                                                 

141  No source available, author’s analysis. 
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Figure A4.1: Logit correction, graphical approach 
 

The estimated logit of every observation in the estimation sample will be reduced by a 

fixed amount  γ . This corresponds to a shift of the entire graph of the link function in fig-

ure [A4.1]. While the shift in the logits is constant, the shift in the resulting estimated 

event probabilities is not. Event probabilities close to p1 = 0.5  will be reduced by a far 

greater amount than those close to zero (two examples are given in figure [A4.1]). The 

size of this shift  γ   can be calculated as the difference between the logit values  y*  of the 

respective average event probabilities in the two samples: 

 2.202.2)5.0p(y)1.0p(y est1
*
estpop1

*
pop −=−−==−==γ   .      [A4.6] 

This is the same result as in the analytical approach leading to equation [A4.5]. 

Proof: The correction factor in equation [A4.5] can be reformulated: 
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Weighting of the Likelihood Function  The other approach to correct for non-

proportional sampling is the weighting of the likelihood. Manski and Lerman [1977] pro-

pose the Weighted Endogenous Sampling Maximum Likelihood (WESML) estimator 

which is based on the following log-likelihood function: 

 )x´(Fw*Lln i

n

1i
i β∑

=
=             [A4.9] 

with ∑= i i )x´(FLln β the log-likelihood of the logistic model under proportionate 

sampling from equation [3.5] and  weight  w 
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w  can only take two values:  w (y = 1) = m / (n q1 )   and  w (y = 0) = m / (n q0 ). In 

many standard software packages it is possible to specify weights for the elements of the 

log-likelihood function. 
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A.5  Contingency Table and Percentage Correct (PC) 

 

We stick to the assumption that the population  A  is split into two subgroups: non-

defaulters  A0  (with  Y = 0)  and defaulters  A1  (with  Y = 1).  According to a scoring rule  

S(x)  new individuals will be either assigned to the group of good risks or to the group of 

bad risks. In case of the logistic regression the outcome of  )x(ŷi   depends on the size of 

some underlying variable  )x(ŷ*
i : 

 


 ≥

=
otherwise0

tŷif1
ŷ

*
i

i              [A5.1] 

If it is greater than some threshold  t  for a new individual  i , the new individual will be 

assigned to the group of high risks. Threshold  t  is set according to an optimality criterion 

which does not necessarily have to be the one chosen here. In principle,  t  could take any 

value of )x(ŷ*
i . The assignment of new observations according to scoring rule  S(x)  will 

usually not be free of error. The performance of  S(x)  can be assessed by checking which 

of the assignments were (in)correct as soon as the true default state of the new individuals 

was revealed. The results of such an assignment process, i.e. the classification performance 

of the scoring rule  S(x)  for one particular threshold  t , can be displayed in a 2x2 contin-

gency table: 

  Observation  

  Y = 1 Y = 0  

high risk n11  (TP) n10  (FP) n1* Assign- 
ment low risk n01  (FN) n00  (TN) n0* 

  n*1 n*0 n 

Table A5.1: 2x2 contingency table.  
Displays classification results of  S(x)  for a fixed threshold  t . TP = true positive, FP = false 
positive, TN = true negative, FN = false negative 

 

A contingency table (table [A5.1]) contains the absolute numbers of the high-risk cases 

that were assigned correctly to the event group of defaults (TP) and the number of low-risk 

cases that were correctly assigned to the non-event group of non-defaults (TN). It also con-

tains the numbers of cases that were falsely assigned to the group of low risks (FN) and to 

the group of high risks (FP). Every observation that was classified using classification rule  
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S(x)  falls into one of these four disjoint categories. Various ratios can be derived from a 

contingency  table to describe the quality of the classification of the data. The following 

four describe the size of each category, relative to the size of the respective true groups: 

 

 SENS = Sensitivity   TP / (TP + FN) =  n11 / n*1 

 SPEC = Specificity  TN / (FP + TN) =  n00 / n*0 

 Eα = alpha Error  FN / (TP + FN) =  n01 / n*1 

 Eβ = beta Error  FP / (FP + TN) =  n10 / n*0        [A5.2] 

 

The ability of a classification rule to identify members of the group of defaults correctly is 

called sensitivity. The fraction of the event group that is misclassified is called alpha error. 

The ability of a classification rule to identify members of the group of non-defaults cor-

rectly is called specificity. The fraction of the non-event group that is misclassified is 

called beta error. Those four measures contain information about the discriminatory power 

of classification rule S(x). However, since they are complementary, only two of them, ei-

ther SENS and SPEC or Eα and Eβ  are necessary to figure out the other two. If some gen-

eral information about the sample in question is known, i.e. sample size  n  and the a priori 

fraction of defaults p1, the entire contingency table can be reconstructed. 

The Percentage Correct (PC) measures the fraction of correctly classified observations. It 

is one of the more complex measures that is used frequently to describe the classification 

performance based on one particular contingency table. The measure describes the classifi-

cation power of the particular classification rule  S(x)  which is characterized by either  

SENS  and  SPEC  or by  Eα  and  Eβ . However, PC also depends on the fraction of de-

faults, which is a characteristic of the data sample but not the classification rule  S(x).  

PC  = (n00 + n11) / n         

= ( 1 - 1p  ) (1 – Eβ  ) + 1p  (1 - Eα  ) 

  = ( 1 - 1p  ) SPEC + 1p  SENS          [A5.3] 

It depends on both the discrimination power of  S(x)  and the characteristics of the sample 

to which it is applied. The latter is an undesirable characteristic. As long as the classifica-
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tion power, i.e. the ability of  S(x)  to separate the two groups within the population (figure 

[A1.1]), stays the same, the size of  Eα  and  Eβ  (the shaded areas in Figure [A1.1]) will 

stay the same, regardless of the absolute sizes of the two groups  A0   and  A1 . 

PC is a measure that assesses classification performance based on one particular contin-

gency table, i.e. based on one particular score cutoff above which observations will be con-

sidered to belong to the group of bad risks. One pair of values for Eα  and  Eβ belongs to 

one contingency table. This pair of values will change if the cutoff score is moved up or 

down the series of ordered cutoff score values. Thus, one can influence the size of the clas-

sification errors by moving the score cutoff up or down. However, reducing one type of 

error is only possible at the expense of increasing the other type. The “ideal” cutoff can 

only be found if an optimality criterion is applied. Such a criterion could be “minimize 

costs” as in the decision theory approach in appendix [A1].  

Classification procedures such as the logistic regression or discriminant analysis assume 

equal costs of misclassification. The cost optimal cutoff score that is determined by these 

methods is not necessarily the optimal cutoff given real costs or an alternative optimality 

criterion. Therefore it is questionable to assess and to compare the classification perform-

ance of different models by looking at only one particular score cutoff. 

The dependence of PC on the sample structure (p1) becomes apparent whenever the frac-

tion of one subgroup in the population is especially low: Assuming that the size of  A1  is 

only  0.02, one strategy to increase PC could be to assign all individuals to the group of 

low risks. None of the members of the group of high risks would be identified, the strat-

egy has no discriminatory power at all, but  PC  would rise to an impressive  98%: 

 

a)  Observation  

  Y = 1 Y = 0  

Ŷ = 1 5 495 500 Fore- 
cast 

Ŷ  = 0 15 485 500 

  20 980 1000 

b)  Observation  

  Y = 1 Y = 0  

Ŷ = 1 0 0 0 Fore-
cast 

Ŷ  = 0 20 980 1000 

  20 980 1000 
Alt. a:  Threshold t set according to some 
internal optimisation criterion. PC = 0.49 

Alt. b:  Threshold t set maximize PC. No 
discrimination power. PC = 0.98 

  

Table A5.2a: Setting score cutoff t at a non-discriminating level results in high PC val-
ues. 
Forecast: Ŷ = 1 (high-risk customer), Ŷ = 0 (low risk customer). Observation: Y= 1 (default), 
Y = 0 (non-default). 
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In addition, equation [A5.3] implies that p1 does not affect the result if  SPEC = SENS  or, 

equivalently,  Eα = Eβ. However, its impact becomes greater whenever  Eα  differs 

strongly from  Eβ  which is the case in credit rating applications. Intuitively, in a sample 

with a low fraction of default observations which are difficult to detect, resulting in a high  

Eα , PC might have a certain value a. If additional non-default observations which are 

easy to detect, resulting in a low  Eβ  , were added to the sample, PC would rise (cet.par.) 

to a+, even though  Eα  and  Eβ  remained unchanged for the overall sample. Conversely, if 

difficult-to-detect default observations were added proportionately such that  Eα  stayed 

the same, PC would drop (cet.par.) to a-: 

 

a)  Observation  

  Y = 1 Y = 0  

Ŷ = 1 5 495 500 Fore- 
cast 

Ŷ  = 0 15 485 500 

  20 980 1000 

b)  Observation  

  Y = 1 Y = 0  

Ŷ = 1 61 495 556 Fore-
cast 

Ŷ  = 0 184 485 669 

  245 980 1225 

Alt. a:  Fraction of bad risks p1 = 0.02. 
Eα = 0.75, Eβ = 0.51, PC = 0.49 

Alt. b:  Fraction of bad risks p1 = 0.2. 
Eα = 0.75, Eβ = 0.51, PC = 0.45 

  

Table A5.2b: A change in the structure of the sample  
(increase of difficult-to-detect default observations) results in higher PC value even though 
classification power (Eα and Eβ) remains the same. Forecast: Ŷ = 1 (high-risk customer), Ŷ = 
0 (low risk customer). Observation: Y= 1 (default), Y = 0 (non-default). 

 

Usually Eα is higher than the Eβ, i.e. it is more difficult to predict defaults than non-

defaults. PC will be lower for samples with a higher fraction of defaults.  

 

Example: Measuring Classification performance at Varying Score Cutoffs 

Consider the following outcome of a classification procedure. Figure [A5.3] shows how 

the two subgroups within the population were separated by assigning a score value si to 

every new observation. The separation is not complete, but as a tendency the good (bad) 

risks received lower (higher) scores. 
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Example: Relative Frequencies and Classification Errors
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Figure A5.3: True frequency distribution of non-defaults and defaults across all score 
values.  
Classification errors for varying cutoffs. Within one classification model, the decrease of one 
type of classification error always comes at the expense of increasing the other. 

 

Score si : Cutoff t = si si P(si|A1) P(si|A0) LRi Eα Eβ 
1 0 0.05 0 0.00 1.00 
2 0 0.10 0 0.00 0.95 
3 0.05 0.20 0.25 0.00 0.85 
4 0.10 0.30 0.33 0.05 0.65 
5 0.20 0.20 1.00 0.15 0.35 
6 0.30 0.10 3.00 0.35 0.15 
7 0.20 0.05 4.00 0.65 0.05 
8 0.10 0 99 0.85 0.00 
9 0.05 0 99 0.95 0.00 

Table A5.4: Relative frequencies and likelihood ratio (LR) 
for individual score values si, classification errors for varying score cutoff t. 

 

Table [A5.4] lists the relative frequencies of every score si, the likelihood ratio LR(si) = 

P(Y=1 | si) / P(Y=0 | si) which quantifies the odds that an observation belongs to the group 

of defaults given a particular score si , and the resulting classification errors for a sliding 

cutoff t = si. For example, if cutoff t is set at t = 5, all observations with a score si  < 5 

will be assigned to the group of low risks while observations with a score  si ≥ 5 will be 

assigned to the group of high risks. Using the cutoff of t = 5, 35% of the (true) low risks 

will be misclassified (Eβ) and 15% of the (true) bad risks will be misclassified (Eα). 
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A.6   Example: Model Calibration vs Model Power  

 

Consider the following example142: A bank wishes to select one of two alternative credit 

scoring models, A or B. For simplicity, both scoring models only have two risk buckets 

(poor and fair). All of the observations in one bucket are (ex ante) assigned the same esti-

mated PD. The bank ran both models on a sample loan portfolio of size n = 5 000 with an 

observed default rate of p1 = 10%. Both models identify the correct number of defaults: 

0.1*5000 = 500. Model A is well calibrated, i.e. the average estimated PD that is assigned 

to all observations (~10%) is similar to the ex post observed default rate. Model B is im-

perfectly calibrated. The average estimated PD is only ~5%. The classification results for 

models A and B are summarized in the contingency tables in table [A6.1]. Contingency 

tables contrast default forecasts and actual observations and assign all cases to the cells 

representing the possible combinations of forecast (1 = high risk, 0 = low risk) and obser-

vation (1 = default, 0 = non-default). 

Model A assigns an estimated PD of 12% to all observations which it classifies as high 

risks and a PD of 9.8% to all observations which it classifies as low risks. Model B as-

signs PDs of 6% and 4.9%, respectively. 

 

  Observation     Observation  
A 

  y=1 y=0   
B 

  y=1 y=0  

12% 1 50 450 500  6% 1 300 200 500 

9.8% Fo
re

ca
st

 

0 450 4050 4500  4.9% Fo
re

ca
st

 

0 200 4300 4500 

   500 4500      500 4500  

 

Table A6.1:       Alternative Credit Scoring Models 
A (and B) with good (poor) model calibration and poor (good) classification power. 

 

It is obvious from table [A6.1] that model A is better calibrated than model B because the 

model’s average estimated PD is close to the observed default rate of 10%. The 

(log)likelihood, an expression of the fit of a model to the observed data, is a measure of 

                                                 

142 The example is an adaptation of an idea in Stein [2002], p.9. 
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model calibration. The log likelihood will be highest for the model whose predicted PDs 

resemble the observed default rate most closely. For a particular model, it is calculated as 

follows: 

     ( )∑ = −−+= n
1i )]ix(1p1ln[)iy1()]ix(1pln[iyLln      [A6.1] 

For model A, the log likelihood is  

6271]902ln[.4050]098ln[.450]88ln[.450]12.ln[50ln −=+++=AL . [A6.2] 

For model B, the log likelihood is 

6761]951ln[.4300]049ln[.200]94ln[.200]06.ln[300ln −=+++=BL . [A6.3] 

If the bank chose to select its scoring model based on model calibration, the bank would 

select model A because its log likelihood higher, i.e. the predicted model PDs correspond 

better to the observed default rate. The PDs that are assigned to model A’s risk buckets are 

much closer to the average 10% than model B’s. However, inspection of the contingency 

tables in table [A6.1] also reveals that model A does not discriminate between defaults 

and non-defaults at all. The predicted default frequency is the same for each of the two 

risk buckets (10%K). Model A assigns the observations to the risk buckets at random. 

Model B shows much higher discriminatory power. While model A predicts 50/500 = 10% 

of the observed defaults and 4050/4500 = 90% of the observed non-defaults correctly, 

model B achieves 300/500 = 60%  and 4300/4500 = 96%, respectively. Model B produces 

more correct predictions than model A for both, defaults and non-defaults.  

However, Model B is poorly calibrated. Its average estimated PD is ~5% instead of the 

10% default rate observed in the portfolio. If the bank guessed correctly that the observed 

default rate will be around 10%, it can re-calibrate model B accordingly by doubling the 

assigned PD in each bucket, such that the average assigned PD comes closer to the bank’s 

assumed default frequency of 10%.  

For re-calibrated model B, the log likelihood is now greater than model A’s log-

likelihood: 

5701]902ln[.4300]098ln[.200]88ln[.200]012.ln[300*ln −=+++=
B

L . [A6.4] 

Thus, model B should be preferred over model A. 
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A.7   The Area Under the ROC (AUC) 

 

AUC as summary of the ROC   AUC is an uni-dimensional summary measure 

of the ROC. It ranges from 0.5 (random model) to 1 (perfect model) and represents the 

proportion of the area below the ROC to the total area of the unit square.  

There are a number of interpretations of the AUC. Two of the most widely used are the 

following: The AUC measures the extent to which the (frequency) distribution of the non-

defaults A0 lies to the left of the (frequency) distribution of the defaults A1 (e.g. figure 

[A1.1]). It reaches its maximum of 1 if the two group distributions do not overlap143. Sec-

ond, the AUC can be interpreted as the probability that the scores y* of two observations 

that were drawn randomly from the group of defaults (A1) and the group of non-defaults 

(A0) will be in the correct order, i.e. the observation drawn from A1 was assigned the higher 

score: 

 )}A|Y()A|Y({P2/1})A|Y()A|Y{(PAUC)AUC(E 0
*

1
*

0
*

1
* =+>== . 

[A7.1] 

In this section, the score Y* is assumed to be a discrete variable. Thus, the first term in 

equation [A7.1] captures the probability that the two score values Y* differ and their order 

is correct. The second term captures the probability that the same score value Y* was as-

signed to both the default and to the non-default observation. In this latter case, the prob-

ability of correctly identifying the defaulter is 1/2. 

 

AUC Calculation Methods  The number of pairs that can be drawn from n0 non-

defaults and n1 defaults, is  n0n1 . A comparison of the scores  y*  of those pairs can have 

three outcomes. The following values will be assigned to each of the outcome pairs 

( *
0

*
1 Y,Y ) , where Y1

* is the score assigned to the defaulter, according to the kernel in equa-

tion [A7.2]: 

 

                                                 

143 Bamber [1975] 
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When the scores are equal (tie) a value of  ½  is assigned because in this case it is equally 

probable that the ordering is correct or incorrect. 

Most of the various AUC calculation methods that were proposed are based on the trape-

zoidal rule144: If the score  Y*  is a discrete variable, the ROC graph can be cut into sections 

of trapezoidal shape. The size of each resulting trapezoid is calculated separately. The sum 

of the area of the trapezoids are equal to the area under the curve, the AUC (figure 

[A7.1]). 
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Figure A7.1:  Example: Calculation of AUC using the trapezoidal rule.  
The area of the trapezoid between the loci on the ROC corresponding to the scores  ti = 5  and   
ti+1 = 6  is  T5 = 0.2x0.65+1/2(0.2x0.2)=0.15 . 

 

                                                 

144 e.g. Bamber [1975], DeLong et al. [1988], Fritz and Hosemann [2000]. Various of these methods are 
available as software implementations. Statistics packages compute either the Mann and Whitney’s U sta-
tistic, the Wilcoxon statistic or the c statistic which are either related or identical to AUC. 
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When the trapezoidal rule is used to calculate the AUC the principles in equations [A7.1] 

and [A7.2] are applied. The area of the trapezoid Ti is calculated as: 

 width of trapezoid Ti  )ty(P)ty(P)ty(P i
*
o1i

*
0i

*
0 ==>−> +       [A7.3] 

 average height of Ti  )]ty(P)ty(P[2/1 1i
*
1i

*
1 +>+>        [A7.4] 

 
)]ty(P2/1)ty(P)[ty(P

)]ty(P)ty(P[2/1)ty(PT

i
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11i
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1i

*
o

1i
*
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*
1i

*
oi

=+>==

>+>==

+

+

         [A7.5] 
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==+>==

=

∑ ∑

∑

+       [A7.6] 

The last expression in equation [A7.6] is identical to our initial definition using probabili-

ties in equation [A7.1]. In the following example, two easy-to-use methods of calculating 

AUC by the trapezoidal rule are introduced. They provide another intuitive approach to 

calculating AUC. Both are readily available using only on a piece of paper or a simple 

spreadsheet. No software implementation is necessary. 

 

 

Example: Two easy ways of Computing the AUC by the Trapezoidal Rule 

I    Cross Table145: 

If the case numbers are small or if the score is a discrete variable with a limited number of 

outcomes, the following procedure that takes the definition in equation [A7.1] rather liter-

ally is feasible: 

 1. Draw up a cross table with the frequencies of the scores that were assigned 

to the good risks on one axis and the frequencies of the scores that were as-

signed to the bad risks on the other axis. 

                                                 

145 No source available. The author derived the approach directly from the trapezoidal rule. 
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 2. Fill in the spaces by multiplying the number of cases that is represented by 

each square (n0 I ⋅ n1 j )  to one of the values {0, 1, 0.5} according to the rule 

in [A7.2]. 

 3. Sum up the numbers in the cross table. 

 4. Calculate: AUC = SUM / n0 n1 

3
(5)

4
(10)

5
(20)

6
(30)

7
(20)

8
(10)

9
(5)

1
(5)
2

(10)
3

(20)
4

(30)
5

(20)

6
(10)

7
(5)

A0

A1

25 50 100 150 100 50 25

50 100 200 300 200 100 50

50 200 400 600 400 200 100

0 150 600 900 600 300 150

0 0 200 600 400 200 100

0 0 0 150 200 100 50

0 0 0 0 50 50 25

8 275

500

1 000

1 950

2 700

1 500

500

125

Σ3
(5)

4
(10)

5
(20)

6
(30)

7
(20)

8
(10)

9
(5)

1
(5)
2

(10)
3

(20)
4

(30)
5

(20)

6
(10)

7
(5)

A0

A1

25 50 100 150 100 50 25

50 100 200 300 200 100 50

50 200 400 600 400 200 100

0 150 600 900 600 300 150

0 0 200 600 400 200 100

0 0 0 150 200 100 50

0 0 0 0 50 50 25

8 275

500

1 000

1 950

2 700

1 500

500

125

Σ

 

Table A7.2: Cross table 
Calculation of AUC = 0.83, data from box [A5.3] (example, continued) 

 

For the squares above and to the right of the shaded squares the order of the scores is cor-

rect (fill in:  n0 i n1 j). The shaded squares represent the tied pairs (fill in:  ½ n0 i n1 i). For 

the squares below and to the left of the shaded squares the order of the scores is incorrect 

(fill in: 0). The sum of all the values in the cross table is 8 275. The total number of pairs 

is  n0 n1 = 100x100 = 10 000. The probability of ordering two observations correctly is: 

AUC = 8 275 / 10 000 = 0.8275. 

 

 

II    Spreadsheet: 

An alternative calculating method for AUC using a simple spreadsheet was proposed by 

Hanley and McNeil [1982] and was modified for our application. It is a condensed way of 

calculating the values from the cross table above: 
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 Score: y* 1 2 3 4 5 6 7 8 9 SUM 

1 number of non-defaults with score y* 5 10 20 30 20 10 5 0 0 100 

2 number of defaults with score y* 0 0 5 10 20 30 20 10 5 100 

3 number of defaults with score  >y* 100 100 95 85 65 35 15 5 0  

4 (1) x (3) + ½ x (1) x (2) 500 1000 1950 2700 1500 500 125 0 0 8 275 

5 sum(5) / sum(1) x sum(2)          0,8275 

Table A7.3: Calculating AUC: Spreadsheet method (Hanley and McNeil [1982]) 
 

Note that the numbers in row (4) are the same as those in the sum column in table [A7.2]. 

The spreadsheet is a shortcut of the more intuitive cross table. 

  

Alternative AUC estimation procedures146    involve applying parametric 

assumptions about the distribution of the observed variable in the group of non-defaults Ao 

respective bad risks A1. These methods fit a smooth ROC to the data, whereas the ROC 

under the trapezoidal approach appears ‘kinked’, especially for scores with a limited num-

ber of outcomes. The area under the trapezoidal rule-ROC is smaller than the area under 

the smooth ROC. However, as the number of outcomes of the score increases, the trape-

zoidal-rule ROC approaches the smooth ROC.  

 

Properties of the AUC 

Most of the distributional properties of the AUC follow from the interpretation of the AUC 

as a probability. This approach goes back to the analysis of one version of Mann and 

Whitney’s [1947] U –statistic, the Mann-Whitney two-sample statistic, to which AUC is 

closely related. The theory of generalized U statistics (Hoeffding [1948]), to which both 

Mann and Whitney’s U statistic as well as AUC belong, states that the statistics are ap-

proximately normally distributed for large sample sizes.  

Variance of AUC  Various analytic formulations of the variance or maximum 

variance of the AUC were suggested147. They differ in the assumptions about the distribu-

tion of the score variable within the groups of good risks and bad risks. Most analytic for-

mulations of the variance of AUC depend on its estimated size.  
                                                 

146 Maximum likelihood procedures for AUC estimation under a binomial model assumption have been in-
troduced by e.g. Dorfman and Alt [1969], Metz [1978] or Swets and Pickett [1982]. 

147 Birnbaum [1956], Birnbaum/Klose [1957], Birnbaum /McCarty [1958], Bamber [1975] 
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DeLong et al. [1988] 148 offer a nonparametric approach to estimating a covariance matrix. 

It takes into account the correlated nature of the data and is based on the theory on general-

ized U-statistics. Their formulation of the variance avoids strict distributional assumptions. 

The score variable does not need to have the same distribution in both the group of defaults 

and non-defaults. It is not even necessary that the score variable is continuous. DeLong et 

al. [1988] did not only develop an estimator of the AUC’s variance based on the vector of 

credit scores y*, but also a test for comparing two AUC distributions. Comparing only the 

absolute values of two AUC could be misleading because the potential correlation between 

the data is neglected. Therefore the test statistic incorporates the covariance structure be-

tween the data. The null hypothesis H0: AUCA = AUCB  assumes the equality of the classi-

fication performance for two alternative models A and B. The test statistic T 

 
( )

)CÛA,CÛA(ˆ2)CÛA(ˆ)CÛA(ˆ
CÛACÛAT

BAB
2

A
2

2
BA

σσσ −+
−

=  ~ χ2(1)       [A7.6] 

is Chi2 distributed with one degree of freedom149. The nonparametric approach in DeLong 

et al. [1988] to estimate the variances and covariance is based on the theory of generalized 

U statistics (Hoeffding [1948]). 

 

Independence from Sample Structure Unlike other measures, e.g. PC (appendix 

[A5]), AUC does not depend on the fractions of defaults and non-defaults in the data sam-

ple. It solely depends on the discriminatory performance measured by either  Eα  and  Eβ  

or SENS and SPEC. Intuitively this is so because PC depends on absolute counts of cases 

(upper row in figure [A7.4]) that belong to both groups of non-defaults and defaults while 

AUC depends on two separate measures, one for of the classification performance within 

the group of non-defaults, the other for the classification performance within the group of 

defaults. These measures, e.g.  Eα  (Eβ ), are based on relative frequencies  P(y*| Ai ) that 

will not change simply because the size of the group of defaults (non-defaults) changes as 

long as the discriminatory power of the system is retained (lower row in figure [A7.4]). 

                                                 

148 DeLong et al. [1988], a software implementation for SAS is available. 
149 also known as: U-test (Mann and Whitney [1947]) 
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Figure A7.4: Absolute frequencies (upper row) and relative frequencies (lower row)  
for data sample (example, continued) with a priori event probabilities of 0.5 (left column) and 
0.25 (right column). 

 

The independence of AUC from the structure of the sample in terms of a priori fractions of 

defaults and non-defaults allows us to compare AUC across (random or stratified) sub 

samples from the same data sample. If the fraction of default observations differs in the 

estimation sample and the hold out sample, a comparison of AUC across those samples is 

valid as long as the strata (group of defaults and group of non-defaults) in the samples were 

sampled randomly from the respective strata in the population. However, the independence 

from the sample structure holds only for the expected value of the AUC estimate. The 

standard deviation of CUA ˆ will be affected. The greater the difference between the sizes of 

the sub groups ,the greater is the standard deviation. It is important to take this into account 

when two distributions shall be compared to determine whether the difference in AUC 

between two alternative classification models is significant or not. 

It is much more difficult to compare AUC across samples. The characteristics of the data in 

the sample influence the size of the AUC that can be achieved for this specific sample150. 

This fact is important for model validation purposes and also forbids regulators to set a 

minimum level of AUC, e.g. within the Basel II framework. 

                                                 

150 Hamerle et al. [2003] 
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Example:  Consider the data from our previous example. Initially, the a priori 

of fractions of non-defaults and defaults in the sample are equal such that  n0 . n1 = 1:1  

(left column in figure [A7.4] and table [A7.5]). Then, the group of non-defaults is tripled 

in size such that  n0 . n1 = 3:1  (right column in figure [A7.4] and table [A7.5]). PC is 

based on counts of cases from both classes: 

 PC1:1 = (85 +   65) / 200 = 0.75 

 PC3:1 = (85 + 195) / 400 = 0.70         [A7.7] 

PC drops, because in our example the classification system shows lower discriminative 

power in the group of non-defaults than in the group of defaults. Even though the distribu-

tions seem to be identical in shape, this is due to the discrete nature of the score in our 

example (nine outcomes) and the classification rule at the cutoff t: {xi ∈  R1 | y*
i ≥ t}. If 

more observations from the difficult-to-separate group are added to the sample, the overall 

percentage of correct assignments (PC) will drop. The group-specific measures of classi-

fication power that determine the AUC remain unaffected as long as merely observations 

of the same quality are added to one group: 

 SENS1:1 = 85 / 100 = 0.85  SPEC1:1 =   65 / 100 = 0.65 

 SENS1:3 = 85 / 100 = 0.85  SPEC1:1 = 195 / 300 = 0.65     [A7.8] 

 

1:1  Observation  

  Y = 1 Y = 0  

Ŷ = 1 85 35 120 Assign-

ment 
Ŷ  = 0 15 65 80 

  100 100 200 
 

3:1  Observation  

  Y = 1 Y = 0  

Ŷ = 1 85 105 190 Assign-

ment 
Ŷ  = 0 15 195 210 

  100 300 400 

Table A7.5: Contingency tables.  
Classification performance at cutoff t = 5 for data samples in figure [A7.2]. A priori event 
probabilities of 0.5 (left column) and 0.25 (right column). 

 

Even though the a-priori fractions of defaulters and non-defaulters were changed (table 

[A7.5]), the classification power, measured by SENS and SPEC, did not change. 
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Proof151:  For binary Y (observed default states) and Y* (assigned score val-

ues), AUC is independent from sample structure. Assume for simplicity that the score 

variable Y* is binary, i.e. only two outcomes  Y* = 0  (low risk) and  Y* = 1  (high risk) are 

assigned to the members of both the group of non-defaults (Y = 0) and the group of de-

faults (Y = 1). The analysis easily carries over to more realistic score variables with more 

than two outcomes. 

contingency table Observation  

  Y = 1 Y = 0  

Y* = 1 high
1n  high

0n  nhigh 

Assign- 
ment 

Y* = 0 low
1n  low

0n  nlow 

  n1 n0 n 
 

cross table A1 

  
Y* = 0 
( low

1n ) 
Y* = 1 
( high

1n )

Y* = 0 
( low

0n ) ½ 1 

A0 
Y* = 1 
( high

0n ) 0 ½ 

 

Table A7.6: Example: binary Y  and  Y*. 
Left: contingency table, right: cross table (compare table [A7.1] ) 

 

Table [A7.6] shows the resulting contingency table on the left. There is only one contin-

gency table since there is only one score cutoff in this model:  t = 1. The AUC is calcu-

lated according to equation [A7.1]. To illustrate the calculation, a cross table (compare to 

table [A7.2]) is drawn up with the non-default observations in rows and the default obser-

vations in columns. Every (non) default observation can be either assigned to the bucket 

‘low risk’ (Y* = 0)  or to the bucket ‘high risk’ (Y* = 1)  by the classification model. The 

cross table allows to figure out the number of concordant  pairs (ties) with *
0

*
1 YY >  

( *
0

*
1 YY = ) and to assign values of 1 or ½, according to the pricing kernel in equation 

[A7.2]. The AUC is computed as: 

 

          AUC 
)()(
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lowhighlowhigh
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151 It is frequently claimed that AUC is independent from sample structure. However, no proof of this claim 
has been available. The proof for binary Y is provided by the author. 
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Equation [A7.9] shows that AUC does not depend on the a priori fractions of default and 

non-default observations in the data sample but only on the relative classification per-

formance within each subgroup. In our example, the general expression in equation [A7.9] 

comes down to: 

 ][2/1 αβ ESPECESENSSPECSENSAUC ⋅+⋅+⋅=      [A7.10] 

which is independent from the a-priori sample structure (n1/n). 
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A.8  Alternative Approaches: CAP and Lorenz Curve 

 

Two other multi cutoff measures of classification power shall be mentioned here. Just as in 

the case of ROC and AUC, they consist of a graph and a summary measure. They have 

slightly different interpretations from ROC and AUC but essentially convey the same in-

formation about the model. The first is the Cumulative Accuracy Profile (CAP) as the 

graph and the Accuracy Ratio (AR) as its summary measure. The second is the Lorenz 

Curve and the Gini index as its summary measure. 

 

CAP Plot and the Accuracy Ratio152  If the observations are ordered by 

score, the Cumulative Accuracy Profile (CAP) plots the fraction of defaults that is cor-

rectly identified by the classification model and the fraction of the total population that will 

be incorrectly assigned to the group of high risks to achieve this result. In a perfectly dis-

criminating model, the non-defaults are assigned the lower scores and the defaults are as-

signed the higher scores with no overlap. In this case, the CAP plot would be a straight line 

with finitely positive slope in its first section and a horizontal line in its second section. 

The ‘bend’ occurs whenever the fraction of defaults in the total sample is reached.  
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Figure A8.1: ROC plot (left) and (Eα) CAP plot (right).  
Data from previous example. Fraction (.) means ‘fraction of (.) assigned to the group high 
risks’. 

 

                                                 

152 Keenan and Sobehart [1999], Stein [2002] 
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This is in contrast to the ROC plot, where the first section of the optimal model-ROC has 

an infinitely positive slope and runs along the axes of the unit square. The ROC plots the 

fraction of defaults that is correctly identified by the classification model and the fraction 

of non-defaults that will be incorrectly assigned to the group of high risks to achieve this 

result. Note that the shape of the CAP is influenced by the fraction of defaults in the sam-

ple whereas the ROC remains the same as the fraction of defaults in the sample changes, as 

long as the samples are drawn from the same population. Figure [A8.1] illustrates the dif-

ference between the ROC and the CAP plot for the same classification model (data from 

previous example): 

The summary measure of the CAP plot, the Accuracy Ratio (AR) measures the proportion 

of the area between the CAP plot and the diagonal to the total area above the diagonal 

(0.5). AR ranges between 0 (uninformative model) and 1 (ideal model). Since ROC and 

CAP are based on the same set of information, there is a clear correspondence between the 

two. One can be inferred from the other if the fraction of bad risks in the population is 

known. Not only the graphs, but also the summary measures can be transferred into the 

respective other. The relationship between AUC and AR is linear and of the following 

form153: 

 AR = 2(AUC - 0.5) = 2 AUC –1.               [A8.1] 

 

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.2

0.1

0.4

0.3

0

0.6

0.5

0.8

0.7

1

0.9

1

0

0.8

0.9

0.6

0.7

0.4

0.5

0.2

0.3

0.1

0.9 0.8 0.7 0.6 0.5 0.4 0.3 0.2 0.1

Eβ

1 
–

E α

ROC: AUR

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.2

0.1

0.4

0.3

0

0.6

0.5

0.8

0.7

1

0.9

1

0

0.8

0.9

0.6

0.7

0.4

0.5

0.2

0.3

0.1

0.9 0.8 0.7 0.6 0.5 0.4 0.3 0.2 0.1

Eβ

1 
–

E α

ROC: AR

 

Figure A8.2: Graphical representation of the two summary measures AUR and AR, rela-
tive to the ROC graph.  
The size of AUR and AR is the proportion of the striped area to the shaded area respectively. 

 

                                                 

153 Engelmann et al. [2002] 
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Lorenz Curve and the Gini Index154  According to Lee [1999], the ROC and the 

Lorenz Curve differ whenever the likelihood ratio (or, equivalently, the observed default 

rate) is not monotonically increasing in the score variable. In this case, the ROC is not con-

cave. The Lorenz Curve is always concave. It is the result of a concavifying transformation 

of the ROC.  

Construction of the Lorenz Curve: 

 1.  Determine the score for every observation. 

 2.  Calculate the likelihood ratio for every score value. 

 3.  Order scores based on their likelihood ratios (from lowest to highest). 

 4.  Calculate Eα  and  Eβ  for every score and plot (Eβ , Eα ) in a unit square. 

Assume that the distribution of the non-defaults Ao from the previous example changed 

(figure [A8.3]). 

 

Relative Frequencies (Example), New Distribution of Good Risks

0

0,05

0,1

0,15

0,2

0,25

0,3

1 2 3 4 5 6 7 8 9Score

Good Risks

Bad Risks

 

Figure A8.3: Example, contd. Altered distribution of the non-defaults. 
 

                                                 

154 Lee [1999] 
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Score si :  
Cutoff t = si
data for ROC 

 
data for LC 

si 
P(si|A1) P(si|A0) LRi rank(LRi) Eβ 1 - Eα Eβ 

1 - 
Eα 

1 0 0.05 0 2 1.00 1.00 1.00 1.00 
2 0 0.1 0 2 0.95 1.00 0.95 1.00 
3 0.05 0.1 0 2 0.85 1.00 0.85 1.00 
4 0.1 0.13 0.38 5 0.75 0.95 0.75 0.95 
5 0.2 0.27 0.37 4 0.62 0.85 0.48 0.75 
6 0.3 0.25 0.8 6 0.35 0.65 0.35 0.65 
7 0.2 0.1 3 7 0.1 0.35 0.1 0.35 
8 0.1 0 99 8.5 0 0.15 0 0.15 
9 0.05 0 99 8.5 0 0.05 0 0.05 

Table A8.4: Example, contd. Altered distribution of A0.  
Relative frequencies and likelihood ratio for individual score values si,. Input data for graph of 
the ROC and graph of the Lorenz Curve (LC). 
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Figure A8.5: Graphs of the ROC (solid, light) and of the Lorenz Curve (solid, heavy). 
Graph of the initial ROC (dotted line). 

 

If the ROC is concave, i.e. the likelihood ratio LRi  is non-decreasing in i, the ROC equals 

the Lorenz Curve. Lee [1999] lists a number of distributional characteristics for which 

(partly) decreasing likelihood ratios are likely: 
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(i) The score distributions for A0 and A1 have similar means and different vari-

ances. 

(ii) Bimodal score distributions for either A0 or A1. 

(iii) One group’s score distribution is symmetric while the other group’s score 

distribution is skewed. 

However, non-concavity of the ROC can also exist for relatively well behaved group score 

distributions. Consider our earlier example (table [A8.4]) where both groups’ distributions 

are unimodal and do not differ too much in shape. In any case, it is not easy to decide 

whether the (slight) non-concavity of the ROC (and, thus, a difference to the LC) is a char-

acteristic of the classification system or whether it is merely the effect of random errors 

from the sampling process. If we assume that in the credit rating context greater departures 

from concavity are rather unlikely and that the ROC is very close to the LC, the interpreta-

tion of the LC summary measures also applies to the ROC. 

One of the LC’s summary measures is the Gini index. Graphically, it is the ratio of twice 

the area between the LC and the diagonal to the area of the unit square. The Gini index 

varies between 0 and 1 and equals the AR for concave ROCs. Lee [1999] offers the follow-

ing interpretation of the Gini index and, thus, of the AR for concave ROC.  

The best guess for the PD of any observation before a classification model is run is the 

same for every observation and is the a-priori default rate in the sample, p1. Let ∆ p* denote 

the average absolute PD difference between two randomly selected subjects after the clas-

sification system was run. The estimated PDs )y|A(Pp̂ *
i1i1 =  should now differ for ob-

servations with different characteristics. 

 jiyAPyAPyYPyYPp
n

i

n

j
jiji ≠−===∆ ∑∑

= =

,|)|()|(|)()(
1 1

*
1

*
1

***** .      [A8.2] 

The idea is that the discriminatory power of any classification system is greater the farther 

it is able to spread the observations in terms of their post-classification default probabili-

ties. It can be shown that the following relationship between ∆ p* and the Gini index exists: 

 Gini)p1(p2p 11
* −=∆ .            [A8.3] 

Since the Gini index can attain a maximum value of 1, the maximum value ∆ p* can attain 

is 
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 )p1(p2pmax 11
* −=∆ .            [A8.4] 

Thus the Gini index, and also the AR for concave ROC, is a ratio index. It measures the 

prognostic information a classification system provides, relative to the prognostic informa-

tion provided by a perfect classification system: 

 *

*

pmax
pGini
∆

∆= .             [A8.5] 

Note that the Gini index, in accordance with AUC and AR, does not depend on the fraction 

of defaults in the data sample but on the inherent characteristics of the classification model. 
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 A.9   Local Stochastic Independence: An Example155 

 

Assume that loan officers’ assessments of 300 customers were recorded. Loan officers 

were asked to evaluate the customers’ market position (MP) and management quality 

(MQ). Two answer categories were allowed: 0 = good and 1 = poor. Table [A9.1] (left) 

shows that the probability of recording the answer Xi = 1 is 50% for item MP and 55% for 

item MQ. The loan officers’ responses to the two items are positively correlated (ρMP MQ = 

0.17). However, there is no reason in the structure of the scorecard why the answers to 

these two items should be dependent156. Under these circumstances, the Rasch Model does 

not hold and the total score should not be used as an indicator of the customers’ risk of 

default. 

  Item MQ 

  X2 = 1 X2 = 0  

X1 = 1 95 55 150 

Ite
m

 M
P 

X1 = 0 70 80 150 

  165 135 300  
0,45

0,5

0,55

0,6

MP MQ Items

P(
X

i
= 

1)

 

Table A9.1:    Example: Data matrix (left) and answer probabilities (right). ρMP MQ = 0.17 
 

Fitting a latent class model to the data helps to answer the question whether this depend-

ence is explained by an unobserved variable such that, for fixed outcomes of the latent 

variable, the answers to the items would be independent. This property is called local sto-

chastic independence (figure [A9.2]). 

For the data set in table [A9.1], a latent variable with two outcomes explains the correla-

tion between the items. For each level of this variable, the responses to the two items are 

independent. 

                                                 

155 Data sample in McCutcheon [1987], p.11. 
156 We use the simplification of interpreting a correlation of  greater zero as an indicator of stochastic de-

pendence and a correlation of  zero as an indicator of stochastic independence. 
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Item MP

Item MQ

0.17

Item MP

Item MQ

0.00Latent Trait

 

Figure A9.2:    Local Stochastic Independence.  
A latent variable, e.g. default risk, explains the seeming dependence between the two manifest 
variables. 

 

G1  Item MQ 

  X2 = 1 X2 = 0  

X1 = 1 79 25 104 

Ite
m

 M
P 

X1 = 0 32 10 42 

  111 35 146  

G2  Item MQ 

  X2 = 1 X2 = 0  

X1 = 1 16 30 46 

Ite
m

 M
P 

X1 = 0 38 70 108 

  54 100 154  
Table A9.3:    Local Stochastic Independence - Example  
The observations were split into two groups G1 and G2. The correlation within these groups is 
zero. 

 

IT turns out that there are two groups of rating patterns in the data: In group 1 (table 

[A9.3], left), the customers’ ratings are predominantly negative, in group 2 (table [A9.3], 

right), the customers’ ratings are predominantly positive. This does not necessarily mean 

that the customers in group 1 are more risky than those in group 2. This could well be a 

rater effect. If the customers are looked at as one group, the answers to the two items ap-

pear to be dependent: If one item was answered positively, the other item is likely to be 

answered positively as well, and vice versa. The individual differences in the ratings re-

cede behind the dominant structure ‘low level rating’ vs. ‘high level rating’. If the custom-

ers are separated into the ‘low level’ and ‘high level’ groups, each group can be looked at 

and be treated separately. Now, for example, in group 1 all ratings are ‘low-level’ and 

small differences in the individual rating patterns become apparent. 

The separation of the groups and the property of local stochastic independence within each 

group allows us to compare customers within groups and also implies that, total scores 

should not be compared or interpreted across groups. The rating patterns in both groups 

differ qualitatively. 
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A.10  E/M Algorithm157: A Worked Example 

 

The E/M algorithm is a simple and flexible iteration procedure to find the maximum likeli-

hood estimates of model parameters. The components of the procedure are alternating Ex-

pectation (E) and ML-parameter Calculation (M) steps. 

In this example, we will continue the dichotomous latent class model from appendix [A9]. 

However, the E/M algorithm can be used with ordinal items as well as more complex set-

tings such as mixed Rasch models which require an additional iterative procedure in each 

M-step to calculate the ML estimators. 

 

E/M Procedure (Steps): 

   (0)   Select start values for the model parameters. 

   (E)   Estimate expected pattern probabilities and class membership probabilities, 

based on the model parameter estimates. 

   (M)  Update model parameter estimates. 

 

Example: Latent Class Model: 

Model parameters (compare equation [4.5]):  

- class sizes ( gπ ) and  

- item answer probabilities ( igπ ) 

  

(E) Expectations Step: 

P(x |g) Conditional Pattern Probabilities:   

∏
−

−=
i

ix1
)ig1(ix

ig)g|x(P̂ ππ                                 [A10.1] 

  � What is the probability of observing pattern x in class g? 

                                                 

157 Goodman [1974b], [1979] 
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P(x) Unconditional Pattern Probabilities:   

∑= g g )g|x(P̂ˆ)x(P̂ π                        [A10.2] 

� What is the probability of observing pattern x in the data? 

P(g |x) Class membership Probabilities:  

)x(P̂/ˆ)g|x(P̂)x|g(P̂ gπ=                [A10.3] 

� What is the probability of belonging to class g if pattern x is 

observed? 

 

(M) Maximization Step: 

gπ  class size:   )x|g(P̂)x(P̂ˆ
xg ∑=π               [A10.4] 

igπ item answer probabilities: ( ) g1x|xig ˆ/)x|g(P̂)x(P̂ˆ
i

ππ ∑ =
=            [A10.5] 

 

Data-Set: 

  Item MQ 

  X2 = 1 X2 = 0  

X1 = 1 95 55 150 

Ite
m

 M
P 

X1 = 0 70 80 150 

  165 135 300 

Table A10.1:   Data set processed in EM algorithm. 
The property of local stochastic independence between variables A and B does not hold. 

 

The objective is to divide the data set in table [A10.1] into two latent classes. To exe-

cute the E/M algorithm, start values need to be selected. Since we have no other infor-

mation, we assume that the two classes will be of equal size and that the answer prob-

abilities, i.e. the probability that an item will receive a positive response (x=1), will also 

be ~50%. It is beneficial to avoid identical start values. Therefore, we set the start val-

ues for the class sizes and the class-specific item solution probabilities to the values in 

table [A10.2].  
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The first expectations step involves the following computations, based on the assump-

tions of the start values for the model parameters: 

[A10.1*] ∏
−

−=
i

ix
ig

ix
iggxP

1
)1()|(ˆ ππ    

3.0)15.0)(16.0()1|11(ˆ =⋅⋅=P   12.0)13.0)(14.0()2|11(ˆ =⋅⋅=P  

  3.0)5.01)(16.0()1|10(ˆ =⋅⋅=P   28.0)7.01)(14.0()2|10(ˆ =⋅⋅=P  

  2.0)15.0)(4.01()1|01(ˆ =⋅⋅=P   18.0)13.0)(6.01()2|01(ˆ =⋅⋅=P  

  2.0)5.01)(4.01()1|00(ˆ =⋅⋅=P   42.0)7.01)(6.01()2|00(ˆ =⋅⋅=P  

[A10.2*] ∑= g g )g|x(P̂ˆ)x(P̂ π    

  201.012.055.03.045.0)11(ˆ =⋅+⋅=P  

  289.028.055.03.045.0)10(ˆ =⋅+⋅=P  

  189.018.055.02.045.0)01(ˆ =⋅+⋅=P  

  321.042.055.02.045.0)01(ˆ =⋅+⋅=P  

[A10.3*] )(ˆ/ˆ)|(ˆ)|(ˆ xPgxPxgP gπ=   

  672.0201.0/45.03.0)11|1(ˆ =⋅=P , 328.0201.0/55.012.0)11|2(ˆ =⋅=P  

 467.0289.0/45.03.0)10|1(ˆ =⋅=P ,      

533.0289.0/55.028.0)10|2(ˆ =⋅=P  

476.0189.0/45.02.0)01|1(ˆ =⋅=P ,   

524.0189.0/55.018.0)01|2(ˆ =⋅=P  

280.0321.0/45.02.0)00|1(ˆ =⋅=P ,  

720.0321.0/55.042.0)00|2(ˆ =⋅=P  

 

In the maximization (M) step, the model parameters are calculated using the results 

from the (E) step as inputs. The start values of the model parameters are updated: 
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[A10.4*] )x|g(P̂)x(P̂ˆ
xg ∑=π  

  4499.0280.0321.0476.0189.0467.0289.0672.0201.0ˆ1 =⋅+⋅+⋅+⋅=π  

  5501.0720.0321.0524.0189.0533.0289.0328.0201.0ˆ2 =⋅+⋅+⋅+⋅=π  

[A10.5*] ( ) g1x|xig ˆ/)x|g(P̂)x(P̂ˆ
i

ππ ∑ =
=  

  ( ) 6002.04499.0/467.0289.0672.0201.0ˆ 1 =⋅+⋅=MPπ  

  ( ) 5002.04499.0/476.0189.0672.0201.0ˆ 1 =⋅+⋅=MQπ  

  ( ) 3999.05501.0/533.0289.0328.0201.0ˆ 2 =⋅+⋅=MPπ  

  ( ) 2999.05501.0/524.0189.0328.0201.0ˆ 2 =⋅+⋅=MQπ  

Compared to the start values, the model parameters in equations [A10.4*] and [A10.5*] 

changed slightly, in the direction of their final values (table [A10.2], last column). In the 

next iteration of the E/M algorithm, the updated values of the model parameters are 

again input in the expectations step. Table [A10.2] lists iteration results and the final 

values. 

 

Iterations (Excel-Spreadsheet): 

Iterations 0 5 10 15 20 (final) 

πg π1 .45 .486 .487 .488 .488 0.487 

 π2 .55 .514 .513 .512 .512 0.513 

πig πMP1 .60 .665 .698 .709 .707 0.712 

 πMP2 .40 .344 .312 .301 .303 0.298 

 πMQ1 .50 .716 .748 .759 .757 0.761 

 πMQ2 .30 .394 .362 .351 .353 0.351 

Table A10.2:   E/M algorithm.  
First 25 iteration results for the model parameters (M-Step). Iteration 0: start values. Final: fi-
nal results (also: table [A.11.3]). 

 

Results (Separation of two latent classes): 

The final values of the model parameters characterize the two latent classes completely. 

From the estimated class sizes, the numbers of customers in each class can be determined. 
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Class 1 comprises 300*0.487=146 customers and class 2 comprises 300*0.513=154 cus-

tomers. In class 1, the probability that item MP is answered positively (x=1) is 0.712, i.e. 

146*0.712=104 customers are expected to respond positively to item MP etc. Table 

[A10.3] shows the contingency tables for both latent classes. The cells within each contin-

gency table can be calculated according to the steps in equation [A10.3*], multiplied by 

class size. 

 

G1  Item MQ 

  X2 = 1 X2 = 0  

X1 = 1 79 25 104 

Ite
m

 M
P 

X1 = 0 32 10 42 

  111 35 146  

G2  Item MQ 

  X2 = 1 X2 = 0  

X1 = 1 16 30 46 

Ite
m

 M
P 

X1 = 0 38 70 108 

  54 100 154  
Table A10.3:    Actual Solution: Local Stochastic Independence.  
The observations were split into two groups G1 and G2. The correlation within these groups is 
zero. 

 

The E/M algorithm starts with an M-step. The start values for the model parameters can be 

arbitrarily chosen but must not be identical. The results from the 20th iteration were used 

to calculate the pattern frequencies in classes 1 and 2 in table [A10.3]. The split of the data 

sample into two classes was successful, since the items are now locally independent within 

each class. 
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A.11  Calculation Class Membership Probabilities 

 

Membership probabilities: 
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 .            [11.1] 
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A scorecard has three items. Responses are based on a rating scale with three categories. A 

Mixed Rasch Model with two classes was fitted to a set of observations. Based on these 

observations, the class sizes πg and the class-specific item response probabilities P(xvi|g) 

are estimated (table [A11.1]). An example: For item 1 in class I, 100% of the responses are 

expected to be observed in category 1. For item 2 in class 1, 50% of the responses are ex-

pected to be observed in category 1 and 50% of the responses are expected to be observed 

in category 2, and so forth.  

Class I  (πI = 0.5)  Class II  (πII = 0.5) 

 Items     Items   

Response 
Categories 

1 2 3  Response 
Categories 

1 2 3 

1 100 % 50 % 0 %  1 0 % 50 % 100 % 

2 0 % 50 % 50 %  2 50 % 50 % 0 % 

3 0 % 0 % 50 %  3 50 % 0 % 0 % 

Table A11.1: Example ‘Calculating Membership Probabilities’.  
Estimation results of a Mixed Rasch Model: Estimates of class sizes and class-specific item re-
sponse probabilities for class I (left) and class II (right). Column 1: Response categories. Col-
umns 2-4: item response probabilities.  

 

Based on the estimates in table [A11.1] we can calculate the membership probabilities 

(equation [11.1]) for two new observations A and B. Table [A11.2] illustrates the calcula-

tion of the class membership probabilities for the two new observations. For every obser-

vation, class membership probabilities are calculated for both classes. They add up to one. 

Each observation is assigned to the class for which its membership probability is greatest. 

The item response probabilities that are used in the calculation (table [A11.2]) are read 

from table [A11.1], the values for pattern (A) are shaded. The values in the shaded fields in 

table [A11.1] already tell us which class observation (A) will belong to: The individual 
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item response probabilities are always high and never zero in class 1, they are low and 

partly zero in class 2. Intuitively, an observation is assigned to the class for which the rele-

vant item response probabilities are high, i.e. a class that contains many rating patterns 

similar, not necessarily identical, to the pattern in question. 

Following equation [11.1], the class membership probabilities are determined by multiply-

ing the estimated item response probabilities with the estimated class size and dividing this 

number by the sum over all the values that were calculated for each class. 

 
(A)  Responses to Items   

  I II III  Memb. 
Prob. 

Class πg 1 2 3 П П / Σ 

I 0.5 1 0.5 0.5 0.125 100% 

II 0.5 0 0.5 0.5 0 0% 

    Σ 0.125  

 

 (B)  Responses to Items   

  I II III  Memb. Prob. 

Class πg 2 2 3 П П / Σ 

I 0.5 0 0.5 0.5 0 N/A 

II 0.5 0.5 0.5 0 0 N/A 

    Σ 0  

Table A11.2: Example ‘Calculating Membership Probabilities’.  
Class membership probabilities calculated for observations A and B. Patterns in shaded boxes 
in row 3. Columns 1-2: Class and estimated class size. Columns 3-5: estimated item response 
probabilities. Column 6: Product of class size and item response probabilities, sum in row 6. 
Column 7: Class membership probabilities. 

 

The procedure in table [A11.2] clearly assigns the new observation (A: 1-2-3) to class I. Its 

characteristics are high responses on item I and low responses on items II and III. The pro-

cedure works for rating patterns that are part of the original data set and for those that are 

not part of the original data set, as long as there is at least one class in which none of the 

relevant estimated item response probabilities is zero. Unlike observation (B: 2-2-3) which 

cannot be assigned to any of the two classes, because at least one of its estimated item re-

sponses is estimated to be zero in every class: response 2 in class I, and response 3 in class 

II. 
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